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preface 

Designers are amongst the primary change agents in our society. As a consequence 
design is an important research topic in engineering and architecture, since design 
is not only a means of change but is also one of the keystones to economic com
petitiveness and the fundamental precursor to manufacturing. However, our un
derstanding of design as a process and our ability to model it are still very limited. 
The development of computational models founded on the artificial intelligence 
paradigm has provided an impetus for much of current design research-both 
computational and cognitive. 

These forms of design research have only been carried out in the last dec
ade or so and in the temporal sense they are still immature. Notwithstanding their 
immaturity noticeable advances have been made both in extending our under
standing of design and in developing tools based on that understanding. Whilst 
many researchers in the field of artificial intelligence in design utilise ideas about 
how humans design as one source of concepts there is normally no attempt to 
model human designers. Rather the results of the research presented in this vol
ume demonstrate approaches to increasing our understanding of design as a proc
ess. The goal in most of this research is to make the computer more useful in 
design since it is clear when looking at designs produced by unaided humans that 
they often fail to perform satisfactorily. The expectation is that computer-aided 
human designers will produce better designs. The research methods employed are 
closely linked to the scientific method but that does not imply that the activity of 
designing is scientific. 

The papers in this volume are from the Third International Conference on 
Artificial Intelligence in Design held in August 1994 in Lausanne, Switzerland. 
They represent the state-of-the-art and the cutting edge of research and develop
ment in this field. They are of particular interest to researchers, developers and 
users of computer systems in design. This volume demonstrates both the breadth 
and depth of artificial intelligence in design and points the way forward for our 
understanding of design as a process and for the development of computer-based 
tools to aid designers. 

ix 
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THE ROLE OF COMPUTATIONAL PROTOTYPES IN 

CONCEPTUAL MODELS FOR ENGINEERING DESIGN 

I. DONALDSON AND K. MACCALLUM 

University of Strathclyde 
CAD Centre, 75 Montrose Street 
Glasgow, GllXJ, UK 

Abstract. Both the process of conceptual design and its product-conceptual models
make prototypes an ideal representation medium for preliminary designs in engineering. 
Our concern is to examine the nature of prototypes in the context of engineering design 
along with related work that supports prototype schemes because there is no adequate 
characterisation of what is required of an extensional representation. From this emerges 
a profile of a computational prototype. The key features of the representation have been 
implemented in the Concept Frame System (CFS). This gives support for the localisation 
of meaning, slot masking and separation between structure and content. A prototype 
representation is highly object-oriented and can be mapped into existing object-oriented 
programming languages if some additional language extensions are provided. We have 
used CLOS to produce an experimental concept modelling system that supports key aspects 
of a prototype representation while retaining a firm basis in a class-based language. This 
demonstrates that new model representations can be built on top of the well understood 
semantics of a class-instance kind of object-oriented language. 

1. Introduction 

The way in which design knowledge is organised is a critical factor in the 
computer-supported conceptual design process. It influences both the success with 
which a design is commenced from existing knowledge and the ease with which 
design solutions are then synthesised; in each case requiring at least a superficial 
resemblance to the cognitive organisation of information in the mind so that it will 
be in a form familiar to the designer. For this reason, representation in the form of 
prototypes has been investigated by several design research groups (Demaid and 
Zucker, 1992; Gero, 1990; Nguyen and Rieu, 1992). At one extreme, prototypes 
are already familiar as physical models of products-in fields as diverse as archi
tecture, vehicle styling or discrete electronic design-and at the other, the idea 
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4 I. DONALDSON AND K. MACCALLUM 

of prototypical features is the basis for models of concept formation in cognitive 
science. So they appear to be a natural link: between the physical world and our 
interpretation of it. 

In this paper we discuss those aspects of the conceptual design problem that are 
amenable to prototypes, build up a profile of the properties of a "typical" computa
tional prototype and illustrate how the representation scheme that emerges may be 
implemented as an extension to the object-oriented programming paradigm. The 
application domain is engineering design with specific examples from the area of 
enclosure design for computer workstations. Our own view is that many of the 
features that make up a prototype representation can be supported by a conven
tional object-oriented implementation provided that the underlying programming 
environment is capable of language extensions. In particular, the Common Lisp 
Object System (CLOS) was designed and built specifically to open up its language 
to the point where new languages could be derived as executable specifications at 
the metaobject level (Kiczales et ai., 1991). We suggest that this provides a well
understood basis for construction of systems in an object-oriented environment 
which can be adapted to the special requirements of prototypes and extensional 
representation. These ideas are tested out in an experimental concept modeller
the Concept Frame System (CFS)-which has been developed as part of our 
work. 

2. The Concept Design Problem 

Part of the context for a discussion of prototypes should be the relationship 
between design representation and the problem solving processes of conceptual 
design since they are interdependent. This is hard to examine, in practice, because 
there is not yet an adequate characterisation of the processes either at the cognitive 
or computational levels. What we do know comes from analysis of intuitive design. 
As a point of departure, Navinchandra defines conceptual design as-

... that part of the design process in which: problems are identified, functions 
and specifications are laid out and appropriate solutions are generated through 
the combination of some basic building blocks. Conceptual design, unlike 
analysis, has no fixed procedure and involves a mix of numeric and symbolic 
reasoning. (Navinchandra, 1992). 

In the rest of this section, we will consider the nature of the problem solv
ing tasks and processes of conceptual design and relate this to the organisation 
of experiential knowledge. It will provide arguments in support of design rep
resentations that are based on extensional description as much as on intensional 
definition. 
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2.1. TIIE PROCESS OF CONCEPTUAL DESIGN 

The mental processes brought to bear on conceptual design include conception, 
invention, visualisation, calculation, marshalling and refinement (French, 1985). A 
more detailed breakdown of design tasks has been attempted in studies which view 
the design problem according to Information Processing Theory (IPT) principles 
and which aim to construct models of problem solving that lie somewhere between 
cognitive and computational models (Chandrasekaran, 1989; Ooe1 and Pirolli, 
1989; Stauffer and Ullman, 1991). For example, Stauffer and Ullman described 
ten different types of operation that designers applied to states in the design 
problem space and they classified them into three groups 

generate: select, create 
evaluate: simulate, calculate, compare 
decide: accept, reject, suspend, refine, patch 

We can make a simple distinction between conceptual processes according to 
whether they are synthetic or analytical in their actions. Broadly, synthetic pro
cesses act to combine elements of design information into new models while 
analytical processes are used to reason about and to retrieve information from the 
representation. In practice, modelling is a typical design activity which applies 
synthesis to personal knowledge. It is the area on which this paper focuses. Equi
valent activities which apply an analytical approach are case-based reasoning or 
classification-broadly, the design decision-making activities. The distinction is 
important when we come, later, to consider the logical adequacy of the represent
ation for prototypes because it may preclude some types of inference. 

The conclusion from this and from work on generic design tasks (Chandrasekaran, 
1989) is that, while design processes can be identified, they can be described only 
at an informal level. Design by exploration (Reich and Fenves, 1991) makes the 
order of their application to design problems unpredictable. The representation 
scheme must take this into account while providing economy in representing 
transient, tentative design knowledge 

2.2. TIIE CASE FOR EXlENSIONAL REPRESENTATION OF DESIGN 
KNOWLEDGE 

While design tasks may be generic, design representations are more likely to be 
domain-dependent (Chandrasekaran, 1989). Even so, there are clear indications 
from studies of general problem solving of an underlying common structure to 
mental representations and for a need to represent individual instances as examples 
(Matlin, 1989). This is the extensional component of design knowledge. We need 
to examine the way in which concepts are represented and processed in the mind 
before developing a computational representation. 

Ullman and Stauffer distinguished between the external task environment
sketches, notebooks, computers, handbooks and so on-and the internal task 
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environment-the designer's personal knowledge-but did not elaborate the way 
in which personal knowledge might be organised in an IPT model (Stauffer and 
Ullman, 1991). This problem was examined by Goel and Pirolli (Goel and Pir
olli, 1989) who analysed design protocols from designers engaged on a simple 
design exercise. They categorised personal experience into general schemas
"knowledge about the way the world is"-and domain-specific schemas in their 
IPT-based model. Each category was extensively structured into abstraction hier
archies and each held three knowledge components: procedural knowledge, ab
stract conceptual knowledge and knowledge of patterns. A distinction frequently 
found between novices and experts in a domain is that the novice relies mainly 
on rule-based reasoning to solve problems while the expert bases judgement on 
similarity to past examples (Hampton, 1993). 

Cognitive studies have led to the proposal of models for the mental repres
entation of concepts that are based on the notion of typicality or of exemplars 
for a concept and, in particular, to the prototype-and-core model (Rosch, 1978; 
Smith, 1989). According to this view, the prototype component of a concept in 
the mind holds properties that define a typical instance of the concept - either 
a real instance or a synthetic one that encapsulates typical properties which do 
not define any known thing. The prototype component is used in situations which 
require rapid categorisation and judgements about similarity or salience. Although 
rapid to access and use, the prototype component is not diagnostic. Instead, this 
is the function of the core component. It approximates to the "shared meaning" 
of the concept (Smith, 1989) and is believed to be important in building rational 
explanations or judgements. In teleological terms, the hybrid representation can 
support the quite different modes of intuitive as well as discursive reasoning. 

We believe that design experience is structured according to this model be
cause design is recognised as a general problem-solving activity which uses the 
same mental processes that provide such strong evidence for the psychological 
prototype-and-core theory (such as categorisation and concept formation). Are 
prototypes then a useful computational representation for design experience? 
Among the alternatives to prototypes are production systems and class-based 
structures. However, the use of such logically determinate, formal representation 
schemes to capture design has been criticised as being out of step with the informal
ity of the design process and its dependence on experiential knowledge (Bijl, 1991; 
Tomiyama and ten Hagen, 1990). 

The attraction of a prototype representation is at least two-fold. Firstly, many 
design artefacts are multi-functional; particularly so in the context of mechan
ical engineering where one component form is selected for a design because it 
performs several desirable functions (Hoover and Rinderle, 1989). For example, 
in electronic enclosure design, thermal as well as mechanical and EMI proper
ties must be optimised. The form-function relationships which this implies are 
difficult to capture in a purely taxonomic system. However, a prototype system 
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is more relaxed because it allows a description of a typical model to emerge in 
a flexible way. The second attraction lies in the exploratory nature of the early 
design process where many of the concepts that emerge from exploration-based 
design turn out to be unsuited to the design goal when they are analysed and eval
uated. True prototypes provide an economy in storage of such "one-of-a-lcind" 
objects. However, our approach to the question of the utility of prototype-based 
representation still has to be empirical. 

3. Computational Prototypes 

Armed with a description of the nature and organisation of mental prototypes, we 
can examine the issues which determine a prototype representation. The aim is to 
profile the useful attributes of the computational representation and, in particular: 

- the nature of inheritance amongst design objects 
- the role of default properties and of default values 
- the case for modelling more arbitrary relationships among concepts 

The purpose of a prototype according to (Gero, 1990) is to provide the basis 
for design commencement and design continuation. This implies two aims for 
a computational prototype-that it act as a holding form for a typical exemplar 
while carrying sufficient information to let design applications generate variants 
of the prototype. 

3.1. DEFAULTS 

There is substantial evidence to confirm that people use their accumulated ex
perience to build expectations of the state and behaviour of objects and events in 
new, unfamiliar situations. These expectations frequently provide a starting point 
for the design process. Representing knowle9ge typical to a specific situation has 
been handled by the development of frame or script -based representation systems 
in which default properties of the situation can be encoded. 

The informal nature of the early design process benefits from representation 
by a scheme that includes defaults rather than a stringent, taxonomic framework. 
However, we must be careful to define the meaning of "default" in operational 
terms. In particular a distinction must be made between the mechanisms for 
inheritance of default properties and default values of those properties because 
each has a different effect on the knowledge level interpretation of information. 

3.1.1. Default Properties 
There are design situations in which it may be reasonable for an object to "evolve" 
and to lose properties as it does so. For example, it is common to find that the early 
production version of a printed circuit board (PCB) has wire links and severed 



8 I. DONALDSON AND K. MACCALLUM 

circuit tracks; features which are dropped in the final revision of the PCB. How 
can this be modelled? 

True class-based systems implement an inheritance scheme that is complete 
rather than partial (Booch, 1991). That is, they add, monotonically, the properties 
of each superclass of a class to those defined directly on the class. This brings the 
advantage of a dual inference mechanism, based firstly, on the kinds of property 
that are to be shared between classes and, secondly, on the necessary and suffi
cient conditions that an object must satisfy for class membership. The monotonic 
inheritance mechanism cannot be over-ridden in 00 languages such as CLOS, 
Smalltalk or C++. So, while inherited properties can be modified in a subclass, 
they cannot be dropped. 

The PCB example can be modelled by selective inheritance. This mirrors 
the evolution of information in a design but it has generally been provided in 
frame and semantic network systems such as Fahlman's NETL (Fahlman, 1979) 
rather than in class-based programming schemes. Selective inheritance, however, 
brings ambiguity to the representation. In particular, any claim to definitional 
capability in the representation is lost, especially when it is used for inference 
about the composition or class membership of new instances (Brachman, 1985). 
Brachman's anomaly about a "typical elephant" that "a rock is an elephant, except 
that it has no trunk, it isn't alive, it has no legs ... " (Brachman, 1985) arises when 
the representation scheme allows property cancellation to extremes. Brachman's 
point is that a representation with defaults supports only properties that typically 
follow from being an instance of a frame and those properties cannot be used 
both to generate instances from the frame and to classify new objects against an 
existing frame hierarchy. 

However, if we take a less rigorous view of the modelling environment, it 
is possible to accept the limit on definitional capability in return for the added 
flexibility that selective inheritance offers. The anomaly is not a problem for 
synthetic processes-those which construct prototypes-but is a problem for ana
lytical processes. Design modelling systems, in general, do not support selective 
inheritance. 

3.1.2. Default Values and Integrity Constraints 

Prototypes have not only typical properties but also typical values for those proper
ties. The semantics of the representation is less perturbed by attempts to represent 
default values for those properties than by default property inheritance itself. 
Default values may be explicit, in which case they can be used to derive initial
isation values for the properties of instances generated from the frame template 
directly or they can take the form of value ranges (restrictions) or of arbitrary 
constraints. The latter, semantic integrity constraints, have been used in the wider 
context of data and product modelling for some time-for example in the EX
PRESS language. Comparable mechanisms which represent design knowledge 
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at fine resolution in the form of type restrictions, value expressions and as con
straints have been described for the SHOOD system (Nguyen and Rieu, 1992) and 
by aero's group (Tham and aero, 1992). 

3.2. HIERARCHIES 

Inheritance is a key mechanism of object based systems which brings both a 
level of organisation and economy to the representation. When it is applied to 
prototypes several issues concerning its semantic interpretation must be addressed 
and resolved. 

3.2.1. Abstraction Hierarchies 

We use the convention that a prototype should be considered as a model object 
that represents some realisable artefact in the physical world. This comes from 
the ideas behind "pure" prototype languages such as SELF where objects are 
free-standing (Ungar and Smith, 1987). Therefore, a prototype can exist only as 
a leaf node and not as an internal node of a concept hierarchy at any time in the 
design process. This does not preclude a hierarchical organisation but, as design 
proceeds and prototypes evolve, they remain an advancing front at the tips of the 
concept tree. The internal nodes do not have sufficient specification to be realised 
and are merely abstract concepts rather than prototypes. This convention is a way 
of localising meaning so that prototypes can be reused in a context different from 
the one under which they were developed. 

Abstraction hierarchies of prototypes have been proposed before in the context 
of building structural design (Alem and Maher, 1991; aero et ai., 1988). They 
really ought to be considered as aggregation hierarchies of composite objects 
because they are used to build prototypes by recursive slot filling. 

3.2.2. Single vs Multiple Inheritance 

Engineering design is based on a physical world in which an object may have sev
eral taxonomic roots. For example a fan-heater derives properties simultaneously 
from a fan class and a heater class and can, reasonably, be categorised under 
either. Ambiguity can arise, however, when both superclasses attempt to pass 
on a property with a common label-say "function-principle"-to the fan-heater 
class because, in the absence of a mechanism to merge properties at semantic 
level, one of these inherited properties will mask the other. Approaches to the 
inheritance issue have ranged from maintenance of a strict single inheritance 
mechanism augmented by delegation (Zucker and Demaid, 1993) to a mechanism 
by which an object can be an instance of several classes simultaneously (Nguyen 
and Rieu, 1992). So, an instance labelled fan-heater-1 may be a member both of 
fan and heater classes, without need of a relationship between these classes or of 
a separately defined fan-heater mixin class. 
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3.2.3. Viewpoints 
The properties of a design object, whether inherited or locally defined can be 
factored into groups on the basis of their similarity. For example, a generic electro
mechanical product, such as that in Figure 1, has groups of electrical, physical 
and environmental properties each of which is a viewpoint or aspect of the design 
object. This lets attention be focussed on one aspect of the development of the 
design without interaction from others. The viewpoint problem is to reconcile 
the operational semantics of inheritance of these properties with their taxonomic 
position. The electro-mechanical product is certainly not a specialisation of any 
one of the aspects so they cannot be ordered relative to each other in taxonomic 
terms. Modelling systems, generally, avoid the pitfalls that would result if the 
viewpoints were to precede the product object in a hierarchy by implementing 
either a delegation mechanism (Zucker and Demaid, 1993) or aggregate classes 
(Nguyen and Rieu, 1992). 

In Gero's adoption of schemas as design prototypes, the properties of each 
design object are partitioned into one of three aspects - function, structure or beha
viour (Gero, 1990). This structural organisation is based on a function transform 
model of design. It serves two purposes; firstly as a focus for each aspect dur
ing early design and secondly it is the basis for computational knowledge which 
relates and transforms among function, structure and behaviour properties. 

3.2.4. Schema Evolution 
Several conceptual design systems take a 'schema evolution' approach to the 
conceptual modelling process in order to provide very flexible changes to the 
objects in a class hierarchy (Demaid and Zucker, 1992; Nguyen and Rieu, 1992). 
This means that a traversal of the class tree reflects the evolution of a design 
description over time rather than increasing specialisation of design concepts 
because lower levels of the tree may have discarded features that were key features 
of higher level concepts. This approach has precisely the pitfalls which were 
discussed in Section 3.1.1 regarding default or cancellable features. One idea to 
combat this was introduced by Brachman in his KL-ONE system (Brachman and 
Schmolze, 1985). There, he implemented an automatic classification algorithm 
which recomputed the class hierarchy after change to object properties so as to 
maintain taxonomic integrity in the representation. 

4. Support for Prototypes in the CFS 

A pattern of requirements for a conceptual modelling environment emerges when 
we consider the nature and use of prototypes. Those requirements are not only for 
a dynamic, flexible system that will support designs which are evolving on a time 
scale of minutes to days but also for facilities to provide some form of extensional 
representation, defaults and maximise the potential for reuse of design objects. 
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Figure 1. Three viewpoints of an electro-mechanical product. 
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The Concept Frame System (CFS) is a software tool that aims to support 
the evolutionary development of a design concept model. Based on earlier work 
(Persidis, 1986), it provides a testbed for a prototype-based representation in 
the engineering domain and its particular goal is to support a complete cycle 
of design reuse from nascent design generation through design recovery to the 
reincorporation of elements of an existing design into new engineering contexts. 
This emphasis on reuse of concepts has presented problems for the representation. 
These are concerned with preserving the integrity of a concept when it is singled 
out for incorporation in another model; both in terms of its intrinsic structure and 
its relationship to other concepts. They are issues which might not have emerged 
in a more static type of modelling environment. The CFS is implemented in 
the Common Lisp Object System (CLOS) and draws heavily on the Metaobject 
Protocol (Kiczales et aI., 1991) in order to deliver the CFS as an extension to 
CLOS. The CFS can be thought of as an object-oriented frame system. Each 
"concept" is an instance of a composite class whose slots point to "feature" 
objects. So, a concept is defined by a collection of features, each of which can 
have a default value, and has a method for its presentation. As a result, a feature 
may be arbitrarily complex and is just as likely to represent a bit-mapped image, 
an item of geometry in a solid model or a text file as it is a string or number. 
Individual concepts are forged from a "concept family" (in effect a class object) 
and these are organised in a concept hierarchy. 

While the CFS is firmly based on a class-instance model, it has several fea
tures which enable it to represent computational prototypes. Firstly, it exploits 
the intrinsic ability of CLOS to define new classes and redefine existing classes 
dynamically, thereby providing a mechanism for exploratory model development. 
When the class structure is reconfigured in this way, CLOS takes appropriate 
action to propagate the effect of change to all instances of a class. The CFS adds 
mechanisms for a "concrete copy" operation, slot-masking in lieu of the cancel
lation of features within the object hierarchy and represents semantic relations as 
first-class objects. Each feature is discussed below. 
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4.1. DIFFUSE CON1EXT AND DESIGN OBJECTS 

The context for an object is the amount of information which must be present before 
the object can be used as a template to generate instances. In a class system, this 
information is distributed throughout the object hierarchy as a consequence of the 
sharing of state amongst objects (Booch, 1991). There are obvious advantages 
in managing complexity by means of abstraction in a class hierarchy but the 
resulting diffuse context poses a problem during conceptual design. Conceptual 
design rarely proceeds in a top-down fashion and consequently requires frequent 
modification of class structures and definitions. There is a significant danger that a 
trivial alteration to one object can have serious side-effects elsewhere in the class 
hierarchy. 

As an example, consider the WINCHESTER DRIVE design object in Fig
ure 2. It has the features heads, platters, cylinders defined directly and also 
inherits the features name, capacity, form-factor, rpm from its ancestor design 
objects. The context for WINCHESTER DRIVE, the shaded region of Figure 2, 
includes its predecessors in the class tree-ROTATIONAL INDEX DEVICE, 
ELECTROMECHANICAL STORAGE and STORAGE DEVICE. The last of 
these is the maximal domain class of the hierarchy. Classes above that are con
cerned not with the application model but with the implementation. Contexts over
lap as for example between MAGNETIC TAPE and WINCHESTER DRIVE. 
Any change to the definition of either object, for example, to the default value for 
form-factor will alter both. 

One solution to the problem of distributed context comes from the field of 
software engineering. The main design goal of designers who build reusable class 
libraries for object languages is to construct an object hierarchy that is extensible 
and in which the effect of any change to an object has least impact elsewhere in 
the library. In pursuit of the goal, they follow the principle of localised meaning
attempting in the design stage to ensure that, wherever possible, the meaning of a 
class does not depend on the meaning of any other class (Caroll, 1993). The benefit 
to users is that class abstractions become easier to understand and there is less 
scope for adverse side-effects to arise from non-trivial changes made by users to 
objects in the library. Perfectly localised meaning is unattainable, not least because 
it defeats the case for sharing of state and for inheritance, so object library design 
is a matter of compromise between principle and practice in which the localisation 
of meaning is reserved for those classes which the designer anticipates will be 
used for derivation (Caroll, 1993). 

The same principle of localised meaning can also be applied to conceptual 
modelling of engineering designs. Localisation can be done in a conservative way 
for a class of objects by the process of making a new class object that is a copy 
of the class template, identifying all of the shared state which that object uses 
and merging the definitions for this shared state directly with the object copy. The 
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Class objects are denoted by square boxes, class names are in upper case and class· slot 
names are in lower case. The context region for the class WINCHESTER DRIVE is shaded. 

context for the class becomes self-contained_ At the expense of additional memory 
storage, this produces a class object with completely localised meaning for which 
the effect of any change is isolated to the object and any of its instances only. No 
change to the copy object will impact on the objects which, previously, contributed 
shared state to it. This is implemented as a "concrete copy" mechanism in the CFS. 

The effect of this mechanism on the class hierarchy can be seen at bottom 
left of Figure 2 where a new, localised class, WINCHESTER DRIVE_1, has 
been introduced into the hierarchy as a result of the "concrete copy" of the 
diffuse context WINCHESTER DRIVE class. The pre-existing class structure is 
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unaltered by the step. 

A localisation algorithm for this is given schematically in Figure 3. The func
tions used in the algorithm come from Common Lisp (Steele, 1990) or the CLOS 
Metaobject Protocol (Kiczales et aI., 1991). 

ALGORITHM localise (class, maximal-domain-class) 

/* Establish the state definition of class from its domain 
superclasses - the class hierarchy including and beneath the 
maximal-domain-class - then create a copy of the class object for 
which all domain state is defined locally on the copy object ordered 
most to least specific. 
*/ 

BEGIN 
distribution-map := NIL 
canonical-slot-list := NIL 
local-class-name := GENSYM(class) 
cpl := COMPUTE-CLASS-PRECEDENCE-LIST(class) 
non-domain-classes := SUPERCLASSES*(maximal-domain-class) 
domain-cpl := SET-DIFFERENCE (cpl, non-domain-classes) 
domain-class-antecedent-list := REVERSE(domain-cpl) 

END 

FOR EACH cl IN domain-class-antecedent-list 
slot-list := CLASS-DIRECT-SLOTS(cl) 
FOR EACH slot IN slot-list 

distribution-map := ACONS(slot, cl, distribution-map) 
canonical-slot := MAKE-EFFECTIVE-SLOT-DEFINITION(slot) 
canonical-slot-list := APPEND(canonical-slot, canonical-slot-list) 

END FOR 
END FOR 

local-direct-superclasses := SUPERCLASSES(maximal-domain-class) 
local-class:= ENSURE-CLASS(local-class-name,local-direct-superclasses, 

canonical-slot-list) 
RETURN (local-class, distribution-map) 

Figure 3. Algorithm to localise meaning in a class object. 

The "concrete copy" mechanism can be used in two situations. 

During conceptual design, it enables the designer to explore changes to 
the features of the design object represented by the localised class without 
inducing side-effects elsewhere in the object structure. 
When a concept design model has reached a finalised state and there is a 
requirement to save a design object for possible reuse. Because it is free 
of surrounding context, a concrete copy of the object can be archived more 
readily. 
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4.2. SLOT MASKING AS A PRESENTATION MECHANISM 

In place of property cancellation which is a contentious issue, the CPS takes the 
approach of "slot masking" in order to hide some of the characteristics of prototype 
objects. This masking is done at the presentation rather than the representation 
level of the object model so that the underlying description of the state of an 
object (both inherited and locally defined) is unaltered and available for normal 
use. Extra information is added to the object to encode the visibility of state. It is 
then for each application to make use of this masking information. The net result is 
that objects appear to be able to cancel out some of their properties. The masking 
policy operates on two levels-either on individual instances or on a whole class 
and its instances. 

,-" - - \ 
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" \ 
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.... , 
I , ,- ..... - - ~ ..... - - - - - - -

" '- --
" CD-ROM I " , 

\ \ 
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" .... , OPTICAL-STORAGE 
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class template 
name: OPTICAL-STORAGE 
superclasses: nil 
fields: 1,2,in-slots 

Figure 4. Slot masking. 

In Booch notation (Booch, 1991), class objects are dashed outlines, instance objects are 
solid outlines, solid lines indicate an "inherits-from" relationship, dashed lines indicate an 
"instantiates" relationship and a broad line indicates a ''metaclass'' relationship. 

In operation, classes that can be masked have the customary set of slots which 
describe their state and an additional slot which holds the list of those slots that 
are currently visible. In Figure 4, the classes CD-ROM and EOD inherit three 
slots from the class OPTICAL-STORAGE, slots labelled 1, 2 and in-slots. 
Class CD-ROM defines two further, local slots labelled 3 and 4. In the example, 
two instance objects-CD-ROM # 1 and CD-ROM # 2 have been instantiated 
from the class CD-ROM and each has a different assignment of slots which are 
visible in its in-slots slot. In effect this is an instruction to a presentation 
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mechanism to display only slots 2 and 3 for CD-ROM # 1 but slots 2 , 3 and 4 
for CD-ROM #2. This assignment can be changed for any individual instance of 
the class, independently of any other instance, to increase or reduce the visibility 
of its properties. In contrast, the masking policy which applies to whole classes 
responds to a change of the in - s lot s assignment of the class object by altering 
the in-slots of each instance of the class and the new assignment is, in tum, 
propagated to each subclass and its instances also. It is the latter policy which 
corresponds most closely to the aim of property cancellation but without using 
the inheritance mechanism. So, for example in Figure 4, slot 2 of the class object 
OPTICAL-STORAGE may be masked by resetting its in-slots value to be l. 
The mask propagation method responds by recalculating the set of masked-off 
slots and performs a set -difference of this with the in-slots of each instance of the 
OPTICAL-STORAGE class and with the instances of its subclasses CD-ROM and 
EOD as well as their class objects. 

The motivation for some kind of property cancellation mechanism is usu
ally to support more flexible, selective inheritance of properties - especially 
in the context of schema evolution or to represent exceptions. In the example 
of Figure 4, the EOD (eraseable optical disk) class and CD-ROM classes in
herit properties from OPTICAL-STORAGE because they are specialisations of 
it. The definition of OPTICAL-STORAGE might include a property labelled 
write-head-technology which is generally applicable to optical devices 
such as EOD and related forms but does not apply to current forms of (read-only) 
CD-ROM device. Class CD-ROM might then be viewed as an exception to the nor
mal property set of OPTICAL-STORAGE devices because it places restrictions 
on the properties which it inherits. 

In a system of monotonic inheritance this exception would have been modelled 
by factoring write-head-technology out of the OPTICAL-STORAGE 
class to a separate mixin class from which all sub-classes but CD-ROM would 
inherit. This introduces another abstract class and further de-localises the mean
ing of any classes below OPTICAL-STORAGE; both undesirable in a prototype 
modelling scheme in our view. 

Implementation of the mask propagation method in the CLOS Metaobject 
Protocol is made by specifying auxilliary methods to the accessor function for 
in-slots on objects derived from the maximal concept-class. 

4.3. MODELLING OF SEMANTIC RELATIONS 

The problem of managing the context within which a concept is defined extends 
beyond the class hierarchy to any semantic relationships in which the concept takes 
part. Accordingly, the CFS takes the step of separating structural from semantic 
information according to a "quarantine" principle in order to maximise the re
usability of either structural or content-based information. Quarantine, in this 
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case, means that there is isolation between structure level and concept-knowledge 
level with a one-to-one mapping from objects at the former to the latter level. 
The mapping is illustrated by broad arrows in Figure 5. In consequence, the 
semantic level of the conceptual model comprises a set of disconnected concept 
objects each of which holds a substantial volume of detail along with a set of 
"relation objects" which represent semantic relationship between concept objects. 
The structure level comprises a set of directed graphs whose nodes hold pointers 
to semantic objects. 

This approach was adopted because it avoids concept objects becoming 
burdened with direct references to other concepts and, in consequence, developing 
"dangling pointers" if taken out of context. Figure 6 shows a typical application of 
the semantic relation scheme to represent spatial relationships between electronic 
components of a workstation enclosure. At the conceptual knowledge level there 
are eight concept objects and three relation objects (above, right, behind). Spatial 
relations are modelled in the underlying, structural layer in accordance with the 
mechanism outlined in Figure 5. So, for example, the CPU module is to the right 
of the PSU and above the base component by virtue of the structure encoded. 
However CPU module holds no direct reference to either of these components 
and, if subsequently reused in a different model environment and context, it can 
be immediately free from any record of these spatial relations. Conversely, the 
spatial relations can be preserved in the new context if the relationship map is also 
imported into the new model context. 

arc 

concept 
knowledge level 

structure level 

Figure 5. 'Quarantine' mapping between structure and concept levels in a conceptual model. 

5. Conclusions 

This study was motivated by a need to build computer-based tools to support 
conceptualisation. Cognitive studies point towards the prototype-and-core model 
as a strong candidate for mental representation of conceptual knowledge and it is 
all the more appealing because it supports intuitive as well as discursive modes of 
reasoning. Empirical studies of problem solving in engineering design concur with 
the use of these two widely different modes of thinking. However, there have been 
relatively few attempts to translate this mental representation into a computational 
form. We have attempted to summarise the key feature of the prototype-and-core 
model and to relate this to our own work and the work of other design researchers in 
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the development of computational prototypes. Our viewpoint on this is influenced 
by a desire to support the effective reuse of design concepts. 

Issues which shape the framework for representation of computational proto
types can be summarised as follows. 

inheritance • The class mechanism should be highly configurable in order to 
support exploratory design (schema evolution). 
• Inheritance relations may be single or multiple if the ambiguity of class 
precedence can be managed. 
• Viewpoints can be implemented as composite classes or by means of 
delegation. 
• Abstract classes are not, in themselves, prototypes. 

defaults • Cancellable properties represent exceptions in a neat way but they 
defeat any use of the model for taxonomic reasoning. A similar effect can be 
made at a presentation level without recourse to selective inheritance. 
• Extensional description can be made with default values and ranges for 
properties of prototypes. 
• However, the capture and subsequent use of knowledge about constraint 
ranges or semantic integrity constraints remains an open issue. 

context • Localisation of meaning is an issue for applications in which design 
concepts might be reused or in which the effects of class re-definition cannot 
be controlled. 
• Localisation of meaning is desirable in class (or concept) libraries. 

semantic relations • Relationship modelling is a necessary component of the 
representation but has not been adequately explored. 
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A TWO-STEP APPROACH TO CONCEPTUAL DESIGN OF 
MECHANICAL DEVICES 

A. CHAKRABARTI AND T. P. BLIGH 
The Engineering Design Centre 
Department of Engineering, University of Cambridge 
Cambridge CB2 1 PZ, United Kingdom 

Abstract. In this paper, a two-step approach to conceptual design of mechanical devices 
and machines is described. The first step is to synthesise, using a set of basic elements 
and their combination rules, a set of solution concepts, in terms of their topological as 
well as spatial configurations, which satisfy an instantaneous part of the required temporal 
function. In the second step, each such solution will undergo a temporal reasoning 
process so that it can be worked out (i) whether or not the solution can satisfy the 
complete function, and if it does, (ii) what interfaces are required between its elements. 
To support the above steps, (i) an instantaneous representation of the basic elements in 
terms of their topological and spatial characteristics, and (ii) a temporal representation of 
these elements in terms of their 'sequence diagrams', have been developed. These 
representations and the reasoning processes under development for carrying out each of 
these steps, along with implementation issues and results, are discussed with examples. 

1. Introduction 

Engineering design may be considered the activity of recogmsmg and 
transforming a perceived need into the description of a technical means that 
can satisfy the need; this description can be used subsequently to realise the 
design. Research presented in this paper is focused on the development of 
computational systems for generating topological and spatial configurations 
of design concepts for mechanical transmission devices and systems from 
functional requirements of design problems, and is an extension of the work 
in Chakrabarti, (1991), part of which was reported in Chakrabarti and Bligh 
(1992). Design problems for mechanical transmission systems can be usually 
expressed using time-varying inputs and outputs. The goal is to develop 
representations and synthesis processes for generating design solution
concepts to satisfy time-varying functional requirements, using a knowledge 
base of basic components and rules of combination. The approach to 
synthesis has two principal steps, see Figure 1. One is to develop the necessary 
representations and processes using which, given a time-varying transmission 
design problem, abstract spatial configurations of solution concepts to solve 
an instantaneous part of the problem could be generated from a given 
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knowledge base of components and combination-rules. The second is to 
develop the necessary representations, knowledge base and processes, which 
can be used to ensure that the solutions generated above satisfy the complete 
time-varying functions of the problem. In this paper, approaches taken to 
support these steps are presented with examples. 

2. Instantaneous Synthesis 

In transmission design, devices are designed to amplify forces, transmit 
torques, etc. In other words, the functional requirements are to transmit and 
transform forces and motions. This can be expressed as a transformation 
among a set of input characteristics and a set of output characteristics; each of 
these characteristics may be required to change with time. At one instant of 
time, the characteristics of the input (or output) constitutes the input (or 
output) characteristics. The transformation at an instant between the input and 
the output characteristics is an instantaneous transformation; an ordered set of 
instantaneous transformations can be used to express the overall functional 
requirements of a problem. 

A solution concept is an abstract description of a system of identifiable 
individual elements which can satisfy given functional requirements. For 
instance, one concept, for transmitting a force on the same plane but into a 
different direction and location, could be a system where an input rack takes 
the input force, rotates an intermediate pinion, which then moves an output 
rack in the required direction to provide the required output force. 

Known simple devices were analysed from their input-output point of view 
to identify their energy transforming elements, the contribution of these 
elements to the overall input-output transformation of the device, and the 
rules for combining these elements so that the device can work the way it 
does. Following the power flow path from the input to the output points, these 
transmission elements were identified. These elements can be viewed as 
transformers which transform some characteristics of the inputs and outputs. 
For instance, in a bicycle drive, which transforms a foot-force into a rear
wheel rotation, the element connecting the paddle to the front sprocket 
transforms only the position of the 110 variables, moving it from the paddle
push point to the centre of the sprocket, while the part of the sprocket 
connecting its centre to the chain transforms both the position and the kind 
(from force to torque) of the 110 variables. It is noted that when two 
transformers are connected to each other, the energy receiving transformers 
take the outputs of the other transformers as their inputs. The rules of 
combination of these transformers therefore are: (1) a set of transformers can 
be connected only by connecting the inputs of one set of transformers with 
the outputs of the other; and (2) a connection is possible only when the inputs 
involved in the connection would have the same characteristics as the outputs 
at that connection. 
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Now, given a system of connected transformers, where the transformer
transformations (which transformer does what) and the connections (which 
transformer's input is connected to which transformer's output) involved are 
known, it is possible to analyse that system to: (1) check if it is a valid system, 
i.e., whether the connections are valid; and (2) identify, for a valid system, its 
transformations, i.e., the transformations between the characteristics of its 110 
variables. 

The instantaneous transformation of a given system can be deduced using 
the information about its constituent transformers, connections, and their rules 
of combination. Knowledge, involved in the description above, is formally 
represented next, so that procedures can be written to synthesise systems that 
would satisfy a given instantaneous transformation. 

intended function 

modified solutions 

Find actual behaviour using 
temporal reasoninj!; 

actual behaviour 

solutions 

Figure 1. The conceptual design approach. 

2.1. REPRESENTATION OF DESIGN PROBLEMS 

An instantaneous multiple input-output design problem can be viewed as a 
transformation between the characteristics of a set of input vectors and a set of 
output vectors. A vector would have a kind, an orientation in space, a sense of 
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its orientation, a magnitude and a position in space associated with it. The 
possible ways a vector can be spatially located is potentially infinite. To keep 
this synthesis problem sufficiently tractable, only the orthogonal orientations 
(along i, j and k axes only) of these vectors, and concept configurations, are 
considered. Consequently, the design problem-representation constructs are: 

Inputl 
kind: (force/torque/lin. vel./ang. vel.) 
orientation: (i / j / k) 
sense: (+ /-) 
magnitude: (some number) 
position: (x I i + Ylj + zl k) 
Input2 
kind: (force/torque/lin. vel./ang. vel.) 

orientation: (i / j / k) 
sense: (+ /-) 
magnitude: (some number) 
position: (xli + Ylj + zlk) 

Outputl 
kind: (force/torque/lin. vel./ang. vel.) 
orientation: (i / j / k) 
sense: (+ /-) 
magnitUde: (some number) 
position: (x2i + y~ + z2k) 
Output2 
kind: (force/torque/lin. vel./ang. vel.) 
orientation: (i / j / k) 
sense: (+ /-) 
magnitude: (some number) 
position: (x2i + YV + z2k) 

where i, j and k are unit vectors in a rectangular space coordinate system, 
and lin.vel. and ang.vel. stand respectively for linear and angular velocity. 

2.2 REPRESENTATION OF SOLUTION CONCEPTS 

The solution elements are vector transformers which transform a set of input 
vectors into a set of output vectors. The 110 points of the vectors associated 
with a transformer specify the positions of these vectors in space, and the 
spatial separation between these I/O points becomes the position 
transformation of the transformer. A vector transformer is represented by a 3-
tuple of vectors: a set of input vectors I, a set of output vectors 0, and a set of 
length vectors L (created to explicitly reason about the position changes 
involved in a solution), see Figure 2. An I-vector or an O-vector has a kind, 
orientation, sense, magnitude and position, while an L-vector has an 
orientation (given by the line joining the positions of the 1- and O-vectors), 
sense (directed from the input point towards the output point), magnitude 
(spatial separation between the input and the output points) and a position. 
These characteristics are variously coupled, depending on the characteristics 
of the specific transformer involved. Within the confines of orthogonality 
restrictions, the possible spatial relations between these vectors are shown in 
Figure 3. This is based on the fact that the spatial relationship between two 
vectors (i.e., input and output) can be expressed using a combination of two 
parameters: (i) whether or not they are parallel, and (ii) whether they intersect 
or not. Using appropriate values of these vector characteristics, known 
transformers can be classified in terms of a set of kind transformations, 
orientation transformations, sense transformations etc., where a transformation 
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is a compatible set of values of the considered characteristic of the three 
vectors of the transformer. So, a shaft would be a type PI (parallel & 
intersecting) element (Figure 3) having torque as the input and output kind, 
having orientation transformations including (i i i) where all the vectors are 
oriented along the i vector, and having sense transformations including (+ - +) 
which in conjunction with the orientation transformation mean that its 1-, L
and O-vectors are directed in positive i, negative i, and positive i respectively. 
The position transformation of a single transformer is given by the 
characteristics of its length vector(s). The magnitude transformation is defined 
as the relationship between the magnitude of the O-vector and that of the 1-
vector and is governed by physical principles/constraints constituting the 
behaviour of the transformer, which include the constant power flow criterion. 
In the case of a shaft, for instance, this relation is 1, i.e., the input and output 
torques are of the same magnitude. 

11, 12, 13 Input Vectors 

01,02,03 Output Vectors 

L 

L Length Vector 

o IIOPoints 

Figure 2. Representation of a general transformer. 

2.3. PROCEDURES AND AN EXAMPLE 

• • • 

02 

03 

The problem considered here is to generate solutions to an instantaneous 
requirement of a transmission design problem expressed as a transformation 
between an input of specified characteristics and an output having specified 
characteristics. The approach taken is to solve one part of it at a time, while 
moving from the general to the specific requirements. Kind synthesis (i.e., 
synthesising solutions which will provide only the 110 kinds of the design 
problem) is first considered. Each solution produced above is then evaluated 
for orientation, thereby configuring some of its valid orientations. These 
orientations are then checked for the sense requirements, and valid sense 
configurations are computed. The magnitude and position requirements are 
used as constraints to evaluate these solutions for validity at appropriately 
informed phases. 
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I 
L o 

~ ~ o--------~O~ ~ 
L 

Type PI 
(parallel and Intersecting) 

Type NPI2 

L 
(N on-Parallel and Intersecting with I parallel to L) 

0----0 

~ TypePNI ~ o 

(Parallel and Non-Intersecting) 

O ______ L __ ~O ... 2.-

~ TypeNPIl 

TypeNPNI ~ 0 

(Non-Parallel and Non-Intersecting) 

(Non-Parallel and Intersecting with I parallel to L) 

o I10Point 

I Input Vector 

o Output Vector 
L Length Vector 

Figure 3. Various possible spatial relations between the i/o vectors of a transformer. 

The kind synthesis procedure synthesises solution concepts, using 
transformers and their rules of combination from a known set, to a given 
design problem of transforming an input of a given kind to an output of a 
desired kind (e.g., force to torque). We view the problem as a search problem, 
where there are defined initial (input kinds) and goal (output kinds) states, 
and the problem is to move from the initial state to the goal state using valid 
operators (known transformers) that change the state of the problem. The 
resulting solutions should be causal networks of operators connecting the 
given input kinds to the desired output kinds. The termination of this process 
is ensured by specifying the maximum number of operators that can be used 
in producing a solution. For instance, suppose we want to devise solution 
concepts to the problem of using a small hand force for locking and 
unlocking a toilet door and providing a signal. To illustrate how the various 
procedures discussed in this section work, this problem will be solved through 
the rest of this section. There are two problems. One is (un)locking of the 
door, and the other, indicating to people outside that it is (un)locked. 
Suppose we have already decided that the door would be locked by inserting 
a slider into a slot, and the indication (whether it is locked or not) would be 
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given by bringing into people's view some suitable signal (such as a colour 
code, as often found in houses in England). Let us also suppose that it is 
decided that the input would be a couple, i.e., a pair of equal and opposite 
non-collinear forces. Using the problem representation constructs that our 
synthesis procedures can recognise, we can represent this problem as a 
transformation problem between two input forces (and associated motion) and 
two output linear motions (one for locking, and the other for indication). The 
function of the problem at an instant can be described as an instantaneous 
transformation between two input forces and two output linear motions. A 
complete specification of this problem would be: 

Input.1 
Kind: force 
Orientation: k 
Sense: + 
Magnitude: magnitude-l 
Position: (xli + YO + zlk) 
Output. 1 
Kind: linear motion 
Orientation: i 
Sense: + 
Magnitude: magnitude-3 
Position: (X3i + yli + Z3k ) 

Input.2 
Kind: force 
Orientation: k 
Sense: -
Magnitude: magnitude-2 
Position: (X2i + y2i + Z2k ) 
Output·2 
Kind: linear motion 
Orientation: i 
Sense: -
Magnitude: magnitude-4 
Position: (x4i + y4i + Z4k) 

Now starting with the kind synthesis of the problem, the output of the pro
cedure would be a list of causal networks, each of which could be represented 
as a directed graph of a set of structures. For instance, for a suitable 
knowledge base, if r, the maximum allowable number of operator, is set as 5 
for this problem, one (see Figure 4) of the solutions produced would be: 

The solution: (lever-l input force-l -> intermediate torque) 
(lever-2 input force-2 -> intermediate torque) 
(lever-3 intermediate torque -> intermediate force) 
(lever-4 intermediate torque -> output force-2) 
(tie-rod-l intermediate force -> output force-I) 

Any of these solution concepts must also satisfy that the input and the 
output should have some orientations in space. The problem of orientation 
configuration is to produce the possible configurations of the solutions. This 
could be viewed as a constraint propagation problem. The input and the 
output points of a solution (i.e., a graph) are constrained to have the required 
input and output orientations. The task is to find, from the knowledge base of 
possible orientation transformations for all the transformers, of the solution
graph, that are compatible with the specified orientation constraints. As an 
example, we consider the orientation requirements of the problem discussed 
in the kind synthesis example, and try to configure the orientations (if any) 
for a solution generated there. Here the problem is: 
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Orientation Transformation: Orientation of input-1 k -> 
Orientation of output -1 i , 
Orientation of input-2 k 
Orientation of output-2 i . 

The output of this procedure, for the above solution concept, would be a list 
of a set of ordered sequences of the 1-, L- and O-vector orientations of the 
structures constituting the concept, which could be used for producing 
directed graphs or sketches of the orientations of the concept. The solution in 
Figure 4, for instance, can be oriented in only one way, which is represented, 
using the above information generated by the orientation configuration 
procedure, in the graph and the graphical representations shown in Figure 5a 
and b respectively. 

The sense configuration procedure is similar to the orientation 
configuration procedure, and for the above problem, if a positive input-1 and 
a negative input-2 is to be transformed into a positive output-1 and a negative 
output-2, on the orientation configuration of Figure 5, the number of 
direction configurations (which consists of orientation and sense information) 
produced is 4, two of which are shown using the graph and the graphical 
representations in Figure 6a and b respectively. The sense configuration 2 in 
Figure 6 of the solution in Figure 5 can be taken as an abstract representation 
of the spatial arrangement of a solution which still can be seen in use in many 
old houses in England (see Figure 8a for a schematic diagram of this 
solution). 

During the conceptual design phase, there is no way of synthesising solution 
concepts using specified magnitude or position requirements. These 
requirements therefore would be used as constraints, usually in more detailed 
phases, to check the validity of candidate solution concepts. 

3. Temporal Reasoning 

The solutions generated by the above synthesis programs are ensured to work 
for the instant for which they are synthesised. In order to ensure, in a 
qualitative sense, that they also have the potential of satisfying the function for 
the other instants of time, we need a qualitative temporal reasoning tool which 
will allow one to work out (i) whether or not a given concept has this potential, 
and (ii) if it does, the kind of interfaces required between the elements of the 
solution to achieve this. 

In order to have such a temporal reasoning tool, we need a temporal 
representation of the elements and their functions. This representation should 
be such it should make explicit (i) the motions of an element as a given input 
is fed into it, which helps work out how its output would behave, and, (ii) 
relative motions between elements, which determines how the interface 
between them should be. 
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12 
Lever-2 Lever-4 

02 
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T Torque V Linear Motion F Force 01,02 Output 11, U Inputs 

Figure 4. A kind synthesis example: the toilet-door lock problem and one of its solutions. 
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a. Graph representation of an orientation configuration of the solution in Fig. 4 
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Figure 5. Representations of one orientation configuration of the solution in Figure 4. 



30 A. CHAKRABARTI AND T. P. BLIGH 

n + 
+ 

U~ 
Input Orientation 

11 

Input Orientation 

Sense 
Configuration J 

Lever-3 

Sense 
Configuration 2 

Tie-Rod- J 01 
+ 

Lever-4 02 

OU1Pur Orientations 

Tie-Rod-J 
01 

Lever-4 02 

Output Orientations 

a. Graph representation 

Lever-4 .,.,.,. i+ -
Direction Configuration J 

I k+ , 
o Connection 

~ Forceor 
Linear Motion 

~ ~ Torque or 
Angular Motion 

II, 12 Inputs 

01,02 Outputs 

~j+ 

b. Graphical repre entation 

Lever-4 

Lever-3 

t -
~ . 

J+ 

....., 
i+ 

Direction Configuration 2 

• k+ 

Figure 6. Representations of two direction configurations of the orientation configuration in 
Figure 5. 
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a. A new design solution to the problem in fig. 4 
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Figure 7. Another solution to the toilet door lock problem in Figure 4. 
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Figure 8. Schematic representations of an existing solution and a new solution generated by 
the synthesis procedures. to the toilet door-lock problem. 
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Sequence diagram is a representation which has been developed for 
these purposes. This is inspired by the configuration space approach 
(Lozano-Perez, 1983) where various configurations that an object can take is 
represented in a multi-dimensional space. The difference is that in sequence 
diagram, the various configurations that an element can take, for a given 
sequence of inputs, is placed on a sequence axis. For instance, consider the 
motion of a lever (a type NPNI element as in Figure 2) for a continuous 
input. As a result of continuous rotation, the input point of the lever always 
remains stationary (i.e., on a straight line parallel to the sequence axis), while 
its other points move in concentric circles (thereby remaining on helical 
curves of various diameter in the sequence diagram). The sequence diagram 
for a lever in continuous, therefore, is a helical surface, as shown in Figure 9. 
Similarly, for a tie rod which can move only along its axis (a type PI element, 
see Figure 2), its sequence diagram for a continuous unidirectional motion is 
given by a plane surface, see Figure 10. 

pace 
axis 

configuration 
of the lever 

equence 
axis 

Figure 9. Sequence diagram for a type NPNI lever with continuous rotation as input. 

For a given element and an input motion in a given direction, there are 
three basic sequence diagram constructs: one each for whether the motion is 
positive, negative or zero. For instance, for a type PI tie-rod, where a 
translation is the input, the basic sequence diagram constructs for a given 
direction are shown in Figure 11. 

Once the constructs for the set of elements comprising a given solution is 
available, the given input to the solution can be used to develop the complete 
sequence diagram of the input element, and the output of this element can be 
used, as an input, to construct the sequence diagrams for the elements 
connected to it. Continuing this for all the elements of a solution would 
complete the temporal reasoning process; the sequence curves for the output 
points of the output elements of the solution would be the temporal outputs 
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that the solution would generate if each element preserved its individual 
behaviour. As an example, consider the design of a device for transforming a 
continuous rotation into an oscillatory translation. Let us assume that the 
instantaneous synthesis procedure has generated, amongst other solution, the 
solution shown in Figure 12. Here, a lever takes an instantaneous rotation and 
transforms it into a linear motion before transmitting it to a tie-rod element of 
type PNI; this tie-rod is connected to a axially constrained tie-rod (of type PI) 
which produces an instantaneous translation at an output point. Taking 
continuous rotation as the temporal input, the sequence diagram for the input 
element (the lever) can be expressed using only its basic diagram construct 
for increasing motion, and is a helical surface. The output point of the lever is 
the helical curve of the largest diameter, and should always be in contact with 
the type PNI tie-rod. In other words, the sequence diagram surface of this tie
rod should contain this helical curve. Thus, using this contact constraint, it can 
be worked out (i) whether or not constant contact is a possibility here, and if 
so, (ii) what the sequence diagram of the tie-rod should be. In this case, all the 
sequence constructs of the type PNI tie-rod would be in use, and should 
produce the 'wiggly fence' containing the helical curve (see Figure 13a) as its 
sequence diagram. The sequence diagram of the third element (i.e., type PI 
tie-rod) can be similarly found from the curve of the output point of the type 
NPI tie-rod, and would look like the wiggly plane in Figure 13b. The curve 
of its output point is the overall temporal output of this solution, and is given 
in Figure 13c. The interface requirements between two interfacing elements 
can be worked out by comparing the sequence diagrams of the elements in 
the direction of motion in a given direction. 

output 

pace 
axi 

space 

Figure 10. Sequence diagram for a type PI tie-rod in continuous translation. 
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Figure 11. Basic sequence diagram constructs for a type PI tie-rod element for motion in the 
given direction. 
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Figure 12. An instantaneous solution for transforming a rotation into a translation. 
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Figure 13. Temporal reasoning sequences for the solution in Figure 12 for a continuous 
rotational input. 
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4. Implementation, Performance And Related Work 

The synthesis program is implemented on a Harlequin Lisp Works T M 

environment on a SUN SPARCstation™. Using these programs, it is possible 
to synthesise not only the solutions known to exist for a given problem, but 
also novel ones (for instance, the design in Fig. 7a and 7b a schematic of 
which is shown in Figure 8b). It has the potential to be useful in assisting 
designer in conceptual design. The procedures are exhaustive within the scope 
of the orthogonality restrictions, and thus could be used to find "satisficing" 
(Simon, 1969) solutions, if required. These programs have combinatorial 
problems. However, these are based on rudimentary procedures, in the sense 
that they are neither optimised, nor do they use any heuristics or other strong 
criteria for evaluation whereby the goodness of a complete solution could be 
estimated by examining an incomplete solution. 

The temporal representation and procedures are presently being 
implemented on a LISP-based KnowledgeWorks™ environment. 

Related works include synthesis programs developed by Hoover and 
Rinderle (1989), and Finger and Rinderle (1990), for geared transmission 
systems, by Ulrich and Seering (1989) for transducer designs (all of these are 
heavily based on Bond Graphs; see Paynter, 1961, for information on Bond 
Graphs), and, the classical "Mechanisms" approach (Reuleaux, 1876; Hoeltzel 
& Chieng, 1990). The present approach is inspired by Bond Graphs insofar 
as the concept of flow and effort is concerned, and is different from the above 
in at least three respects. One, this approach can be applicable to a wider 
domain than any of the above, a feature frequently required in mechanical 
designs. Two, the above procedures mainly address synthesis of topological 
descriptions of solutions. Three, the representation and reasoning in this 
approach is mainly "decompositional", whereas that in others except the 
Mechanisms approach is "transformational" (classifying as in Maher, 1990). 
The present approach is different from the Mechanisms approach in that here 
structures are combined first to form the essential concept, and only then are 
the connections chosen to enable these structures to function in the stipulated 
ways, whereas in the Mechanisms approach a set of connections are 
topologically combined to provide the freedom in motions required by the 
problem. 

5. Summary And Conclusions 

This paper addresses the authors' research into developing a computational 
system for conceptual design of mechanical devices and machines. The 
knowledge representation, synthesis approach, implementation and 
performance issues of an implemented knowledge based system for synthesis 
of topological and spatial configurations of conceptual solutions to multiple 
input/output problems, using a knowledge base of basic components and 
combination rules, are discussed. Also discussed is a temporal representation 
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of these elements in terms of sequence diagrams, which should enable 
computers to support temporal reasoning about the instantaneous solutions. 
Work in progress is focused on implementing this representation and 
temporal reasoning procedures. 
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Abstract. Knowledge-based CAD systems limit designers' creativity by constraining them 
to work with the prototypes provided by the system's knowledge base. We investigate 
knowledge-based CAD systems capable of supporting creative designs in the example 
domain of elementary mechanisms. We present a technique based on a form of explanation
based learning which allows a designer to extend the knowledge base by demonstrating 
a structure which implements a function in a creative way. Structure is defined as the 
geometry of the parts, and function using a general logical language based on qualitative 
physics. We argue that the technique can accommodate any creative design in the example 
domain, and we demonstrate the technique using an example of a creative design. 

1. Introduction 

We consider those knowledge-based CAD systems where designers can compose 
designs from a library of prototypes (Gero, 1990) which the CAD system "knows" 
how to instantiate and adapt during the design process. Such systems limit de
signers' creativity by constraining them to designs which can be constructed as 
combinations of prototypes provided by the system's knowledge base. Creative 
ideas often fall outside this scope and thus cannot be accommodated in such a 
system. 

We propose that a design is creative if cannot be composed from the prototypes 
in the system's knowledge base. A CAD system supports creative design if it 
allows the designer to define novel prototypes to cover his ideas. It is creative if it 
discovers new prototypes by itself. 

The techniques we describe in this paper allow designers to extend a prototype 
base by providing: 

- a model of the function that their creative ideas address, expressed in a general 
logical language based on qualitative physics. 

- a geometric model of a device that implements this function. 
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Figure 1. Composing prototypes into a novel device. 

The system envisions the qualitative behavior of the device and identifies the 
behavior which implements the function that the designer intends. This allows the 
system to explain and generalize the idea, and define a new prototype for it. The 
new prototype can then be instantiated in any novel device the designer might 
want to construct with it. Note that the example given by the designer can be very 
different from the device where the creative idea will be used. For example, a 
behavior observed in rocks could be reused in the design of a mechanism. If the 
representation languages used for structure and function are sufficiently general, 
our technique is guaranteed to cover any creative idea which designers might 
propose. 

Creativity is generally associated with extending a space of design alternatives 
or variables (Gero, 1992; Sargent, 1992). Such extensions are at all times possible 
only if the space of possible prototypes is unbounded. This is the case only if 

(i) the set of possible functions is infinite, 
(ii) the set of structures which can implement them is infinite, and 

(iii) there is no context-free mapping between primitives of structure and function 
which would allow composition of any prototype from a small set of primitive 
ones. 

One such domain is designing geometric shapes which implement kinematic 
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functions. For kinematic function, we define a generative qualitative representation 
language which allows an infinite set of different expressions satisfying require
ment (i). We represent shapes by polygons, which allow an infinite set of shapes, 
thus satisfying requirement (ii). Kinematic functions are generated by contacts 
between shapes, and there thus exists a direct mapping between elementary func
tions and structures. Therefore, in order to satisfy requirement (iii), we must show 
that this mapping is not context-free, i.e. that the function of a particular structure 
is not independent of the context it is used in. Because of interactions through the 
geometry of the shapes, this is in fact the case. As an example, consider the design 
of a device which prevents a block from dropping in the negative Y -direction, a 
function which could be represented as: 

- Device (A, B) 

behavior: Y (A) =I -1 

Assume that the system has prototypes Proto-l and Proto-2 where part A is 
restricted to move vertically and parts Bl and B2 to move horizontally only 
(Figure l(a) left and right). The contacts in two prototypes imply the inference 
rules: 

- Proto-l (A, B.) 

behavior: Y(A) = -1 ::} X(B.) = -1 

- Proto-2 (A, B2) 

behavior: Y(A) = -1 ::} X(B2) = 1 

We can expect the knowledge-based CAD system to be capable of proposing a 
solution for Device (A, B) by composing Proto-l and Proto-2 where Bl = B2 = 
B, based on the following abductive reasoning: 

- Y (A) =I -1 if Y (A) = -1 implies a contradiction, and 
- X (B) = -1 and X (B) = 1 is a contradiction. 

However, not all ways of composing the two devices actually lead to the 
composed function. For example, while the composition of Figure 1 (b) is legal, in 
Figure 1 (c) both contacts can not occur simultaneously and thus the device does 
not implement the desired function. This problem occurs whenever a contact can 
be subsumed by another. To satisfy the composed function, the device has to satisfy 
a compositional constraint (Figure l(d» which becomes apparent only when the 
context of the device is known. But this also means that the composition of several 
prototypes defines a new and different prototype which was not known before. 
Thus, in designs which involve geometry there is no direct mapping between 
functions and structures, and such situations allow creative designs even within 
fixed representation languages/or structure andfunction. 

Now assume that a designer has decided to implement the support function 
by combining the two prototypes, a design which the CAD system does not know 
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Figure 2. An escapement design produced using our system. The wheel is driven clockwise, and 
the pawl is attached to a pendulum which creates an oscillation with constant period. 

about. As the system's knowledge is insufficient to guarantee that the prototype 
composition will work as expected - the system does not know the difference 
between cases (b) and (c) in Figure 1 - the designer himself must draw a correct 
solution. By qualitative analysis of the device, our system then computes a causal 
explanation of the way it implements the given function. In particular, this explan
ation will show the additional constraint which has to be satisfied in order to avoid 
the subsumption in Figure l(c). This explanation is now used to automatically 
define a new prototype which is added to the systems knowledge base. 

The system could be made creative by itself if it were provided with a mech
anism for exploring possible functions and geometric structures. However, such a 
process must be guided by an evaluation of the interestingness of functions, known 
to be a very hard problem in the learning community. When a desired function 
is given, it is sometimes possible to use this to guide the process of exploration 
(Faltings, 1992b). 

A more complex example of a kinematic pair is a clock escapement, shown 
in Figure 2. Using the theory of qualitative kinematics (Faltings, 1990; Forbus 
et aI., 1991), the qualitative behavior and function of any kinematic pair can be 
computed. Furthermore, it is possible to invert the computation to determine the 
limits up to which it is valid (Faltings, 1992a) and thus the explanation needed 
to define a new prototype. Our techniques concentrate on the conceptual design 
stage where creativity takes place. Subsequent detail design can further optimize 
the dimensions to accommodate non-qualitative specifications. 

Our work builds on the idea of prototypes (Gero, 1990), but is also influ
enced by work on design systems using model-based abductive reasoning (for 
example, (Williams, 1990; Neville and Weld, 1992; Sycara and Navinchandra, 
1990). However, existing work on model-based design has been based on the 
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use of context-independent prototypes which do not consider the geometry of 
their composition. Design of kinematic chains by composing kinematic pairs has 
been studied in Subramanian (1993). For certain classes of kinematic pairs, Sub
ramanian gives an algorithm to determine their dimensions and arrangements in 
a chain under the assumption of uniform motion. Synthesis of kinematic pairs 
with considerations of geometric shapes has been studied by Joskowicz and Ad
danki (1988), but they only treated the trivial cases of convex objects where no 
subsumptions and thus no compositional constraints can occur. 

We first discuss the representation formalisms underlying our technique: a 
language for representing kinematic function based on qualitative physics, and 
a formalism for representing shape features. We then show how the analysis of 
a particular device can be generalized to define the shape features which are 
responsible for the its function and thus define a new prototype, and how this 
prototype can be used in design. Finally, we give an example of a a creative design 
in which creative ideas developed by observing a ratchet mechanism are used to 
design a novel kind of forward-reverse mechanism. 

2. Prototypes for kinematic pair design 

Prototypes for kinematic pair design consist of a qualitative function and a shape 
feature which implements it. Both must be expressed in a well-defined represent
ation language so that they can be composed by the CAD system. For creative 
design, these languages must be generative and capable to express any possible 
function or structure. In our system, we use a hierarchy of representation lan
guages, as shown in Figure 3. In this section, we present the languages we use for 
modeling qualitative function and shape features. 

2.1. METRIC DIAGRAM REPRESENTATION OF SHAPE 

Shapes are represented using a metric diagram. The metric diagram consists of 
a symbolic structure which defines vertices, edges and metric parameters for the 
positions of the vertices. In our current implementation, the metric diagram is 
restricted to polygons, but can be extended to include circular arcs. A metric 
diagram represents several objects, each of which has a well-defined degree of 
freedom. 

Using the metric diagram, a shape feature (which may involve several objects) 
is defined by: 

- a set of vertices and edges, 
- the metric parameters associated with them, 
- a set of constraints which must hold simultaneously for the shape feature to 

be present. 
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Figure 3. Representations used in our CAD system. Polygonal shapes are represented by a metric 
diagram consisting of vertices, edges and their dimensions. This structure defines a configuration 
space of the device, which shows the possible contacts between parts. Behavior predicates model 
qualitative features of the configuration space, and make up a place vocabulary model of the space. 
Finally, functions are defined as logical expressions involving the environment of use and the place 
vocabulary. 

For example, the shape feature which corresponds to the possibility of the top 
of the ratchet's lever being able to touch the wheel (Figure 3) can be expressed as 
follows: 

must exist: vertices VI, V2 

- constraints: Id - rII < T2 
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Figure 4. Examples o/kinematic states and transitions in a ratchet. 

2.2. A LANGUAGE FOR MODELING QUALITATIVE KINEMATIC FUNCTION 

For supporting creative design, it is crucial to be able to model any function 
that a designer might consider. In this section, we present a generative language 
capable of representing any kinematic function. Function is a property of behavior 
caused by certain external influences on the device. For example, the function of 
a ratchet is to block the motion of wheel in one direction when the pawl is forced 
downwards and to not block it in the other direction. We define a set of behavior 
predicates and a formalism for expressing external influences on mechanisms. 
Functions are then defined by logical expressions connecting external influences 
and behavior predicates. The language is similar to languages like CFRL (Iwasaki 
et al., 1993), but allows general logical expressions which are required to represent 
many mechanical functions. 

Representing qualitative kinematic behavior Textbooks on the subject explain 
kinematic behavior qualitatively by sequences of kinematic states. Examples of 
kinematic states of a ratchet device are shown in Figure 4. 

In qualitative physics terminology, a graph of kinematic states and transitions 
is called an envisionment. It can be computed based on a place vocabulary, a graph 
where each node represents a different combination of contact relationships, and 
each arc represents a potential transition between them. The envisionment is 
obtained by combining each node of the place vocabulary with assumed motions 
and keeping only the states and transitions consistent with external forces and 
motions. We have developed and implemented complete algorithms to compute 
place vocabularies for arbitrary two-dimensional higher kinematic pairs in fixed-
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axis mechanisms. These have been used to compute envisionments for a number 
of mechanisms, such as a mechanical clock (Forbus et al., 1991). 

Behavior predicates We represent place vocabularies using a set of behavior 
predicates which characterize places, their features and their connectivity. For a 
kinematic pair, the place vocabulary defines a graph containing three types of 
kinematic states, corresponding to two, one and no contacts, and identified by the 
following behavior predicates: 

- point-place(x): the contacts in x hold only in a single configuration. 
- edge-place(x): the contacts in x hold in a one-dimensional set of configura-

tions. 
- face-place(x): x is a place without any contacts and two-degrees of freedom. 

For each place, the place vocabulary defines the allowed qualitative directions of 
motion: 

- qualitative-motioned): d is a qualitative vector (do, dt) whose components 
indicate the direction of motion of each object: di E { -,0, + }. 

- allowed-motion(x,d): motion d is possible everywhere in place x. 

For each link between states, the place vocabulary defines the directions which 
can cause a transition: 

- transition(x,y,d): motion d can cause a transition from place x to y. 

Qualitative motions The kinematic states of a mechanism are obtained by com
bining each place x with its maximal set of possible qualitative motions: 

Mall (x) = {m I allowed-motion ( x, m)}. 
In an actual behavior, only those motions M (x) which in fact caused by an 
external influence actually occur. The set of transitions between states is the set: 

Tm = { (x, y) I (3d E M(x)) transition(x, y, d) }. 
More details on envisioning mechanisms using place vocabularies can be found 
in Nielsen (1988). 

Representing external influence In kinematic pairs, external influences can be 
either/orces, represented by a set Fass of qualitative vectors, or motions, repres
ented by a set M ass also consisting of qualitative vectors. Since a qualitative force 
vector causes a qualitative motion in the direction of the same vector, the set of 
possible motions M j caused by external forces is then given as: 

M j (x) = {v I v E Fass } 
The actual set of motions M (x) to be considered in state x is then: 

M(x) = Mass(x) n Mj n Mall(X) 
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Formulating functions Functions are properties of behavior under certain as
sumed forces and motions. Therefore, qualitative functions can be defined as 
logical conditions on place vocabularies without first constructing the qualitative 
behavior. Using logical expressions on the behavior predicates which represent 
the place vocabulary, a set of functions can be defined as required for the applica
tion, and extended whenever required to express a new specification. For example, 
some functions our current prototype system uses are: 

- transmitting-place ( x, dirl, dir2): 
(Vd = (dl , d2)) {dl = dirl => d2 = dir2} 1\ {d2 = -dir2 => dl = -dirl} 

- blocking-place ( x): 
• (3d E M (x) ) allowed-motion( x, d) 
(a place blocks motions if it does not allow any of the assumed motions). 

- partial-blocking-place(x, dirs): 
.(3d E dirs)allowed-motion(x, d) 
(a partial blocking place blocks the specified motions) 

- possible-path(xo, xn): 
(xo = xn) V 3 S = (xo, Xl, X2, ... , Xn) 
(Vi < n)(3d E M(Xi))transition(Xi, Xi+l, d) 
(There is a path from place Xo to place Xn whenever there is a sequence of 
places with transitions between them under at least one assumed motion) 

- cycle ( Xo, C): 
C = (xo, X}, X2, ... , Xn, xo) 
(VXi E C)(3d E M(xi))transition(xi, Xmod(i+l,n+l), d) 
(there is a cycle of states C such that transitions between subsequent states 
are consistent with assumed and allowed directions of motion.) 

A place vocabulary can only fulfill the required functions if the number of states 
and their connectedness is sufficient. Reasoning about such topological features 
is difficult in the place vocabulary itself, since it is based only on individual 
boundaries of shapes which cannot be modified individually. We use an explicit 
representation of the kinematic topology (Faltings et al., 1989) of the mechanism 
to detect cases where the topology of particular object shapes would not permit 
the specified function. An example of a function defined on the basis of kinematic 
topology is: 

- cycle-topology ( c, dl , d2): if the first or second object have rotational free
dom, the cycle involves dl rotations of the first or d2 rotations of the second 
object. This predicate is defined directly on the kinematic topology of the 
mechanism. 

which can be defined formally using similar behavior predicates as those which 
define place vocabularies. 

The function of a ratchet can now be defined qualitatively as follows: 
For all starting states a in which the orientation ofthe lever is in the interval [0 .. 1r] 
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(pointing to the left such that the moment gravity exerts on it is positive): 

- for M Gss={ (+, *)} A FGss= {( *, +)} (the '*' stands for either +,0 or -): 
- cycle(a, C) A cycle-topology(c, 1,0) 
- .(3x)blocking-place(x) A possible-patb(a, x) 
(assuming that the wheel turns counterclockwise and the lever is forced onto 
it, there is a cycle of states where the wheel can rotate, and no reachable 
blocking state from any starting state a.) 

- for M (x )=(( -, *)} A FGss= {( *, +)}: 
- (Vy)possible-patb(a, y) ::} {.cycle(y) A 
(3z)(blocking-state(z) A possible-patb(y, z))} 
(assuming that the wheel turns clockwise, no reachable state leads to a cycle 
and all states can eventually lead to a blocking state). 

Note that due to the ambiguities inherent in qualitative envisionments, the 
formalism always overgenerates behaviors. It is therefore only possible to define 
necessary, but never sufficient specifications of behavior and, consequently, TImc
tion. For example, we can express the specification that clockwise motion leads 
to a blocking state only in an indirect manner: if there is no possibility to cycle, 
and there is at least one reachable blocking state, the device must eventually reach 
this state. 

3. Creating and using new prototypes 

Explaining functions New prototypes are defined by generalizing a particular 
device which implements a novel function. The generalization is based on an 
explanation of the fimction in terms of the structure of the device. 

A fimction is a quantified logical expression of behavior predicates defined 
on the place vocabulary. When the function is implemented in a device, the 
envisionment defines a set of behavior predicates. Among these predicates, there 
is at least one logical conjunction which satisfies the quantified condition defining 
the fimction: 

functional feature::} behavior-predl A behavior-pred2 A ... 

The essence of a creative idea is now formally defined by the choice of a particular 
conjunction of behavior predicates which satisfy the quantified logical expression 
defining the function. Note that in general, finding all conjunctive propositions 
which satisfy a quantified logical expression is a non-computable problem, thus 
putting creativity is beyond the scope of algorithms. 

Defining shape features Analyzing the behavior of a device using a place vocab
ulary produces a set of behavior predicates. Each of these predicates is computed 
based on certain properties of the geometry of the device being analyzed (Fig
ure 5). The analysis which produced the behavior predicates can be generalized 
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Shape: Metric Diagram 

Figure 5. Analysis of a device defines a place vocabulary as a set of features, for example the 
possibility of touch between the tip of the lever and the bottom of the wheels teeth. Such features 
define metric predicates such as the one shown. 

to constraints which the shape must satisfy in order for the behavior predicates 
to remain present. These constraints, taken together, define a qualitative shape 
feature which is associated to the functional feature. That is: 

behavior-pred. " behavior-pred2 " ... => constraints on shapes => shape feature 

Reversing the causal chain of the analysis thus establishes a mapping from func
tional features to shape features, and we call such a process causal inversion. More 
details on the mapping between shape and qualitative behavior can be found in 
Faltings (1992a). For any functional feature identified in the place vocabulary of 
a device, we can thus construct a corresponding shape feature which implements 
it. These shape features, indexed by the functions, form new prototypes which are 
added to the system's knowledge base. 

4. Kinematic pair design with prototypes 

A kinematic pair is specified by a conjunction of qualitative functions. Structures 
which satisfy these functions are obtained by combining prototypes from the 
systems knowledge base such that all required functions are covered. Combining 
prototypes means combining shape features using the following steps: 
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1. choose a unification of vertices and edges of the shape features defined in the 
prototypes. 

2. instantiate the constraints associated with the shape features and find a solu
tion to the resulting constraint network. 

3. envision the solution to determine compositional constraints which must also 
be considered, add them to the constraint network and iterate from step (2). 

This process poses two major difficulties: satisfying the dynamic constraint net
work, and discovering and adding compositional constraints. 

Constraint satisfaction The constraint network for combining shape features 
is dynamic and involves many nonlinear constraints. No reliable and efficient 
method exists for solving such constraint networks. In our current prototype, we 
use a process of iterative refinement where an initial partial solution, given for 
example by the device used to define the prototype, is incrementally modified until 
all constraints are satisfied. The refinement process uses two types of modification 
operators: 

- dimensional modifications, where the dimensions of parts are adjusted to fit 
the functional requirements, and 

- topological modifications, where vertices are added to part shapes. A topolo
gical modification is always coupled with a dimensional modification to fix 
the dimensions of the new features. 

Dimensional modification varies the values of dimensional parameters, thus chan
ging the appearance of one place and its properties (for example, inference rule). 
Topological modification are proposed when there is no dimensional modifica
tion which can satisfy additional constraints. More details about the computation 
of dimensional and topological modifications can be found in Faltings and Sun 
(1993). 

Discovering compositional constraints As discussed in the introduction, com
bination of shape features often implies novel interactions which result in addi
tional compositional constraints. In kinematics, the only interactions we have to 
consider are subsumptions, where one shape features makes the contact of another 
impossible or alters the way it occurs. Compositional constraints which ensure 
the absence of subsumptions can be formulated most easily once a subsumption 
has been observed. For example, if we observe the subsumption shown in the 
introduction (Figure 1), we can infer a novel compositional constraint as shown 
in Figure 6 by expressing the condition that the subsuming contact may not occur 
simultaneously with the subsumed contact as an algebraic inequality. Subsumption 
constraints are relatively simple expressions in the case of translational motion, 
but can be considerably more complex in the case of kinematic pairs involving 
rotations. 
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Figure 6. Inferring a compositional constraint from observing the behavior of a combination of 
shape features . 

5. Creative design of a forward-reverse mechanism by composition 

As an example of using composition for creative design, we show how a novel 
forward-reverse mechanism can be conceived by composing two ratchets. 

A forward-reverse mechanism is used to transform an oscillating motion into 
a rotation which advances in one direction and, after a period of rest, reverses the 
motion to a lesser degree. A solution for this problem in the literature (Newell and 
Horton, 1967) is shown in Figure 7. It uses 4 parts and a friction-based mechanism 
which is problematic for maintenance. 

Using the functional features defined earlier, the function of a mechanism with 
forward-reverse movements can be specified as follows: 

1. (3arrayX = {XO, XI, X2, ••• , xn-d) of states such that: 
('VXi E X)transmitting-place(xi, (+, - ))/\ array-topology(X,I,O) 
(There is a array of states which transmits counterclockwise motion of input 
driver to clockwise motion of wheel.) 

2. (3arrayY = {Yo, Yl, Y2, . . . , Yn-l}) of states such that: 
('V Yi E Y) transmitting-place (Yi , ( -, + ) ) /\ array-topology(Y, 1 ,0) 
(There is a array of states which transmits clockwise motion of input driver 
to counterclockwise motion of wheel.) 
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Figure 7. A forward-reverse mechanism as found in a popular mechanism book. 

3. for Fass=(O, +), Mass={( -, +), (0, +), (+, +)}: 
(VXi E X) possible-path (Xi , Yi), Yi E Y 
(When the input driver changes the motion from counterclockwise to clock
wise, there exists a path from place Xi to Yi) 

4. for F ass=(O, -), Mass={( -, -), (0, -), (+, -)}: 
(VYi E Y)possible-path(Yi, Xmod(i+l,n)), Xmod(i+l,n) EX 
(When the input driver changes the motion from clockwise to counterclock
wise, there exists a path from place Yi to the place Xmod(i+l,n) in the array 
X.) 

5. (VXi EX) (VYi E Y) 
{ distl (Yi, Ymod(i+l,n) , (+, *)) < distl (Xi, Xmod(i+I,n), (-, *)) } 
(The counterclockwise motion angle of wheel in each period is smaller than 
its clockwise motion angle.) 

5.1. DISCOVERING FUNCTIONAL FEATURES IN TIlE ENVISIONMENT 

Assume that the designer has noticed that a ratchet device, when used in the 
environment of forward-reverse mechanism, can achieve some of the required 
functions. In an envisionment of the ratchets behavior in the environment of the 
forward-reverse mechanism, the designer specifies the following correspondences 
to the functional specifications: 

1. there is one array of states, Figure 8(a), in which the lever can drive the 
wheel. The counterclockwise motion of the lever turns the wheel clockwise. 
Therefore, it can be used to satisfy functional specification (1). 
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Figure 8. Creative design of forward-reverse mechanism by composing two ratchets: (a) known 
device of start design, (a), (b) and (c) interesting aspects of functional features discovered by 
envisionment, (d) composition of shape features with subsumptions, (e) iterative satisfaction of 
subsumption constraints. 

2. there is another array of states, Figure 8(b), in which the lever can also drive 
the wheel. The clockwise motion of the lever pushes the wheel counterclock
wise, which meets the requirement of specification (2). 

3. when the lever changes the motion from counterclockwise to clockwise, there 
is a possible path from one state of array X to one state of array Y in the 
same period, which fulfills specification (3). 

4. when the lever changes the motion from clockwise to counterclockwise, there 
are no paths for satisfying specification (4), since from one state of array Y, 
it returns to one state of array X in the same period. 

5. when the wheel is driven by the lever, clockwise and counterclockwise motion 
angles of the wheel are always equal, which means that specification (5) 
cannot be satisfied. 

The designer now searches functional features to satisfy specifications (4) and 
(5). For solving the discrepancy with specification (5), the designer has to add a 
set of states where motion of the lever results in a clockwise motion of the wheel: 

(3arrayZ = {zo, Zl, Z2," " zn-d) 
V Zi {transmitting-place(zi, (+, *))}t\ array-topology(Z,l,O) 
(States Z transmits some motion of the lever to a clockwise motion of the 
wheel.) 
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The envisionment of the ratchet in fact contains such an array of states z, shown in 
Figure 8( c). We assume that the designer decides to use this set of states to make it 
possible to satisfy specification (5). However, (5) refers to the transitions defined in 
specification (4), which are not yet satisfied in the simple ratchet device. Assume 
that the designer decides to satisfy specifications (4) and (5) by creating paths 
passing through intermediate states chosen from the array Z. He communicates 
this to the system by identifying in the envisionment of a ratchet the states z E Z 
and the transitions which should be connected to states in X and y, thus defining 
the shape features and their relative positions used in the design. 

5.2. DEFINING A NEW PROTOTYPE 

The new prototype consists of the functional feature, defined by the logical ex
pression given earlier, and the corresponding shape feature which implements it. 
The shape feature is defined by the explanation underlying the envisionment. For 
example, the existence of the contact shown in Figure 8(c) for can be translated 
to the existence of vertices V3, V4, V5, the center distance d, and the following 
constraints: 

Cl: J xl + y~ - J x~ + y~ > 0 
(for the existence of contact between V3 and V4) 

C2' x2 + (y - d)2 _ (dX(XS-X4)+X4 X(YS-Y4)+Y4 X(X4- XS))2 > 0 
. 3 3 (Y4-YS)2+(XS-X4)2 

(for the inference rule of Figure 8(c» 
C3: (X3 - X4) X (Y5 - Y4) - (Y3 - Y4) X (X5 - X4) > 0 

(for the inference rule of Figure 8(c» 
C4: X3 X (X4 - X5) + (Y3 - d) X (Y4 - Y5) > 0 

(for the inference rule of Figure 8(c» 

5.3. COMPOSING PROTOTYPES 

The functional features have been mapped into two shape features, each defined as 
a set of constraints on the metric diagram of a single ratchet device. Furthermore, 
the identified transitions impose constraints on the relative positions of the shape 
features in the combined device. For the output member, these can be satisfied 
by one and the same object, but the input driver has to be a composition of two 
levers implementing specifications (1)-(3) and specification (4)-(5), respectively. 
The resulting composed device is shown in Figure 8(d). 

5.4. SATISFYING COMPOSITIONAL CONS1RAINTS 

Not all compositional constraints can be specified before composition, but many 
are only discovered when the composed device is envisioned. For example, the 
composed device has subsumptions as illustrated in Figure 8( d), where the tips of 
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the levers touch two teeth of the wheel simultaneously. In this case, the composed 
levers are blocked from further clockwise movement. Therefore, the paths from 
state y to z in the replaced specification (4) are broken. A new subsumption 
constraint is added to avoid this behavior, starting a search for a better solution 
which satisfies all constraints. 

We have seen that the constraints describing the state z and subsumptions 
involve V3, V4, Vs and d, which are highly nonlinear. Their satisfaction is very 
difficult. We attack this problem by an incremental refinement. In this example, 
assume that the designer chooses to change vertex V3 to search for a solution. By 
carrying out a region search, the system changes its position to V3 = (7.58,24.00). 
This results in a new device as shown in Figure 8( e). Renewed envisionment shows 
that it is in fact a functional forward-reverse mechanism, and the design is finished. 

6. Conclusions 

A main shortcoming of knowledge-based CAD systems is the fact that precoded 
design knowledge does not allow designers to express their creative ideas. In this 
paper, we have presented an implemented technique which shows that knowledge
based technology and creativity are not contradictory concepts. Generative tech
niques such as qualitative physics can provide the extensible representations 
needed to accommodate creative ideas in a knowledge-based system. Qualitative 
physics provides exactly the functionality required for extending design spaces, as 
postulated by many researchers in creative design. Using more complete domain 
models such as developed for mCAD (Kiriyama et al., 1992), the technique is 
applicable to more general domains than elementary mechanisms. 

Our current approach is geared towards supporting creative designs, not gen
erating them automatically. By automatically searching the space of possible 
geometric structures, it would be possible to construct a fully automatic "creat
ive" system. Such search might be made more efficient using a large mechanism 
library and suitable indexing techniques such as (Sycara and Navinchandra, 1990). 
However, it is not clear how such a generation process could be guided to only 
furnish functionalities which are in fact interesting. One way to do this might be to 
provide such a search with a set of specifications taken from a standard mechanism 
textbook and ask it to find novel solutions which satisfy them. However, the com
binatorial problems associated with such a search are considerable, and we think 
that only supporting a designer's creativity has a greater practical importance. 
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Abstract. Analogical reasoning, it is commonly accepted, plays an important role in 
innovation and creativity. Since design often is innovative, and can be creative, the design 
task provides a good context for exploring the role of analogy in innovation and creativity. 
In the IDEAL project, we are exploring the processes of innovation and creativity in 
the context of conceptual (or preliminary, qualitative) design of physical devices. In 
particular, we are developing a model-based approach to innovation and creativity in 
analogical design: our core hypothesis is that innovative analogical design involves both 
reasoning from past experiences in designing devices (in the form of analogs or cases) 
and comprehension of how those devices work (in the form of device models or theories). 
In this paper, we focus on the issues of understanding feedback on the performance of a 
design, discovery of new design constraints, and reformulation of the design problem, and 
describe how the model-based approach addresses these issues. 

1. Introduction 

Analogical reasoning, it is commonly accepted, plays an important role in innov
ation and creativity. Analogical reasoning is the process of retrieving knowledge 
of a familiar problem or situation (called source analog) that is relevant to a given 
problem (called target) and transferring that knowledge to solve the current prob
lem. Since design often is innovative, and occasionally can be creative, the design 
task provides a good context for exploring the role of analogy in innovation and 
creativity. 
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Much of artificial intelligence (AI) research in design, however, has focused 
on routine design, for example, McDermott, 1982; Mittal et aI., 1986; Marcus 
et aI., 1988; Brown and Chandrasekaran, 1989. This is true even for work on 
analogical design in the framework of case-based reasoning. The capabilities of 
most case-based design systems are limited to the retrieval of design cases from 
the same domain as a given problem, and to making small and simple 'tweaks' 
to the retrieved design to fit the specifications of the given problem, e.g., ARGO 
(Huhns and Acosta, 1988) and the earlier versions of STRUPLE (Maher and Zhao, 
1987). Further, this is true not only of autonomous case-based design systems but 
also of interactive case-based design aids, which too are limited to retrieval of 
cases that almost exactly match the specification of a given problem, e.g., Archie 
(Pearce et aI., 1992), AskJef (Barber et ai., 1992) and BOGART (Mostow et aI., 
1989). 

In the IDEAL 1 project, we are exploring the processes of innovation and cre
ativity in the context of conceptual (or preliminary, qualitative) design of physical 
devices. In particular, we are investigating the following hypotheses and issues: 

1. Innovative and creative design involves not only the development of a new 
design but also the reformulation of the design problem (Tong, 1988). The 
design problem space may be characterized by the design variables and the 
ranges of values they can take. In routine design, both the variables, and the 
ranges of values they can take, are fixed; in innovative design, the variables 
of the design problem space are fixed but the ranges of values may change; 
and in creative design, even the variables may change (Gero, 1990). So the 
issue becomes how does a designer discover new problem constraints and 
use them to generate new problem spaces? 

2. Innovative and creative design involves the reminding of analogs from do
mains different and distant from that of the given problem. This requires 
exploration of the analog memory rather than searching it for a specific ana
log (Navinchandra, 1991). So the issue becomes what memory organization 
and processes enable this exploration? 

3. Innovative and creative design involves non-local adaptation of design ana
logs. This requires experimentation with adaptation strategies that result in 
"global" modifications to a design, for example, combining portions of mul
tiple designs. So the issue becomes what strategies are useful for non-local 
modifications and for reasoning about the effects of such modifications? 

4. Innovative and creative design involves the learning of high-level abstractions 
and their use in reminding and adaptation. So, the issues become what might 
be the content, representation, and organization of these abstractions and 
how might they be acquired from design experiences and used in analogical 
design? 

1 IDEAL stands for Integrated "DEsign by Analogy" and Learning. 
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5. The task of evaluating candidate designs plays a key role in innovative 
and creative design. This is because innovative and creative design involves 
the exploration of the analog memory and experimentation with adaptation 
strategies. So the issue becomes how might the results of the evaluation (or 
performance) of candidate designs be incorporated in the design process? 

The IDEAL project takes a model-based approach to these issues. This approach 
evolves from our earlier work on the KRITIK project (Goe1, 1991a; Goe1, 1991b). 
The core hypothesis is that intelligent design of physical devices requires both 
a memory of past experiences in designing devices (in the form of design cases 
or analogs) and comprehension of how these previously encountered devices 
work (in the form of device models or theories). Elsewhere (Stroulia and Goel, 
1992; Bhatta and Goe1, 1993), we have described how a designer might learn 
the high-level abstractions of generic mechanisms (e.g., cascading) from specific 
design experiences and use them in making non-local modifications to a design. 
Also, Prabhakar and Goel (1992) have earlier sketched a conceptual framework 
for "performance-driven creative design." The goal of this paper is to describe a 
specific theory of performance-based constraint discovery, problem reformulation, 
and model revision as implemented in IDEAL. 

2. The Role of Evaluation in Analogical Design 

Although different computational models vary in the precise number of stages, 
analogical reasoning is generally considered to have five different stages (Gentner, 
1983): (i) retrieval of a source analog, (ii) mapping and transfer of the relevant 
knowledge from the source to the target problem, (iii) evaluation of the solution 
to the target problem, (iv) generalization over the source and the target, and (v) 
storage ofthe solution to the target problem and the generalization. In the mode1-
based approach to analogical design, these stages may include the following 
considerations: 

(i) the source analog may be at the same level of abstraction as the target problem 
or at a different level; 

(ii) mapping and transfer may involve a number of processes depending on how 
different is the domain of the source analog from that of the target problem, 
and how abstract is the source relative to the target, for instance: 

• if the domains of the source and target are the same, and the source and 
target are at the same level of abstraction, then this involves localization 
of differences between the source and the target and elimination of those 
differences (such as adaptation in case-based reasoning); 

• if the domains of the source and target are different, but the source 
and target are at the same level of abstraction, then mapping and trans-
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fer involves generalizing from the source analog and instantiating the 
learned abstraction in the target domain; 

• if the source and target are at different levels of abstraction, and the level 
of abstraction of source is higher than that of the target, then mapping 
and transfer involves only instantiating the source analog in the target 
domain. 

(iii) evaluation of candidate solutions can be done in many ways, for example, by 
simulating a candidate design or by implementing it in a physical device and 
testing the device in a real environment; the incorporation of feedback from 
evaluation is critical in the design process; 

(iv) generalization from the source and target analogs involves abstracting away a 
model common to both, especially if they are at the same level of abstraction; 
and 

(v) storage of the new analog and the new model in memory includes learning 
proper indices to them and placing them in memory in the "right" place. 

In the model-based approach, the answers to these issues are constrained by 
and arise from a deeper understanding of how devices work. In IDEAL, this under
standing is expressed in the form of structure-behavior-Junction (SBF) models, 
which provide functional and causal explanations of how the structure of a device 
delivers its function. 

Figure I illustrates a partial process model of model-based analogical design 
that centers around the evaluation task. A candidate design may fail due to a variety 
of reasons, e.g., it may not deliver the function desired of it, it may produce an 
undesirable behavior, etc. When a candidate design fails for some reason, several 
new tasks are set up: (i) understanding the feedback from evaluation of a candidate 
design (for instance, by forming a causal explanation for the undesired behaviors); 
(ii) reformulating the problem (for instance, by discovering and incorporating new 
design constraints); and (iii) redesigning the candidate design. When the candidate 
design fails, there are several ways of generating a new design: (i) repair the 
failed candidate design to meet the new problem constraints; or (ii) generate an 
alternative candidate design. 

2.1. AN ILLUSTRATIVE EXAMPLE 

We will consider the design of a coffee maker in order to illustrate this process 
model. Informally, the function of a coffee maker may be described as automatic 
brewing of hot coffee from coffee powder and hot water. Suppose that the de
signer generates a candidate design for achieving this function as illustrated in 
Figure 2(a). This design has two containers and a filter in between these two con
tainers. Initially, Container-l contains coffee powder. When hot water is added to 
it, the coffee powder dissolves in the water, forming a mixture of coffee powder, 
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Figure 1. A partial process model of model-based analogical design 

water and coffee decoction as indicated in Figure 2(a). Coffee decoction permeates 
through the filter and gets collected in container-2 as illustrated in Figure 2(b). 

Suppose that the candidate design is implemented in a real device. Suppose 
further that an evaluation of the device in a real environment shows that while this 
coffee maker achieves the function desired of it, two problems occur: (i) coffee
decoction formed in Container-2 is only lukewarm, and (ii) coffee-decoction does 
not stay warm in Container-2. 

Then the issue becomes how might a designer understand such feedback 
from evaluation and incorporate it in a new design for the coffee maker? One 
way a designer might understand this is by forming a causal explanation for the 
observed, undesired behaviors. The plausible causal explanations for the undesired 
behaviors in the coffee maker are: (i) the coffee-decoction in Container-2 is only 
lukewarm because coffee making process is taking a long time during which heat 
escapes from the coffee-decoction in Container-l to the environment, and (ii) 
coffee-decoction does not stay warm in Container-2 because it loses heat to the 
environment over time, which lowers its temperature. 

Such causal explanations might enable a designer to discover new constraints 
on the design that introduce new variables and thereby change the design prob
lem space. For instance, the causal explanations for the two undesired behaviors 
respectively suggest these two new constraints: (i) need to reduce the time for 
brewing coffee, and (ii) need to either reduce the time coffee stays in Container-2 
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Figure 2. Failed and redesigned coffee makers 

(which is not under designer's control) or supply heat to Container-2 to compensate 
for the heat loss. 

Given the reformulated problem with new constraints, a designer can either 
redesign the failed coffee maker or generate a new candidate design altogether. The 
failed design of the coffee maker may be redesigned, for example, by introducing a 
Plunger into Container-l and a Hot-plate beneath Container-2, where these design 
modifications address the two newly discovered constraints. Figure 2(b) illustrates 
the redesigned coffee maker. 

3. Models of Physical Devices and Principles 

The above process model requires two kinds of knowledge: (i) comprehension 
of how the coffee maker works, and (ii) comprehension of the process of flow 
of heat from hot object to cold ones (Le., the zeroth law of thermodynamics). 
This gives rise to two sets of issues: (i) what might be the content, representation, 
organization and indexing of models of devices such as the coffee maker, and (ii) 
what might be the content, representation, organization and indexing of models 
of physical principles such as the zeroth law of thermodynamics. 

3.1. CASE-SPECIFIC DEVICE MODELS 

IDEAL represents its comprehension of devices in the form of structure-behavior
function (SBF) models (Goel, 1991a). In IDEAL, a design experience (or, design 
case or analog) has an associated case-specific SBF model that explains how the 
structure of the device in that case delivers its functions. A design analog consists 
of (i) function(s) of the device (Le., the problem), (ii) the structure of the device 
(Le., the solution), and (iii) a pointer to the SBF model of the device. IDEAL's 
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Figure 3. Function and behavior of an initial design of coffee maker 

SBF model of a device explicitly represents the internal causal behaviors that 
signify the system's comprehension of how the device works: they specify how 
the functions of the structural components of the device are composed into the 
device functions. IDEAL uses a behavioral representation language (BRL) (Goel, 
1991 a) to represent SBF device models. BRL is a generalization of the junctional 
representation language of Sembugamoortby and Chandrasekaran (1986) and is 
based on the component-substance ontology of Bylander and Chandrasekaran 
(1985). 

In this section, we will present the design of a Coffee Maker (Figures 2(a) & 
3) as an example to describe the representations of the design analogs and SBF 
models of devices. The constituents of the SBF model of the Coffee Maker are 
given below. 

Structure: The structure of a device in BRL is expressed in terms of its constituent 
components and substances and the interactions between them. Figure 2(a) shows 
a schematic of the Coffee Maker. In this design, the structural and behavioral 
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interactions are such that coffee decoction can flow from Container-l to Container-
2 only if they are connected, and due to behavior allow of Filter. The typology 
of such primitive interactions is borrowed from (Bylander and Chandrasekaran, 
1985). 

Function: The function of a device in BRL is represented as a schema that 
specifies the behavioral state the function takes as input, the behavioral state it 
gives as output, and a pointer to the internal causal behavior of the design that 
achieves the function. Figure 3(a) shows the function "make coffee" of the Coffee 
Maker. In this case, both the input state and the output state are represented as 
substance schemas. The input state specifies the states of two substances, coffee 
powder and water. It specifies that coffee powder at location Container-l 
in the topography of the device (Figure 2(a» has the properties quantity 
and solubility, and the corresponding parameters small and medium 
(with respect to coffee powder). It also specifies the state of water 
at loca t ion Container-l and that water contains another substance hea t whose 
magni tude is large. Similarly, the output state specifies the properties and 
the corresponding parameters of the substance, coffee decoction, at location 
Container-2. In addition, the slot by-behavior acts as an index into the causal 
behavior that achieves the function of making coffee. 

Behavior: The internal causal behaviors of a device in BRL are represented as 
sequences of state transitions between behavioral states. The annotations on the 
state transitions express the causal, structural, andfunctional contexts in which the 
state transitions occur and state variables get transformed. Figure 3(b) shows the 
causal behavior that explains how coffee-decoction is made from coffee-powder 
and water. Statel is the preceding state of transitionl_2 and state2 is its suc
ceeding state. Statel describes the state of coffee-powder at location Container-l 
and state2 that of coffee-decoction at the same location. The annotation AS-PER 
in transitionl_2 indicates the laws that govern the dissolution of coffee-powder 
in water. Similarly, the annotation USING-FUNCTION in transition2_3 indic
ates that the transition occurs due to the behavior allow of Container-I. Similarly, 
the annotation UNDER-CONDmON-STRUCI'URE specifies the structural re
lation that Container-I, Filter and Container-2 be CONNECTED in order for 
the transition2_3 to occur. Annotations may also include conditions on other 
transitions as indicated by UNDER-CONDmON-TRANSmON. For example, 
transitionl_2 refers to another behavior of Coffee Maker (i.e., the behavior by 
which water is "consumed" when coffee-powder dissolves in it). In addition, a 
transition may be annotated by knowledge of qualitative equations that relate the 
variables characterizing the states. 
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Figure 4. The Zeroth law of thennodynamics 

3.2. CASE-INDEPENDENT MODELS OF PHYSICAL PRINCIPLES 

In addition to case-specific device models, IDEAL contains case-independent mod
els of physical processes and principles. IDEAL uses the structure-independent de
scriptions of SBF models, called behavior-function (BF) models, for representing 
physical principles. For instance, Figure 4(a) illustrates the BF model representa
tion of the zeroth law of thennodynamics. This law states that when a hot body is 
brought in thennal contact with a cold body, heat flows from the hot body to the 
cold body. Note that the parametric relations in Figure 4(a) cover both possibilit
ies, that is, increase and decrease in the temperature of substances, because it is 
case-independent. Further, the temperature changes in the two substances are in
terdependent as indicated by UNDER-CONDmON-TRANSmON annotation. 
IDEAL indexes its case-independent models by their behavioral abstractions. For 
instance, the BF model of the zeroth law of thermodynamics is indexed by a 
behavioral abstraction such as "temperature change in a substance" illustrated in 
Figure 4(b). 

4. Constraint Discovery, Problem Reformulation, and Model Revision 

We will now describe how IDEAL uses the SBF models of devices and BF mod
els of physical principles for understanding feedback from the evaluation (by 
forming causal explanations), reformulating the design problems (by discover-
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ing new constraints), and finally redesigning the coffee maker to satisfy the new 
and old constraints. Let us again consider the problem of designing the coffee 
maker described earlier. The SBF model of the candidate design for the coffee 
maker is shown in Figure 3. Although the initial design of coffee maker satis
fied the constraints in its functional specification, recall that an evaluation of the 
design suggested two performance failures: (i) coffee-decoction that is formed in 
Container-2 was only lukewarm, and (ii) coffee-decoction did not stay warm in 
Container-2. We will focus on the second failure for the purpose of illustrating 
IDEAL's processes. 

Again, the issue is how can IDEAL understand the feedback from the evalu
ation. IDEAL understands the feedback from the evaluation of a candidate design 
by forming causal explanations of the undesired behaviors described in the feed
back. IDEAL uses the BF models of physical principles for this task. It accesses the 
physical principles by their behavioral abstractions. Given the undesired behaviors 
in the candidate design, IDEAL uses them as probe into its memory and retrieves 
the physical principles whose behavioral abstractions match with the given beha
viors. IDEAL provides the behavioral representation language for a user to specify 
the undesired behaviors of a device in terms of states and state transitions. The 
use of this vocabulary allows IDEAL to access the relevant knowledge of physical 
principles. For instance, given the second failure of coffee maker design, IDEAL 
uses a description of the undesired behavior as a probe into memory and retrieves 
the BF model of the zeroth law of thermodynamics because the behavioral ab
straction of the principle (Le., temperature change in a substance) matches with 
the specified undesired behavior (i.e., change of temperature of coffee-decoction 
from high to low). The retrieved BF model of the zeroth law and its index are 
illustrated in Figure 4. 

IDEAL then forms a causal explanation of why and how a given undesired 
behavior arises by instantiating the retrieved principle in the context of the un
desired behavior and the candidate design. The annotations on the transitions in 
the BF model of a physical principle provide an explanation for the behavioral 
abstraction of the principle used as an index for it. For instance, IDEAL instantiates 
the retrieved zeroth law of thermodynamics in the context of the second failure 
of coffee maker to form a specific causal explanation for the failure as illustrated 
in Figure 5. That is, it substitutes the specific substances and the values of their 
properties from the given undesired behavior into the retrieved principle. 

Once the causal explanation for the failure has been formed, IDEAL can find 
the causes for the failure from the annotations on transitions in the explanation. 
IDEAL then hypothesizes new constraints on the design problem in the form of 
violation (or negation) of the causes for the failure. For instance, IDEAL finds from 
the causal explanation illustrated in Figure 5 that the cause for the second failure 
of coffee maker is due to the flow of heat from coffee-decoction in Container-2 
to some substance outside the coffee maker (that is, in the device environment). 
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Figure 5. A causal explanation for one failure of coffee maker 

COFFEE-DECOCTION HEAT 

GIVEN: 
loe: eomalnsr-2 contains magnbude: small 
temperature: low 

COFFEE-DECOCTION HEAT 

MAKES: 
loe: Contalnsr-2 contains magnbude: large 
templrature: high 

Figure 6. A new function (subfunction) desired of coffee maker 

Hence, it formulates a new constraint: avoid the loss of heat from coffee-decoction 
in Container-2. 

In general, problem reformulation may involve addition of new constraints and 
deletion or modification of some old constraints. IDEAL reformulates the design 
problem of the coffee maker by adding the discovered constraints to the initial set 
of design constraints. 

Once the design problem has been reformulated, IDEAL redesigns the failed 
design to generate a new candidate design. This involves two steps: (i) formation 
of behaviors for satisfying the new constraints (which might involve the addition 
of substructures in the design), and (ii) composition of the new behaviors with the 
behaviors of the failed design to generate a revised model. 

For each new constraint, IDEAL postulates a new device function and posits it 
as a new design subproblem to be solved. For instance, IDEAL generates the new 
subfunction illustrated in Figure 6 for the new constraint it discovered from the 
explanation of the second failure of coffee maker. It generates this subfunction 
by reasoning that the transformation of the temperature of coffee-decoction from 
high to low (see Figure 5) needs to be reversed in order to eliminate the failure. 

IDEAL then uses the subfunction as a probe into its memory of analogs to 
retrieve a matching design. Let us suppose that its memory contains the design of 
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GIVEN: 

WATER HEAT 
loc: Bea ..... contel ... magnitude: ...... 1 
temperatura: low 

MAKES: 

WATER HEAT 
loc: Beaker contain. ..... gnhude: large 
temperatura: high 

BY·BEHAVIOR: <pointer to the behavior 
"Heel Water" of Hot-Platll> 

<a) Function "Heal Waler" of Hol·PIate 

WATER HEAT 
loc: Beaker contains magnitude: small 
temperatura: low 

U.lng-Functlon CREATE H_t 
of Hot-Plate 

Undar-Condltlon-Structura 
BELOW Hot·Plate Bea ..... 

Using-Function ALLOW Heel 
of B .... r ... 

WATER HEAT 
loc: Beaker conteln. magnhude: large 
temperatura: high 1-

(b) Behavior "Heat Waler" of Hol·PIate 

Figure 7. Function and behavior of a design case of hot·plate 

a Hill-PLATE whose function and behavior are illustrated in Figure 7. Informally, 
the function of this Hill-PLATE is to heat water contained in a Beaker. IDEAL 
indexes the design of HOT-PLATE by its function. Given the subfunction as 
a probe into the memory of analogs, it retrieves the designs whose functions 
match with the subfunction. In this example, it retrieves the design of Hill
PLATE because its function (Figure 7(a» matches with the new subfunction to be 
achieved by the coffee maker (Figure 6). Since the retrieved design differs from the 
given subfunction in the substances involved, IDEAL adapts the retrieved design 
by a repair plan of substance substitution (Goe1, 1991a), that is, it substitutes 
the substances in the given subfunction for the corresponding substances in the 
function and behavior of the retrieved design. Similarly, it replaces the substance 
locations in the given subfunction for the corresponding ones in the retrieved 
design. By substituting coffee-decoction for water and Container-2 
for Beaker in the behavior of the Hill-PLATE, it generates a new behavior, 
illustrated in Figure 8, that satisfies the constraint specified in the subfunction 
(Figure 6). By this process, it proposes that the loss of heat from coffee-decoction 
in Container-2 can be compensated by supplying heat to coffee-decoction by 
introducing a Hill-PLATE below Container-2. 

Next, the behavior thus formed for the new subfunctions (Figure 8) is com
posed with the behavior of the failed design of coffee-maker (Figure 3(b» to 
generate a behavior for the new coffee-maker design. In general, this process of 
model revision involves identifying the behavior segment (i.e., a transition and 
its preceding and succeeding states) or a state in the old behavior where the new 
behavior is to be added. IDEAL matches the initial and final states in the new 
behavior against the states in the old behavior, and selects a behavior segment 
where the new behavior can be added. For instance, IDEAL finds the final state in 
the old behavior (Figure 3(b» matches with the initial state of the new behavior, 
and hence it needs to add the new behavior at the end of the old behavior. For 
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COFFEE-DEcocnON HEAT 
loe: Contalner-2 contain. magnitude: _II 
temperatura: low 

U.lng-Functlon CREATE liNt 
of Hot-Plate 

Under-Condltlon-Structura 
BELOW Hot-Plate Contelne .... 2 

U.lng-Functlon ALLOW Heat 
of Contelner-2 ... 

COFFEE-DECOcnON HEAT 
loe: Contelnar-2 contain. magnitude: large 
temperatura: high 

Figure 8. A new sub-behavior of coffee maker that achieves the new subfunction 

instance, the new beha~ior (Figure 8) is appended at the end of the behavior seg
ment state2 -+ state3 of the behavior of the failed coffee maker (Figure 3(b». 
This process results in the revision of the behavior of failed coffee maker into the 
behavior of a new design of coffee maker, which is illustrated in Figure 9. 

In a similar process, IDEAL redesigns the coffee maker to eliminate the first 
failure described earlier. It first forms a causal explanation for the failure by 
instantiating a BF model of the heat exchange process and finds the cause for the 
failure as: the flow-rate of coffee-decoction from Container-l to Container-2 
is small. It then postulates a new device subfunction which is to increase the 
flow-rate of coffee-decoction. It uses this subfunction to retrieve the design of a 
PLUNGER from its memory and adapts it to achieve the new subfunction of the 
coffee maker. Then it composes the adapted behavior of PLUNGER with the new 
behavior of coffee maker as illustrated in the behavior segment state2 -+ state3 
in Figure 9. 

IDEAL now evaluates the redesigned candidate design by qualitatively simulat
ing the revised device model (Figure 9), generated by the above procedure (Goel 
and Prabhakar, 1991). If the simulation reveals inconsistencies between the new 
functions of the device and its output behaviors, the redesign step is repeated. In 
the case of the new coffee-maker, the simulation of the new SBF model (Figure 9) 
verifies that the candidate design indeed satisfies the new set of constraints (i.e., 
make coffee as well as keep it warm). 

Nevertheless, the new design of coffee-maker may again fail when deployed 
in a real environment just like the initial design did, due to new interactions with 
the environment. 
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1 
"GIVEN" state of 
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<Transition by which WATER is consumed> 

... 
COFFEE-DECOCTION HEAT 
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Figure 9. A fragment of the behavior of the redesigned coffee maker 

S. Evaluation of the Model-Based Approach 

We have evaluated the model-based approach to creativity in analogical design in 
a number of dimensions described below. 
(i) Computational feasibility and efficacy: IDEAL is a working system that uses 
the model-based approach to some of the processes in creative design, such as 
understanding of feedback from the evaluation of a candidate design, discovery of 
new constraints, reformulation of design problems, and redesigning the candidate 
design. The question for IDEAL was how it might use the BF models of principles 
and SBF models of devices in these processes. We have tested IDEAL in the domain 
of coffee makers with the task of redesigning a failing coffee maker. As we have 
described, IDEAL could recognize the relevance of the BF model of the zeroth 
law of thermodynamics, retrieve it, and instantiate it in the context of the design 
of coffee maker in order to form causal explanations of the observed undesired 
behaviors. IDEAL could then use the causal explanations of failure behaviors in 
discovering new design constraints. Finally, it could redesign the coffee maker 
to satisfy the new constraints and revise the SBF model of the coffee maker by 
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composing the behaviors for the new constraints. This indicates the utility and 
effectiveness of our model-based method: the BF models of physical principles 
and SBF models of devices facilitate some aspects of creative design. 
(ii) Generality in terms of uniform representations across ditTerent stages in 
analogical design: An important aspect of IDEAL's evaluation is that it addresses 
all five stages of analogical reasoning. It is important to consider the different 
stages because each stage imposes constraints on the others; otherwise, the res
ulting theories may be underconstrained. Another important aspect of IDEAL's 
evaluation is the uniformity of its representations across different stages of analo
gical design. IDEAL uses the same representations of device models for supporting 
the different stages. Of course the inferences drawn, and, therefore, the functional 
role played by the models changes from one stage of processing to another. 
Furthermore, the BF model representation of physical principles is a graceful 
extension of SBF models. 
(iii) Learning of proposed knowledge: It is a common practice in AI to propose 
different kinds of knowledge in building computational models of reasoning tasks 
without accounting for how such knowledge might be acquired. IDEAL not only 
proposes and demonstrates the use of BF models of physical principles but also 
leams them from design experiences as described in (Bhatta and Goel, 1994). 

6. Related Research 

As we mentioned in the introduction, much of AI research in design has fo
cused on routine design, for example, McDermott, 1982; Mittal et ai., 1986; 
Marcus et aI., 1988; Brown and Chandrasekaran, 1989. For instance, Brown and 
Chandrasekaran's AIR-CYL system solves routine design problems in the domain 
of mechanical devices by instantiating and expanding design plans. 

Even AI work on analogical design in the framework of case-based reasoning 
has focused on routine design. ARGO (Huhns and Acosta, 1988) for example, 
uses domain-specific heuristics for adapting previous design plans to solve design 
problems in digital circuit design. Most interactive case-based design aids too 
are limited to retrieval of cases that almost exactly match the specification of a 
given problem (e.g. Archie (Pearce et aI., 1992), AskJef (Barber et ai., 1992) 
and BOGART (Mostow et ai., 1989». For instance, BOGART is a partially 
autonomous design system that helps students design digital circuits. It "replays" 
previous design plans, that are very specific to its domain, in solving problems 
from the same domain. 

In contrast, IDEAL attempts to model some processes in innovative and creative 
design. Recently there have been some other attempts to develop systems that 
can do some kinds of innovative/creative design. Williams (1991) describes an 
approach called interaction-based design in which new designs are created by 
reasoning from first principles. This approach views design as a process of building 
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interaction topologies-networks of qualitative interactions between quantities, 
used by a device to achieve its desired behavior. It also proposes a search method 
for focusing the design of novel devices among the large space of possibilities. 

A second set of approaches evolve from the work on case-based design. In 
his work on CYCLOPS, Navinchandra (1991) used a case-based approach to 
architectural design in which new design ideas are generated by exploring the 
memory for appropriate cases. In this, new designs are generated by composing 
subcases from multiple cases. New constraints are discovered through the process 
of demand posting where a problem with the present case is posted to the case 
base, requesting the previous cases to solve the problem. If a matching case is 
not found, then the causes of the problem are retrieved and new demands are 
posted. CYCLOPS shares IDEAL's view of the importance of the discovery of 
new constraints in innovative design. 

Zhao and Maher (1992) also describe a a caSe-based approach in the domain 
of building design. They combine analogies with domain-independent operators 
for design mutation. They retrieve design prototypes from a case memory and then 
apply mutation operators (e.g., COMBINE) to change the retrieved prototype to 
include portions of other designs. Qian and Gero (1992) describe a design sup
port system that uses design prototypes to perform analogical mappings between 
designs from different domains. 

IDEAL's model-based approach evolves from our past work on within-domain 
analogical design (e.g., Goel, 1991a, 1991b; Strouliaand Goel, 1992) and on-going 
work in cross-domain analogical design (e.g., Bhatta and Goel, 1993; Bhatta and 
Goel, 1994). The KRmK system (Goel, 1991a, 1991b), for example, demonstrates 
how SBF models provide indexing vocabulary for design cases, how the internal 
organization of SBF models helps to localize the modifications to a source design 
in adaptation, and how SBF models can be qualitatively simulated to verify a 
proposed design. Elsewhere (Bhatta and Goel, 1993; Bhatta and Goel, 1994) we 
describe how SBF models provide the content and constraints in learning of BF 
models of generic engineering mechanisms and physical principles from design 
experiences. 

7. Conclusions 

Analogy plays an important role in innovation and creativity in complex prob
lem solving such as design. Creative design involves (1) problem reformulation, 
(2) exploration of analog memory and cross-domain remindings (3) experiment
ation with non-local adaptation of design analogs and composition of different 
designs, (4) learning and use of high-level abstractions. The evaluation of can
didate designs plays a central role because of the exploratory and experimental 
nature of innovative and creative design. 

In this paper, we have described a partial process model of analogical design 
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emphasizing the role of evaluation. In particular, we have described a model
based approach to understanding feedback from evaluation of candidate designs, 
discovery of new constraints, reformulating design problems, and redesigning 
candidate designs to satisfy new constraints. We have demonstrated the use of 
two different types of models-case-specific SBF models of physical devices and 
case-independent BF models of physical principles-in these tasks. SBF models 
of specific devices help in redesigning candidate designs, in particular in revising 
the models of the candidate designs. BF models of physical principles provide the 
content in the formation of causal explanations for understanding the feedback 
from evaluation and the reformulation of the design problems. 
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Abstract. Case-based reasoning (CBR) has received much attention as a viable fonnu
lation for design problems. However, being a relatively young field, it lacks a fonnal 
methodology for many of its approaches. To allow broader and more efficient application 
of CBR to design problem solving, we investigate a methodology which fonnalizes the 
adaptation process of CBR using constraint satisfaction techniques. Combining CBR with 
constraint satisfaction provides a generalized fonnalism for design problem solving which 
helps intelligent design systems achieve a better efficiency. 

1. Introduction 

In our previous paper (Po and Reschberger, 1991), we have shown that case-based 
reasoning can solve search problems efficiently. The central idea is that previous 
cases help eliminate unfruitful subspaces from consideration during the search 
task, thus reducing the time complexity associated with search. We showed our 
solution in the domain of assembly sequence generation. Recently we have im
plemented a general case-based design system (Pepin, 1993; Po and Pepin, 1993), 
CORINTH, with memory organization, case indexing, retrieving, and matching 
capabilities. The work reported here is about case adaptation in CORINTH. As Po 
(1993) pointed out in her introductory article for the special issue of case-based 
design systems, case adapation generally falls into two existing catagories: case 
combination and case framing. Case combination is about selecting several cases 
and using them to solve the various parts of a new design problem. Case framing 
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is about selecting one design case as a framework for a solution and then using a 
set of other cases to fill in the details. This work is about case combination. 

One of the most difficult problems in case combination is the question of 
how to satisfy the global constraints when individual cases are "glued" together. 
The ad hoc way is to check all the connecting points between any two cases 
to make sure they are all compatible. But a more desirable way is to have a 
formalization for this process so that it ensures soundness and completeness. 
Since many design problems can be formulated as constraint satisfaction problems 
(CSP), we investigate a method here which is formal enough to achieve adaptation 
in a systematic way when cases are combined. The general framework of our 
method views each case as a primitive CSP. The solution for each case, captured 
in the solution field of that case, is a set of consistent value assignments so 
that all constraints for the case are satisfied. When a new problem requires the 
·combination of several cases, we use an existing algorithm, a repair-based CSP 
algorithm, to satisfy the global constraints. 

The organization of the paper is as follows: section 2 formulates the assembly 
sequence generation problem as a constraint satisfaction problem; section 3 intro
duces the repair-based CSP algorithm which we use for case adaptation; section 4 
describes our integrated system, a case-based design system with a CSP engine, 
and we illustrate how our system works by going through an example; section 5 
describes the adaptation algorithm in further detail and shows how it provides 
a formal procedure for case adaptation in CORINTH; section 6 talks about the 
future of our work and section 7 concludes the paper. 

2. Formulating Assembly Sequence Generation as CSP 

Constraint satisfaction techniques solve problems by choosing a consistent as
signment of value for each problem variable such that none of the inter-variable 
constraints are violated (Mackworth, 1988). The map-coloring problem is a typical 
CSP problem. 

The assembly sequence generation problem is formulated as a CSP in our 
work in order to provide a formal framework for the case adaptation process. The 
formalized process can then also be generalized to apply to any design problem 
that can be described as a discrete CSP. 

Assembly sequence generation is the problem of deciding in what sequence the 
parts of a product should be assembled. To this end, geometric, spatial, mechanical, 
and stability-related considerations must be taken into account. These feasibility 
considerations can be described as constraints on the final assembly, and therefore 
finding a correct assembly sequence can be formulated as a CSP. For the product 
known as the receptacle device shown in Figure 1, and its connectivity graph called 
the relational model (Figure 2), we define each CSP variable as the connection 
between two parts as shown in Figure 3. 
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Cap Stick Receptacle Handle 

Figure 1. The receptacle device (case 1). 

cap I----{ .... --1 stick 

Figure 2. The relational model of Figure 1. 

The variable takes on an integer value representing the step number in the 
assembly sequence. For example, if a variable is assigned to the value 2, the two 
parts sharing that connection are to be joined as the second step in the assembly 
sequence. Constraints express precedences between operations. For the receptacle 
device, we have one spatial and one operational constraint formulated as: CI = 
(V2 --< V3) OR (V2 --< VI) and C2 = (Vi =1= Yj). CI captures the knowledge that the 
stick must go inside the receptacle before both the cap and the handle are attached 
to the receptacle, while C2 indicates that no two connections may be made at the 
same time. 

The solution to our CSP (and therefore, also to the assembly sequence gener
ation problem), is a valid ordering of all of the mating connections so that none 
of the constraints are violated. A valid assembly sequence for the receptacle as-

Cap Stick Receptacle Handle 

Figure 3. The CSP graph of the receptacle. 
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sembly shown in Figure 3 is: {VI = 1, V2 = 2, V3 = 3}, indicating that the cap 
and the receptacle are assembled first (connection VI), then the stick is inserted 
into the receptacle (connection V2), and finally the handle is assembled with the 
receptacle (connection V3). Notice that this is one of the valid solutions. IT we do 
not stop our CSP engine after one result, we can obtain all valid solutions. 

3. Repair-Based CSP Algorithm 

In the framework of case-based design, a new design problem can be solved 
by retrieving and combining cases that solve individual parts of the new design 
problem. IT we use the constraint satisfaction method to solve the case com
bination problem, we imagine ''throwing'' all of the cases into the CSP engine 
and that the engine will somehow derive an answer in a reasonable amount of 
time. Unfortunately, the general solution to the CSP has been proven to be NP
complete (Dechter and Pearl, 1988; Freuder, 1978; Mackworth, 1988; Mohr and 
Henderson, 1986). Existing CSP solution methods attempt to increase efficiency 
by applying pre-processing algorithms to the constraint network to eliminate 
inconsistencies. However these algorithms, known as arc and path consistency 
(Mackworth, 1988), may fail to show that a constraint network is unsatisfiable, 
and may still require extensive backtracking after their application (Freuder, 1978; 
Nadel, 1988). Other CSP algorithms attempt to use lookahead and variable or
dering schemes to improve the backtracking efficiency (Dechter and Pearl, 1988; 
Nadel, 1988). 

We have identified a repair-based CSP algorithm (Minton et ai., 1992) which 
is proven to be quite efficient, especially when it is given an initial "rough" 
assignment of values. The final solution is computed from the initial assignment 
based on a heuristic known as the minimal-conflicts heuristic, which guides the 
search toward a solution by attempting to minimize conflicts with the initial 
assignment. The distance from the initial assignment to the solution impacts the 
effectiveness of the repair algorithm. Therefore, an initial assignment for sub
assemblies of the new problem (obtained from already solved cases) provides our 
CSP engine with a good initial solution that will guide the search more efficiently 
to a globally consistent solution for the new case. 

4. Generating Assembly Sequence Designs using the Combined CSP-CBR 
Approach 

We use an example (Figure 4) to show how our system works. This device is 
different from the receptacle device because it has two sticks. IT we use the 
receptacle case to infer the spatial constraints for both sticks, we can derive 
assembly sequences for the two subassemblies rather quickly. Then the problem 
becomes how the system will combine the solutions of the two subassemblies and 
derive the global solution. 
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cap Receptacle Handle 

Figure 4. Receptacle of two sticks (case 2). 

The combined approach begins with the new, as yet unsolved case described by 
its parts, mating relationships, and spatial predicates. This low-level representation 
is compared with existing cases in the case base, in order to deduce the constraints 
for parts of the new case. Those existing cases which match parts of the new 
case, and therefore also contribute constraints, are retrieved and used to assign 
initial values to parts of the new problem, by doing a constraint-based matching. 
This initial solution is then adapted by using the CSP repair algorithm (Minton 
et al., 1992) in order to obtain an assembly sequence which combines the initial 
solutions to parts of the problem into an overall solution for the entire problem 
which satisfies all of the problem's global constraints. 

The same constraint that applied to the stick in Figure 3 should apply to both 
stick 1 and stick 2 in Figure 4. Since the receptacle case and the 2 stick receptacle 
case have similar mating and spatial features, the constraints from the receptacle 
case are determined to be applicable to both stick 1 and stick 2 in the 2 stick 
receptacle case, and the following constraints are deduced for the new case: 

Cl = (V2 -< V3) OR (V2 -< VI) 
C2 = (V4 -< V3) OR (V4 -< VI) 
C3 = Vi # Vj. 

Traditional constructive backtracking approaches would proceed to construct 
a solution by incrementally instantiating the variables and backtracking when a 
constraint violation has been found, as shown in Appendix 1. 

This traditional constructive backtracking approach found the solution with 
9 backtracks. However, the solution from the old case can be used to reduce the 
backtracking that must be done during the search for a valid assembly sequence 
for the new case. In order to use the old solution, constraint-based matching is 
done which finds the corresponding variables between the old and the new case. 

New constraints: Cl = (V2 -< V3) OR (V2 -< VI) 
C2 = (V4 -< V3) OR (V4 -< VI) 



82 P. PU AND L. PURVIS 

C3 = (Vi # Vj) 

Old constraints: Cl = (V2 -< V3) OR (V2 -< VI) 
C2 = (Vi # Vj) 

The matching variables are found to be: 
VI = VI, V2 = V2, V4, V3 = V3, 

which in effect tells us that (VI, V2, V3) and (VI, V4, V3) are sub-assemblies 
of the new case that match the old case. 

Recall that the old solution to the receptacle case was 

VI = 1, V2 = 2, V3 = 3. 

Therefore, the initial solution for the new, 2-stick receptacle case is 
VI = 1, V2 = 2, V3 = 3, V4 = 2, 

which has applied the solution from the old receptacle case to the 2 matching 
sub-assemblies in the new case. What remains to be done is to satisfy the global 
problem constraints for the new case. Therefore, this initial solution is adapted to 
find a solution that is valid for the new case, the 2-stick receptacle. 

5. Adaptation Algorithm 

The initial solution for the new case gives a potential ordering for sub-assemblies 
in the new case, based on existing solutions to similar problems. However, find
ing a global solution which combines all sub-assemblies requires eliminating 
all conflicting values in the initial ordering which violate some of the global 
problem constraints. This is done by the adaptation algorithm, which begins by 
pre-processing the initial solution and then goes on to repair this pre-processed 
initial solution. 

1. Pre-process the initial solution. 

(a) Assign unique values to each variable while keeping initial ordering 
relationships intact. 

(b) Minimize the number of conflicts in the initial ordering. 

2. Use repair-based heuristic to repair the initial solution and solve the new 
case. 

(a) Choose a variable that violates one or more constraints. 

(b) Repair that variable by choosing a value that conflicts with the least 
possible remaining variables. 
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(c) Repeat until no more conflicts are found. 

Adaptation illustrated on 2-stick receptacle case: 

1a. The assignment of unique values while keeping initial ordering relation
ships intact is accomplished by first setting up all of the possible domain values 
for each variable. This is done by looking at all variables in successive levels 
of the initial ordering. For instance, level 1 contains all variables that have been 
assigned value '1' in the initial ordering. In essence, this means that the mating 
connections represented by the variables on level 1 are all competing to be the first 
connection made when assembling the artifact. Level 2 contains all variables that 
have been assigned value' 2' in the initial ordering, and are therefore competing 
to be the second connection made when assembling the artifact. However, to keep 
the initial ordering relationships intact, we must complete all connections for level 
1 variables before completing the connections for level 2 variables, and so on. 

Therefore, if there are 3 connections initially on levell, they can each be 
assigned to be made either 1st, 2nd, or 3rd in the assembly sequence, and there
fore their domains will all be {I ,2,3}. The assignment for level 2 variables then 
begins with the next number in sequence, and the same process is repeated for 
all successive levels. In our example, VI is the only variable on levell, and 
therefore it is unequivocally chosen to be the first connection made by setting 
its only possible domain value to {I}. Variables V2 and V 4 are both initially on 
level 2, and are therefore competing to be the 2nd connection made. Since one 
connection must be made at a time, V2 can be made 2nd and V 4 can be made 3rd, 
or vice-versa. Therefore, V2 and V4 both have {2,3} for their possible domain 
values. V3 is the only variable on level 3, and since the next number in sequence 
is 4, the connections on level 3 can be made starting with sequence number 4. 
Since V3 is the only variable on level 3, it has no competitors and its domain is 
setto {4}. 

1 b. To accomplish the minimization of conflicts in the initial ordering, the 
minimum conflicts initialization heuristic is used (Minton et ai., 1992), which 
chooses a value for each variable from its domain in order to minimize con
flicts with already instantiated variables. This preprocessing step proceeds in our 
example as follows. 

Instantiate VI = 1. 

Instantiate V2= 20r3. 

(only possible choice) 

(any constraints between VI and V2? 

C3 is satisfied, therefore either 
choice is a good choice). 
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Choose V2=2. 

(so far: VI = 1, V2 = 2) 

Instantiate V3=4. 

(so far: VI = 1, V2 = 2, V3 = 4) 

Instantiate V4= 20r3. 

Choose V4=3. 

(only possible choice) 

(any constraints between V 4 
and VI, V2, V3? C2 is 
satisfied by either value, 
but C3 is violated by value 2.) 

Therefore, the initial solution obtained after the pre-processing step becomes: 

VI = 1, V2 = 2, V3 = 4, V4 = 3. 

The pre-processing portion (step 1) of the adaptation algorithm has now been 
completed. Step 2 is the repair-based informed-backtracking heuristic, which 
begins by choosing a variable in the initial solution which violates one or more 
constraints. However, the current example shows that the initial solution is entirely 
consistent-no repair is necessary since all constraints are satisfied. Therefore, 
using the old solution from the receptacle case to solve the individual parts of 
the new case, and then adapting this initial solution successfully reduced the 
required search to find the new solution for the 2-stick receptacle case. (Recall 
that without using the old solution, there were 9 backtracks during the search 
process). This method has also been effective on more complex problems as is 
shown in Appendix 2. Formal treatment of the adaptation problem as a CSP 
makes this method applicable not only to design problems with the precedence 
constraints shown here, but to any design problem that can be described as a 
discrete CSP. 

6. Future Work 

All spatial constraints for generating assembly sequences can be handled by our 
current system. Purvis (1993) has more details about the work and has shown the 
method on more complicated problems. 
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Future work will address solving assembly sequence design problems in vari
ous categories, including cases which involve geometric and mechanical feas
ibility considerations, stability considerations, and non-monotonic sequence re
quirements. Extending the solution process to handle these categories will require 
enhancements to the constraint types represented in the case base, investigation 
into efficient case retrieval based on the case characteristics, and research on how 
best to manage the constraint satisfaction and adaptation process when multiple 
cases provide conflicting constraints. 

7. Conclusion 

Integrating the CBR and CSP approach for design problem solving provides 
benefit to both domains that have typically received attention only individually as 
viable technologies for intelligent design systems. The CSP formalism provides a 
formalization of the case adaptation process, while CBR allows the use of existing 
solutions to guide the constraint satisfaction process in order to make it more 
efficient. These benefits have been illustrated in the domain of assembly sequence 
generation. However, the described methodology generalizes the design solution 
process in order to make it more broadly applicable to other domains as a formal 
basis for efficient intelligent design systems. 
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Appendix 

1. Constructive Backtracking Trace 

Try VI = 1. 

(so far: VI = 1) 

Try V2= 1. 

Retry V2 = 2. 

(so far: VI = 1, V2 = 2) 

Try V3= 1. 

Retry V3 = 2. 

Retry V3 = 3. 

There are no conflicting values, therefore 
continue. 

Constraint violation: VI = V2, therefore 
go back to a different value. 

No constraint violations, therefore 
continue. 

Constraint violation:V3 = VI, therefore 
retry. 

Constraint violation: V3 = V2, therefore 
retry. 

No violations, therefore continue. 

(so far: VI = 1, V2 = 2, V3 = 3) 

Try V4 = 1. 

Retry V4 = 2. 

Retry V4 = 3. 

Retry V4 =4. 

Retry V3 =4. 

Constraint violation: V4 = VI, therefore 
retry. 

Constraint violation: V 4 = V2, therefore 
retry. 

Constraint violation:V4 = V3, therefore 
retry. 

Constraint violation:V4 >- V3, no further 
options for V 4. 

No violations, therefore continue. 
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(so far: VI = 1, V2 = 2, V3 = 4) 

Try V4= 1. Constraint violation:V4 = VI, therefore 
retry. 

Retry V4=2. Constraint violation: V 4 = V2, therefore 
retry. 

Retry V4=3. No violations, solution is found. 

SOLUTION: VI = 1, V2 = 2, V3 = 4, V4 = 3. 

2. Complex Example 

We show the adaptation process here on the more complex example shown in 
Figure 5. The cases found in the existing case base that are shown in Figures 6 
and 7 are found to match portions of the new, complex case. The new complex case 
shown in Figure 5 contains a non-linear element as does the 4-blocks case shown 
in Figure 6, an enclosure element as was encountered in the earlier case shown in 
Figure 3, and a geometric-feasibility element as shown in Figure 7. Each of the 
retrieved cases contribute constraints to the new CSP because of their matching 
parts and mating-relationships with the new case. The constraints and solutions 
for the existing cases are as follows: 

Figure 5. Complex example. 

case 1: (V2 -< V1) OR (V2 -< V3) 

solution: (V1 = 1) (V2 = 2) (V3 = 3) 

case 3: «V1 -< V3 -< V2) AND (V2 = V4)) OR 
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V4 -----I 

Figure 6. 4-blocks (case 3). 

Figure 7. Pieced-cover (case 4). 

«VI -< V3 -< V4) AND (V4 = V2» OR 

«V2 -< V4 -< Vl) AND (VI = V3» OR 

«V2 -< V4 -< V3) AND (V3 = VI» 

solution: (VI = 1) (V2 = 3) (V3 = 2) (V4 = 3) 

case 4: (VI -< V2) AND (V2 = V3) 

(VI -< V3) AND (V3 = V2) 

solution: (VI = 1) (V2 = 2) (V3 = 2) 

The constraints for the new case obtained from the existing cases are: From 

case 1: Cl = «V3 -< V6) OR (V3 -< V2» 

C2 = «V4 -< V6) OR (V4 -< V2» 

C3 = «V3 -< V5) OR (V3 -< V2» 

C4 = «V4 -< V5) OR (V4 -< V2» 

From case 3: C5 = «V7 -< V9 -< V8) AND (V8 = VlO» OR 
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«VlO --< V8 --< V7) AND (V7 = V9» OR 

«V9 --< V7 --< VlO) AND (VlO = V8» OR 

«V8 --< VlO --< V9) AND (V9 = V7» 

From case 4: C6 = «VlO --< V5) AND (V5 = V6» 

C7 = «VIO --< V6) AND (V6 = V5» 

And from each of the cases: C8 = (Vi =1= Vj) 
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The matching variables from the old cases to the new case are determined to 
be: 

From case 1: (VI = V2), (V2 = V3, V4), (V3 = V5, V6) 
From case 3: (VI = VlO), (V2 = V7), (V3 = V8), (V4 = V9) 
From case 4: (VI = VIO), (V2 = V5), (V3 = V6) 

Based on the solutions to the old cases and the matching variables from old to 
new case, the initial solution for the new case is: 

(VI = 11) (V2 = 1) (V3 = 2) (V4 = 2) (V5 = 3) 
(V6 = 3) (V7 = 1) (V8 = 3) (V9 = 2) (VIO = 3) 

The domains are set up for each variable as described to get: 

V2= {I,2} 
V7 = {I,2} 
V3 = {3.4.5} 
V4 = {3,4,5} 
V9 = {3,4,5} 

V5 = {6,7,8,9} 
V6 = {6,7,8,9} 
V8 = {6,7,8,9} 
VlO = {6,7,8,9} 
VI = {1O} 

Min-conflicts initialization gives us an initial solution of: 

(VI = 10) (V2 = 1) (V3 = 3) (V4 = 4) (V5 = 6) 
(V6 = 6) (V7 = 2) (V8 = 7) (V9 = 5) (VIO = 8) 

Backtracking is begun by finding a value that is in conflict with another value. 
Initially we find that V8 violates C5 and VlO violates C5, C6, and C7. Since VlO 
has more conflicts, we choose to repair VlO first. The possible values for VlO 
are {6,7,8,9}. Each value is evaluated to see which one least conflicts with the 
remaining values. 

value 
6 
7 
8 
9 

# conflicts 
4 
2 
3 
3 

constraints violated 
C5,C6,C7,C8 
C6,C7 
C5,C6,C7 
C5,C6,C7 

Since the value 7 has the least conflicts, we instantiate VlO = 7, and now we 
have the following: 
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Variables left: 
VI = 10 
V2= 1 
V3=3 
V4=4 
VS=6 
V6=6 
V7=2 
V8=7 
V9=S 

P. PU AND L. PURVIS 

Variables Done: 
VI0=7 

From the variables that are left, VS and V6 are currently in conflict. Since they 
both violate one constraint, we randomly choose to repair VS. The possible values 
for VS are {6,7,8,9}. Each value is evaluated to choose one that is both consistent 
with the values of the variables that are done as well as conflicts the least with the 
remaining variables. 

value 
6 
7 
8 
9 

consist. with VI0 = 7? 
NO 
NO 
YES 
YES 

# conflicts 

2 
2 

violation 

C6,C7 
C6,C7 

We randomly choose between 8 and 9, and assign VS = 9 into the variables 
that are done. 

Variables left: 
VI = 10 
V2= 1 
V3=3 
V4=4 
V6=6 
V7=2 
V8=7 
V9=S 

Variables Done: 
VI0=7 
VS=9 

The only conflicting variable left is now V6, which violates C6 and C7. Its 
possible values are {6, 7,8,9} . 

value 
6 
7 
8 
9 

consist. with vars-done? 
NO 
NO 
NO 
YES 

We choose 9 and now have: 

# conflicts violation 

o none 



Variables left: 
VI = 10 
V2= 1 
V3=3 
V4=4 
V7=2 
V8=7 
V9=5 
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Variables Done: 
V10=7 
V5=9 
V6=9 
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There are no remaining conflicts, and therefore we have a solution, which only 
required 3 repairs from its initial starting point. 

Final solution: 
(VI = 10) (V2 = 1) (V3 = 3) (V4 = 4) (V5 = 9) 
(V6 = 9) (V7 = 2) (V8 = 7) (V9 = 5) (VlO = 7) 

The min-conflicts method allowed us to use the solutions from existing cases 
in order to find a solution with only 3 repairs, a substantial savings over traditional 
backtracking which required over 100 backtracks to solve the complex case. 
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Abstract. The present work proposes the A.S.A. system, an interactive assistant to 
architectural design. The system is based on a CBR and supports graphic interaction as 
well. The CBR functionalities are obtained by a well defined memory organization 
which distinguishes between episodic representations of design solutions and concepts at 
an higher level of abstraction. A set of classification procedures relate a new case to the 
memory concept. The memory organization allows an effective solution of the 
indexing, retrieving and adapting problems. 

1. Introduction-Aspects of Design 

There is a vast debate today in the scientific community about the design 
process. Generally design is viewed as a purposefull activity whose general 
task takes as input a constraint specification on the design artefacts. Thus it 
has the goal of giving as output the specification of a structure for the 
artefacts that satisfies the given constraints. The whole process can be viewed 
as a mapping from the specification space to the device space or component 
space, where the component space is defined directly by the technology of 
the problem (Chandrasekaran, 1990; Eastman, 1990; Gero, 1990). 

One of the most important aspects of this process is that the design 
activity is usually conducted with incomplete information. It means that 
either the specifications are not completely defined when the process starts, 
or that the domain (what is relevant for the task to be accomplished in) 
reveals itself only as the design proceeds. 

In this respect design can be viewed as an exploration process. 
Explorations in the design space can be summarised by Simon's "Analysis 
by Synthesis' schema (Simon, 1981), where the design process continuously 
loops in a chain of synthetic and analytic actions (see Figure 1). Synthetic 
actions propose partial solutions based on some early design ideas, while the 
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analytic actions refine design ideas based on a critique of the partial solution 
generated. Another important aspect of design activity is that design activity 
is usually based on past experience. As a matter of fact, looking at the 
designers in the early conceptual phases, one thing that appears clear is that 
instead of starting from scratch designers spend part of their time thinking 
about existing design experience, reviewing the literature, and so on. 

Analysis 

Synthesis 

• • • 1.c ,.....,....-.. . 

Figure 1. Design process model. 

The specifics of domain knowledge are also an important aspect to be 
analysed. In the engineering device domain, for example, a function
structure device model usually captures quite all the information needed for 
the design task to be accomplished while in the architectural design domain 
the function-structure model of the building is only a piece of the overall 
information needed. More different knowledge sources are needed, as for 
example the aesthetic aspect of the building. The architectural domain, in 
this respect, seems to be a very rich testbed. 

The present work proposes the Architectural Symbolic Assistant system 
(A.S.A.) by which we try to address the above design aspects. Our past 
experience on architectural design process modelling (Colajanni, 1991) 
suggested that, given the exploration nature of the design process, an highly 
interactive system able to manage the complexity of the design space can be 
more effective. Moreover the creative nature of the architectural design and 
the lack of complete information during the process suggest that the 
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assistant role for the design system is much more practical than that of a 
complete autonomous system. We claim that memory based reasoning 
systems, like Case Based Reasoner, are a well suited paradigm for the 
construction of assistants in the architectural design process. There are a 
number of reasons supporting this point: 
• A CBR maintains design experience in a way that can be reused on the 

field by the designer. 
• It uses a local reasoning model to avoid the enormous searching space of 

the design process. 
• Knowledge is very naturally described under different perspectives, as in 

the case of cooperative design. 
• The ability of incorporating new design solutions into the case memory 

produces a case base that resembles the designer experience more and 
more as the interaction proceeds. 

In section 2 the main issues of a CBR in design will be shown. In section 3 
we will describe our approach and some examples of system usage. Finally 
some related work and conclusions will be given in section 4. 

2. CDR in Design 

Case Based Reasoning is now a well defined paradigm in AI (Schank, 1982; 
Kolodner, 1985; Hammond, 1989; Slade, 1991). It is based on an episodic 
memory model that captures the dynamic knowledge about the world. The 
episodic memory receives and stores information about temporally or 
spatially related episodes or events, and it is the base of the reasoning 
process. 

Past research on CBR focused a number of basic issues, the major of 
which are listed below (Pearce, 1992): 

• What information should the case contain (pertaining problem)? 
• How should the case memory be organized, in particular where the 

acquired new case should be placed (comprehension problem)? 
• What methods should be used to retrieve cases from the case memory in 

order to maximize the number of useful cases retrieved for the problem 
to be solved (indexing problem)? 

• How can a stereotyped retrieved solution be adapted to the new context 
of the designed problem (adapting problem)? 

• How can cases be acquired from the domain experts and put in the case 
memory? 

We believe that the most effective solution to these problems should be a 
comprehensive one, i.e. the solutions can be developed concurrently for 
most of the problems once some basic choices at level of knowledge 
representation have been done. Consequently, our main effort in A.S.A. has 
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been to find out an effective knowledge representation in order to solve the 
above issues. The first step has been the description of the episodic 
knowledge about architectural design according to mUltiple points of view. 
This has been accomplished by grouping domain objects that share some 
aspects into conceptual classes. Thus the comprehension problem is 
addressed by appropriate classification rule sets, one for each conceptual 
class. The solution to the indexing-retrieving and adapting problem comes 
consequently. The indexing-retrieving phase can be conducted through 
general and simple strategies like affinity (finding cases that belongs to the 
same category), differentiation (finding out cases that do not share that 
aspect) and a combination of both. The adaptation problem can be solved 
by opportune traversals through the set of conceptual classes. 

The range of applicability of a Case Based Reasoner in the design process 
heavily depends on the kind of knowledge the case contents. In systems like 
ARCHIE (Domeshek, 1992), for example, cases capture design experience at 
level of design goals and constraints, at level of design plan of client 
organization and at office physical structure level. The emphasis is posed on 
the conceptual design phase, so the geometric aspects of the office building 
is only marginally exploited. The use of such a system is mostly that of an 
advisor in the specification building phase of the design process. Other 
systems (Hua, 1992) represent design knowledge at a more "physical" level, 
i.e., the building is represented in its CAD model plus a number of 
constraints and parameters that regulated the geometrical arrangement of the 
parts in the model. In this kind of memory organization the design 
knowledge is represented implicitly in the parameters and constraints 
regulating the case geometry. One of the major attempts in A.S.A. system is 
that of integrating both kinds of knowledge, where design knowledge 
consists of a set of high-level strategies for the adaptation of cases to 
problems and domain knowledge consists of a richly indexed case-base. As 
a matter of fact in A.S.A. system cases can be indexed by different points of 
view that pertain the case structure and functionality or general design goals. 
Once a case has been retrieved as a starting solution, a set of adaptation 
strategies can be activated in order to fit the design specifications better. 

3. A.S.A. System Overview 

The A.S.A. system has been built integrating a graphic subsystem with a 
case based reasoner (see figure 2). The graphic subsystem is a parametric 
CAD system that supports constraints among parameters of the primitive 
graphic entities, the approach is similar to the variational geometry paradigm 
(Light, 1982). The primitive graphic entities are a set of parametric 
architectural objects that can be dynamically placed and sized according to 
the values at their regulating parameters. The management of parameters 
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and constraints on parameter values IS performed by a constraint 
management subsystem. 

Theory Base 

R lJ .~ p 
~ , GoaL t able 

lJetrieVi~g \( 
I d . Abstraction 
nexm v~ 

r Scene Base 

~~ 
~--=----~ 

Graphic 
Subsystem flJ 

Figure 2. A.S.A. System architecture. 

The scene base contains a set of stereotypical solutions (scenes) that are 
spatial aggregates of architectural objects, usually dwellings or parts of a 
dwelling. The theory base contains a set of theories that are collections of 
partial descriptions of scenes. Descriptions in a theory are organized in a 
generalization-specialization hierarchy. The goal table contains design 
goals. They are mapped into traversals through the theory base. Traversals 
are activated when, for example, given a starting solution, some modification 
have to be done in order to adapt the solution to the context. 

The control of the whole system is interactively determined by the user, 
which can operate either at graphical level, as in conventional CAD drafting 
operations, or at conceptual level by activating functionalities of the CBR 
engine. 

In the following sections we will further describe the system memory 
organization and the support they give to the realization of a CBR system. 

3.1 A.S.A. MEMORY ORGANIZATION 

The structure of the A.S.A. memory subsystem comes from the 
juxtaposition of two kind of memory models. The first, the scene base, is an 
episodic memory model (Tulving, 1972; Schank, 1982), whose elements are 
spatial organization of objects form a basic dictionary (Parametric 
Architectural Objects). The second, the theory base, is a conceptual memory 
model (Schank, 1975), whose elements are abstractions over partial aspects 
of the elements in the scene base. Scenes are descriptions of actual 
architectural objects (dwellings, rooms and so on). They represent the past 
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experience of an architect thus they are instantiated cases. Theory elements 
capture shared aspects among scene elements, and in this sense they 
represent classes of scenes. Theory elements are also arranged by a set of 
relations (Rt relations) that express differences among them. Rt relations are 
the state changing machinery of the whole A.S.A. system; i.e. they allow us 
to navigate inside the scene base. 

Night Zone Theory 
Add-Access·J 

1-....... ......-1 Dinning 

Bed3 

SI S2 

Scene Base 

Bed3 

Figure 3. A.S.A. memory organization. 
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S3 

Moreover theories have an abstraction apparatus that, given a scene, is 
able to classify it according to its partial view. For example an accessibility 
theory can analyse a scene, extracting its accessibility graph (Steadman, 
1983), and build the instance-oj link between the opportune theory element 
and the analysed scene (see Figure 3). 

Finally scenes can be linked together by episodic links, i.e. by links that 
do not have a precise semantic but that arise from the user interaction. These 
links merely record design histories or annotations of relationships among 
scenes in a hypertext fashion. 

3.1.1. Parametric Architectural Objects 
Parametric architectural objects (PAO) are the knowledge building blocks 

of the A.S .A. system, consisting of a number of well defined functional 
elements of architectural domain. They have been defined using the 
European PcSfb classification hierarchy; some examples are: external or 
internal walls, windows, doors etc.... A primitive object focuses the 
description of a physical entity, it holds different graphic representations as 
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well as material properties, costs etc .. The geometry of a PAO is described 
parametrically and with multiple graphic representations: every element is 
defined through a set of external parameters and a set of internal parameters, 
and through a procedure, that, given the whole parameter set, is able to 
produce a graphic representation of the element. The representation can be 
schematic, detailed or 3-D (see figure 4), depending on the user choice or 
on the lack of some parameter value. 

PA RAMETRIC OBJECT CARD 

Cl .... : Doon DtUlUtd 

Comment: U, ,t RI bl Door 

P lrlmeltl"5: 

E&IaaiII... 

L wolth 

~1C 
3D ~ DamIaIO. +- \ 

DeCaoIO 110 "" 

Hbe/I'II 
0Qm..m 10m. _'Ill btI~1 --DoI",k 1 10 

~ S lbldalw 
Domam lOan. .... 1 

Symbolk IIIktIIao IlWWo wa1J Ih_ 

t1 t Mlribut<s: 

T_o-
T"'I<I 
T_Z. 
T"'td, 

,;", Merion x 

o".trutdon Detail 

~1ci: 
C""" 
Code:!; 
Code). 

Figure 4. An example of Parametric Architectural Object. 

Moreover every object has a collection of procedures (methods) to solve 
local interactions with other objects of predefined classes (e.g. removing 
hidden lines and reshaping, see figure 5). 

WaJl-l Pillar • Window 

Wall -2 

Figure 5. Parametric Architectural Objects solving local interactions. 
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For example, at the comer of a room, two walls cut their edges in order to 
produce the right layout (see Figure 5). 

3.1.2. Scenes 
Scenes are spatial aggregation of architectural objects or scenes. The 
recursion in the above definition implies that scenes can be structured in 
different levels of aggregation. In A.S.A. system we found effective to 
distinguish between the room level of aggregation of PAO and the dwelling 
level of room aggregation (see Figure 6) 1. A scene is graphically 
represented according to the graphical representation chosen for its 
components (i.e. detailed, symbolic, 3D). 

Sl K 

D/L 

L3 LS 

I" "/ "rnlu lA 

Sl 

S2 I c 
S3 I 
S4 

/ \ /~ 
~ Ici[ ~ [:]1 

I~I Io--'!-;I~ 
~ M ~ 1M 

~ 1 ~ 

Figure 6. An example of scene composition. 

1 This privileged aggregation can be avoided in order to gain in 
generality, leaving the structure to be captured by suitable 
theories. 
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More in depth the scene components are referred in a component list (see 
table 1 and figure 7). Every component is described by a set of parameters. 
The set of component parameters forms the scene parameter set. The scene 
parameters have been divided into two classes: internal and external. Internal 
parameters define the geometric structure of a scene at an aggregation level 
one step lower than that of the scene itself; external parameters are the 
interface with other scene components. External parameters are the only 
arguments of the boundary constraint set; both external and internal 
parameters are arguments of the compositional constraint set that are the 
building relationships of the scene itself. 

TABLE 1. A scene description frame. 

Scene: S-1 
Component number 
Component list 
External parameters 
Boundary constraints 

Internal Parameters 
Compositional constraints 
Mapping constraints 
Theories 
Scene links 

: 4 
: wall-I, wall-2, wall-3,wall-4 
: PIs-I, P2s-1, P3s-1, P4s-1 
: Xp 1 s-l =Xp2s-1, Y p3s-1 =Xp4s-1 
Yp3s-1 =Yp2s-1,Yp l s-l =Y p4s-1 

: Plw-l, P2w-l, Plw-2, P2w-2, ..... 
:. Plw-l=Plw-2, Plw-2= Plw-2, 

P4s-1=Pc' P3s-1= Ph, P2s-1= Pa 

Mapping constraints are the relations that map external parameters to 
environmental ones. Typically these are equality relations. The scene links 
slot is a list of other scene that can be referred from the current scene. 
Finally the slot theories is a list of theory element that are in instance-oj 
relationship with the actual scene. As an example the frame of Table 1 
describes the simple room of Figure 7. 

Pls-l P4s-1 =Pc Plw-l wall-l P2w-l 

Plw-2 Plw-4 

Sceoe-l wall-2 wall-5 

P2w-2 
P2w-4 

P2s-1 P3s-1 waI1-3 II ~ Plw-3 P2w-3 
fa _______ !'b 

Context Boundary 

Figure 7. A scene example. 
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3.1.3. Theories 
In A.S.A. system a theory can be described by a quadruple <E, ~, Rs' P>, 
where E is a set of theory elements, Rt is a set of relations on theory 
elements, Rs is a set of relations between theory elements and scenes and P is 
a set of classification rules. Given a scene, the set of rules is able to build an 
instance of the Rs class linking the scene with an opportune theory elements. 
More in depth, theory elements are abstractions over scenes, like, for 
example, an accessibility graph captures the accessibility relations among 
rooms for a class of lay-outs. Therefore the Rs relation between the scene 
and its abstraction is an instance-of relation, i.e. the scene is an example of 
the concept expressed by the theory element. Every scene can be an instance 
of different theories, which in tum produce a partial interpretation of the 
scene itself. Theories have also a different kind of relations (Rtrelations) 
between a theory element and another one. Every relation captures the 
differences among elements, or better, what should have done in order to 
obtain one element from the other. Therefore the set of Rt relations is the set 
of "actions" that can be carried out on theory elements, and represents the 
status changing machinery of the theory itself. Finally every theory has a set 
of rules that can analyze the representation of a scene and decide at which 
class (theory element) the scene belongs to. In the present stage of 
development abstraction procedures are "hard-wired" by the knowledge 
engineer, our future work will study the self organization of the theory base. 
As an example, Figure 8 shows two scenes representing dwellings. 

Theory Base 
Night Zone 

Scene Base 

Figure 8. Theories in A.S.A. 
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Dwellings have different lay-outs, so they belong to different classes in the 
accessibility theory. In contrast they share the same arrangement of accesses 
from corridor to the bedrooms and to the living room, therefore they belong 
to the same night-zone distribution theory. The accessibility theory elements 
are linked by RI relations that express the action that should have done in 
order to obtain the graph on the left side from that in the right, i.e. deleting 
a node. 

3.2. CASE MEMORY NAVIGATION 

In order to support the definition of actions and goals at an higher level than 
the single RI relation, A.S.A. has been provided with a facility by which the 
user can define his own goals and the strategies to accomplish them. The 
basic structure of the subsystem is the frame operator which is at an early 
stage of definition. The present form is the following: 

Operator: Red-Surf-Ol 
Goal: Reduce-Surface 
InClass: 
Plot: Delete-Node 

The slot goal defines the target of the operator, the slot InClass constraints 
the solution to be an instance of the listed theory elements, the slot Plot 
contains the strategy that brings to the solution. At present a strategy can 
contain an AND / OR combination of goals or RI relations. 

The searching algorithm expands depth-first the goal tree until it gets to 
RI relations. RI relations are the leaves of the goal tree and determine the set 
of cases reachable through the relations. Those cases are retrieved and 
AND/OR combined with the ones retrieved from other nodes. If an empty 
set of cases is obtained the plan fails, otherwise the set is proposed to the 
user. For example, referring to figure 3, if we have the goal of adding a 
bedroom, and the current scene is S 1, we obtain the scene S3 using the 
operators in Table 2. The searching tree is shown in Figure 9. A future work 
is the completion of the operator structure and of the language for 
combining relations in order to support much more expressive constructs 
like conditionals, sequences, loops etc. 

TABLE 2. Operators. 

Operator: Add-Bed-R-l Operator: Add-R-l Operator: Add-Acc-Cor-l 
Goal: Add Bedroom Goal: Add Room Goal: Add Corridor Access 
InClass: InClass: InClass: 
Plot: Add Room Y Plot: Add-node-l/ Plot: Add-Acc-l 

Add Corridor Access Add-node-2 
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Add Bedroom 

~ 
AddRoom t 
~2,S3} 

Add-Node-l 
l' 

{S2} 

Add-Node-2 
l' 

{S3} 

Add Corridor Access 

I {~} 
Add-acc-l 

{~} 

Figure 9. Searching tree for the "Add Bedroom" goal. 

3.3. USING A.S.A. MEMORY 

In this section we will show how the above memory organization supports 
three basic CBR procedures that are indexing, retrieving and adapting. 

As we previously discussed, the abstraction rule sets activated on the case 
under analysis produce as side effect all the information needed in the 
retrieving-indexing phase of a CBR. In fact, once the case has been analysed 
by different theories through their abstraction rule sets, it is classified under 
the opportune classes of those theories. 

At present the A.S.A. system has a number of rule sets able to 
analyze configurations of polygons. For example the set of polygons in 
Figure 1O(a) can be analysed by the adjacency theory rule set producing 
the adjacency graph of Figure lO(b). The same set can be analysed by the 
night -zone-distribution rule set that infers the access between corridors and 
bedrooms (Figure 1O(c)). The application of a given rule set automatically 
produce the classification of the polygon configuration according to the 
theory which the rule set refers to. 

Bl 

B2 I C 
DIL o 

B3 

(a) (b) (c) 

Figure 10. An example of the theory rule sets application. 

Indexing and retrieving similar cases from the theory point of view 
implies simply searching through the set of cases that belong to the same 
class, while searching for cases that differentiate in some aspects of the 
theory point of view, implies searching in other classes that are in a certain 
relation with the case one. 
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Adaptation is a bit more complex procedure. It has been widely 
recognized (Hua, 1992; Light, 1982) that the geometric representation of an 
object can be modified at two different degrees. The first is the variation of 
its dimensions (dimensional adaptation), the second is the variation of its 
dimensions and of its topology (topological adaptation). In a parametric 
representation the dimensional adaptation entails the variation of the 
parameter values of a geometric object while the topological adaptation 
entails the variation of the number of parameters. A.S.A. memory system 
supports both kinds of adaptation: dimensional adaptation is performed by 
constraining the external scene parameter set with the set of mapping 
constraints, topological adaptation is performed traversing topological 
theories, like the accessibility theory. 

As an example, let us consider the following problem. Suppose you have 
the tower building context of Figure 11 with the goal of distributing flats of 
various size, and that a partial solution has been that of placing two flats 
equally sized in the upper part. The problem is now to differentiate the 
surface of the other two flats maintaining as much as possible the internal 
distributive schema of the flats already placed. One possible design choice is 
trying to use the same scene dimensionally adapted in order to obtain a 
smaller surface . 

. ~Q.75 Ifll ... : .... r ••• lfm MQ.7~ . . . . 

· ' •••••••••••• • _._ •••• 1 •••••••••••••• 1 .. I.. 

· ' ••••• •• ' ••••••• 1 ••••• ' ••••••• 1 ••••••• ' 
I • I I 

· ". __ ••• J ••••• ___ •••••••••••••••••• 

Figure 11. Adaptation problem example. 

The user can select the scene previously found (MQ-75) as working case 
and he can activate the dimensional adaptation procedure to identify 
possible unifications between scene parameters and environmental 
parameters (Figure 12). A.S.A. constraint management system is then 
activated in order to propagate to the scene internal parameters the effects of 
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the mapping constraints. If none of the compositional constraints is violated 
the dimensional adaptation succeeds, otherwise the user can execute a 
topological adaptation process to find out a different room aggregation 
scheme. 

Topological adaptation is performed by means of the traversal of a 
topological theory. In this example, given the memory organization of 
figure 8, the new case is find out by deleting two nodes from the 
accessibility class and maintaining the same class in the night-zone 
distribution theory. The adaptation path is retrieved from the goal-table 
searching for the goal reduce-surface (see section 3.2). The case retrieved 
(MQ-65) is again dimensionally adapted to the context, and the process is 
repeated. 

MQ-75 
1 -"'--""1 ..... "'r--""'"'I""I 

1 

1 

- - - - - -I 

~ 
1 

1 

1 1 1 1 -..,..----------------------
MQ-75 11M 

Figure 12. Dimensional adaptation is perfonned matching external scene parameters with 
environmental parameters. 

4. Conclusions 

A.S.A. kept inspiration from a number of earlier works. First of all ARCHIE 
(Pearce, 1992; Domeshek and Kolodner, 1992) experience as a CBR in 
conceptual Design. ARCHIE has a deeper articulation in the representation 
of design experience and in the use of different knowledge sources (i.e. 
qualitative models of the physic phenomena in the building). A.S.A. is also 
able to capture the designer experience and different kinds of knowledge 
organization. However ARCHIE does not use native geometric knowledge 
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and a graphical environment for the user interaction. In A.S.A. there is an 
explicit attempt to integrate both kinds of knowledge. 

The problem of geometrically adapting cases has been dealt in (Hua, 
1992). This system uses a grammar like approach for topological 
adaptation. In architectural design the Case Based seems more natural as it 
can produce effective explanations of the chosen solution, while the 
grammar approach often cannot grant the physical consistency of the 
intermediate states in the adaptation process. Furthermore a generative 
approach does not explicitly use past experience, that seems to be a 
significant point in the design process. 

Another work related to the A.S.A. approach is (Lange, 1993). We share 
the common view that comprehension is the key problem for indexing and 
retrieving. Differences consist in their usage of a neural network approach in 
the classification phase of the input syntactic patterns, while we use a rule 
based approach. 

Finally an interesting system that shares some memory organization 
aspects with A.S.A. is AskJef (Barber et al., 1992). In fact, both systems 
have a structured memory organization and provide a sharp distinction 
between domain objects and conceptualisations over them. Nevertheless 
AskJef uses guidelines and errors as rich description of past design 
experience. In A.S.A. theories are descriptions of design domain objects and 
therefore are used in the indexing-retrieving phase, while the design 
experience is captured by the operator set. 

This work has proposed the A.S.A. system which try to face some basic 
aspects of the design process in a semantically rich domain like the 
architectural domain. The system is based on a CBR and supports graphic 
interaction as well. The CBR functionalities are obtained by a well defined 
memory organization which distinguishes between episodic representations 
of design solutions and concepts at an higher level of abstraction. A set of 
classification procedures relate a new case to the memory concept allowing 
an effective solution of the indexing, retrieving and adapting problems. The 
system is under development. The current implementation runs in Windows 
3.1 environment. The graphic subsystem has been implemented in 
AutoCAD for Windows and the case engine in K-PC by Intellicorp. At 
present the scene base contains about a hundred of cases and a dozen of 
theories. Future works will be devoted towards a more articulated 
representation of conceptual design knowledge and to the study of memory 
self organization. 
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Abstract. This paper extends the discussion of Case-Based Design Aids (CBDAs) 
presented at the 1992 AI in Design Conference (Domeshek and Kolodner, 1992). After 
reviewing the CBDA concept and its motivation, we discuss progress in implementing 
such systems, and focus on the generalization of our original CBDA (fIrst developed to 
support architects with the conceptual design of buildings) into a tool kit applicable to a 
wide range of design domains. Experience in gathering and organizing case materials, 
and consideration of more use-scenarios have led us to reorganize and refIne many aspects 
of the original proposal. Here we report our experience building CBDAs for architecture 
and for jet aircraft subsystem design using the CBDA tool kit Design-MUSE. 

1. Case-Based Design Aids: Background and Review 

At the 1992 AI and Design Conference we presented a paper describing early 
work on a case-based design aid for architecture (CBDA) (Domeshek and 
Kolodner, 1992). That paper focused on two ideas: the importance of 
conceptual design, and the usefulness of past experiences during conceptual 
design. Conceptual design is the very earliest stage of design, during which 
the main tasks are analyzing the problem and forming initial commitments 
towards a solution. We argued that providing easy access to descriptions and 
evaluations of previous designs (e.g. existing buildings, with their strong and 
weak points) would be a major aid in those tasks. In this paper, we briefly 
review this argument, and then" discuss our progress, emphasizing efforts to 
generalize our original conception and the tools intended to support it. 

1.1. CBDAS: THE MOTIVATION 

We conceived of CBDAs as a way to apply insights and techniques developed 
in the AI paradigm of Case-Based Reasoning (CBR) (Kolodner, 1993) so as 
to have a real effect on the quality of design processes. Following on several 
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interesting, but limited, autonomous design systems (Goel, 1989; Hinrichs, 
1992) we decided to redirect our efforts towards building tools intended to 
aid people doing design. By adopting this strategy we expected to be able 
both to demonstrate a useful application of CBR and to advance certain 
aspects of CBR and design research. In particular, we want to learn how to 
segment and index large complex cases in domains where no clear causal 
models are available. We also see CBDA research as a vehicle for exploring 
how domain knowledge can be structured to aid conceptual design. 

Our CBDA research has been driven by, and has aided, an ongoing 
exploration of conceptual design. Conceptual design caught our interest, as 
an under-studied aspect of design, much in need of methodological analysis 
and automated tool support: on the one hand, relative to the time and effort it 
consumes, conceptual design has a disproportionate impact on the ultimate 
cost and quality of a designed artifact; on the other hand, as a loose informal 
process, conceptual design is little studied in computer-oriented circles. 

The very informality of conceptual design is an argument for CBR's 
relevance to the task. At its core, CBR claims that the basis of expertise is 
experience, and that the first line of attack on any new problem is to seek 
applicable lessons in old situations. CBR is a particularly appropriate strategy 
when problems are open-ended and when a reasoner lacks a strong domain 
theory to support rule-based analysis. The notion that CBR is relevant to 
conceptual design gains further support when you look to the real world and 
observe design practitioners making significant use of previous cases as they 
work through the early stages of their problems. 

Cases can help designers in several ways. Prior experiences considered 
during conceptual design can suggest approaches to solving a problem or 
warn against proposed solutions that have been tried and found wanting. Just 
as likely, however, cases can serve primarily to elaborate the problem 
statement itself, illustrating sometimes non-obvious issues that deserve 
consideration, and offering ways of evaluating and critiquing partial solution 
proposals whatever their source. 

1.2. CBDAS: THE CONCEPT 

The cognitive model underlying CBR and observation of designers at work 
on concept development both suggest that conceptual design would benefit 
from a quick, easy way to survey a wide range of existing artifacts. Currently 
such surveys are time consuming, costly, and prone to omissions. Architects, 
for instance, often flip through magazines and journals, but these are not 
particularly well indexed, nor do they contain much analytic material; less 
frequently, architects will travel around the world to visit relevant or landmark 
buildings as they research new commissions. With options like these, it is no 
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wonder that the research process often misses many relevant precedents; still 
less wonder that it will almost always miss interesting lessons that could be 
learned from less obviously relevant buildings. 

One way to think about a CBDA is as an on-line library of design 
experiences that saves the designer from having to trek to the library (or 
around the world), and that does a better job of collecting, organizing and 
presenting experience-based design lessons when they are relevant. Our 
previous paper dwelt on some consequences of this conception, most notably 
the need to combine raw documentation of existing designs with evaluations 
of the resulting artifacts, the need to carve the evaluative discussions up into 
small chunks focused to teach lessons about particular design issues and their 
interactions (yielding presentations we call stories (Schank, 1991», and the 
need to index and cross link the resulting stories with the design 
documentation, with design guidelines, and with other stories as well. 

A CBDA is a clever hypermedia system. The cleverness lies in the kinds 
of information included, the ways that information is presented, and the kinds 
of connections, or forms of browsing, supported. Our strategy is to 
understand the sorts of questions and issues designers should be considering, 
what they need to know in order to arrive at decisions, and how they prefer to 
visualize and organize the required knowledge. 

Figure 1, for instance, shows a piece of a screen shot from our most recent 
CBDA, MIDAS! (Domeshek, Herndon, Bennett, and Kolodner, 1994), 
displaying a graphic of the hydraulic system from the A-7E jet. The light 
and dark colored dots on the schematic with lines leading off to annotations 
in the left margin are indicators of positive and negative stories associated 
with the hydraulic system of the A-7E. For instance, clicking the mouse on 
the annotation, "Using MS-6 resulted in increased component size and system 
weight" would lead to the display of the following story: 

MS-6 is being evaluated as a non-flammable replacement for MIL
H-5606 and MIL-H-83282. When compared with these fluids, MS-6 
has high viscosity, high density, and low bulk modulus. In an A-7E 
high pressure application study, MS-6 was substituted for MIL-H-5606 
and tested for its performance. 

The system internal leakage was extremely low, but the fluid did have 
the tendency to foam and absorb air. This caused poor pump 
performance and resulted in a redesign to increase line diameters to 
maintain the system pressure drops. Since the total system volume 
increased, the reservoir size had to be increased as well. These 
redesigns for the MS-6 fluid resulted in a weight increase of 11.8% and 
a volume increase of 6.3%. 

IMIDAS stands for: Memory for Initial Design of Aircraft ,S.ubsystems. 
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Figure 1. CBDA display of design documentation with lesson annotations. 

Stories like this do not stand on their own as isolated, uninterpreted 
experiences. A CBDA makes sure to connect them to other stories that touch 
on related topics. One way this is done is by linking stories to statements of 
the problems they exemplify or address. The following is a problem 
statement covering the MS-6 story: 

While traditional hydraulic fluids provide effective power distribution 
at a reasonable cost and weight, they tend to be highly flammable. 
Hydraulic system fires have caused much loss of life and introduced 
significant extra costs. 

Stories are also linked to statements describing possible general responses to 
recurring problems. Here is a response to the problem above that also relates 
to the MS-6 story: 

Non-flammable or flame-resistant hydraulic fluids should be used, 
where feasible, to reduce the chances of a system failure caused by a 
fire. Non-flammable fluids currently under development are, however, 
both heavy and costly. Overall system trades are necessary to determine 
the applicability to each design case. 

None of these texts is as effective standing on its own as when appropriately 
linked to other presentations. CBDAs provide a framework for useful 
information and for the connections that enhance each item's value. 

Given the right information and a set of meaningful connections, the final 
piece required to make these systems work is an indexing scheme that assures 
easy initial access to relevant materials. We assume users will be engaged in 
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working out designs. so our indexing scheme associates stories and problems 
with the issues they address. Indexes should allow users to describe their 
current commitments and pending decisions so as to retrieve relevant advice. 

1.3. CBDAS: THE HISTORY 

The longest running CBDA project has produced a series of variant systems 
going under the general name of Archie. The extended project, however, 
has been through several distinct conceptual and implementation phases. 
The first attempt, described in (Pearce, Goel, Kolodner, Zimring, Sentosa, and 
Billington, 1992) established the centrality of case data and the focus on 
conceptual design issues. However, the system produced was inadequate as 
an aid for designers on a number of practical grounds, most notably its 
monolithic representation of design cases. and its inability to communicate 
design lessons to users (Domeshek and Kolodner, 1991). One response was 
presented in our AI in Design '92 paper (Domeshek and Kolodner, 1992), 
which described our plan for a story-centered hypermedia browsing system 
organized around artifacts and design issues.2 At that time, we had only a 
SuperCard mock-up, serving primarily as a tool for interface experiments. 

By the fall of 1992 we had a more realistic implementation of Archie-II 
running on Symbolics Lisp Machines (Domeshek and Kolodner, 1993). 
This prototype supported issue-based search and a case library of over 100 
stories. It allowed us to begin experimenting with memory organization and 
indexing (Zacherl and Domeshek, 1993). Unfortunately, this prototype 
suffered severe performance, reliability, portability, and generalizability 
problems. Therefore, in March, of 1993, we began to completely rebuild the 
system, this time as a more generic tool kit hosted on a Macintosh computer. 

The move towards generality in this re-implementation was, in part, driven 
by the MIDAS project, then just getting under way as a joint effort with 
engineers from Lockheed Aeronautical Systems Company. MIDAS was to 
be an Archie-like system supporting early design of aircraft subsystems; an 
important additional goal was to build the system so that it could largely be 
constructed and maintained by domain experts (rather than by AI experts). 
A first version of MIDAS was successfully prototyped on top of the newly 
built CBDA tool kit in four months. The screen shots and data in this paper 
are drawn from MIDAS. Meanwhile, collection, analysis, and preparation of 
data for Archie-II has ramped up, so we now have over 200 stories, drawn 
from four courthouses and six libraries. We are evaluating Archie-II in the 
context of an undergraduate architectural design studio this spring. 

2 An alternate response was developed by other members of the original Archie team, 
leading to a system called ArchieTutor (Goel, Malkawi, Pearce, and Liu, 1993). That 
project is no longer under active development. 
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2. Design-MUSE: A CBDA Tool Kit 

The CBDA tool-kit, Design-MUSE, was designed based on our experiences 
building Archie-II and MIDAS, and both have been reimplemented using 
Design-MUSE Systems built in Design-MUSE support three different classes 
of user: 1) end users who simply browse through the available materials; 2) 
expert users authorized to augment the materials in the library; and 3) system 
administrators authorized to redefine data structures, including the indexing 
framework and its vocabulary. These three levels of privileges are called 
browsing, modifying, and defining. Whenever possible, the system presents a 
consistent interface no matter which of these three modes it is in. 

2.1. CBDA SCREEN LAYOUT 

Figure 2 sketches a CBDA's structure as seen by a browser. The interface has 
four windows, each managing a major class of information. The system entry 
point and the intended conceptual center is the "Notebook" window. Since 
the point of using a CBDA is to advance an ongoing design project, the 
centerpiece of a CBDA should be a personalized notebook in which a 
designer records what they have learned and decided during their browsing.3 

The two large windows beneath the "Notebook" form the system's core. 
The "Designs" window handles documentation about particular artifacts. 

It has three major segments. The Display area offers basic documentation on 
a design; currently it presents only graphics, such as the hydraulic system 
schematic in Figure 1, but it will soon be extended to handle textual and 
tabular data. Coupled with the display, the Annotations area presents short 
(usually one sentence) summaries of available stories discussing lessons 
learned from the artifact. Finally, the Descriptions pane contains a form so 
users can choose features to characterize artifacts (e.g. buildings or aircraft). 

The "Lessons" window organizes and presents the evaluative materials 
that allow users to learn interesting lessons from artifacts. It is composed of 
four panes. The Interests pane contains a form allowing the user to specify a 
set of design issues and artifact pieces that together characterize a focus for 
design exploration. The Problems pane discusses general negative outcomes 
observed to impinge on the specified issues. The Responses pane collects 
general ways of ameliorating those problems attempted in previous designs. 
The Stories pane presents evaluated descriptions of particular designs that 
either illustrate the problem, or the success or failure of some response. 

3In the current implementation, the notebook is only a shell of its intended function: it 
mimics the look of a notebook, and provides a way for users to log in (thereby setting 
the system's mode according to their assigned privileges), but it does not yet allow for 
the accumulation and annotation of browsing results. 
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Figure 2. Schematic of CBDA browsing windows. 

An important adjunct to both of these windows is the "Sources" window 
where all information in the system can be tied to citations. This is important 
both to give credit to those who contribute their knowledge to the system, and 
to allow users some way of deciding how much to trust the information 
presented to them. Much of the information in the system-particularly the 
evaluations-is informed opinion; the (annotated) citations in the sources 
window tum stories into something like signed editorials. 

The Designs, Lessons, and Sources windows share a common structure in 
that they are composed from a set of resizable panes, each dedicated to 
displaying a particular type of information. While a pane can display only 
one item at a time (e.g. a single story or a design graphic), it might be 
assigned some selected set of items drawn from the class of objects it is 
designed to manage. Thus there may be selected sets of designs, problems, 
responses and stories. Figure 3, for example, shows the Stories pane from the 
MIDAS system, at a time when it is displaying the second story from the 
current set of eight selected stories, all chosen for consideration when the user 
specified an interest in safety and hydraulic system fluids.4 

The system automatically keeps its several information presentation panes 
synchronized. For example, when the user chooses a story, the system makes 
sure that the Problems pane contains discussion of those problems reflected 
in the story, that the Responses pane contains any relevant responses, and that 
the Designs pane contains documentation about the artifact being discussed 

40ur domain expert considered stories about electrical systems designed to replace 
hydraulic systems relevant when considering requirements (such as safety) that were 
issues for both design approaches. 
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Figure 3. Screen shot of "Stories" pane from "Lessons" window. 

in the story. At any time, one of the lesson panes-Problems, Responses, or 
Stories-may be the focal pane. The focal pane is the one whose displayed 
item was chosen by the user and which controls what is being displayed in the 
other panes. The focal pane is highlighted so it is easy to keep track of the 
relationships among the information in the several panes. 

2.2. BROWSING A CBDA 

There are effectively four ways to search and browse in a CBDA. Interest
based search uses the system's issue-centered indexes to find lessons learned 
(problems, responses, and stories) that match a user's concerns. Problem
response-story browsin~ allows the user to move through the network of 
lesson components so that concrete examples are set in the context of design 
decisions, while abstract statements are illustrated by the specific examples. 
Artifact-centered browsin~ lets users quickly scan lessons directly associated 
with existing artifacts they have chosen as relevant models for their current 
design. Description-based search finds artifacts using indexes that describe 
design features (in contrast to the design issues used for lesson retrieval). 

2.2.i. interest-Based Search for Lessons 
In interest-based search, users build search cues in the menu-driven, fill-in
the-blank Interests pane. To retrieve lessons that support designers' decision 
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Figure 4. A sample index from the MIDAS system. 

making, interests must include a specification of which parts of an artifact are 
being worked on and what issues are currently of concern. Significant lessons 
usually report interactions among issues, often affecting several parts; they 
represent tradeoffs that past designers have made (knowingly or not). 
Interests therefore allow the juxtaposition of multiple parts and issues. 

There are several sorts of parts. In particular, for the physical artifacts we 
have so far considered, we focus on physical parts and functional parts.5 In 
building design, for example, physical parts translate to spaces (such as 
lobbies and courtrooms), while functional parts are systems (such as 
plumbing and electrical wiring). In aircraft subsystem design, we are mainly 
concerned with functional systems, such as the hydraulic system, and their 
component parts, such as pumps, lines, and fluid (see Figure 4, for example). 

By issues, we mean to include the broad range of things that designers 
must decide upon and that their decisions affect; this includes 1) explicit and 
implicit goals (the requirements or intents of the design), 2) the flip-side of 
such intents, properties to be avoided (the pitfalls that may yield an 
unacceptable design), and finally, 3) the specification of particular features, 
components or parameters as part of the artifact design. 

In our current systems, we have attempted to keep the definition of issues 
broad by explicitly including in the interests specification a way of indicating 
the relevance of mUltiple stakeholder viewpoints and the different phases of 
the designed artifact's life cycle. This fits well with modem methodologies 
like concurrent engineering, and accounts for Lockheed's involvement with 
these design aids. Figure 4 presents a sample interest for the MIDAS system. 

2.2.2. Problem-Response-Story Network Browsing 
The second browsing mechanism assumes that some problems, responses, or 
stories have already been selected (possibly through the interest-based search 
just described). Browsing proceeds from that point through the network of 
links among these presentations. Problems, responses and stories should 

SIn other domains, dealing with different kinds of designs, we can imagine picking out 
temporal or perhaps even social parts, as in a process or an organization. 
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Figure 5. Problem, Response, and Story related to Story in Figure 3. 

together provide specific and memorable advice, while setting the advice in a 
more general context. The general context, in tum, is made clearer by the 
specific stories that flesh out what might otherwise be vague abstractions. 

A story describes some aspects of a design and recounts consequences for 
some of the resulting artifact's stakeholders. Figure 3' s story, for instance, 
recounts a failure in routing electric control lines. If that story is of interest to 
a designer, then chances are there are other stories in the system that would 
also be of interest-stories of other problems encountered in line-routing, 
stories of successful instances of routing lines, and so on. There are likely 
also problem and response statements in the system relevant to the designer's 
interests. For instance, one problem discusses interactions between efficiency 
of wire runs and safety of the resulting system; that problem in tum provides 
access to other stories, such as a case where flight surfaces in a test version of 
the C-141 moved without pilot commands because of electrical interference. 
Figure 5 shows this set of texts in the Problems, Responses, and Stories panes. 

The lessons network is traversed using the "Browse" menu in the header 
of most panes (see, for example, Figure 5). In the Stories pane, that menu 
offers ways to see related problems and responses (as well as design graphics 
and source citations). Browse menu commands gather linked items and load 
them as the new selected sets in their panes. From the Responses pane, for 
instance, one option picks stories that illustrate successes in implementing the 
response, another stories that illustrate failures of the response. In both cases, 
browsing leads to selection of new stories in the Stories pane. From there, of 
course, it is possible to browse to other problems or responses. 

2.2.3. Artifact-Centered Browsing 
Interest-centered search and browsing through the network of problems, 
responses and stories makes sense when designers are engaged in their task to 
the point where they have identified a set of concerns. Before a designer can 
state a coherent set of concerns, however, it is often useful to browse existing 
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artifacts to discover the issues that ought to be in play. Artifacts can also 
organize retrieved stories when a set of interests has been identified. Finally, 
after studying the issues, it may be useful to return to the bigger picture and 
examine the solutions of the past without straining them through the sieve of 
a specified set of issues. Artifact-centered browsing supports all these needs. 

A user can start from a particular existing design, and the CBDA will show 
documentation in the Design window accompanied by indications of relevant 
stories. In the prototypical case, the documentation is a building floor plan, 
or an aircraft system schematic, and a story indicator is a small dot placed 
next to an implicated part of the diagram. Selecting a set of dots causes their 
annotations to be displayed along-side the graphic as in Figure 1 (and loads 
the associated stories as the selected set in the Stories pane). Annotations are 
one sentence summaries of the associated stories. Clicking on an annotation 
takes the user to the Lessons window, where the associated story is displayed. 
This then provides an entree to the problems-responses-stories network. 
Since it is always possible to copy the description of a displayed story to the 
Interests pane, it also offers a way to begin a new interest-based search. 

When a search results in retrieval of many stories, the user can browse the 
retrieved design documents corresponding to those stories. The documents 
are accompanied by annotations, as in Figure 1 (showing results of a search 
for stories about the interaction of hydraulic system pressure and weight). 
The annotations provide a quick way to survey and organize the results of the 
search. As before, the user may select any visible dots to shift from exploring 
the original interests to browsing for other interesting issues. 

Finally, browsing through the documentation for an existing design can 
be informative even without constant detours to explore associated stories. 
This is particularly true once initial exploration has sensitized the designer to 
the relevant issues. The designer should then be able to do much of his or 
her own critiquing, and should be on the lookout for solution features that 
address those issues that are most salient in the current situation. 

2.2.4. Description-Based Search for Artifacts 
In many cases, the most likely starting point for a CBDA browsing session is 
a set of precedent designs. What we want is something similar to interest
based search, but to retrieve artifacts rather than lessons. The Descriptions 
pane of the Artifacts window provides this ability, playing a role much like 
the Interests pane of the Lessons window. The user fills in a partial 
specification of an artifact, and the CBDA searches for similar artifacts. 

This final form or browsing resembles a tool being built at Lockheed; 
that system has as its main purpose the identification of the most similar 
existing aircraft to a new concept under development. Based on features 
such as mission, range, payload, etc., the tool tries to retrieve documentation 
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on the most relevant aircraft in its database to support sizing estimates for 
utility subsystems. This kind of gross artifact-level matching is often a 
reasonable way to get started on a new project. Our claim, however, is that it is 
only a way to start, not a full answer in itself. In our CBDAs, we see much of 
the utility of this type of search deriving from the resulting access to more 
specific stories, with the concomitant raising of issues, highlighting of 
interactions, and proposal and illustration of responses. 

2.3. MODIFYING A CBDA 

Design-MUSE offers major benefits over earlier CBDA implementations: It 
allows domain experts to handle many aspects of building and maintaining a 
system. This was one of the major goals of the MIDAS project. A corporate 
memory stands a better chance of catching on and of being sustainable if its 
users control what goes in, and if it keeps administrative costs low. We split 
system-building chores into two sets: modifying, and defining. Modifying 
covers simple tasks that can be mapped more directly to the normal browsing 
interface. Defining requires more knowledge about system internals. 

The major difference between the system as it presents itself to a browsing 
user and the system as it presents itself to a user with modify privileges is the 
addition of a new "Modify" menu to most panes (this menu is visible in all 
the panes in Figure 5). In addition, where Browse menu items normally 
traverse existing links (picking out new selected sets for other panes), in 
modify mode, a user can initiate the creation of new links simply by holding 
down the option key while selecting an item from the Browse menu. 

Modify menus typically offers three major sets of commands: 1) creating, 
copying, and deleting a pane's items; 2) selecting all available items for a 
pane; 3) inspecting and specifying hidden background information about a 
currently displayed item. In the Story pane for instance, the first three items 
are "New Story", "Copy Story", and "Delete Story". Adding a story to the 
system starts with the "New Story" item, which creates and displays a blank 
story. When the user has modify privileges, the title and text fields of the 
Story pane allow text editing. A title and text can be typed, or they can be 
cut and pasted from elsewhere (including other application programs). 

There is, however, more to a story than the display in the Story pane. The 
last two items on the Story pane Modify menu, "Story Fields ... " and "Story 
Interests ... " bring up dialogs that allow users to fill in additional information 
(such as story summaries. and PICT files for illustrations) and assign indexes 
(using a display just like the Interests pane). Finally, the user can create links 
among presentations by selecting the desired kind of link from the Browse 
menu while holding down the option key, maneuvering in the target pane to 
the desired item, and clicking "Finish Link" on the floating dialog that 
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Figure 6. The "Define" window displaying MIDAS data structures. 

appeared when the Browse menu item was chosen. A similar mechanism 
creates links that appear as dots on design graphics. The linking dialog can 
be used to delete existing links as well as to create new ones. 

2.4. DEFINING A CBDA 

Users with define privileges have access to one additional window. This 
"Define" window is composed of three panes. The Fillers pane allows for 
the definition of the menu items presented to the user as options for filling 
out the Interests and Descriptions forms. The Classes pane allows for the 
definition of the forms that appear in the Interests and Descriptions panes. 
The Objects pane allows for the creation and editing of any type of data 
object in the system. Figure 6 shows the Define window displaying a 
collection of MIDAS's internal data structures. 

Some facilities of the Define window are not yet fully operational. While 
filler editing is quite robust, and object editing works reliably, class editing is 
still rudimentary. Work on these gaps is in progress. Beyond the definition 
and instantiation of data structures supported by the Define window, there is 
just a very small amount of custom code required to create a new CBDA; 
even this could with some effort be handled in a more user-friendly way. 
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3. Discussion 

In this section, we consider the implications of Design-MUSE for our 
ongoing CBDA research program. The tool kit was a major programming 
effort. In the future, we expect three types of return on this investment: 1) 
For any particular CBDA, the tools in the Define window offer us freedom to 
experiment with index representations; 2) Our ability to quickly create new 
CBDAs should help us spread and test our ideas about aiding tools, and also 
develop more general theories of design indexing; 3) Overall improvements 
in the look, feel, and usability of the CBDAs should improve their appeal and 
effectiveness. But the tool kit's impact is not limited to future experiments; 
it's evolution spurred, and was shaped by, ongoing study of design theory 
and designers' needs. The differences between the structure of the current 
tool kit and our earlier proposals reflect what we have learned along the way. 

3.1. THEORETICAL ANALYSIS 

From original conception to current implementation, the most important 
changes have been in our ideas about who our users might be, what CBDAs 
might do for them, and how, in consequence, a CBDA should be organized. 
From our initial focus on the working designer, we have become concerned 
also with student designers, and with the many varied stakeholders forming 
an extended design team. We will discuss briefly some of the constraints that 
derive from considering these different user groups and use scenarios. 

When aiming to help practicing designers, two issues are paramount First, 
what would constitute an interesting or useful lesson, and second, what would 
pass as an acceptable and useful way to communicate such lessons? Many of 
the stories in earlier versions of Archie were what we called "single point" 
stories -- stories that addressed a failure or success with respect to one issue. 
It became clear that practicing designers would, for the most part, find such 
straightforward stories uninteresting; single point stories often come across as 
simple reminders (or nagging) about the obvious. The interesting stories were 
"interaction" stories-stories analyzing tradeoffs in existing designs. 
Interaction stories should be more interesting to the professional, particularly 
when the stories emphasize feedback from actual stakeholders. The second 
point about effective communication is related: in earlier CBDAs, the 
generalizations now presented as problems and responses were lumped as 
guidelines, and we had difficulty wording these so that they did not sound 
like attempts to prescribe simpleminded rules of good design. We think that 
breaking guidelines into problem statements linked to sets of response 
suggestions works better because the system now embeds the assumption that 
there are usually many reasonable ways to resolve any given design situation. 
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Splitting problems from responses was also motivated by concern for the 
needs of student designers. Effective design requires a deep understanding 
of the problem (that is, knowledge of what you should be trying to achieve), 
and of the possibilities for solution (that is, technical knowledge and facility, 
combined with creativity). Experience with architecture students suggests that 
some get wrapped up in problem analysis, while others revel in proposing 
interesting forms; but students with either bias are frequently unable to make 
the connection with the other half of the design process. One of the goals for 
our CBDAs, then, is to make explicit the connections between the issues that 
need to be addressed (as expressed in interests and reflected in problems) and 
the design moves that can be used to address them (presented as general 
responses, and illustrated through specific stories). 

CBDAs' orientation towards concrete examples looks like it will also pay 
off in situations where design requires collaboration among diverse members 
of a large design team. These "stakeholders", with their varied backgrounds 
and knowledge, represent different points of view. Communication should 
improve when all stakeholders can refer to concrete instances rather than to 
abstract categories that everyone is free to imagine differently. Bringing 
specific stories that emphasize the concerns of different stakeholders into the 
conversation should help participants confront a range of issues that might 
not be fully represented otherwise. It is a rare building design team, for 
instance, that includes members of the maintenance staff, or in which such 
representatives feel free to speak candidly and are listened to seriously. 

3.2. RELATED WORK 

There is notable related work on design aids that capture design experiences 
or record information about design problems and responses. Probably the 
closest research is that of Gerhard Fischer's group on design environments 
(Fischer, Lemke, McCall, and Morch 1991; Fischer and Nakakoji, 1993). 
They have built a series of environments, such as the Janus system for 
architecture, that integrate a range of support for design tasks. In addition to 
specification and construction components that allow users to create new 
designs, a rule-based critiquer of resulting constructions, and some artifact 
simulation, their environment also includes a searchable "catalog" of prior 
designs from which pieces can be borrowed, and an argumentation hypertext 
discussing rationale for various design decisions. We want to contrast our 
work with their notion of what constitutes a design case and what sort of 
information should inform design decisions. 

In Janus, a prior case is complete design of some artifact. Janus supports 
kitchen design, so a case is a complete kitchen recorded as an arrangement of 
kitchen components such as a sink, a stove, a refrigerator, walls, doors, and 
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windows. In our CBDAs, a case is a collection of design documents (such as 
requirements documents, floor plans, or system schematics) plus a collection 
of lesson-bearing stories about the resulting artifact. With respect to a design 
proper, the information we can collect is weaker than theirs because our 
systems do not include design construction components; we are, for now, 
limited to accumulating documents created using other tools. On the other 
hand, this limitation reflects our assumption that conceptual design requires 
more than configuration of given components; we are interested in studying 
the variety of design documents produced during a project. 

With respect to design lessons, we believe our CBDAs are unique. Rather 
than cribbing pieces of a final configuration, we expect reuse from previous 
designs to focus on appreciation of the consequences of decisions as viewed 
by the full range of stakeholders over the full life cycle. This kind of 
evaluative feedback from existing artifacts is not possible if a design aiding 
system is closed within the world of the designer. A system like Janus can 
easily accumulate new cases because every new construction can be stored 
away to be retrieved in the future and borrowed from. But without feedback 
from outside the design process, there is no real way to learn whether what 
was constructed (and what is about to be borrowed) was actually a good idea. 

In Fischer's systems, critics and argumentation hypertext offer feedback 
from the perspective of earlier designers. The argumentation component, 
intended to record and justify design decisions, is a kind of issue-based 
information system (Kunz and Rittel, 1970) related to systems like gIBIS 
(Conklin and Begeman, 1989). These systems share an orientation towards 
capture and representation of design rationale-records of what designers 
considered, what they decided, and why they decided that way. In some ways, 
our network of interests, problems, responses and stories is similar to rationale 
records. The differences include our notion that the arguments should be 
tied to the experiences of actual stakeholders with existing artifacts, that all 
decisions on any given project are not of equal interest or importance, and 
that it may make more sense to help designers fuse the wisdom of experience 
than to try forcing them to invent and record detailed rationales. 

Others in the AI and design community have considered different ways in 
which existing designs can help new design efforts. Closest in spirit to our 
CBDA work is the proposal by Oxman (1993) notable for the observation 
that buildings do not all have lots of interesting lessons to teach; she proposes 
focusing on precedent buildings-especiaUy important or innovative designs 
Most other related efforts differ from CBDAs in placing much more of the 
design burden on the computer. That goal requires explicit representation of 
parametric or causal knowledge, to adapt old cases to new circumstances 
(Goel, 1989; Sycara, Navin Chandra, Guttal, Koning and Narasimhan, 1991; 
Hua, Smith, Faltings, Shih and Schmitt, 1992; Bomer, 1993). 
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3.3. OPEN ISSUES 

The fact that our CBDA systems are currently information exploration tools 
rather than design creation tools reflects our initial emphasis and current 
resources, not our ultimate intentions. We believe that users will get the most 
out of a CBDA only when rich information resources are tied to a task and a 
design context in which some particular information becomes relevant. We 
hope, over time, to more closely approximate integrated design environments 
represented like Janus, but we intend to keep our focus on conceptual design 
of complex artifacts. We will invest more to provide a variety of construction 
views, and less to support rule-based analysis of what is constructed. 

Sticking more closely to our current work, there are important practical 
and theoretical issues yet to be tackled. In particular, the development of 
Design-MUSE now puts us in a position to confront problems of scaling up 
and of generalizing these systems. Putting together a well stocked CBDA is 
at least as much work as producing a large, well illustrated, coherent book. 
We must improve our ability to handle large volumes of data, including 
revisiting interface decisions as changes in the data quantity result in changes 
in interaction quality; as our libraries grow, we must track new requirements 
on the content of indexes and the processes that manipulate them. 

We want Design-MUSE to become a generic CBDA tool kit that offers 
strong guidance on system construction-that helps domain experts prepare, 
link, and index lessons. This requires us to build a wide range of prototype 
CBDAs, to study their similarities and differences, to note and eliminate those 
aspects that give users trouble. We can make preliminary statements about 
how to analyze a domain, how to write problems, responses, and stories, and 
what the outline of a useful indexing system would look like. Refining and 
deepening our understanding of generalized design lesson indexes is the 
most serious of the outstanding challenges. It is here, that our CBDA work 
will make most its most significant contact with Artificial Intelligence 
literature and research. 
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Abstract. We describe the linking of a 'computer as cocktail napkin' program that 
interprets hand-drawn sketches and diagrams with Archie Ill, a case based design aid, to 
support case-based reminding in conceptual design. The Archie case base includes stories, 
problems, and responses indexed and accessed by carefully chosen features. In addition to 
text, photographs, and drawings, many items in Archie's case base are illustrated by 
simple diagrams. We have added these diagrams to Archie's indexing scheme, so a hand
drawn sketch can be used to retrieve items tagged with similar diagrams. 

1. Introduction-Why Link Sketching with a Case Based Design Aid? 

In many disciplines, but especially in architecture, designers use sketches and 
diagrams during conceptual design to explore and communicate alternatives 
in a rough and rapid fashion. In later design stages, a few promising sketches 
are developed into more carefully made drawings with precise dimensions. 
Sketching is quick; it forces the designer to focus on a small number of 
elements and relationships; and it does not involve great effort or precision. 

Despite the benefits of sketching for conceptual design, today's CAD 
tools support diagram and sketch-making only poorly. Most CAD programs 
require a commitment to precise dimensions and placements that designers 
rightly avoid during conceptual design. Even programs that do offer sketch
making capabilities (such as Alias's "Sketch") do not attempt to recognize 
or interpret the designer's hand drawn input, so they do not engage the 
machine's computational power. The failure of CAD tools to support 
making, management, and machine recognition of sketches and diagrams 
motivates designers to stick to paper for conceptual design. 
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If CAD tools fail to support conceptual design, so do most programs for 
simulation and evaluation. Although it is possible to build qualitative 
evaluation programs that support conceptual design decision making, today 
most evaluative tools such as simulation programs serve the later phases of 
design development and optimization, and they require users to input quite 
detailed design descriptions. In contrast, a case based advisor is well suited to 
supporting conceptual designing. A case library can provide stories about 
previous design successes and failures, helping a designer identify features to 
include or problems to avoid in a new design. A case-based design advisor 
can provide information relevant to the task at hand, including text, drawings, 
photos, movies and sound, if the designer can use the case library's indexing 
scheme to identify salient features of the design task. 

In this project, we are linking two tools--a computer-as-cocktail-napkin 
program and a multi-media case-based design aid--as an effort to provide an 
improved integrated tool for conceptual design and as a platform for 
exploring a range of significant issues. As a tool, we believe that this will be a 
natural way to retrieve cases, adapt cases, and keep notes about cases. It has 
been a longstanding concern that designers have to interrupt their normal 
design process to use a case based design aid. In addition, this project allows 
us to study a number of interesting questions: Are there common glyphs or 
sketching conventions that can be incorporated into a system such as this? Is 
there a finite range of issues and relationships that can be recognized in 
sketches or is sketching entirely individual and ideosyncratic? How can 
graphic-based indexing be incorperated into a case-based design aid? How 
can loose freehand sketches be linked to more complex and detailed designs? 
How can the computer aid the progression from the normal quick sketches of 
preliminary conceptual design to the hard-edged and more precise world that 
is the normal strength of CAD? 

In this paper we provide some preliminary answers to these questions and 
discuss a path for further research. 

1.1. TOOLS MUST BE INTEGRATED IN DESIGN ENVIRONMENTS 

A common difficulty with applying case based reasoning as well as other AI 
approaches in design has been the separateness of the design tool from the 
designer's working environment. For example, previous versions of the 
Archie case based design aid have been largely reference tools, entirely 
external to the designer's actual working environment. The designer must 
first realize that a certain piece of information is needed, negotiate the case 
based design assistant to find that information, and carry the information 
back to the design environment where it is to be employed. Each step of this 
process-realizing that knowledge is needed, finding the knowledge, and 
applying the knowledge in the design-imposes a barrier to more effective 
designing. 
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Integration of argumentation, design information, and access to stored 
cases in the designer's working environment (a structured "construction kit" 
editor) is prominent in the work of Fischer and his colleagues. In their Janus 
system, for example, knowledge based critics detect particular conditions in 
the design and automatically trigger advice linked to an issue-base of design 
argumentation (Fischer and Morch, 1989). Likewise in Catalog Explorer, 
case retrieval is linked with functional design specifications and with the 
construction kit where designs are assembled (Fischer and Nakakoji, 1991). 
We agree that integrating advice into the design environment is essential in 
order for a designer to be able to make effective use of stored information. 
For a case based design assistant this integration must include (1) retrieving 
items in the library based on the designer's actions (2) the ability to copy 
partial designs from the case library and adapt them in the design, and (3) 
retaining links from copied design fragments to the case library in order to 
provide continuing reminders of relevant stories. 

Although JANUS and its successors integrate knowledge based critiquing 
and retrieval of examples in a design environment, in these programs the 
design environment employs a structured editor ("construction kit") in 
which users select items from a palette and assemble them in a work-area on 
the screen. This method of designing, common to most CAD editors, is more 
appropriate for design development and routine design, where the universe of 
components is already determined, than for conceptual exploration. 
Although the sketches and diagrams made in conceptual design may 
eventually comprise the same elements that appear in more structured 
representations, the unstructured and imprecise nature of sketch-making 
appears preferable in early design. 

In summary, a key reason to support recognition and interpretation of 
hand drawn sketches is to link AI-based evaluative tools such as critics and 
advisors with conceptual design thinking. A designer who has made the effort 
and commitments to model a design precisely in a CAD environment will be 
understandably reluctant to make major changes suggested in a subsequent 
evaluation. If a designer could access case based advice, critiquing, and other 
evaluative assistance in the early conceptual phases of design this capability 
of earlier evaluation and modification could have a greater impact on the 
design. 

To explore this idea we have developed a working prototype (in 
Macintosh Common Lisp) that links machine recognition of simple diagrams 
with items in a case library of designs and evaluations. Our prototype has two 
distinct components: an environment for making and managing design 
diagrams, and a case based design assistant. The sketching part of our 
program includes a trainable recognizer for hand drawn diagrams and a 
mechanism for graphical search. The case based design assistant is Archie, 
which accesses a catalog of library and courthouse designs and post
occupancy evaluation (POE) data about the designs. In the following two 
sections (2 and 3) we describe these two main components of our prototype. 
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In section 4 we explain our scheme for diagramming problems, responses, 
and stories in Archie's case library, how a designer's hand drawn sketching 
retrieves items from the case library. We conclude by identifying tasks for the 
next round of development, which will more closely integrate Archie in a 
design environment. 

2. Recognizing and interpreting diagrams 

The sketching part of our program is an environment for making, managing, 
and recognizing hand drawn diagrams (Gross, 1994). Figure 1 shows a 
screen snapshot of "this "electronic cocktail napkin" program. The program 
recognizes multi-stroke glyphs, matching shape, stroke count, and number of 
comers, matching input against templates stored in a catalog. An initial built
in set of glyphs includes numbers and capital letters, geometric shapes, and 
dotted, dashed, and solid lines. The designer can easily and interactively train 
the program to recognize new shapes, extending the template library. In 
addition, the program uses a small list of predicates (such as above, contains, 
near) to identify spatial relations between the elements of a diagram. The 
designer can program the system to recognize characteristic configurations 
of glyphs, such as a tree-diagram or a bubble-diagram. Then the program 
can search a database for occurrences of a certain diagram or diagram 
fragment. Thus, graphical search with hand-drawn diagrams as input is used 
to fmd items in Archie's case library. 

Trace Tabs f.!!1-.LlL....JJ~~:::!=::;:::====lrD=la:;!;ra=m Catalog 

Command Menu 

Higher-level 
• Recognlzers 

Figure 1. Screen snapshot of the "electronic cocktail napkin" program. 

Recognizing and interpreting diagrams is not a new topic, but one that has 
languished until recently for over a decade. In the early 1970's Negroponte 
and others at the MIT Architecture Machine Group worked on machine aids 
to sketch recognition (Negroponte, 1973). Though promising, this line of 
research was largely abandoned as most computer interfaces during the 
1980's came to employ mouse and windows interfaces. Recent development 
of "pen based" computing hardware has seen a re-emergence of this area of 
research in human-computer interaction, including techniques for 
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recogmzmg hand-drawn input (Rubine, 1991; Goldberg and Richardson, 
1993; Zhao, 1993) and the use of shared drawing surfaces in design (Tang, 
1989; Minneman and Bly, 1991; Bly, Harrison et al., 1993; Harrison, 1993). 
A recent AAAI symposium on diagrammatic reasoning and representations 
explored a diverse range of topics (Chandrasekaran, Narayanan et al., 1993); 
several specific efforts are investigating the role of diagrams in reasoning in 
various domains, including physics and geometry problem-solving (Novak 
and Bulko, 1990; Koedinger, 1992; McDougal and Hammond, 1993). Others 
have examined the role of drawing and sketching in design (Lakin, 
Wambaugh et aI., 1989; Ullman, Wood et aI., 1989; Faltings, 1991; 
Goldschmidt, 1991; Ferguson, 1992; Goe1, 1992). Several efforts aim to 
recognize and parse diagrams as expressions in "visual languages" 
(Wittenburg and Weitzman, 1990; Golin, 1991; Helm, Marriott et aI., 1991; 
Futrelle, Kakadiaris et aI., 1992). Finally, the semi-automatic production of 
design diagrams by computer programs has been explored by Dave (1993) 
and Ervin (1989). 

2.1. A TRAINABLE RECOGNIZER FOR HAND DRAWN SKETCHES 

The "cocktail napkin" sketch program reads raw coordinate and pressure 
data from a W ACOM, Inc. digitizing tablet at 1200 baud, producing a "raw 
glyph" data structure that contains a point list, stroke count, and bounding 
box. Points of the raw glyph are reduced to a 3x3 grid overlaid on the 
glyph's bounding box, and the glyph is more simply described as a sequence 
of the squares (numbered 1-9) through which the pen moved. In addition, 
when the pen slows down to start or end a glyph or to round a comer, the 
points sampled are closer together and can be identified as comers. Because 
the bounding box is constructed from the input glyph, recognition is 
independent of the aspect ratio. Figure 2 shows the raw coordinate points, the 
3x3 grid inscribed in the bounding box, and the comers identified for several 
simple glyphs. 
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Figure 2. Features of simple glyphs. 



134 M. GROSS ET AL. 

To identify a hand-drawn glyph, the program compares the input with a 
stored library of templates. To allow for variation in drawing, each template 
stores a number of allowable paths through the grid and other parameters. 
The library of templates consists of previously trained glyphs and is extended 
automatically as the designer provides new examples. 

exactly 
one match 

RETURN 
CANDIDATE. 

yo. 

EUMtNATE CANDIDATES 

>-.. _v_ .... _m-r.""_.L_ WRONG.~ CORNERS, 

t nomatch 
RETURN ·UNKNOWN" 

several matches. 

STROKES, ASPECT RATIO 

RETURN 
REMAINING 

CANDIDATE(S) 

RETURN 
IT. 

Figure 3. Summary of the low-level glyph-matching procedure. 

The program first looks for an exact match between the input glyph and the 
templates, but if none is found it gradually relaxes the match criteria. If more 
than one template matches the input, the program carries the ambiguity, 
which can be resolved later with the help of additional context. The user can 
interactively correct the recognition process when it fails, and the template 
library is updated to include the correction. Figure 3 summarizes the 
procedure used to match hand drawn input with glyph templates in the 
library. 

2.2. SPATIAL RELATIONS 

A small list of binary spatial relations is programmed into the recognizer in 
the form of predicates. These enable the program to determine, for example, 
whether two glyphs are near or far, concentric, overlapping, or disjoint, and 
roughly the same size or different. By applying these predicates over pairs of 
glyphs, the program can produce a description of spatial relations present in 
a particular configuration. Only relations between pairs of glyphs are 
considered; conjunctions and disjunctions can be used to construct more 
complicated relational descriptions. Because the simple diagrams we are 
interested in have small numbers (N < 10) of glyphs, combinatoric explosion 
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has not been a serious problem. In addition, certain relations are associated 
with certain classes of glyphs; for example, lines 'connect' and 'intersect' 
but do not 'overlap'. Figure 4 shows the program's analysis of spatial 
relations in a simple diagram of the connections between a courtroom, a 
buffer zone, and a waiting area. The program has identified the sequences of 
letters as words, and the bubbles containing words as diagram elements 
named 'court', 'buffer', and 'wait'. 

(CONNECTS L I HE IoIR I T> 
(COHNECTS L I HE BUFFER) 
(CONNECTS L I HE BUFFER) 
(CONNECTS L I HE COURT> 
(RIGHT-OF IoIRIT BUFFER) 
(RIGHT-OF IoIRIT COURT) 
(RIGHT-OF BUFFEACOURT> 

Figure 4. Analysis of spatial relations in a simple diagram. 

2.3 DIAGRAMS AS CONFIGURATIONS OF GLYPHS AND RELATIONS 

Representing a diagram as a set of glyphs and spatial relations suffices to 
describe configurations such as words, tree diagrams, and bubble diagrams. A 
set of higher-level recognizers identify configurations, finding sets of glyphs 
that satisfy certain spatial relationships. For example, a 'word' is a collection 
of letters more or less the same size, arranged more or less horizontally and 
next to one another. A 'room' (in a floorplan bubble diagram) is a 'word' 
contained in a box or a circle. In general, a higher-level recognizer identifies 
collections of glyphs gl, g2, ... gj such that relations Ri,j,k ,(gi, gj) hold 
among pairs of glyphs. The relations R include spatial predicates as well as 
relations that specify the glyph types. For example, a simple description of a 
tree diagram includes the following relations: 

(type-of 91 line) 
(type-of 92 circle) 
(type-of 93 circle) 
(connects 91 92) 
(connects 91 93) 
(above 92 93) 

Figure 5. "tree diagram" relations. 

Which is to say, a 'tree' is a collection of circles and lines such that each line 
connects two circles, one above the other. 

The higher-level recognizers that find configurations of glyphs can also 
resolve lower-level ambiguities. For example, lacking context, the lower-level 
glyph recognizer cannot decide whether a circle is meant to be a circle, the 
letter "0" or the number zero. However, when a higher-level recognizer 
finds the circle next to two letters, then it declares the glyph to be the letter 
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"0". On the other hand, if the circle is found in a tree diagram, it remains a 
circle. 

The higher level tree recognizer can be used within the sketch program 
alone to retrieve pages that contain tree-diagrams from a catalog of 
previously made diagrams. This same graphical search and retrieval provides 
the link to Archie's case library. The program can search the Archie case 
base for various kinds of diagrams. These include (1) floorplan bubble 
diagrams containing key adjacencies, overlaps, and containments; (2) 
diagrams indicating lighting, visual access, and acoustics; (3) conceptual 
hierarchy diagrams indicating building organization; and (4) detailed 
arrangement of objects, such as the configuration of furniture in a 
courtroom. 

In addition to a trainable recognizer and graphical search facility for 
configurations of glyphs, the "cocktail napkin" sketching environment 
provides other features that we think will prove useful for conceptual design. 
These include a simulation of tracing paper, gestural versions of the most 
frequently used commands, a catalog for storing sketches, and a way for two 
or more users to share the drawing surface. 

2.4. A NOTE ON GENERALITY OF DIAGRAMS 

The general applicability of our approach hinges on two observations. First, 
diagrams are made up of a relatively small vocabulary of symbols and spatial 
relations. If more or less the same symbols are used across many disciplines, 
it will be possible to work with single library of low level glyphs, composed in 
different ways. On the other hand, if diagrams are made of a large 
vocabulary of symbols, then it will be more difficult to distinguish diagrams 
that are subtly different. To lend weight to our hunch that the vocabulary is 
small, we photographed approximately 50 diagrams on blackboards around 
our campus, in the departments of electrical engineering, mechanical 
engineering, architecture, and biochemistry. We found that, to be sure, some 
disciplines use special symbols such as "transistor." But for the most part the 
diagrams contain the same basic circles, arrows, lines, wiggles, and 
alphanumeric labels combined in fairly simple and similar ways. 

The second observation is that diagramming is not highly idiosyncratic; 
people make more or less the same diagrams. To test this observation we 
asked 60 undergraduate architecture students to make sketches of ten slides, 
giving them 15 seconds to look at each image and 30 seconds to make a 
diagram. Five slides showed plan or elevation drawings, the other five showed 
photographs of buildings or building details. For each slide the sketches were 
strikingly similar, containing largely the same elements and spatial relations. 
Although for a few images there were two or three alternative ways that 
students made the sketches, the differences were for the most part 
surprisingly small. This experiment suggests that designers will be quite 
consistent in their use of diagrams. 
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3. Archie-A Case Based Design Aid for Architecture 

Archie III is a case based design aid (CBDA) for architectural design l 

(Domeshek and Kolodner, 1991; 1992). Like other CBDA programs, Archie 
contains a case base of designs including both good and bad exemplars 
annotated with stories that describe key design features and how they 
function in the building. Archie's initial case library contains ten cases of 
courthouses and libraries. Each case comprises over twenty-five stories 
covering a range of different design concerns. Each case is constructed from 
drawings, photographs and text obtained from the architect, from visits to the 
building, and most importantly, from post-occupancy evaluations (POE's). 

Post occupancy evaluation is a conventional method used to evaluate the 
performance of a building design. POE proceeds by structured interviews 
with building users, and it frequently reveals ways a building is actually used 
that were not considered by the designer. Post occupancy evaluations are 
increasingly included in the routine building delivery process of major 
governmental and corporate entities, such as the California Department of 
Corrections, Health and Welfare Canada, and the US Postal Service. 

Unfortunately, POE's are usually not carried out by the architect, but by a 
separate consulting firm. POE data is collected and presented to the client, 
and perhaps an immediate problem is solved; however the lessons learned 
from evaluation often do not reach the designer for consideration in future 
work. Therefore, one goal of the Archie project is to render knowledge 
gained in post occupancy evaluations more accessible to designers who are in 
the early stages of work on similar design problems. We also believe that a 
case based design assistant like Archie can provide a mechanism for 
corporate memory in a design firm; it can help also coordinate various 
stakeholder interests in a complex building design. 

A major part of the work in Archie has been to structure post-occupancy 
evaluation and other data in a format amenable for inclusion in Archie's case 
base. Both text and graphic data must be entered into the case-base. Each 
problem, response, and story must be indexed using a set of features 
developed specially for the Archie case library, and related items must also be 
cross-linked for browsing. Text items in each case are classified as 
"problems," "responses," or "stories." Each item must be clearly and 
concisely written, labeled with an explanatory title, and summarized in a one
paragraph synopsis. Graphic material (plans, photographs, and illustrative 
drawings) associated with each text item is scanned and manipulated so that it 
will appear clear on the screen. 

1 We refer to it simply as Archie. 
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Figure 6. Stories, problems and responses in Archie contain photos and drawings. 

The two main ways to find information in Archie's case library are (1) 
access through an index of the features of stories, and (2) browsing from 
story to story, or from a graphic image (e.g. a floorplan). Initial access to 
items in Archie is through an index of key features to be found in the cases. 
The index is organized along five major dimensions: systems, components, 
design issues, stakeholders, and life cycle concerns. These dimensions, 
employed also in other case based design assistants, have specific 
interpretations in Archie. 'Systems' include the circulation, HVAC, and 
structural systems; 'components' identify specific elements such as rooms, 
doors, elevators; design issues include noise, privacy, access for physically 
challenged users; 'stakeholders' include the client, building management, 
and various classes of users; and 'life cycle concerns' include maintenance 
and repair. A particular story is likely to be indexed by several categories of 
features. For example, in one case a story explains how the high internal 
pressure of the HVAC system results in the rear private staff doors hanging 
open, causing serious problems for the circulation system, which is based on 
the idea that staff need to occupy a separated, isolated zone. 

In the standard interface to Archie, the designer identifies retrieval keys 
by choosing them from a set of menus. For example, the designer can 
identify issues such as "access to courtrooms," or "security & safety," 
systems in the design such as "circulation" or "building structure"," or 
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provide descriptors to limit search, such as ''urban setting," or "area greater 
than 200,00 square feet." Archie's retrieval machinery then provides items 
in the case base that have been tagged as potentially relevant to these 
concerns. In addition to the index that identifies major features of each story, 
links between items in the case base provide a way for a designer to browse 
from case to case without revisiting the index each time. 

4. Indexing Archie's case library with diagrams 

Most of the stories in Archie's case base include some graphic information
a plan fragment or a small diagram that illustrates or explains the principle 
described in the story. These illustrations are made using a draw program or 
they are scanned in from printed documentation about the building. To 
access stories from hand drawn sketches, we augment them with a simplified 
diagram of the illustration, composed of a small number of basic glyphs. (We 
will use 'illustration' to refer to the more detailed picture and 'diagram' to 
refer to the crude, simplified representation). These diagrams bear the same 
relation to the illustration that the title and keywords bear to the story text
they summarize and highlight an important point or relationship, but they do 
not tell the whole story. Many of these diagrams are simple 'bubble 
diagrams' made of crude ovals, linked by short line segments or arrows, and 
often labeled. In bubble diagrams, certain relationships are most important
adjacency, containment, overlap, and connections with lines, whereas size and 
shape are often incidental. 

For example, figure 7 illustrates the story "noise disturbance due to poor 
design of doors." In this story, two sets of doors were placed to act as a 
sound buffer between the public area and the court room; however, because 
the doors have no windows, people constantly go in and out to check on 
courtroom proceedings; the door hardware bangs loudly each time these 
doors are opened, disrupting court proceedings. Figure 7 shows both the 
formal illustration (at left) for the story as well as the simple diagram used for 
indexing from sketch input. 

As Figure 7 shows, the diagram keys are considerably simpler than the 
figures used to illustrate the story. The illustration (at left) aims to provide 
both a visual summary of the problem described in the story and to portray a 
specific layout from the case; the illustration often adds information not 
found in the text. On the other hand, the diagram used as a key for sketch
based indexing shows only one aspect of the story-in this instance, the 
concept of a buffer zone between two communicating areas. The 
diagrammatic elements are simple- a double-headed arrow and three bubbles, 
with the label "buffer." 

Figure 8 illustrates the story, "benches in the waiting room are well 
designed for visitors." The story explains that the high backed oak benches 
in the Bristol County Courthouse waiting room are comfortable, and provide 
some acoustic privacy for visitors' conversation. The diagram on the right is 



140 M. GROSS ET AL. 

a simplified version of the illustration. This diagram includes a special glyph 
for sound (three or four concentric arcs) and the glyph for "seated person." 

Court 
Room 

Figure 7. An illustration from a San Jose Courthouse story with corresponding diagram. 

Figure 8. Illustration and diagram: "benches in waiting area provide acoustic privacy". 
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Figure 9. Illustration and diagram: "courthouse oriented facing parking lot". 

The illustration and diagram in Figure 9 are associated with a story about the 
location of the building entrance with respect to the street and the parking 
area: "the main entry faces the parking lot in order to meet the needs of staff 
and the public arriving by car. The back of the courthouse faces the main 
street and town center; visitors approaching the building on foot must walk 
around the building, passing its service prisoner entrance ... " The elements of 
the diagram are two parallel lines, labelled "street," bubbles labelled 
"parking" and "building," and arrows that indicate the building entrance 
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and pedestrian access. Higher level recognizers identify the two parallel lines 
as a street or path, and the arrow pointing into the building as potentially an 
entrance. 

4.1. RETRIEVAL FROM SKETCHING 

The premises for this prototype are that during early design, sketching is a 
natural medium for exploration, and case-based reminding of important 
issues and relationships even at the early stage can save time and avoid 
trouble later. Stories from Archie's case base are retrieved in response to 
simple hand drawn diagrams. As the designer sketches, the program identifies 
key elements and relationships, matches them with diagrams in the case base, 
and brings relevant stories to the designer's attention. Of course, one could 
argue that the sketches are not needed; merely a specification of the elements 
and relations they embody. However, we believe an intrinsic value is added 
by allowing the designer to express these relations through the natural 
medium of sketching. 

When "reminding" is turned on, the sketch program searches the case 
base for diagrams that match parts of the designer's evolving sketch. The 
match can be made more or less exact. For example, suppose a designer is 
thinking about acoustics and draws the glyph for "sound" (see figure 8). If 
inexact matches are permitted then the presence of a sound glyph in the 
designer's sketch recalls all diagrams containing the sound glyph and 
retrieves their associated stories. On the other hand, in a more exact match, 
only diagrams that contain both a seated person and a sound glyph will be 
retrieved. Likewise, a bubble with an arrow pointing into it is often used to 
indicate "entrance." If inexact matching is permitted, then all diagrams 
containing this configuration will be retrieved along with their stories; on the 
other hand, if the label "courtroom" is included, then the sketch will only 
retrieve stories about courtroom entrances. 

Our integration of diagram making and the Archie program links two 
already-built, stand-alone programs. Each story that is diagrammatically 
indexed points to one or more diagrams in a separate catalog. The 
diagram(s) can be displayed whenever the story is retrieved, either by a 
keyword search or by navigation from elsewhere in the case base. The sketch 
program's graphical search routine is set up to search the catalog of 
diagrams. When it finds a matching diagram, the sketch program signals 
Archie to retrieve the associated story. Thus the sketch program and Archie 
remain distinct modules sharing a data structure and they communicate only 
through the diagram catalog. 

5. Discussion and Further Work 

We believe our simple prototype shows an appropriate way to integrate 
powerful AI tools such as case based reminding with environments for 
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conceptual design. In linking our case based design aid with a sketching 
program, we feel we have overcome one of the features of Archie that 
architects find most limiting: its text and menu-based interface for initiating 
retrieval. Although we have illustrated this approach with a case base about 
building design, we are certain that we could tell a similar story about other 
design domains. 

Linking Archie with a sketch program has clarified for us the importance 
of integrating AI tools and techniques in environments that support and 
enhance regular design activities such as making drawings, diagrams, and 
sketches. If AI tools are to be effective assistants to designers, then they must 
be able to communicate with designers with a minimum of special apparatus. 
Embedding the tool in an environment for making designs offers the best 
hope that it may be used. 

Several areas of further work are ripe for investigation. One area involves 
our plan to extend the diagram indexing scheme to include more of the case 
base. This may require the development of an understanding of users' 
mental models of Archie's cases, which would lead to more formal 
conventions for making the diagrams. In addition, some usability testing 
would help us assess the value of retrieval-by-diagram. Another area of 
research would focus on strengthening the diagram recognition program. 
This includes training the program with a larger vocabulary of glyphs and 
spatial relationships. We have not built an interface for programming the 
"higher-level recognizers" by example, and this might be a useful feature. A 
third area of work involves developing the sketch program into more of a 
design environment, and integrating it more fully with the Archie advisor. 
For example, the designer should be able to find relevant stories in the case 
base, copy their diagrams into the sketching program, enhance, embellish, 
and develop the diagrams into more rigorous drawings while Archie, 
watching in the background, displays examples of relevant designs. As part 
of a smoother transition between the stages of conceptual diagram and design 
development, we would like to program the sketching environment to 
maintain the spatial relations in a diagram-such as adjacency, proximity, 
relative size, and alignment constraints-as the user moves from bubble 
diagrams to more precise design representations. 
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CASE BASED DESIGN IN ARCmTECTURE 

B. DAVE, G. SCHMITT 
Swiss Federal Institute of Technology, Zurich 
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B. FALTINGS, I. SMITH 
Swiss Federal Institute of Technology, Lausanne 

Abstract. Computational support in the domain of building design is hampered by the 
need to control generation and search processes both of which are elusive due to the lack 
of strong domain theories. Case based reasoning paradigm may be useful to overcome 
some of these difficulties. A case based design system is presented here that enables case 
adaptation and case combination of design cases to generate new design solutions more 
efficiently. Some issues in our approach that are different from other projects with 
similar aims are also discussed. 

1. Introduction 

Case based design (CBD) systems are being investigated in many domains as 
a solution to overcome the complexity of design generation and search 
processes as well as to get around issues that arise from a lack of strong 
domain theories. The domain of building design exhibits both these 
characteristics and thus, application of case based design systems in this 
domain is of increasing interest. 

The approach that we have taken in our work has much in common with 
some of the key issues that are typically associated with case based reasoning 
(CBR) systems in general. At the same time, we also believe that the domain 
of building design has some special characteristics that either enable or 
require us to reframe some issues in CBR in a different way. 

In this paper, we first present (Section 2) some characteristic uses of cases 
in building design that distinguish them from other domains. This is followed 
by a description of a computational framework (Section 3) under 
development that supports reuse of design cases for generation of new 
designs by the processes of case adaptation and case combination. Using the 
observations presented in Section 2 and the results presented in Section 3, a 
broader discussion of our approach and open issues in CBD are presented in 
Section 4. 
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2. Design Cases in Architecture 

The domain of architectural design has maintained- sometimes an uneasy
existence between the sciences and the arts. It is a discipline that is called 
upon to express simultaneously universals and particulars. As a result, 
articulation of a theory of architecture is constantly in a state of flux. Given 
this state of affairs, education in architectural design relies heavily upon the 
use of cases as a vehicle of discourse between the teachers and the students; 
the hope being that the particulars in a given case offer a holistic view of 
design issues that are difficult to articulate or view if they were taken up 
separately. This mode of example-based teaching and learning is perhaps not 
unique to the discipline of architecture, which entails developing a facility for 
making generalisations as a function of new examples that are encountered. 
The dialectical process of using past knowledge to solve new design problems 
also continues into professional practise. In our work, we focus on reusing 
one or more particular case in response to a new design problem; more 
specifically, our intention is to develop an experimental computational 
framework within which we can propose, test and validate theoretical issues 
pertaining to case based reasoning in architectural design. 

There are two approaches in architectural design that are of interest to us, 
namely case adaptation and case combination. In the following, we cite two 
examples of both these approaches. The design for the architecture school at 
the University of Houston is a direct adaptation of a 1773 design sketch for a 
"house of education" by the French architect Claude Nicholas Ledoux. This 
is an extreme form of case adaptation in which a few details of the original 
case have been modified but the resemblance with the original sketch has 
been maintained to a large degree. The adaptation appeals to the references 

Figure 1. Left: Sketch for a "house of education", Ledoux, Right: Design for the architecture 
school, University of Houston, Burgee-Johnson and Morris-Aubry. 
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contained in the original sketch, e.g. simple massing of volumes, that are used 
as devices to signify some abstract architectural notions, e.g. symmetry has 
been often associated with wholeness and stability. The important thing to 
note is that by preserving the most important relations between the massing 
volumes and their relative proportions, the new design even while 
incorporating new elements seems to stay quite close to its seed ideas. 

Examples of designs that combine elements from many different design 
cases are available in the colonial architectural designs. A prime example of 
such an approach can be discerned in the works of architect Sir Edwin 
Lutyens, who left his mark on the British Raj architecture in New Delhi, India. 
In the design for the Viceroy's House, for example, a number of traditional 
Indian motifs are combined with the Western classical elements. The product 
of such combination of partial design cases as developed in Lutyens' designs 
has been lauded as one of most impressive and innovative designs. Other 
examples of architectural designs that expressly combine various cases can be 
seen in many building reuse and extension projects in which typically an 
existing building is modified to permit a usage that is different than its 
previous use. 

These examples point out some key characteristics of the uses of cases in 
design, both in terms of why and how cases may be reused in design. Cases 
may be adapted or combined in a design not only for the efficiency obtained 
in generation and search processes in design development. Cases may be 
used not only for filling gaps in a weak domain theory. As the examples 
cited above show, cases may be used as legitimate instruments and an end in 
themselves in design activity. The examples also suggest that two of the most 
common ways in which previous designs may be reused in new contexts are 

Figure 2. Left: Traditional Indian chhatri. Right: Guard House, Viceroy's Court, New Delhi, 
Lutyens. 
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by way of dimensional adaptation and by reusing design elements in new 
combinations to serve different uses in new design contexts. 

3. Computational Framework 

To investigate and operationalise the use of cases in design tasks, we have 
been working on the implementation of a case based design system. A 
number of references [Hua et aI., 1992; Schmitt et aI., 1993] describe our 
work and the implementation of computing ideas, particularly in support of 
case adaptation. In the following, we briefly recap the overall system 
framework under development and report on the process of case 
combination in our system. The presentation is organised in three 
subsections: case base, case adaptation, and case combination; the fourth 
subsection describes the current and planned work in near future. The system 
under development is intended to work together with a designer, thus each 
subsection describes the information that a user or a designer provides and 
how the system processes user specifications to generate new information 
states including design solutions. 

Many of the details presented in the following have been implemented 
and tested using cases that are small as illustrated in various subsections. Once 
small test cases show promising results, we intend to apply the developed 
techniques to big and complex building design problems (see Section 3.4). 

3.1. CASE BASE 

A designer works with a collection of design cases stored in the system. Each 
case in the case base is a complete three-dimensional geometric model of a 
design that has been associated with an ordered symbolic information. Thus, 
for example, a set of vectors may represent a wall of certain dimensions 
which, in tum, may be associated with a space labelled living room. Thus 
there is a degree of hierarchy (that is conceptually meaningful) in the 
information represented as well as a certain latitude in storing some 
information vs. computing it. The 3D geometric model is represented using a 
CAD modeler which acts as a graphics engine. The CAD modeler also lets us 
directly manipulate geometric information that it stores and associate 
additional data structures with any of the data items in the model. Symbolic 
information that we require is represented as association lists that are attached 
to relevant graphic entities. 

For each case, there are two related abstractions that are maintained: 
architectural and structural. Spaces and elements that contribute to 
architectural issues such as functions, access, adjacency, are part of the 
architectural abstractions. Structural abstractions involve engineering 
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Figure 3. Case browser and work windows. 

concepts such as structural stability and serviceability. For both these 
abstractions, there is a defined symbolic vocabulary, and each abstraction is 
related to the geometric model which provides a common link between 
various abstractions. Abstractions like these enable us to take advantage of 
formalised bodies of knowledge such as in structural design or enumerating 
rectangular layouts. 

For a given design problem, a designer browses through the case base and 
selects one case for adaptation or several cases for combination. For each 
stored design case, the browser provides a graphic thumb-nail view as well as 
various representations that are useful for designers, together with a set of 
defined operations on each representation. The various representations may 
be geometry-based, topology-based or grammar-based (Figure 3) and they 
may have been stored with the cases in the case base or may be computed on 
demand. As mentioned before, all the cases have a geometric representation 
that is enhanced with symbolic information. Using this information, a set of 
operations computes an alternate topology-based representation such as a 
graph encoding adjacency relations between spaces. Finally, in order to 
encode and operate on some recurring design concepts, e.g., courtyard, 
symmetric plan configuration, it may be useful to employ a shape grammar
based formalism that is either explicitly represented or computed on demand. 

Further, a particular representation of a case can be also viewed in one of 
the four possible levels of detail. All details shows all available information 
about a case; aggregate (or zones) shows the explicitly represented or 
computed aggregation of spaces, e.g. all spaces that are public, private or 
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related to circulation; center-lines shows the underlying geometry of spaces 
without showing the actual elements such as walls and columns; and 
bounding box displays the smallest bounding volume for a given case. 

Both, the kinds of representations and amount of detail to display for a 
given representation, have been selected on the basis of what we find to be 
most useful for design tasks during various stages in design. For example, 
while specifying constraints on adjacency or orientation of various spaces, a 
topological graph with edges and nodes of all spaces may be sufficient. To 
specify alignment of space separating elements such as walls, only the center 
lines may be sufficient. On the other hand, it may be useful to treat service 
cores and areas as an aggregate unit that has to be located in relation to other 
spaces but the location of individual elements within a service core, such as a 
staircase and an elevator, may be turned into a separate problem and be 
treated as such. All the operations, i.e., switching between various 
representations of a case, between various levels of detail, and interactive, 
direct manipulation viewing operations, are supported in 3D space. 

3.2. CASE ADAPTATION 

A solution to a specific design problem has to be developed by adapting the 
selected case. To this end, the user needs to first specify the new problem 
context which, in the case of architectural designs, is usually a site description 
and any programmatic requirements. The site description is input using the 
same module that is used for case representation, and typically needs 
specification of a geometric model of site boundaries, its location, orientation, 
and any other context specific information such as roads that feed the site. 
Next, the case that has been selected for adaptation is inserted by the user into 
the new site. 

Any new problem specific requirements that the new design problem may 
require, for example, three bedrooms instead of two in the selected case, 
need to be specified. These specifications are accomplished by either directly 
querying and modifying the existing information in the selected case. For 
example, a node representing a bedroom may be clicked which brings up a 
property sheet into which desired values such minimum or maximum area 
may be specified. Alternatively, one may use instances of templates such as a 
new node that represents a new bedroom to be added; any dimensional or 
topological constraints are then interactively specified in the property sheet 
or graphically by dragging edges or nodes in a topological representation. It 
is important to note that interactive specification of requirements by the user 
at this stage indicates what the system will attempt to achieve in a design 
solution using case adaptation in the subsequent stages of processing. 



CASE BASED DESIGN IN ARCHITECTURE 151 

The result of these specifications is a set of constraints that is derived on 
the basis of discrepancies between the selected case in its original context and 
after its insertion into the new design context. This leads to a 
parameterization of relevant parts of the case in order to eliminate 
discrepancies. The parameters thus obtained are subject to either dimensional 
or topological modification. Dimensional adaptation modifies dimensions of 
various design elements without introducing any changes in the number of 
design elements that are present. Topological adaptation modifies the design 
elements and topological relations between them. 

Dimensional modification is carried out by a process called 
dimensionality reduction (Figure 4) which ensures that any constraints that 
are currently satisfied are not subsequently violated by modification of their 
relevant parameters. This is achieved by identification of only the subspace 
of parameters defined by the constraints to be modified. The process leads to 
an adaptation parameterization that is subsequently solved to find a feasible 
set of values for all parameters involved. In essence, this process is aimed at 
solving cycles in a constraint network so that subsequent adaptation 
procedures are simplified. This process also ensures that any modification 
introduced by way of adaptation will not create any contradiction between 
different abstractions of a design. Since dimensionality reduction applies 
only to equalities, the system subsequently also verifies inequalities. 
Inequality parameters are handled in two ways: those that are critical are 
turned into equalities and to which dimensionality reduction process applies. 
Non-critical inequality parameters are handled by a constraint propagation 
mechanism. A detailed discussion of the dimensionality reduction process 
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Figure 4. Dimensionality reduction. Pn and Cn represent parameters and constraints for 
different case abstractions. p* represents a new parameter which is located on the 
intersection curve of constraints. By selecting a suitable value of p* along this curve, 
large and often iterative search is eliminated. 
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Figure 5. Left: Selected design case. Right: Design solutions after case adaptation. 

has been presented previously (Hua et aI., 1992). In the event that all the 
constraints are resolved, one or more design solutions are obtained and 
displayed. This is the final outcome of a successful case adaptation process; 
Figure 5 shows the results of one such design problem. 

If all the constraints cannot be satisfied then a designer has two choices: 
either to modify the set of constraints or to select a new case for adaptation. 
While the selection of a new case involves another cycle of the process 
described above, modification of constraints may involve topological 
adaptation which currently requires the user to specify either addition, 
suppression or rearrangement of parts in the case. Since any proposed 
topological change in one abstraction is likely to affect and influence another 
abstraction of the design, proposed or posted topological modifications need 
to be followed by a new cycle of dimensional adaptation procedure and a 
check for consistency between all abstractions. If the system fails, another 
topological modification cycle may be necessary or a new case may need to 
be selected for adaptation. 

For topological adaptation, we have investigated the possibility of using 
string grammars (Shih and Schmitt, 1993) for (semi)automatic exploration of 
possible changes. The primary idea in using grammars is to take a selected 
design case, find its most characteristic elements, and parse this information 
in another similar combination of elements which preserves relations between 
elements as much as possible. This is similar to writing computer programs 
which are parsed into other programs by compilers, which are finally 
translated into executable code. Devising appropriate topological 
modifications is a non-trivial phase in the design process that has so far 
defied a general automated solution since the process relies upon domain 
specific and problem specific knowledge. This phase is again followed by a 
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dimensionality adaptation to ensure that the new topology meets the 
dimensional requirements. 

3.3. CASE COMBINATION 

Case combination employs the same techniques as case adaptation, only in a 
slightly more extended and involved fashion. The initial steps in this process, 
namely specification of a new site context, selection of cases or their 
fragments that are of interest and any new problem specific requirements that 
need to be satisfied in the combined design solution, are almost identical to 
the one described previously for the case adaptation procedures. 

The major difference from the user point of view is that two or more cases 
need to be selected from the case base and areas of interest in each case need 
to be specified (shown as grey areas in Figure 6). Initially, the system treats 
the selected case fragments as only the visible part of the case; the system 
does not yet know what to do along the edges of case fragments. Next, the 
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Figure 6. Selected design cases and specifications for case combination. 
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case fragments are inserted in the new problem context and new problem 
specific requirements are specified. This is facilitated by the use of geometry 
and topology-based representations, corresponding levels of detail, property 
sheets and direct manipulation. At this stage, it becomes necessary to 
introduce a new operator which allows a user to declare two or more items or 
elements from different case fragments as identity elements in some sense. 
This is typically done by the user dragging and dropping two elements on 
top of each other. 

Once the new problem specific requirements are entered, a number of 
subsequent processes are invoked. The first process checks if all the design 
elements in case fragments have been glued to each other via some 
requirements. This is particularly important for circulation elements. In 
simple and straight forward case combination, the system treats the resulting 
set of constraints in a manner identical to case adaptation described 
previously. 

On the other hand, it may happen that some design elements need to be 
treated with special attention. For example, there may be a circulation 
element in one case fragment that has not been explicitly related to anything 
in the other case fragment. In other words, the system needs to check and 
figure out what happens at the boundaries of case fragments. This phase of 
the system reasoning is still under development, further details about various 
strategies we are experimenting with are described in Section 3.4). 

One additional notion that we introduce at this stage is to consider one of 
the contributing cases as the host case and the other as the guest case. This 
distinction enables the system to treat the guest case as the one that has to be 
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Figure 7. Results of case combination in 2D. 
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adapted to the host case, the solution of which together leads to the design 
solution of the new problem. This distinction has the following advantages: 
(i) to let the system execute the same process of case adaptation for the 
required number of cycles individually for each case fragment, and (ii) to 
preserve some architectural or structural properties, e.g. to carry over the 
structural system of the host case into resolving the structural system of the 
guest case. An example shown in Figure 7 illustrates the results obtained by 
the process of case combination for a simple design context. 

3.4. NEAR TERM AGENDA 

The current organisation of various modules in the system is illustrated in 
Figure 8. At present, most of these modules are implemented but exist 
separately and communicate with each other via a set of files. We are in the 
process of assembling these modules into an integrated environment with a 
top-level graphical interface. Various modules represent either the 
information that is entered by the user or that which is generated by the 
system in response to such information. 

Interface: We have started work on building a graphical interface that 
supports all user specifications and also provides a visual and graphical 
feedback about whatever the system is processing at a given moment. 
Although a limited prototype interface has been developed (see Figure 3), we 
consider a more robust and complete interface implementation as one of our 
immediate priorities. Additionally, we are able to model and develop 
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geometry and topology-based representations for cases but need more work 
to be able to support grammar-based graphical representations. 

Case Combination: As shown in Figure 7, we are able to successfully 
apply case combination for a small design problem in 2D. We are currently 
working on three primary extensions of this process in 3D to obtain real 
volumetric combinations of cases. The first extension involves incorporation 
of some domain specific knowledge. For example, given parts of two cases 
to be combined in response to a new problem, the system first attempts to 
resolve them in two-dimensions, i.e. essentially placing all the spaces on one 
floor. If it fails, it stacks spaces such as vertical circulation and services on two 
or more different floors and moves associated spaces on relevant floors 
(Figure 9). This is followed by a process of case combination that runs 
separately for each floor but maintains certain constraints about vertically 
aligning some spaces and elements on separate floors. These ideas have been 
tested using two simple cases of residential designs that were combined for a 
new design problem, the results of which are shown in Figure 10. 

The second extension requires the system to work with only partial but 
minimum recommended overlapping spatial units on two floors, e.g. in case 
of service cores. A more complex example will also take into account an 
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Figure 9. Case combination in 3D. 
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Figure 10. Case combination in 3D. 

efficient design of structural system spanning across floors. 
The third extension involves possible grouping of spaces into aggregate 

spatial units which will enable the system to apply the same case combination 
procedures but at increasing levels of detail. For example, the system 
aggregates all public, semi-public and private spaces in a building, and 
attempts case combination at a coarser level of detail before working on more 
detailed parameters of spaces. 

Engineering Issues: Although we have presented our ideas primarily from 
the architectural standpoint, the system also incorporates structural design 
issues. As a result, whenever a case is inserted and parameterized for a new 
design problem, a corresponding set of structural engineering constraints are 
also generated in order to design and verify the resulting structural design of 
generated solutions. Occasionally, this leads to problems; for example, an 
adapted design may require placement of a structural column in the middle 
of a room for an otherwise well-adapted design solution. We are investigating 
the use of structural grids as one possible solution for resolving such conflicts 
as early in the adaptation process as possible. 

Case Base: Once all the modules have been implemented and tested for 
small design problems, we intend to test these ideas further by working with 
large and more applied design situations. With this aim, we have built up a 
case base of building designs for architectural schools in various universities. 
Our intention is to use these cases to generate new designs for architecture 
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schools to evaluate how the system scales up for realistic, large scale design 
projects. 

At present, we have selected four different cases (Figure 11) as candidates 
for inclusion in our case base. The design of architecture school at the 
University of Houston is an example of an extreme historical adaptation. The 
school at Rice University is an example of a new design that is adapted to 
blend in with its existing surroundings. The school at University of Arizona 
incorporates a number of design elements such as a courtyard that are 
recurring themes in architectural designs, whereas the school at Harvard 
University exemplifies a completely different design approach. Taken 
together, these four cases represent different design intentions and offer quite 
a diverse set of solutions for testing our ideas. These cases have been 
modeled from both the architectural and engineering viewpoints, i.e. the case 
base contains a geometric model enhanced with symbolic information for 
each of these buildings as normally referenced by architects as well as 
structural engineers. 

a c 

b d 

Figure 11. Cases of architectural schools in the case base 
(a) University of Arizona, Arizona (b) University of Houston, Houston 
(c) Harvard University, Boston (d) Rice University, Houston 
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4. Discussion 

In this section, we attempt to answer and raise some issues that were not 
sufficiently described in the preceding sections. 

• How big a case base is needed? We have chosen to opt for a small case 
base instead of a large one but we have selected cases that are complex, large
scale and diverse. The main focus is on developing a representation 
mechanism that will support incorporation of new cases without substantial, if 
any, changes in the future. A larger case base will certainly offer more and 
perhaps better opportunities for generating innovative designs as a result of 
case combination. At the moment, we have been restricted in this regard 
partly as a result of realistic constraints of time. It is also partly a result of our 
view that we are pursuing this project in the domain of architectural design in 
which an all purpose design case base is difficult to develop a priori. 

• Why are cases not indexed? Although most other CBR systems treat 
classification of features and indexing of cases as one of the central issues, we 
have chosen to view these issues in a different light, primarily providing one 
representation from which other useful views of information may be 
generated and used by individual designers. There are a number of reasons 
for this. First, our case base is too small to warrant any elaborate indexing 
mechanism. Second, classification of features in the architectural design is 
meaningful and useful only with respect to a specific purpose at hand. In 
fact, we think that individual designers see features in designs that are a 
function of their personal experiences and thus enable them to engage in 
creative associations that we do not fully understand. Third, even if we were 
able to classify and index a set of features, the case base will require complete 
updating and modification the moment a new feature is proposed in the 
future. Fourth, since we do not know in advance how various characteristics 
of design cases are to be used in either case adaptation or case combination, it 
is not very useful to classify or index anyone characteristic. It is useful to 
know how cases are going to be changed before we decide on how they are 
going to classified and stored. For all these reasons, we do not see much 
usefulness in a priori and static classification and indexing case features. 

We consider it essential that a case representation be used that allows 
individual designers to specify their own classification features, e.g. a 
designer may want to classify cases on the basis of symmetrical plan 
disposition or the use of diagonal circulation patterns. There should be a 
facile means for the designer to specify such a case feature and the system 
should be able to interpret, reorganise and present cases on that basis. 
Although we have attempted to address this need in our system by providing 
different representations and levels of detail that are either explicitly 
represented or computed on demand, we may benefit from looking at how 
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database systems allow users to create new logical views of tables by 
specifying attribute-value pairs on the fly. Ideally, such a facility should 
support a direct manipulation graphics interface. 

• Will the compiled knowledge be more efficient? The system as developed 
does not know nor cares about how a given case was designed in the first 
place.· For case adaptation and case combination, the system proceeds directly 
to the identification of discrepancies and then attempts to resolve those. This 
approach suffices for the kinds of design problems that we have worked with 
so far. But in the context of more complex design problems that we have in 
mind, we may have to resort to some generalised set of compiled knowledge 
in the form of rules. For example, if a particular case combination situation 
calls for locating spaces on different floors and more than one case has been 
used in the process, we will need a way to encode how to maintain circulation, 
services or structural continuity in the final design that results from 
combining a number of partial cases. 

• How are the posted constraints scheduled for resolution? The process of 
dimensionality reduction is aimed at finding the subspace of parameters 
involved in discrepancies, i.e., functions that are violated after a case has been 
inserted in a new environment. This process does not prioritise or distinguish 
between various parameters, they are solved simultaneously. Thus, there is no 
need for a scheduler and there is no possibility of subsequent conflicts. The 
only time when this becomes an issue is when architectural and engineering 
constraints lead to mutually unsatisfactory design solutions perhaps as a 
result of topological modifications. At present, we do not have a clear 
strategy for handling such conflicts. 

• Is anything "learned" out of a given problem solving? There is no 
record of how the system worked on a given problem and thus there is no 
facility for it to learn from its efforts. At a deeper level, we have so far chosen 
to work with first principles for case adaptation and case combination; as a 
result, we have not yet incorporated a learning mechanism. 

• What are the limits of this approach? A comprehensive set of 
fundamental problems in case based design systems were presented in (Hua 
et al., 1992). By taking the approach reported here in our work, we have 
managed to bypass some of these problems. At the same time, some 
limitations of our approach are as follows. First, for every case adaptation and 
combination, dimensionality reduction has to be computed. Whether the 
identified set of parameters actually leads to a solution or not is not known 
until the whole process has run through. It would be useful to somehow 
combine dimensionality reduction with, on the one hand, a look-ahead 
strategy that can ignore unpromising parameterization and, on the other 
hand, templates of solution fragments that could be reused in future. Second, 
the topological adaptation process is still not fully resolved, leading to 
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occasional but expensive modification-generation-verification cycles. This 
may be improved to an extent by either adding knowledge of possible 
topological adaptations to cases or storing such knowledge in the form of 
separate rule bases. One other limitation of the approach is that it works with 
only rectangular spaces, a limitation that results from representation scheme 
adopted in the work. 

• Is this a model of designing? Our work proposes some computational 
ideas that are capable of case adaptation and case combination but it would 
be inappropriate to suggest that it also provides a model (particularly a 
cognitive model) of designing. As suggested before (Section 2), many 
architectural designs are a result of creative adaptation and combination of 
previous design cases but a particular route taken by designers is 
continuously changing in response to a particular design context. In our 
work, we focus on those aspects of design development where computational 
strategies can be devised and may complement a designer's efforts rather than 
looking for complete automated solutions for all phases in design or simply 
replicating the traditional practises. 

• How is our approach different from other eBD projects? One of the 
central features of many CBD systems, for example FABEL (Fabel, 1992), is 
classification and indexing of features, an issue to which we assign a low 
priority for the reasons stated previously. A system such as Archi-II 
(Domeshek and Kolodner, 1992) provides an extensive set of design 
descriptors to be used as indices to retrieve and present cases. We also share 
the position that information in the case base should be easily retrievable in a 
format appropriate to the domain under consideration. At the same time, our 
emphasis is on providing a few selected representations, using which the user 
can develop dynamically his or her wayfinding in the case base. Other 
systems focus on incremental resolution of constraints in order to adapt cases, 
for example, CADSYN (Zhang and Maher, 1993), whereas the dimensionality 
reduction procedure we use zooms in on the subspace of parameters thereby 
reducing iterative search cycles in constraint satisfaction. This also allows us 
to deal with variables that are continuous and also those that take on values 
within some intervals in a way that is distinct from other projects. Lastly, user 
interaction is considered an essential part of the process in our work, a feature 
that is perhaps not considered very significant in many other CBD systems. 
Finally, our work addresses design problems that are inherently spatial and 
thus requires us to work with symbolic information that represents three 
dimensional configurations of objects and the consequent experiential, 
behavioural and functional properties that derive from them. In this regard, 
our work appears to be closer to the issues raised in projects like ARCHI 
(Goe1 et aI., 1991), in particular to how to apply CBR techniques in the 
domain of architectural design systems. 
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Abstract. A case-based reasoning approach assumes that there is a predefined mapping 
from a new problem definition to a solution. In design, this assumption is not valid. 
The mapping from the set of design specifications to a design solution cannot be 
predefined and in some cases the specifications cannot be predefined. For a specific design 
situation, the selection of a starting point can have a significant effect on the quality of 
the final design. Most case-based reasoning systems use the requirements of the new 
design context to search case memory and retrieve a set of design cases. In this article we 
argue that in design, the case retrieval process is should not be modelled as search, but as 
exploration, since the specifications of a design problem are likely to change and expand 
as the design progresses. We present two strategies for case retrieval that use case 
memory to explore the design space and describe the role of design models in supporting 
such case retrieval strategies. 

1. Introduction 

Case-based reasoning is a problem solving methodology in which previous 
problem solving situations are used in solving new problems (Kolodner, 
1993). Case-based design is an application of this problem solving 
methodology to design. Case-based design systems begin by retrieving 
appropriate cases from a case memory of previous designs. The requirements 
of the current design problem are used as indices to guide the memory 
search during case retrieval. A design case or subcase is then selected based 
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on the criteria for the best match. In the context of such case-based design 
systems, the choice of an initial design case can be crucial for the overall 
performance of the system. It is therefore important that the design system 
selects the best design case available. The relevance of cases to the new 
context are usually assessed on the basis of features shared between the 
current situation and prior cases in memory. For example, a design case 
sharing many features with the current design specifications is considered 
more relevant than a prior case sharing few features. 

The application of case-based reasoning to design assumes that the 
specifications of the new problem can be mapped onto an appropriate 
solution stored in case memory. In design problem solving, this implies that 
the specifications of a new problem can be mapped onto a design solution. 
One of the aspects of design that characterises it as ill-structured is the 
recognition that the specifications are ill-formed and frequently change and 
expand as the design process continues. Another aspect of design that does 
not readily fit into the case retrieval process is that the design specifications 
mayor may not make explicit the critical features of the design problem. For 
example the specification for a structural system in a new building may 
include the geometry and function of the spaces as defined by the architect, 
but it may not make explicit the height to width aspect ratio, whose value 
may indicate that the wind resisting system is the most critical aspect of the 
new design. These characteristics of design indicate that the case retrieval 
process needs to be reconsidered for case-based design. 

In this article, we argue that flexible retrieval mechanisms are essential in 
case-based design problem solving. Since the specifications for a new design 
are often incomplete and likely to undergo change, the case retrieval process 
needs to be an iterative process rather than single step process. We present 
two major iterative strategies for design case retrieval: index elaboration and 
index revision. We describe the role of design models in supporting such 
iterative case retrieval strategies. This paper is structured as follows. In section 
2, we review some of the approaches used for indexing and retrieval of 
design cases. In section 3, we present a case-memory model based on design 
cases and design models and describe how design models are used in 
memory organisation. Section 4 describes and illustrates two case retrieval 
strategies. Section 5 contains our discussion and conclusions. 

2. Indexing And Retrieval In Case-Based Design 

Case retrieval and best case selection is one of the key issues in case-based 
design. Case retrieval algorithms depend upon memory organisation and 
criteria for selecting the best case when presented with several partial 
matches. The objective of case retrieval is to retrieve the most relevant case 
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for the new problem context with minimum search. In applying case retrieval 
to design problem solving the difficulty lies in the ill-formed specification of 
a new problem and in the criteria for identifying the most relevant case, 
which is not necessarily the closest match. 

In many case-based reasoning systems, case retrieval is performed based 
on the similarity between the new problem context and cases represented in 
case memory. An indexing scheme which defines the conditions under which 
prior cases can be considered during new situations is used to search memory 
efficiently (Kolodner, 1984). How efficiently memory can be searched is 
strongly dependent on the indexing scheme used to organise design cases in 
case memory. A flexible indexing scheme provides multiple paths to a 
particular design case or part of it. Researchers in case-based design have 
proposed various methods and concepts for representing and indexing 
design cases. In many systems, each design case is broken into a set of 
subcases based on either functional decomposition or structural 
decomposition. Such an organisation of case memory allows the use of 
subcases (or parts) independently of the whole design case. 

Oxman (1992) describes an approach to construct a case memory in 
which design concepts are grouped together by links serving as system
defined indexes. Case indexing is predefined within the case memory 
organisation but case retrieval is an interactive process in which the user views 
various paths through case memory. 

Sycara and Navinchandra (1991) present a case-based mechanical design 
system, called CADET, in which case memory is made up of graph-based 
behavioural models of various mechanical devices. Cases are retrieved based 
on a match between behavioural graphs in case memory and the given graph 
or parts of it. If the given graph fails to retrieve cases from memory, then the 
graph is elaborated using certain behaviour preserving transformations. Case 
retrieval is based on the closest match between the graph representing the 
new design problem and the graphs in case memory. 

Hua and Faltings (1993) describe a case-based building design system, 
called CADRE, which represents geometric and topological properties of 
buildings. Case retrieval is a graph matching process using the topology of 
the new design and the topologies of the design cases stored in case memory. 
Again, case retrieval is based on the closest match between the new topology 
and those stored in case memory. 

In CADSYN (Maher and Zhang, 1993), each design case is stored in a 
hierarchical structure where each node in the hierarchy corresponds to a 
subsystem and is described by a label and a set of attribute-value pairs. 
Design cases in memory are indexed by two classes of indexes: design 
problem specifications and design solutions in terms of design subsystems. 
Case retrieval is achieved by finding the closest match for the given 
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specifications. If a relevant design case (determined by the user) is not found, 
the design specifications are decomposed into subsystems and case retrieval 
is applied to each subsystem design. 

KRmK2 (Stroulia et al, 1992) is a model-based reasoning system for the 
design of mechanical devices. KRmK2 uses multiple indices into the causal 
behaviours, desired functions, undesirable output behaviours, and structural 
components. Case retrieval is based on the closest match between the features 
of the new problem and the indices of previous cases. 

ARCHIE (Pearce et al, 1992) is intended to help architects understand and 
solve conceptual design problems. Each case in ARCHIE is indexed by 
several types of information such as design goals, design plans and design 
outcomes. Case retrieval is based on the closest match between the features of 
a new problem and the attributes of previous cases. 

Roderman and Tsatlouis (1993) describe a case-based design assistant 
system, called PANDA, in the domain of fire engines. The structural 
information of design cases is organised into hierarchies. Cases in the case 
memory are indexed according to their structural features. Each feature is 
assigned a weight indicating its importance in affecting the achievement of 
the overall design goals. Case retrieval is based on satisfying as many as 
possible of the strongly weighted requirements. Similarity is assessed by a 
method of weighted sums. The best case selection is based on the closest 
match. 

In the case-based design systems described above, case retrieval is 
implemented as a memory search procedure. The indices for retrieval are the 
designer's description of the problem. The case retriever identifies a set of 
cases in the case memory that match the description partially or completely. 
A scheme based on weighted features is commonly used to select the most 
applicable case from the retrieved cases. However, many researchers argue 
that in case-based design, the cases that are most similar to the new design do 
not necessarily generate the best designs. Kolodner (1989) points out that the 
best case to use is the one that contributes the most to the final design. One 
interpretation of this is that the closest match implies the least amount of 
adaptation is required, so the closest match contributes the most. Another 
interpretation is that the design that contributes the most is the one that has 
the most influence on the designer; where the match may be based on a 
critical feature rather than on a weighted count of the explicit specifications. 

Case-based design requires a reconsideration of the case retrieval process. 
More specifically, the nature of the representation of the new design 
specifications (as features, systems, or graphs), the criteria for identifying the 
most relevant case (as closest match or most critical match), and the 
procedure for searching case memory (as a single step or iterative process) 
need to be considered. In this article, we develop two strategies for case 
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retrieval that allow the exploration of the design problem using case 
memory. Our approach to case retrieval primarily integrates model-based 
feature extraction and feature-based memory search techniques. Case 
retrieval, under this view, is performed as a series of iterative processes rather 
than single memory search procedure. In this way, interactions with case 
memory are more flexible to make explicit changes in the specifications of 
the design in response to retrieved cases. 

3. A Memory Organisation Scheme For Design 

The content and organisation of case memory is fundamental for case-based 
problem solving since it defines both the problem space and the indices for 
locating specific states in the space. Memory must be organised in such a 
way that case retrieval can be done as flexibly and efficiently as possible. The 
case representation in our approach is based on design models. We present a 
system that can utilise the knowledge in design models to aid in organising, 
indexing and reasoning about design cases. A design model represents a 
range of design solutions and contains relevant design knowledge from 
which a number of different abstractions can be derived. 

Design models serve both as a basis for decomposing cases into subcases 
and for determining relevant or critical features to describe new design 
problems. Organisation of design case memory in terms of their components 
allows for the generation of new designs using parts of different cases. 
Design models provide for flexible indexing of case memory as they have 
many different abstractions. Our memory model is divided into two 
components: design model memory and design case memory. 

3.1. REPRESENTATION OF DESIGN MODELS 

A design model is a schema for organising design knowledge. In case-based 
design, a number of different types of design models have been used to 
capture design knowledge. Examples include: decomposition model (Maher 
and Zhang, 1993), function-behaviour-structure model (Stroulia, et al, 1992), 
and graph-based behavioural model (Sycara and Chandrasekeran, 1991). 

To support flexibility in both indexing and retrieving design cases we use 
a design model that represents function (F), behaviour (B), and structure (S) 
properties. Design knowledge representation using F-B-S models has been 
shown to be an effective basis for performing a design activity by reasoning 
at various levels of abstractions (Chandrasekeran, 1990 and Rosenman et al, 
1991). Our design model is similar to the design prototypes schema 
proposed by Gero (1990). 
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In the F-B-S model design attributes are grouped into three major 
categories: functions, behaviours and structure. The function attributes 
represent the purpose of the design entity, for example the function of a 
beam is to carry vertical loads. The behaviour attributes are a set of 
performances that allows the structure of an entity to achieve its functions, 
for example a behaviour of a beam is its deflection. The structure attributes 
are the properties of a design entity that describe its physical features, for 
example the structure attributes of a beam include its span and material 
properties. 

An attribute in a F-B-S model is described by its name as well as a set of 
facets. Some examples of facets used to describe design attributes are type, 
default, units, range and dimension. The semantics and use of these facets are 
briefly described below. 

• Type is used to specify the type of the value of an attribute. For example, the value 
of the attribute beam span is of float type and that of the material is of string type. 

• Default is used to specify the default value of an attribute. The default value of an 
attribute is used when there are no other means to determine the value of that 
attribute. 

• Range is used to specify the value ranges for an attribute. For attributes that are of 
numerical type, the range is a simple numerical range, and for attributes that are of 
discrete type, the range is a list of discrete values. 

• Units is used to specify how the attribute value is measured. For example, bending 
stress has the units Mpa. Some attributes, such as number of storeys and number 
of bays, etc. have no units associated with them. 

• Dimension is used to specify the dimension of an attribute. For example, 
dimension of attributes that measure linear distance is [L] and of attributes that 
measure area is [ L2]. 

Figure 1 shows a partial description of a design model representing the 
building structural system. The model provides information about the 
attributes that augment the attribute label. For example, the range of an 
attribute can be used to identify when a given value for an attribute is 
reasonable. All attributes are categorised as function, behaviour, or structure; 
this ensures that the attributes include the reason for the use of a particular 
case as well as describe its physical characteristics. 

3.2. REPRESENTATION OF DESIGN CASES 

The major knowledge source for a case-based design system is its design case 
memory which represents previous design solutions individually. In order to 
store a design case, the salient features that describe it need to be identified. 
Design cases can be large and complex. In order to organise and use design 
cases easily and effectively they are usually broken into pieces. In our model, 
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design cases are described by a vocabulary derived from design models and 
are organised into partonomic hierarchies of components and subcompo
nents. A similar approach for structuring design cases based on primitive 
generic components has been proposed by Alberts (1992). 

DESIGN MODEL: building-structural-system 

RELATION 
isa: building 
subclasses: low-rise-office, medium-rise-office, high-rise-office 
parts: grid-system, floor-system, core-structure, framing-system 

FUNCTION 
support-building-type 

value: office 
type: symbolic 

grid-geometry 
type: symbolic 
range: square, rectangular, circular, 

BEHAVIOUR 
building-slenderness 

type: numeric 
range: [4.5-5.5] 

lateral-displacement 
type: numeric 
units: mm 
dimension: [ L ] 

STRUCTURE 
building-shape 

range: rectangular, circular, square 
type: symbolic 

floor-to-floor-height: 
type: numeric 
range: [3.5 - 4.5] 
units: m 
dimension: [L] 

material 
type: symbolic 
range: steel, reinforced-concrete, 
precast-concrete, prestressed-concrete 

floor-system-type 
type: symbolic 
range: flat plate, flat slab, waffle system, 
band beam, beam slab 

resist-wind-Ioad 
type: numeric 
dimension: [F L -2] 
units: Mpa 

overturning-moment 
type: numeric 
units: Mpa 
dimension: [F L] 

cost -of-construction 
type: numeric 
units: $million 

number-of-stories 
type: integer 
range: [0-100] 

location-of-core 
type: symbolic 
range: eccentric, centred 

wind-system-type 
type: symbolic 
range: core, rigid-frame, 
shear-wall, core+frame 

Figure 1. A part of the F-B-S model of the structural system in an office building. 
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A design case is organised into a partonomic hierarchy in which each 
node is described by the most discriminating function, behaviour, and 
structure attributes. For example, the structural system in a building can be 
decomposed into a set of subcomponents as shown in Figure 2. Design cases 
do not contain any constraints or attribute relationships that are necessary to 
perform the design process. Such generic knowledge is stored in the design 
model memory and is derived through an inheritance mechanism when 
needed. Using this approach to case memory representation, only those 
constraints that are specific to the context of the design situation are stored 
with the case, more general constraints are stored in the design model. 

core-structure 

Figure 2. A component-subcomponent hierarchy for representing the structural system of an 
office building. 

We have developed a design case base from a collection of medium to 
high-rise buildings in Sydney. The structural design information was 
developed through the co-operation of the engineers in Acer Wargon 
Chapman Associates. Most design information was derived from structural 
design drawings and project reports. We collected about 20 building cases. 
We identified the most discriminating attributes of building cases according 
to its function, behaviour and structure properties. Many attributes are 
derived from the design models that describe F-B-S attributes and their 
interrelations declaratively. 

Each case in our case memory organisation is a single building design. A 
subcase is a structural component of the building, for example a rigid frame 
or a floor system component. The subcases are organised as a tree structure, 
representing the decomposition of the building into parts. An example of a 
subcase description is shown in Figure 3. The subcase represents the design 
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of the floor system from levels 1 to 17 of the building at 370 Pitt Street. The 
description attribute of the subcase provides general information to the user 
of the CBR system. The attributes xfig-file and acad-file have values that 
point to files that are used to illustrate the behaviour and structure, 
respectively. These three attributes are not used by the CBR system for 
indexing or retrieval, but facilitate the understanding of the case by the user. 
The attributes part-of and instance-of link this subcase to its root case and 
design model, respectively. The remaining attributes provide indices for 
retrieval and are categorised as function, behaviour, or structure. 

SUBCASElOOI 
description: 

"The floor system is a combination of standard Rescrete precast 'Formplank' panels 
supported by custom made precast beam shells and by facade wall panels. The ends of the 
'Formplank' panels rested on either corbels on the facade wall units or the upturned edges 
of the precast beam shells. These precast elements were used to produce a one-way slab, 
one-way beam system with structural detailing providing continuity between beams, 
precast columns and facade panels". 

part-of: 370Pitt 
instance-of: floor-system 

FUNCTION 
transmit-dead-load: 3 kPa 
transmit-live-load: 3 kPa 

BEHAVIOUR 
ftre-resistance-level: 2 hrs 
deflection: 18 mm 
shear-stress: 0.98 Mpa 
xtig-file: "370Pittlfloor-system.fig" 

STRUCTURE 
material: precast-concrete 
start-level: 1 
end-level: 17 
span-type: one-way 
maximum-span: 11 m 
typical-span: 9 m 
floor-depth: 250 mm 
span-to-depth-ratio: 44 
maximum-aspect-ratio : 4.2 
acad-file: "370Pittlfloor-system.sld" 

Figure 3. An example of design case representation using the F-B-S model. 

3.3. INDEXING DESIGN MODELS AND DESIGN CASES 

The indexing scheme is derived from the structure and content of case 
memory. We use a two-level indexing scheme for indexing design cases and 
subcases in the case memory. The first kind of indices is called category 
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indices. These are intended to support selection of a particular category of 
case memory. Each category within a design case is indexed by an 
appropriate label such as function, behaviour or structure. This indexing 
mechanism will allow the retrieval of design cases based on function, 
behaviour or structure properties, as illustrated in Figure 4. By focussing on 
one particular category of requirements and ignoring the other two, a 
different set of cases may be retrieved. This kind of flexibility plays an 
important role in assisting the designer to explore case memory by focusing 
on a particular combination of requirements at a time. The second kind of 
indices are called attribute indices which are simply based on attribute labels. 
This indexing mechanism is more common in CBR and assumes that the 
closest match is the most relevant case. The hierarchical organisation of cases 
allows the retrieval of parts of different cases to satisfy a particular set of 
design specifications. 

FUNCTION 
ATTRIBUTES 

CASE 
NODES 

BEHAVIOUR 
ATTRIBUTES 

CASE 
NODES 

STRUCTURE 
ATTRIBUTES 

CASE 
NODES 

Figure 4. Indexing by function, behaviour and structure attributes. 
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4. Case Retrieval Strategies For Design 

Although in case-based reasoning the goal is to retrieve the most relevant 
prior cases, the concept of relevance is not easily described in computational 
terms. One commonly accepted view is that relevant cases are those which 
match the most requirements of the current problem. As we pointed out 
earlier, in design the major difficulty is due to the fact that the design 
specifications are ill-formed and frequently change and expand as the design 
process continues. For a particular design situation, the most relevant case is 
not necessarily the closest match to the initial specifications but the one that 
satisfies all the critical requirements, including the ones that emerge as the 
design progresses. Therefore, case retrieval strategies for design problem 
solving must make explicit the most relevant match rather than the closest 
match. Given a set of initial specifications of a new design problem, the aim 
of the case retrieval process is to identify the most relevant design cases while 
allowing the design specifications to change and expand as the design 
process continues. In this section, we discuss two approaches for case 
retrieval: model-based index elaborations and index revision through feature 
extraction. 

4.1. CASE RETRIEVAL THROUGH INDEX ELABORATIONS 

In order to retrieve the most relevant cases to a given design problem, the 
case retriever depends on the explicit specification of the relevant set of 
requirements for the new problem. This should include the most critical 
features of the design problem. However, at the initial stage of a design, the 
designer may not be able to make all the critical features explicit. The utility 
of the specifications of a design problem depends on its relationship to the 
design cases already in the memory and the attributes used to describe the 
cases. Index elaboration as introduced in (Kolodner, 1984) is a process that 
transforms the given specifications of a new problem into a more appropriate 
set of specifications. The aim of the index elaboration process in design is to 
identify more discriminating and/or critical features which were not included 
in the initial specifications. 

Owens (1993) describes a mechanism for integrating feature extraction 
and memory search and for explicitly reasoning about the cost and benefits 
of individual features. The focus in Owens' approach is the efficiency of the 
search. In retrieving design cases there needs to be a consideration of 
efficiency of search but a focus on the identification of relevant features. We 
present a two-phase iterative case retrieval process model that makes use of 
index elaborations or feature extractions through model-based reasoning and 
feature-based memory search, as illustrated in Figure 5. 
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Design Retrieved 
Specifications Design Cases 

J 

, 
Index .. Elaborated .. Memory 

Elaborator .. 
Specifications 

-.... Searcher 

J - ~ 

Design Design 
Model Case 

Memory Memory 

Figure 5. A schemata of the case retrieval process using index elaborations. 

In order to achieve index elaboration, the case retriever performs 
incremental retrieval. In the first phase, a set of appropriate design models 
are retrieved using the initial specifications of a new design problem. For 
example, in the structural design of a building, the purpose of the proposed 
building, the grid geometry, the construction cost, etc are some examples of 
such initial specifications. The design models retrieved via the initial 
specifications are used to identify more discriminating and critical features of 
the new design problem. The F-B-S models provide the range and default 
values of various attributes which might indicate how critical or common are 
the current specifications. The selected design model provides additional 
specifications and/or identifies critical features of the new design problem. In 
the second phase, the elaborated specifications or the critical features are 
used to search case memory in order to identify the most relevant cases. 

Case retrieval occurs at two levels in index elaboration. The first operates 
in the design model memory space and the second in the design case 
memory space. Retrieval of design cases relies on the identification of a set 
of features to define the criteria for a match. The initial specifications 
provide the features for retrieving an appropriate design model. A closest 
match or weighted match algorithm is used. Once a model is retrieved, it 
provides a space for elaborating the indices. 

Index elaboration can occur in two ways: additional features are added to 
the specifications of the new problem, and critical features are identified that 
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characterise the new problem. A design model can provide additional 
features by association, the initial specifications provide a partial description 
of a design problem and the design model adds to the description. For 
example, the specification of a building by its grid geometry and number of 
stories can lead to the retrieval of a design model for a medium to high rise 
building. This design model includes the location of the core. This feature is 
then added to the initial specifications of the new design problem. In this 
type of index elaboration, the number of indices used to describe the new 
problem gets larger as more relevant features emerge from the retrieved 
design model. This process of index expansion is illustrated in Figure 6. 

Figure 6. Index elaboration by expansion of indices. 

A design model can identify critical features of a design problem by 
examining the values of the attributes in the initial specifications. For 
example the new design problem may include the slenderness ratio of the 
building. In the retrieved design model, the slenderness ratio has a typical 
range of values. If the slenderness ratio of the new design is outside the range 
of values in the retrieved design model this indicates that the slenderness ratio 
is a critical feature of the design. In this type of index elaboration, the 
number of indices used to characterise the new design problem gets smaller 
as the critical features emerge from the retrieved design model. This process 
of index reduction is illustrated in Figure 7. 

Critical 
Specifications 

Figure 7. Index elaboration by identifying critical specifications. 

To illustrate the index elaboration strategy for design case retrieval, lets 
consider that a designer specifies the following information about a new 
building. 
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New building specifications 
support-building-type: 
grid-geometry: 
construction-cost: 
number-of-storeys: 
floor-to-floor-height: 
width 

office 
rectangular 
<= $20 million 
30 
3m 
15m 

The case retrieval process begins with the above features about the new 
design problem. Using these features as indices, the system retrieves a set of 
design models that have the same features as the new problem specifications. 
The above specifications of the new building leads to the retrieval of the 
design model for a medium rise office building, whose features are listed 
below. 

DESIGN MODEL: medium-rise-office 

FUNCTION 
support-building-type 
resist-wind-Ioad 
grid-geometry 

BEHAVIOUR 
building-slenderness 
overturning-moment 
lateral-displacement 
cost-of-construction 

STRUCTURE 
building-shape 
floor-to-floor-height: 
material 
floor-system-type 
wind-system-type 
location-of-core 
number-of-storeys 

The above design model includes features such as the location of core, the 
material, the height to width ratio, the floor system type, etc which were not 
included in the initial specifications. These features are then added to the 
initial specifications of the new design problem where their values are known. 
Features whose values are not known form part of the design solution 
expected from the case-based reasoner. In this example, the building 
slenderness and the location of the core are known. The expanded set of 
indices are shown below. 
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Expanded new building specifications 
support-building-type: office 
grid-geometry: rectangular 
construction-cost: <= $20 million 
number-of-storeys: 30 
floor-to-floor-height: 3 m 
width 15 m 
building-slenderness 6 
location-of-core centre 

In order to identify critical features the value of the each specification is 
compared to the corresponding value range in the retrieved design model. 
Those values that fall outside the range are defined to be critical. The height
to-width ratio for a medium rise office building has a typical range from 4.5 
to 5.5. In the example above, the height to width ratio is 6. This indicates that 
the ratio is a critical feature in identifying relevant cases. That is, it is no 
longer relevant if the case is an office building or not, it is important that the 
retrieved case have a height to width ratio near 6. The reduced set of 
specifications for case retrieval are shown below. 

Critical new building specifications 
building-slenderness 6 

4.2. CASE RETRIEVAL THROUGH INDEX REVISION 

The second strategy for case retrieval that allows design exploration using 
case memory is index revision. In this approach, the case retrieval process 
begins with comparing a set of initial features with cases in case memory. 
Using these features, as indices, the system may retrieve a set of design cases 
that partially or completely match on the basis of those features. The re
trieved cases provide a set of alternative design spaces for the new design 
problem. Within each case is the possibility of identifying additional specifi
cations and eliminating existing specifications as features for a second itera
tion of case retrieval. The index revision process is illustrated in Figure 8. 

Index revision uses the categories of the specifications to identify 
alternative specifications. The initial case retrieval is based on the 
specifications within a single category, ie. function, behaviour, or structure. 
Using a F-B-S category as a basis for case retrieval can identify potentially 
relevant specifications from other categories in the retrieved case. The 
retrieval of a case based on the function category may provide structure 
attributes that are different to the structure attributes in the specifications of 
the new design problem. The structure attributes in the retrieved case can 
replace those in the new design specifications. 
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Memory 
Searcher 

Design 
Case 

Memory 

Index 
Reviser 

Retrieved 
Design Cases 

Figure 8. Case retrieval using index revision and iterative memory search. 

For example, a new building may be specified by a grid geometry with 30 
metre span and material of reinforced concrete. The span defined by the 
grid is a specification in the function category and is selected as the category 
for the first case retrieval. The cases retrieved that match the span have a 
structure attribute material with a value of prestressed concrete. As a result of 
this retrieval, the material specification is changed from reinforced concrete 
to prestressed concrete. The new specifications across all categories are used 
to search case memory again. 

Index revision is illustrated in Figure 9 as a shift in indices. The space of 
indices changes, but the change is not characterised as an increase or 
decrease in the indices, it is characterised as a change where some indices 
may be dropped and others added. This approach to case retrieval allows 
exploration when the revised indices are used to search case memory again. 

Initial 

Specification 

Initial Revi ed 
Specification 

Figure 9. Index revision as a shift in specifications. 
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5. Discussion 

In this paper, we have emphasised the need for flexible retrieval of design 
cases. We have presented an architecture of case memory that provides 
flexibility through the use of design models to represent and organise the 
information about design cases. Design model memory is a collection of 
inheritance hierarchies with general design models being on the highest level 
and specific design models on the lowest level. One of the major advantages 
of this memory model is that it provides a more flexible organisation of 
design case memory by integrating different abstractions of design models 
with each design case. 

Design cases are described by a vocabulary derived from design models 
and are organised into partonomic hierarchies of components and 
subcomponents. Each component of a design case is represented and 
indexed using function, behaviour and structure attributes. Design case 
retrieval can be based on function, behaviour, and/or structure attributes. The 
focus on one of the three types of attributes can result in a different set of 
retrieved cases. Moreover, the organisation of cases into hierarchies allows 
the retrieval of parts of different cases in design synthesis. 

We have argued that retrieval strategies that support the exploration of 
case memory are essential in case-based design problem solving. We present 
two iterative strategies for design case retrieval that allow the specifications of 
a design problem to change in response to the retrieved models/cases. These 
two strategies are called: index elaboration and index revision. The first 
strategy uses a two-phase case retrieval mechanism that combines model
based index expansion or contraction and feature-based case memory 
search. The second strategy allows for a shift in the indices through iterative 
memory search. These retrieval strategies do not necessarily find a case more 
efficiently than a single step search process, they are intended to formally 
support exploration of design case memory by considering the completeness 
and relevance of the new design specifications. As a result of applying these 
strategies, the designer uses case memory to help identify the new design 
specifications as well as to find a relevant case as a starting point for a design 
solution. 
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Abstract. This paper describes the Domain-Independent Design System (DIDS). DIDS 
enables knowledge engineers to rapidly build knowledge systems by providing libraries of 
reusable problem-solving procedures, called mechanisms. Instead of writing code, 
engineers build systems by selecting and combining elements from these libraries. 
Therefore, DIDS-developed systems are easy to build and are not brittle, i.e., they can be 
easily modified by replacing mechanisms. In addition, these systems are built on 
theoretically sound design models. To demonstrate these ideas, DIDS was used to solve a 
number of configuration-design tasks. The flexibility of DIDS-generated systems was 
shown by starting with an existing DIDS-generated knowledge system and then 
modifying it to perform other tasks. Only one or two mechanism substitutions were 
required to create these new systems. 

1. Introduction 

The brittleness of knowledge systems greatly increases their development 
costs and limits the range of applicable tasks. Knowledge-system brittleness 
refers to difficulties encountered when changing the problem-solving method 
used by a knowledge system to perform a new task. We postulate that there 
are at least two types of brittleness in knowledge systems: task-based and 
domain-based. A task-brittle system, for example, that validates a design by 
checking constraints cannot be modified to perform a part-selection task; a 
similar task that uses almost the same knowledge. A domain-brittle system 
cannot perform the same task in different domains. For example, such a 
system could diagnose problems in an elevator design, but not in a computer 
design. 

Task-based brittleness stems from inflexibility in the implementation of a 
system's problem-solving method (PSM) (McDermott, 1988), the sequence of 
problem-solving steps used by the system, which can be roughly 
characterized as a single-method architecture. These PSMs typically integrate 
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program-control knowledge (control flow in a program) with domain-specific 
search-control knowledge (knowledge used to find solutions quickly, or to 
find better solutions, that is specific to a domain). This is a natural thing to 
do, since program execution speed is enhanced. It is disastrous, however, for 
reusability, as it is impossible to make such a PSM domain independent, i.e., 
free of knowledge tying it to a particular application domain. Thus, by 
separating program-control knowledge from domain-specific search-control 
knowledge, we gain flexibility. 

Domain-based brittleness results from coding a knowledge base for use by 
a particular PSM, or by mixing domain-specific knowledge with the PSM. 
When the PSM changes, the knowledge base must change. More importantly, 
the knowledge cannot be used by other PSMs without substantial rewriting, 
even if the task performed by a new PSM is very similar to the original PSM. 
There appear to be two things that make knowledge bases particular to a 
PSM: implicit search-control knowledge is almost always contained in, or 
guides the organization of, the knowledge base; and, the data structures used 
in the knowledge base are idiosyncratic to each PSM. Considering that 
constructing large knowledge bases is a costly endeavor, reusing them is 
highly desirable. From a theoretical perspective, knowledge systems are not 
inherently brittle. Ideally, when it becomes apparent that a knowledge 
system's problem-solving method is no longer effective or efficient, it should 
be a simple task to change the PSM. Since both the original PSM and the new 
one perform virtually the same task, the knowledge they use is nearly 
identical. Therefore, the knowledge base created for the first PSM should be 
nearly sufficient for the second PSM. In practice, however, a significant 
amount of effort is spent adapting the knowledge base for the new method. 
Similar problems occur when adapting a knowledge system to a new task; the 
old and new methods and knowledge bases have numerous features in 
common, but the process of adapting the system is costly. 

In addition, there is also significant empirical evidence to suggest that 
brittleness is not an inherent property of knowledge systems (Runkel et ai., 
1994). First, a number of researchers have successfully ported systems from 
one domain to another by modifying only the domain-specific portions of 
the system's knowledge bases. Second, numerous researchers have shown the 
similarity across PSMs used to solve seemingly different tasks in different 
domains. Third, an analytical study of configuration design systems has 
demonstrated that these systems share a large number of computational 
mechanisms. That is, it was shown that steps in seemingly different PSMs in 
different domains could be implemented using a small number of reusable 
software procedures, called mechanisms. Fourth, preliminary experiments 
have shown that knowledge systems designed with brittleness concerns in 
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mind can be easily ported to new tasks, thereby significantly reducing the 
effort of making PSM changes. 

This evidence has led us to believe that knowledge system brittleness can 
be reduced by identifying the types of brittleness, their causes, and then 
developing a knowledge-system architecture that eliminates these causes. This 
hypothesis is the basis of the Domain-Independent Design System (DIDS) 
(Balkany et al., 1993), a system for rapidly generating non-brittle knowledge 
systems. DIDS is based upon a model of knowledge systems, called the DIDS 
model, that identifies the causes of brittleness and proposes a knowledge
system architecture that eliminates them. 

The solution to the brittleness problems lies in identifying and separating 
three types of knowledge: program control, domain-specific search control, 
and other non-search control, domain-specific knowledge. We claim that it is 
both possible and desirable to model each type of knowledge independently 
of the other types. The result of this separation is knowledge bases that 
contain only non-search control, domain-specific knowledge that c~n be 
represented in a canonical form. This knowledge base is usable by any PSM 
that adheres to a simple set of representation standards, as it is free of 
influences from any specific PSM. Furthermore, domain-specific search
control knowledge can be completely modularized and changed without 
impacting the PSM or the knowledge base. PSMs themselves are reusable, as 
the domain-specific knowledge they require is accessible through the 
knowledge base and need not be explicitly encoded within them. 

In addition, the brittleness of knowledge systems can be further reduced 
by modeling program-control knowledge using reusable mechanisms. 
Instead of implementing PSMs by starting with traditional programming 
languages, we take advantage of the similarity of PSMs across tasks and build 
libraries of mechanisms capable of automating a wide range of tasks. 
Knowledge systems are constructed by selecting mechanisms from this 
library and combining them to implement a PSM. PSMs constructed in this 
way are highly flexible since they can be easily changed by replacing one or 
more of the mechanisms they contain. 

A study of knowledge systems performing configuration-design tasks 
forms the basis of this paper, and configuration design remains the primary 
task used to test the brittleness-reduction properties of the DIDS model. (The 
DIDS model was generalized to encompass all knowledge systems after a 
configuration-specific model was developed.) The configuration-design task 
can be roughly characterized as designing an artifact that satisfies a user
given set of functional requirements and constraints, by selecting parts from a 
predetermined part catalog (Mittal and Frayman, 1989). Parts may also be 
connected or arranged geometrically. Configuration design is a good task for 
study, since the task is complex, and there exists wide variation across tasks, 
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but the task is sufficiently constrained to allow a mechanism library which 
covers configuration to be built. 

This paper demonstrates brittleness-reduction power of DIDS on a version 
of the VT configuration task (Gruber and Runkel, 1993). A description of 
the DIDS model and its brittleness-reduction properties is presented in 
Section 2. Section 3 demonstrates the brittleness-reduction properties of the 
DIDS model through the use of an example. This example, which describes 
an experiment recently performed with DIDS, demonstrates the ease with 
which a DIDS-generated configuration-design system can be modified to 
perform different configuration tasks. Finally, the paper is summarized in 
Section 4. 

Throughout the remainder of the paper, we use examples from the VT 
elevator-design system (Marcus et al., 1987). VT is a configuration system 
that designs elevators by selecting parts from catalogs to realize functions. 

2. The DIDS Model 

The DIDS model, like KADS (Wielinga et ai., 1992) and the problem-space 
computational model (PSCM) (Yost, 1993), identifies the building blocks of 
knowledge systems-search-control knowledge, knowledge structures (task
specific non-search-control knowledge), and mechanisms-as well as the 
relationships among them. This framework facilitates the construction of 
knowledge systems by reducing the process of building a knowledge system 
to the tasks of selecting and combining elements from a library. In addition, 
the modular structure placed on knowledge systems by the model reduces the 
brittleness of knowledge systems because it simplifies the process of making 
changes: a system can be easily modified by replacing one or more of its 
elements. 

Brittleness is also reduced by the model's distinction between knowledge 
structures and search-control knowledge. The distinction is made by viewing 
a knowledge system as performing problem-space search, which is similar to 
the PSCM. Knowledge structures define the types of knowledge that describe 
the problem space: the composition of each state in the problem space. 
Search-control knowledge is used by a problem solver to search the problem 
space efficiently, or to identify preferable solutions; search-control knowl
edge also determines which portions of the problem space can be pruned. 
Since the problem-space size undergoes a combinatorial explosion as the task 
size increases, search-control knowledge is critical for making design tasks 
tractable. 

This distinction divides the knowledge base into PSM-dependent and 
PSM-independent components. Since the knowledge structures define the 
knowledge necessary to describe a problem space, then all PSMs searching 
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this space must use these knowledge structures. On the other hand, search
control knowledge describes the types of knowledge a particular PSM uses to 
search this space, and will change from PSM to PSM. Therefore, the 
knowledge structures in a knowledge base can be reused between PSMs, but 
the search-control knowledge cannot. For example, each state in the problem 
space for the VT task contains a set of elevator parts (Figure 1). Each part 
provides an elevator function. The initial state contains no parts, and a goal 
state (i.e., a solution) contains a set of parts that realizes the functionality of 
an elevator, and satisfies all constraints. Elevator parts, the functionality of 
elevators, and constraints are knowledge structures. All knowledge systems 
solving the VT task can be conceptualized (abstracted) to search this problem 
space and use these structures. Furthermore, any PSM that works on elevators, 
as defined by the VT problem, regardless of the problem it is solving, will use 
these knowledge structures. 

FINAL 
STATE 

complete 
.... set of pails 
,K satlsfying all 
JI conslreints 

D Eliminated by 
search-control 
knowtedge 

Figure 1. Problem space for the VT task. 

Knowledge structures are defined in terms of objects and relations. 
Objects describe classes of concepts, and relations define relationships that 
exist among them. For example, a few of the knowledge structures in the VT 
task description are parts and functions, which are objects, and constraints, 
which are relations. The function knowledge structure represents the various 
functions that elevators perform, and the constraint knowledge structure 
represents restrictions on the way parts can be combined to realize functions. 

An advantage of using an object-relation model is portability. Knowledge
sharing languages, such as Ontolingua (Gruber, 1993), are built around this 
model. Thus, it is possible to easily share knowledge structures among 
different groups. 

The types of search-control knowledge used to perform the task, however, 
depend on the particular PSM used. A generate-and-test PSM does not use 
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any search-control knowledge: it (randomly) picks a state in the problem 
space and checks to see if it is a goal state. The VT system, however, uses a 
propose-and-revise method requiring fix search-control knowledge. This fix 
knowledge, describes for each possible constraint violation, a set of 
modifications to the design that will remove the violation; it also encodes sets 
of preferences over possible solutions. Fix knowledge improves the efficiency 
of VT's search, because when a state violating a constraint is reached, the fix 
suggests anew, similar state that does not violate any constraints, with no 
search required. 

The DIDS model contains two views of a knowledge systems: one at the 
knowledge-level (Newell, 1981) (KL) and one at the symbol level. The KL 
view, called the KL task description, describes the task automated by a 
knowledge system independently of an implementation. It describes the task's 
problem space and the knowledge structures from which the space is built. 
The symbol-level view of a knowledge system is represented by a process 
model. The process model describes the PSM that implements the problem 
solver, and the search-control knowledge it requires. 

2.1. KNOWLEDGE-LEVEL TASK DESCRIPTION 

A KL task description consists of: 
1. A description of the task's inputs and outputs. 
2. A problem space describing the space of possible solutions that may be 

searched. Note that this space is implicitly described; for real design 
problems, this space is too large to be represented explicitly. 

3. A set of operators describing how to both move from state to state in the 
problem space and determine if a state is a goal state. VT's problem space 
is searched by three operators: one that selects parts to reach a new state, 
one that evaluates whether or not all the functions are realized, and one 
that determines if all constraints are satisfied. 

4. A set of knowledge structures defining the states of the problem space. 
Operator descriptions are in terms of state changes. 

5. A knowledge base consisting of knowledge-structure instances defining all 
the non-search-control task-specific knowledge necessary to perform the 
task. The knowledge base containing the task-specific knowledge used to 
perform the task is defined by instantiating knowledge structures. For 
example, one of the knowledge structures for the VT task is a part, which 
represents components that are combined to produce an elevator. 
Instances of parts, such as 10hp, 20hp, and 30hp motors populate the 
knowledge base for the VT task. 

6. The initial state of the problem space. 
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2.2. PROCESS MODEL 

The process model describes how the KL task description is implemented. It 
contains: 
1. A set of mechanisms implementing the operators. 
2. A PSM controlling the mechanism execution sequence. 
3. A description of the search-control knowledge used by the mechanisms 
4. A standard set of data structures, which represent the knowledge structures 

and search-control knowledge. All communication between mechanisms is 
defined in terms of data structures. All mechanisms in the process model 
use the same data structures to represent each type of knowledge, allowing 
mechanisms to be easily reused: any mechanism using the data structures 
defined by the process model can be used in the process model. 

5. A set of transformations that describe how each knowledge structure is 
operationalized as a data structure. 

The fundamental building block of the process model is the mechanism. 
A mechanism is a reusable, software object that implements a portion of a 
problem-solving technique. A mechanism definition includes: 
1. Input and output specification: the data structures used by the mechanism 

to communicate with other mechanisms. 
2. Control-knowledge requirements: the types of search-control knowledge 

used by the mechanism. 
3. Code: the programming-language statements implementing the 

mechanism. 

For example, consider a mechanism that implements the select-part 
operator using constraint-satisfaction techniques (Figure 2). This mechanism 
assumes that knowledge structures are represented using a constraint network. 
This mechanism takes four inputs: a variable, the domain of the variable, a set 
of constraints, and an ordering over the elements in a variable's domain. This 
mechanism compares all elements of the variable's domain to the constraints, 
and returns the best element (where best is defined by the ordering) that 
satisfies the constraints. Figure 4 shows each of these inputs, with the 
knowledge structures they represent in the VT task. The control knowledge 
input does not have a counterpart at the KL; it gives a heuristic for choosing 
an element when more than one satisfy all the constraints. 

The mechanisms forming a process model are integrated into a control 
structure, called a PSM. The PSM defines both the control flow and data flow 
among the mechanisms. 

The final element of the process model is a set of transformations 
describing how to translate the knowledge structure representations into the 
process model's data structures. For example, Figure 3 shows the constraint-
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network data structures that represent a few of the VT knowledge structures. 
The transformations make lrnowledge-base reuse possible by representing 
knowledge bases in a general-purpose intermediate language. Before 
problem solving begins, the knowledge structures are translated into the 
process model's data structures using transformations. The transformations 
allow the process model's data structures to be modified, or the entire process 
model to be replaced, without changes to the acquired knowledge. Therefore, 
the transformations allow a knowledge base acquired for one process model 
to be reused for another. 

select-part mechanism 
Input: Variable (function), variable's domain (set of parts), 

Formula (constraints) 
Output: Domain element (part) 
Control Knowledge: Ordering over the variable's domain 

(prefer inexpensive parts) 
Algorithm: For each part in the variable's domain 

VT Knowledge 

Part 
Function 
Constraint 

check to see if it satisfies all the constraints 
If more than one part satisfies all the constraints 

Use the ordering to select the first (cheapest) part 
that satisfies all constraints. 

Figure 2. The select-part mechanism. 

Structure Constraint-Network 
Data Structure 
Domain element 
Variable 
Constraint 

Figure 3. A transformation from knowledge structures to data structures. 

2.3. KNOWLEDGE-SYSTEM DEVELOPMENT USING THE DIDS MODEL 

DIDS assists the knowledge engineer by providing tools for constructing, 
modifying, and maintaining components of the DIDS model: the KL task 
description and process model. In addition, DIDS provides libraries of model 
elements (mechanisms), so that knowledge systems can be constructed rapidly 
through reuse of model components. 

Building a knowledge system using DIDS is a three-step, iterative process. 
The three steps are listed below: 
1. Create KL Task Description: The task is analyzed to determine the 

problem space, knowledge structures, and operators. 
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2. Create Process Model: A process model is created by using the KL task 
description as a specification. This is done by selecting mechanisms from 
DIDS' libraries, and combining them to form a PSM. 

3. Acquisition, Testing, and Debugging: A knowledge base is acquired, and 
then tested by running the problem solver on test cases. Often, while 
performing knowledge acquisition or running test cases, problems will be 
found in the KL task description and process model. The knowledge 
engineer then revisits the earlier steps to update the knowledge system to 
remove these shortcomings. 
The architecture of DIDS closely matches this development process. DIDS 

contains two tools that are used to build the components of the DIDS model: 
the Task Editor and the Process Model Editor (PME). The Task Editor 
provides interfaces for specifying the KL task description. It includes 
interfaces for specifying the knowledge structures, operators, states, and the 
inputs and outputs of the task. The PME allows a knowledge engineer to 
browse the mechanism library to construct a PSM by combining mechanisms 
from the library. This editor also provides interfaces for specifying the data 
structures used to represent each knowledge structure. Once the mechanisms 
and data structures have been selected, the PME generates a problem solver, 
i.e., an executable program, and a description of the search-control 
knowledge used by the problem solver's PSM. 

3. Example: The Flexibility of DIDS-Generated Tools 

This section demonstrates the brittleness-reduction properties of the DIDS 
model by showing the ease with which DIDS-generated configuration-design 
systems can be modified to perform new tasks. This flexibility is demon
strated by summarizing an experiment recently run using DIDS. During this 
experiment, DIDS was used to generate a knowledge system automating the 
VT task. A version of the VT task description and problem space has been 
written in Ontolingua, and is being used by the knowledge-acquisition 
community for benchmarking PSMs and knowledge-acquisition tools. 

To show the flexibility of DIDS-generated systems, the VT knowledge 
system was created by extending another configuration-design knowledge 
system previously created by DIDS, instead of using the PME to create a new 
knowledge system from scratch. This other knowledge system automated the 
Sisyphus room-assignment task (Linster, 1993), which involved assigning 
workers to offices in the floor of an office building so that all constraints 
were satisfied. (For example, a smoker and a non-smoker cannot share an 
office, and managers must have centrally-located large offices.) 

We began the process of developing a knowledge system for the VT task 
by creating a KL task description (Figures 4, 5, and 6). The room-assignment 
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knowledge system was then modified to automate this task description. Next, 
in order show the flexibility of this system, the PSM used by this knowledge 
system was modified to make it more efficient. This task description, the 
knowledge system that implements it, its inefficiencies, and the modifications 
that removed these shortcomings are discussed below. 

3.1. CREATING A KL TASK DESCRIPTION FOR VT 

The knowledge structures describing the VT task are shown in Figure 4; as 
mentioned earlier, the objects are parts, functions, and attributes. The attribute 
knowledge structure represents properties of parts and functions, such as the 
cost of a part or the maximum amount of resources that can be expended to 
implement a function. A portion of VT's knowledge base described in terms 
of these structures is shown in Figure 7. For the VT task, the parts include 10, 
20, and 30 horsepower motors, and center-opening and side-opening doors. 
The functions performed by these parts are, naturally, motor and door, 
respectively. 

Elevator Design Knowledge Structures 
Knowledge Structure Type Description 
part object elements of the catalog combined to 

create designs 
function object describes the desired functionality of a 

design 
attribute object properties of functions and parts 
has-attribute relation relates parts and functions to their 

attributes 
performs-function relation relates parts to the functions they 

perfonn 
constraint relation describes algebraic relationships among 

attributes 
Figure 4. The VT knowledge structures. 

The relations for the task are: performs-function, has-attribute, and 
constraint. The performs-function relation describes the functions realized by 
each part, the has-attribute relation associates a part or a function with 
attributes that describe it, and the constraint relation describes algebraic 
relations among attributes. Figure 7 shows examples of these three relations. 
The performs-function relation is shown by the solid lines with solid 
arrowheads; the figure shows that the 10, 20, and 30 horsepower motors all 
perform the motor function. The has-attribute relation is shown solid lines 
with open arrowheads. For example, the motor function has two attributes: 
cost and required_hp. The dashed lines depict constraint relations; in the 
figure, the required_hp attribute of the motor function is constrained to be 
less than the hp attribute of the motor parts. 
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Elevator-Design Problem-Space Description 

Problem Space Knowledge 
Elements Structures Used in 

Description Description 
Inputs The desired Functions and 

functionality of attribute values of 
the elevator functions. 
specified as 
functions and 
constraints on 
part attributes 

Goals Cover all functions and satisfy all constraints Functions and 
constraints. 

States Sets of parts for partial or complete Parts 
solutions 

Output The set of parts covering all functions and Parts 
satisfying all constraints 

Figure 5. The elements of the VT problem space. 

The inputs, outputs, goals, and states in the problem space are defined 
using the knowledge structures (Figure 5). The goals of this task are specified 
with the function and constraint knowledge structures. The inputs to this task 
are a set of parts and attribute values for the attributes of the elevator's 
functions. The functions and their attributes define the desired functionality 
of the elevator to be designed. The output of this task is a set of parts 
covering the functions and satisfying all constraints. The states in VT's 
problem space were described earlier in this paper (Figure 1). 

There are three KL operators used to solve the task: select-part, test
constraints, and functions-covered (Figure 6). The select-part operator moves 
the problem solver to a new state where one part has been added. The test
constraints operator determines if a state violates any constraints, i.e., all the 
attributes of the parts in the state satisfy the algebraic relationships specified 
by the constraint relations. The functions-covered operator determines if the 
parts in the current state cover all functions. 

3.2. INITIAL PROBLEM-SOLVING METHOD-PROCESS MODEL 

After writing the VT task description, we noticed that it was remarkably 
similar to the room-assignment task description. Therefore, we started with 
the room-assignment process model and modified it to fit the VT task. The 
large amount of reuse between these two tasks demonstrates the reusability of 
DIDS' mechanisms. 
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select-part 
inputs: 
outputs: 
operation: 

test-constraints 
inputs: 
outputs: 
operation: 

J. T. RUNKEL ET AL. 

function, parts, perfonns-function 
selected part 
selects a part from the parts input that is related to the 
function input by the perfonns-function relation. 

parts, constraints, has-attribute, attribute 
TRUE or FALSE 
returns TRUE when the parts in the current state satisfy all 
the constraints 

functions-covered 
inputs: functions, parts, perfonns-function 
outputs: TRUE or FALSE 
operation: returns TRUE when all the functions required are 

implemented by the parts selected. 

Figure 6. The VT operators. 

, .................. .. 
Key 

o Attrlbute I 
• ~ Constraint 

I 0 Function 
.... Perfonns-Function 

DPart 
• Has-Attrlbute 

Figure 7. Knowledge structures representing a subset of the elevator domain. 

The process model used for the room-assignment task is based on 
constraint-satisfaction techniques (Mackworth, 1977). The problem is 
represented with a constraint network, where the knowledge structures 
represent a set of variables, a domain for each variable that defines the set of 
possible values for the variable, and constraints among the values of variables. 
This process model, therefore contains four data structures: variables, 
domains, attributes, and constraints. Variables are conglomerate objects 
consisting of a name and a set of attributes. Domains are data structures that 
hold a number of elements. Each person is represented by a variable, whose 
domain is a list of the rooms that person can be assigned to. Each domain 
includes a domain ordering, a form of search-control knowledge, that ranks 
the domain elements from most to least preferred. This ranking is a heuristic 
for finding which domain elements to try first when generating a solution. 
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1. WHILE (design-not-done (Functions functions-not-assigned-parts» 
Begin 

2. get-next-design-task (Functions functions-not-assigned-parts, 
function-to-assign) 

3. IF (lWt-{designed (FYnsti(}Rs funstion to assign))) 
4. order domain-(Ftmctions funstion to assign, Preferences p£0fs) 
5. WHILE (get-next-part (Functions function-to-assign, Parts part» 

Begin 
6. add-part (Functions function-to-assign, Parts part, 

Functions functions-assigned-parts, Constraints consts) 
7. IF (designed (Functions function-to-assign» EXIT-LOOP 

End 
8. IF (not (designed (Functions function-to-assign») 
9. chronological-backtrack (Functions functions-not-assigned-parts, 

functions-assigned-parts, function-to-assign) 
End 

10. display-solution (Functions functions-assigned-parts) 

Figure 8. Initial version of the process model for the VT task, modified from the room
assignment process model. 

The constraint network performs a special form of arc consistency 
(Mackworth, 1977) called constraint propagation as variables are assigned 
values. It uses the constraints and domains to identify infeasible values for 
variables, and then removes these values from the variables' domains. 
Furthermore, arc-consistency and node-consistency operations ensure that the 
network is relaxed, i. e., all values that are provably infeasible are removed 
from domains. These operations, which are assumed by mechanisms, and 
hence the PSM, provide supporting inference techniques. 

In the constraint-satisfaction process model, problem solving proceeds 
using chronological backtracking to find values for the variables that satisfy 
all constraints. The problem solver iterates over all the variables in the 
constraint network and assigns values to them one at a time. A variable 
assignment is made by first sorting the variable's domain elements using the 
domain ordering, and then iterating over all the domain elements until an 
element is found that does not violate any constraints. If a domain element 
satisfying all constraints cannot be found, then chronological backtracking is 
used to undo previous variable assignments. 

Figure 8 shows the PSM generated by DIDS to perform the room
assignment task. The mechanisms are highlighted in boldface, and the 
outermost WHILE loop defines the loop over which the problem solver 
iterates. Mechanism parameters are represented in the form: «parameter
type> <parameter-name> [, <parameter-name> ... D. Mechanisms that 
execute conditionally are contained within the IF and WHILE statements 
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inside of the outer WHILE loop. A complete description of the functions of 
the mechanisms used in the PSM, along with their characterizations, is given 
in (Balkany et ai., 1994). 

Adapting the room-assignment problem-solver to the VT task took two 
iterations. The initial version of the VT process model consisted of the room
assignment process model with the order-domain mechanism removed, as 
shown (struck) in Figure 8. This mechanism, while useful for the room
assignment task, is not necessary for VT. 

A simple mapping represented the knowledge structures in the VT task 
description (Figure 9) using the data structures in the process model (Figure 
10). Functions, parts, and constraints are represented as variables, domain 
elements, and constraints, respectively. Attribute slots on variables and 
domain elements represent the attributes of parts and functions (has-attribute 
and attribute knowledge structures). The performs-function knowledge 
structure determines the domain elements of the variables; the domain 
elements of a variable are the parts that perform the function the variable 
represents. For example, Figure 10 shows the process-model representation of 
the knowledge structures shown in Figure 9. 

VT Knowledge Structure Constraint Network Data Structure 

Part Domain Element 

Function Variable 

Constraint Constraint 

Attribute Slots 

Has-attribute (parts to attributes) Slots on domain elements 

Has-attribute (functions to attributes) Slots on variables 

performs-function Domain of variables 

Figure 9. Transfonnation from VT knowledge structures to data structures. 

Variable: Door 

opeoing .. Jype: side 

t.:onstralnt 1 
(opening type of part 

assigned to door) = (opeoing 
type of door) 

Variable: Motor Constraint 2 
Domain: {IOhp_motor, 20hp_motor, - (horsepower of part assigned to 

3Ohp_ Motor» 
Value: 30hp....motor (required horsepower of Motor) 

required_hp: 33 ~ 
~ 

Figure 10. Constraint-satisfaction process model used to represent configuration knowledge 
structures. 



GENERATING NON-BRITILE CONFIGURATION-DESIGN TOOLS 197 

3.4. INITIAL RESULTS 

The initial knowledge system successfully solved the VT task, although its 
performance was disappointing. It required about an hour to solve the task. 
The results of this experiment were encouraging, however, because they 
showed that a large amount of mechanism reuse was possible across 
seemingly significantly different configuration tasks. As Figure 12 shows, the 
mechanisms, and constraint network forming the room-assignment 
knowledge system required about a person year of effort to develop. In 
comparison, the VT knowledge system required a little over two person 
months to develop, because all the mechanisms were reused. Most of the 
system-development time was spent building a knowledge base. 

&wm Initial Ele:y:ator final EI~ViUQI 
Assi~Dm~nl 

Task Size 

Number of parts 20 91 91 
Number of functions 20 28 28 
Number of attributes 160 436 436 
Number of constraints 4000 333 333 
Number of fixes 0 0 62 

Mechanism Reuse 

Number of mechs used 8 7 7 

Number of mechs reused 0 7 6 

Figure 11. Mechanisms' reuse in the VT task. 

&QQm lni1i.al Einal Th1al 
Assi~n~Dt El~:y:atQ[ ElevatQI Elevator 

Development Time 

Man-hours to write task 3 3 0 3 
description 
Man-hours to develop 2080 I 39 40 
process model 
Run Time 

Run time in minutes 60 60 10 

Figure 12. Development and run times for the VT task.! 

1 Numbers in the table are estimates. Detailed records of the time spent on each task were 
not kept during the experiment. 



198 J. T. RUNKEL ET AL. 

3.4.1. Performance of the Initial System 
The inefficiency of the VT process model was caused by the significant 
amount of backtracking required to solve the problem. In contrast, Marcus' 
VT problem solver reduced the amount of backtracking by using fix 
knowledge. Fixes allow solutions to be found more quickly, but are not 
necessary to solve the problem. 

In the VT task, fixes come in two forms. One type suggests part upgrades 
likely to remove a violation. Since the process model performs chronological 
backtracking, it does not require this information. Eventually, after poten
tially much search, chronological backtracking would find the combination 
of parts that removed the violation. The second type of fix suggests a modifi
cation to an attribute value likely to remove a violation. The propagation 
capability of the constraint network assigns values to many of these attributes. 
Instead of picking initial attribute values and then modifying them using 
fixes, as suggested by the Marcus VT PSM, our process model selects parts 
and then, tries to compute legal attribute values by propagating the attribute 
values of the selected parts through the network. This approach works, but is 
inefficient because it requires a significant amount of backtracking. 

In order to improve the efficiency of the problem solver and to test the 
flexibility of DIDS-generated knowledge systems, the initial version of the 
VT knowledge system was extended to use fix knowledge. Note the benefits 
of the DIDS model-knowledge system modularity and separation of 
knowledge structure and search-control-knowledge dependent components
were prominent when this change was made. Because fixes are search-control 
knowledge, the task description and most of the elements of the process 
model were unaffected by the change. The use of fixes in the process model 
is described below. 

3.4.2. Revised Process Model 
The process model was modified to use fixes by replacing the add-part 
mechanism with the add-part-using-fixes mechanism. The add-part mecha
nism added a part to the design unless it caused a constraint violation. The 
add-part-with-fixes mechanism adds a part to the design if it either does not 
cause a constraint violation, or if the constraint violation can be repaired us
ing one or more fixes. The revised version of the process model is shown in 
Figure 13. 

3.5. FINAL RESULTS 

The fix knowledge had the desired result, reducing the problem-solving time 
to about ten minutes. This is because, as expected, the amount of 
backtracking required by the process model was significantly reduced. 
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1. WHILE (design-not-done (Functions functions-not-assigned-parts)) 
Begin 

2. get-next-design-task (Functions functions-not-assigned-parts, 
function-to-assign) 

3. WHILE (get-next-part (Functions function-to-assign, Parts part)) 
Begin 

4. add-part-with-fues (Functions Junction-to-assign, Parts part, 
Functions Junctions-assigned-parts, 
Constraints consts, Fixes fixes) 

5. IF (designed (Functions function-to-assign)) EXIT-LOOP 
End 

6. IF (not (designed (Functions function-to-assign))) 
7. chronological-backtrack (Functions functions-not-assigned-parts, 

functions-assigned-parts, function-to-assign) 
End 

8. display-solution (Functions functions-assigned-parts) 

Figure 13. The VT PSM using fixes. 

The addition of fixes demonstrated the flexibility gained by separating 
knowledge structures and search-control knowledge (Figure 11). Most of the 
knowledge system was unaffected by the addition of fixes; one mechanism 
was replaced. In addition, no modifications were necessary to use the knowl
edge base created by the first knowledge system for the final knowledge 
system. The only changes to the initial knowledge base were the addition of 
62 objects to represent the 62 fixes listed in the VT task description. The other 
objects in the knowledge base were unaffected by this addition. 

The amount of effort required to build the final knowledge system from 
the initial knowledge systems was small (Figure 12). The new add-part 
mechanism, which uses fixes, took about one week to develop. Acquiring and 
debugging the fix knowledge took a little over one day. 

4. Summary 

This paper presents the DIDS solution to the VT task. It demonstrates the 
flexibility of DIDS-generated knowledge systems and how the reuse of 
mechanisms dramatically reduces the time and effort required to build these 
systems. The basis of the DIDS approach is its model of knowledge systems, 
which models knowledge systems at both the knowledge and symbol levels. 
The KL view describes the task being automated in terms of knowledge 
structures and operators. The symbol-level view is represented with a process 
model containing a sequence of mechanisms implementing the task 
description. By building knowledge systems from mechanisms, DIDS reduces 
both the development time and brittleness of these systems. Systems can be 
quickly developed by selecting these elements from libraries, and can be 
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easily modified by replacing or adding these elements. The VT experiment 
demonstrated the power of this approach. 
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Abstract. Configuration is distinguished by two important aspects: the inherent well-struc
turedness of the problem description, and the synthetic type of problem solving. Up to now 
there is quite a number of (more or less) ad hoc approaches to configuration - but we are still 
missing a comprehensive formal treatment. In order to be adequate a formalization of con
figuration has to take both aspects into account: the well-structuredness and the synthetic 
problem solving type. In this paper we introduce a formalisation of configuration, called the 
Constructive Problem Solving (CPS). CPS formalizes the task to construct for a given speci
fication, which is described as a finite set oflogical formulas, a semantical model that satis
fies the specification. In this approach, a specification consists of two parts. One part de
scribes the domain, the possible components, and their interdependencies. The other part 
specifies the particular object that is to be configured. We give a sound CPS calculus, which 
is complete in the sense, that one can compute solutions to configuration problems if they 
exist. Our CPS approachhas been implemented in a prototype system as a meta interpreter 
based on a CLP(R) like system. Our ideas will be illustrated with an example from program
mable logic control (PLC) units. 

1. Introduction 

Configuration mainly comprises the selection (and instantiation), parametrization, 
and composition of components out of a pre-defmed set of types in such a way, that 
a given goal specification as well as a set of constraints characterizing the domain in 
general will be fulfilled. 

Today configuration problem solving can be considered as an established field 
of AI applications. There seem to be mainly two reasons for this: first the great po
tential of application, which makes it an interesting field for many users; and second 
because configuration domains are distinguished from many other domains - in
cluding design - by their inherent well-structuredness (which makes it an attractive 
field for AI techniques available today). 

Though this all sounds quite optimistic, we're still missing a comprehensive 
theory of configuration: up to now there is no overall expressive andformal descrip
tion of configuration problem solving. There are many (more or less ad-hoc) ap
proaches (see for instance Owsnicki (1988) or Searls and Norton, 1990), pointing 
out various aspects of the overall configuration problem solving process (function-
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to-structure transformations, hierarchical refinement Tank (1990), resource-based 
approaches (Heinrich (1989), Stein and Weiner (1991), Heinrich and Juengst 
(1991), etc.) - but none of them provides the necessary global problem solving par
adigm of configuration (Cunis, 1991). 

The main reason for this seems to be the needed synthetic kind of problem solv
ing characterizing configuration. The great majority of well-formalized approaches 
known today are deductive ones, i.e., they are proof oriented, not synthesis oriented 
(for an overview see for instance Lloyd, 1990). On the other side, synthetic aspects 
playa major role in a lot of problem classes, thus research is under way at many 
places on such topics as abduction (O'Rorke (1990+1991), Lloyd, 1990), model 
generation (Manthey and Bry (1988), Denecker and DeSchreye (1992), Fujita et 
al., 1992), model elimination (Stickel (1985), Bowen and Bahler, 1991 + 1993), etc., 
which could provide a suitable formal platform for synthetic problem solving. 

The Constructive Problem Solving (CPS) has been developed in Klein (1991) as 
an expressive, well-formalized approach to configuration, which is based on an 
analysis of configuration-typical knowledge structures and problem solving steps, 
and which points out the synthetic kind of problem solving characterizing configu
ration. For these reasons, CPS has been formalized as model construction. It pro
vides a well-formalized knowledge representation scheme (a modified feature logic 
as in Schmidt-SchauB and Smolka (1988) including Tarski-style semantics) as well 
as a set of inference rules allowing to express the typical problem solving activities. 
On this foundation a comprehensive analysis of the formal characteristics (as deci
dibilitiy, complexity, etc.) of configuration problem solving has been performed, 
and assertions about efficient operationalization, control structures, etc. will be en
abled. 

In Buchheit et al. (1993) a first complete well-founded description of Construc
tive Problem Solving has been given. Due to the expressive knowledge representa
tion provided within that calculus (concepts and taxonomic hierarchies, attributes 
and roles, clauses and various forms of constraints, which all is necessary for an ade
quate description of real-world configuration problems), a quite complicated 
theoretical "apparatus" with an extensive set of inference rules has been developed, 
which makes the whole formalism quite complex. 

In the sequel a short outline of the Constructive Problem Solving (CPS) ap
proach will be given based on a restricted representation language and a corre
spondingly reduced calculus. This provides a platform for discussing basic issues of 
the approach as well as problems of expressiveness, efficiency, etc. As an illustra
tion of these ideas, a short example from programmable logic control devices 
(PLC's) will be used throughout this paper. 

In order to provide a motivation, we start with a discussion of the basic ideas be
hind CPS (section 2). The restricted knowledge representation language (called L ~ 
will be introduced in section 3, followed in section 4 by the correspondingly re
duced CPS calculus (called CPSo). 
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Of course, this language L Dis (much) too weak to express all the things needed in 
real-world configuration problems. Thus, in section 5 various extensions of this lan
guage LD and - correspondingly - of the formalism will be outlined. We close in 
section 6 with a discussion of the problems and merits of the CPS approach, and 
compare it with related works. 

2. The Basic CPS Idea: Configuration as Model Construction 

2.1. KNOWLEDGE REPRESENTATION IN CONSTRUCTIVE PROBLEM 
SOLVING 

One of the special features of configuration is its inherent well-structuredness: we 
can imagine configuration (maybe in a certain approximation) as a problem class 
with no indefinite goals, no unspecified constraints, with completely described ob
jects, relations and constraints between them, etc. This provides a suitable platform 
for a formal description of configuration knowledge (which is normally not achiev
able in many design problems in this way - see for an overview Gero, 1992+ 1993). 

A comprehensive analysis of the typical knowledge structures in configuration 
problems revealed, that configuration knowledge can be represented within the fol
lowing main KR categories: 
• First, we have a clear distinction between object-level knowledge and control 

knowledge. The object knowledge allows for an explicit representation of all the 
objects and object classes, their properties, constraints, etc., which are relevant 
in the domain, whereas the control knowledge represents the various strategies, 
heuristics, etc l . 

• Due to the well-structuredness in configuration, the object-level knowledge can 
be divided into two well-distinguished categories: general domain knOWledge, 
and case-specific knowledge. The case-specific knowledge consists of know
ledge about the concrete configuration problem to be solved as well as of know
ledge about the generated solution. In configuration problems, such a solution 
normally has to be formed out of descriptions of technical devices by which a con
crete system is built up as well as their relationships. For instance, descriptions 
of the technical devices as they show up in a catalogue can be part of a solution2. 

In contrast, the goal specification can contain more general statements (leaving 
certain degrees of freedom for the overall solution generation). Thus the general 
domain knowledge should contain expressions (called the definitional know
ledge), which relate the more general notions in the domain to the more specific 

1 This will not be dealed with here. We only want to point out, that the explicit representation 
of the object level knowledge as well as the formulation ofthe configuration-typical CPS in
ference rules provide a necessary pre-requisite for an adequate representation of the control 
knowledge. 

2 To have a solution containing assertions like "any cpu" or "any crate" makes no sense, be
cause nobody will be able to insert "any cpu" or "any crate" into the concrete configuration. 
What one can say is take a cpu of type "xyz-123" or a crate of type "alpha". 
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• Beside the deftnitional knowledge the general domain description should contain 
various forms of consistency information (constraints). They facilitate the expli
cit representation of knowledge about inconsistent solutions (negative con
straints) as well as knowledge about necessary preconditions of any solution, es
pecially knowledge about completeness of solutions. 

The identiftcation of these conftguration-typical knowledge structures has been 
shown to be an essential precondition for the formulation of the CPS calculus, 
which makes use exactly of these categories. 

The basic principles of configuration knowledge given here will be illustrated 
with an example from programmable logic control (PLC) devices: The defmitional 
knowledge, for instance, has to represent the fact, that cpu boards, communication 
boards, power supply units, etc. all are boards, or that crates can be main crates or 
additional crates. Constraints describing consistency information in the domain are, 
for instance, the need for every board to be placed in any crate or the need for every 
main crate to contain a cpu board (completeness constraints), or that various board 
types as well as main and additional crates are incompatible (negative constraints). 
A goal than contains, for instance, a set of boards needed in a speciftc conftguration 
(each described by a set of attributes) and some relations thye have to possess. 

2.2. THE BASIC CPS IDEA 

We will now outline the basic idea underlying our formalization of conftguration: a 
conftguration problem solver gets as input a goal speciftcation of the system to be 
conftgured (a set G of logical formulas) and produces as output a semantical model 
C of this specification. Of course, this idea needs some refinement in order to be 
useful. 

We suppose that we are given a logical language, with signature l:, that allows us 
to talk about the systems we are interested in. In addition we assume that there is a 
sublanguage, called the basic language, - whose signature 4,asic is a sub signature 
ofl: - that gives us the vocabulary to name the technical devices by which a concrete 
system is built up as well as their relationships. One can imagine that the names of 
the technical devices in a catalogue are part of4,asic. We assume that the basic lan
guage is rich enough to describe concrete systems. We distinguish between the two 
languages because the speciftcation of a system to be conftgured will be given using 
the overa11 language, whereas descriptions of models that satisfy the speciftcation 
consist only of basic formulas. 

The representation of the domain knowledge about technical systems will con
sist of the two parts: the definitional knowledge, that relates the abstract notions, 
i.e., the elements of l: \ 4,asic, to the basic language, and the consistency informa
tion. The definitional knowledge will be represented by a set D of formulae in our 
language. The consistency information will be a set I of integrity constraints. The 
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goal specification of a system to be configured will be given as a finite set G of for
mulas of the general language. 

In order to define more precisely which structures are solutions to such a specifi
cation we need some technical definitions. 

Given a signature 1:, an interpretation of 1: is a l:-structure I = (A, . ~ consisting of 
a set A of elements (the universe), and an interpretation function3 .1. Now let C be 
any ~asic-structure and F a set ofl:-formulas. This structure C can be extended to a 
l:-structure C by use of the definitional knowledge D in a unique way (Buchheit et 
al., 1993). Then we write 

C I=DF 
in order to express that F holds in the extension of C defined by D. 

Now we are ready to outline the main idea of Constructive Problem Solving: 
given a configuration domain (characterized by the definitional knowledge D and 
the domain constraints I), and a concrete configuration problem (described by a 
goal G), a solution will be afinite model C fulfilling the following conditions (with 
3.G being the existential closure of G): 

C I=D 3.G and 
C I=D I 

Thus, any solution C to a given configuration problem G is a model, which has to 
fulfIl - using the definitional knowledge D - (the existential closure of) this goal 
specification, and it has to fulfIl the constraints in the domain. 

In this way CPS model construction provides a well-founded approach to the 
synthetic type of configuration problem solving. 

3. The Language LO 

In Buchheit et al. (1993) an expressive knowledge representation language had 
been provided (including concepts and taxonomic hierarchies, attributes and roles, 
clauses and various forms of constraints), resulting in a quite complex set of CPS 
inference rules. Though this is by no means too expressive, for a discussion of the 
basic CPS idea we'll give here a much weaker representation language LO and the 
correspondingly reduced set of inference rules. In order to be useful as a CPS dem
onstration language, this language L ° will allow to represent configuration knowl
edge in its major aspects: definitional knowledge, completeness and inconsistency 
information (constraints), and the case-specific knowledge. 

By reasons of expressivity, representational adequacy and reasonable computa
tional properties, our language will be made up of a (modified) feature logic 
(Smolka, 1988). This language LOwill be based on a signature 1:, which consists of 
two (disjoint) sets: a set S of sorts A (concepts or classes - including the unique sym
bols T ("anything") and.l ("nothing") and a subset SO of basic sorts), and a set F of 

3 The technical details will be described below. 
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features f,g,h describing attributes4, which can be composed to feature paths p,q (in
cluding the empty path E). Additionally, we have constants a,b,c describing objects, 
and variables x,y,z - both together forming the set of terms5 (denoted s,t,u). 

In L0the following expressiveness will be provided: 
• sort expressions E allow to represent interrelations between sorts and features: 

E,E' ~ TI.LIAIEAE' If~Elp=q 
Though L Ois not a very expressive language, sort expressions can be - in addition 
to the sorts "anything" and "nothing" - sorts, conjuntions of sort expressions, re
strictions (selections) of feature values to certain sort expressions, and constraints 
expressing the necessary equality of feature path slot fIllers (agreements). 

• A restricted form of sort expressions will be needed consisting only of feature se
lections (f~E) or agreements (p = q) in order to avoid unintended "interactions" 
(see below) within a knowledge base. 

Domain Knowledge 
In L°three forms will be provided to represent domain knowledge: 

Object (taxonomic) hierarchies are encountered in many fields. Due to the well
structuredness of configuration, a typical feature of object hierarchies here is that 
every object class (sort) covers all its subclasses6. Thus, in LOdefinitional knowl
edge can be represented as a set D of cover axioms. Inclusion and disjointness ax
ioms are the forms of consistency information representable in L 0. Inclusion axioms 
allow to express conditions, under which a configuration will be complete 7, and dis
jointness axioms provide inconsistency information: 

• cover axioms: A := Al v A2 v ... V An 
The defmitional knowledge in LO will be provided as a set of cover axioms, with 
the meaning, that every object in A has to be either in Al or in A2 or ... in An. No 
other way is allowed for any object to be in sort A. As a consequence, every sort 
A It A2, ... , An is a subsort of A. Thus the set of cover axioms defines a taxonomic 
hierarchy on the set of sorts. Basic sorts never occur on the left side of a cover 
axiom, non-basic ones have to be defined by such an axiom. 

• inclusion axioms: A :< E 
The intended meaning of these inclusion axioms is, that every object in A has to 
fulfill the restricted sort expression E, too. 

• disjointness axioms: A I II A2 
with the intended meaning, that no object can be both in Al and A2. 

4 Remark: all features will be basic here. 

S Thus in LO only a very restricted form of terms can be represented. 

6 For instance, in our PLC example every board is either a cpu board, or a communication 
board, or ... , and there are no other boards in that domain. 

7 For instance having the inclusion axiom (see the example below): 
'board :< placed=>crate' means, that every consistent solution to a configuration goal has 
to contain values of the 'placed' feature for each instance of 'board' (including the subsorts!, 
with a value in sort 'crate'). 
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In order to avoid too complicated inferences, some restrictions have been ap
plied to these representational means. They guarantee, that all sUbsumption rela
tions are defined only by cover axioms, not through interactions with the other 
forms of knowledge representation (see also Buchheit et al., 1993). 

It seems to be useful to augment these basic representational facilities by the 
introduction of sorts consisting of enumerable sets of constants (called attribute 
sets: A := {at. a2, ... , an}). 

Semantics of LO 

We can derme a set theoretic semantics of this language in the usual way: an inter
pretation is a pair I = (d, .I) with d being a non-empty set (the universe), and .I being 
an interpretation function mapping sorts to subsets of the universe, and features and 
paths to partial functions from the universe to itself (with dom(fI) meaning the do
main of a function P): 

TI =d 
.lI = 0 
(A)I =AI~d 
(E /\ E')I = EI (") E'I 
(f=>E)I = {a E dom(P) 1 P(a) E EI } 
EI(a) = a for every a E d 
(pf)I(a) = fI(pI(a» for every a E d 
(p = q)I = {a E dom(pI) (") dom(qI) 1 pI(a) = qI(a)} 

In order to be a model of a set of cover axioms, inclusion and disjointness ax
ioms, an interpretation I = (d, .I) has to fulfil the following equations for all these 
axioms: 

I 1= A := Al v A2 v ... v An 
II=A :<E 
II=A II A' 

iff AI=AIIuA2Iu ... uAnl 
iff AleEI 
iff AI~A'I=0 

The PLC Example: Domain Knowledge 
Programmable Logic Control units are configured of various boards providing a 
certain computational, communicational, or control functionality, which have to be 
arranged in certain crates. Some (relatively simple) constraints have to be fulfilled 
concerning compatibilities or necessary conditions. 

With these LO representational facilities at hand we can express (parts of) our 
knowledge about PLC's as follows: 
• cover axioms: boards:= cpu v comm_device v ... v esu 

cpu := cpu_ with_comm v cpu_ withouCcomm 
crate := main_crate v add3rate 

the sort 'board' covers the various board subtypes: cpu's, communication devi
ces, electrical support units (esu), etc. Cpu boards exist in two variants: with and 
without communicational facility (thus being disjoint - see below), and crates are 
either main or additional crates (being disjoint). 
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• inclusion axioms: 
board:< placed~crate 
cpu :< placed~main3rate /\ processor.placed=E 
crate :< el_support~esu /\ eCsupport.placed=E 
main_crate :< processo~cpu 
add_crate:< connected~main_crate 

Each board has to be placed in a crate. Cpu boards must be placed in main3rates 
(for which they provide the processor). Each crate needs an electrical support unit 
placed in it, and additional crates must be connected to the main crate. 

• disjoint axioms: 
main_crate II add_crate 
cpu_ with30mm II cpu_ withouCcomm 
crate II board 

Main and add crates are disjoint, as well as cpu boards with and without communi
cation facility. Crates and boards are disjoint sorts. 

Case-specific Knowledge: Constraints 
With these representational facilities of general domain knowledge in LO, the case
specific knowledge about concrete configuration goals and solutions can be ex
pressed by a set of constraints. Constraints are an augmentation of this language en
abling the expression of knowledge about individual terms (objects and variables), 
which have one of the following forms: s:E (term s is in sort expression E), and spt 
(terms s and t are related by a feature path p). Especially the following goal and con
figuration expressions will be provided in LO: 
• goals: s:E (term s has to be in sort expression E ) 

sft (feature f of term s should have value t) 
• configurations: a:A (object a is in sort A) 

atb (feature f of object a has value b) 
The main point here is,that in L ° configuration solutions are not allowed to con

tain variables - in contrast to goal specifications: this restriction has been applied by 
reasons of simplicity of the formalism - of course at expense of efficiency (see be
low)8. Nevertheless, the possibility to express variables in goals shows to be quite 
valuable in many cases. In configuration solutions only atomic sorts will be allowed 
(by reasons of simplicity - see section 4). 

As will be shown below, solution (model) construction can include the genera
tion of new objects. This will be done by the introduction of new constants into the 
solution. 

Semantics Extended to Constraints 
Let I=(i1, .1) be an interpretation of a set of cover, inclusion, and disjointess axioms. 
We can extend it to be an interpretation of a set <I> of constraints, too, by mapping 

8 A more sophisticated CPS calculus based on a more expressive language, which also allows 
for the representation of certain forms of constraints has been developed meanwhile in Klein 
(1994). 
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constants to elements of 119. In order to interpret variables, we define an I-assign
ment a as a function mapping an object a to the element aI in 11 and mapping a vari
able x to any element in 11. An interpretation I = (11, .I) in conjunction with an I-as
signment a is a model of s:E if a(s) EEl, and it is a model of spt if a(s) E dom pI and 
pI(a(s»=a(t). 

The PLC Example: Case-Specific Knowledge 

A configuration goal could be described, for instance, as follows: 

G = {bl:comm_device, b2:cpu, ... ,bn:board,placed(bl)=Cl,placed(b2)=C2} 
the configuration to be generated should containt n boards {b 1 , ... ,bn} with the addi
tional constraint, that the two boards b I and b2 should be placed in the same crate C 1 
(being variable) 10. 

A solution to this goal could, for instance, looks like l1 : 

C = {bl:comm_device33, placed(bl)= $c1, $c1:main3rate, processor($c1) = b2, 
eLsupplier($c1) = $esul, b2:cpu_withouCcomm, placed(b2)=$c1, 
$esul:esu, placed($esul)=$c1, ... , bn:esu17, placed(bn) = $ac3, 
$ac3:add3rate, connected($ac3) = $c1} 

where the notation $c1 etc. means the addition of new objects to the model (see be
low), and the feature constraint sft has been written here as f(s )=t by reasons of read
ibility. 

4. The CPSo Calculus 

Before formally introducing the calculus, we'll try to motivate somehow our ap
proach in an intuitive way. Say, in our PLC example domain we have a concrete con
figuration problem containing the goal b2:cpu, meaning that an object called 'b2' 
has to be a cpu board. Then every model containing for instance a constraint 
b2:cpu_ withouccomm_xyz will fulfill this goal, provided cpu_ with
ouCcomm_xyz means a catalog (terminal) cpu type related to the more general cpu 
sort by the defmitional knowledge in D. Thus the CPS inference rules should 
"somehow" generate this model term from the given goal specification. If instead 
the goal is B2:cpu (Le., any object described by the variable B2, which may be char
acterized in more detail by other goals, has to be a cpu), again the constraint 
b2:cpu_ withouccomm_xyz (resulting in a replacement of every occurence of the 
variable B2 by the object b2, which has been introduced into the model otherwise) 
or alternatively the expression b3:cpu_with_comm_abc (replacing B2 by b3) will 
fulfIl this goal. 

9 including a kind of "unique name assumption": different objects a,b will always be mapped 
to different elements in the univers: a *- b --+ aI *- b~ 
10 In practical applications these boards would be specified much more in detail (for instance 
w.r.t. the functionality they should provide). This has been omitted here by reasons of space 
limitations. 

11 This solution will be interpreted at the end of the following section after introduction of 
the calculus. 
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In the following the CPSo calculus will be introduced as a realization of the gen
eral CPS formalism restricted to the language LO. 

The main point in the CPSo formalism is - in addition to the weak representa
tional facilities provided - the restriction of every (partial as well as complete) solu
tion to be variable-free. 

Given the domain knowledge (the definitional knowledge D and the set I of 
constraints: the inclusion and disjointness axioms) a solution C will be constructed 
out of this general domain knowledge and the goal specification G describing the 
concrete configuration problem at hand. 

Every problem solving state will be represented as a pair Gi.Ci . We start with the 
initial goal G and the empty solution (G.0), and the algorithm stops succesfully, if 
all goals are fulfilled and none of the inference rules can be applied to C. A final 
state 0.C with C only containing basic sort constraints will be called complete. 

The transition from one problem solving state to its successor will be provided 
by application of any CPSo inference rule. Before these can be described, by reasons 
of simplicity of the formalism some technical notations have to be introduced: 

Definition: subsumption 
Given a set D of cover axioms, a sort A subsumes a sort A' (written A' ~D A) iff 
either there is a cover axiom A := Al v ... v A' v ... v An in D, or there is a cover 
axiomA:=Al v A2V ... v An inD and at least one of the Ai (i = 1, ... ,n) subsumesA' . 
Semantically, this definition of sUbsumption means, that in every interpretation 
I=(tl, .I) being a model of D holds: A' [ ~ A [. 

Definition: entailment 
<I> I=D a:A iff a:A E <I> or a:Ai E <I> and Ai ~D A. 
A constraint a:A will be entailed by a set <I> of constraints (and the definitional 
knowledge D), if either a:A is in <I>, or there is any sub sort Ai of A and a:Ai is in <I> 
(follows directly from the semantics of the cover axioms). 

In configuration problem solving there are two different aspects of consistency: 
the explicit inconsistency (in LO only represented by disjointness axioms 12), and the 
completeness of a configuration solution (in LO expressed by inclusion axioms). 
Thus we need a means to say which constraints have to be fulfilled by a solution in 
order to be consistent (given the definitional knowledge D and the inclusion axioms 
in I). These constraints will be called the D,l-induced constraints 13 (written I=>D,I): 

Definition: D,I-induced constraints 

{a:A} I=>D,I<I> with <I> = uj{a:Ed, 'tj Ai: A ~D Ai and Ai :< Ei E I 
12 And in some sense by the definition of features to be unique (functional) relations. 

l3 Due to the restrictions applied to the language LO the interrelation between constraints 
added to the model and constraints which have to be fulfilled as a consequence of this new 
constraint (and the general consistency conditions in I) can be represented in this relatively 
simple form. More expressive forms of consistency information (for instance general rules) 
would destroy this simplicity. 
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The constraints induced by a solution constraint a:A (w.r.t. D and I) are the union of 
all inclusion axioms Ai :< Ei of all sorts Ai subsuming A. 

The central idea of Constructive Problem Solving - as has been described in sec
tion 2 - is to generate a model, which fulfills a given goal specification and the do
main constraints. A model is an interpretationI=(~, .I) consisting of a finite set ~ of 
individuals aI, bI, cI, which are assigned to certain basic sort interpretations (aI:A 0 
and a set offeature values (fI(a0=b0. The CPSo inference rules will allow to gener
ate such a model (which is a kind of a "syntactical" model, where each object, sort, 
feature, etc. denotes itself - thus the tsuperscripts will be omitted here). 

Now the CPSo inferences can be specified as a set of rewrite rules manipulating 
problem solving states G.C: 

For the sort constraints the following five rules S 1 - S5 provide the necessary 
manipulation facilities: 

(SI) "known goal": 
G u {a:A}.C ~ G.C 

if a:A is already entailed by C (C I=D a:A) 

(S2) "add constraint": 
Gu{a:A}.C ~ GuG'.Cu{a:A} 
if a:A is not already entailed by C, and G' is the set of the D,I-induced con
straints of a:A 

(S3) "variable constraint": 
G u {x:A}.C ~ G'cr.C' 
with G' = G and C' = C, 

if a:A is entailed by C (C I=D a:A) 
or G' = G u G" and C' = C u {a:A} 

if a is any object in C and a:A is not already entailed by C, 
or a is a new object 
(and G" are the D,I-induced constraints of a:A) 

(cr being the substitution: cr = {x\a} ) 

(S4) "specialize": 
G.C u {a:A} ~ G u {a:Ed.C u {a:Aj} 
if A:= Al v A2 v ... v An E D and Ai E {AI, A2, ... , An} and Ai :< Ei E I. 

(S5) "inconsistency": 
G.C ~ G.C u {a:.l} 

if A II A' E I and C I=D {a:A, a:A'}. 

Some remarks should be added as an interpretation of these rules: 
The first rule S 1 simply says, that a goal constraint, which already holds in the 

model under construction, can be skipped. 
The "add constraint" rule S2 reflects the typical model construction activity: the 

model will be extended by a new sort constraint. 
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The rule 83, which describes the treatment of sort constraints on variables, is the 
most complex one, where two different cases have to be distinguished. In the first 
case there is an object a in the model C, which could be unified with x and which has 
a sort N being equal or subsumed by the sort A - thus no new constraints have to be 
added to G, and every occurence of x in G can be replaced by the object a. In the 
other case, any known or new object a will be unified with x, but the sort constraint 
a:A has not been entaild up to now by the model. Thus it has to be added to the 
model, which also results in a set G" of new D,I-induced goal constraints. 

The "specialize" -rule (84) is the only CP8° rule acting "constructively" on solu
tion constraints in C.1t applies to non-terminal solution constraints in order to guar
antee the final solution to consist of terminal sorts only. 

Every applicability of the inconsistency rule 85 (as well as the feature inconsis
tency rule below) will result in a "clash" (-1-) and will thus trigger a backtracking. 
For feature constraints the following rules exist14: 

(FI) "feature unify": 
G u {afs}.C ~ Ga.C 
if atb E C (0" being the substitution: 0" = { s\b} 

(F2) "feature hypothesis" 
G u {afs}.C ~ GO".C u {atb} 
if no afc is in C and b is an object in C or a new object15 (0" being the substitu
tion: 0" ={ s\b} 

(F3) "feature inconsistency" 
Gu {atb}.C ~ 
if afc is in C 

G.C u {a:-1-} 

Finally we'll give the inference rules allowing to "expand" the sort constraints. All 
these rules only act on goal constraints in G. These "expansions" provide the "inter
face" to the sort constraint and feature constraint rules given above (which all act on 
elementary constraints, with the result, that the configuration solution C consists of 
only elementary constraints, too): 

(CI) "conjunction": 
G u {s:EAE'}.C~ G u {s:E, s:E'}.C 

(C2) "selection": 
G u {s:f=>E}.C~ G u {sfx, x:E}.C 
with x being a new variable. 

(C3) "path decomposition": 
G u {spft}.C~ G u {sfx, xpt}.C 
with x being a new variable. 

14 These rules are fonnulated in a way excluding constraints of the fonn xfs (i.e., feature con
straints of variables). This can simply be gained by treating the corresponding sort constraints 
before the associated feature constraints. 

15 In that case a sort constraint b:T should be added to C, too, in order to avoid objects in C 
without any sort assignment. 
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(C4) "agreements": 
G u {s:p=q}.C~ G u {spx. sqx}.C 
with x being a new variable. 

Some of the rules are deterministic: the sort rules S 1. S2 and S5. the feature rules Fl 
and F3. and all decomposition rules Cl - C4. In contrast to the rules S3 and F2. 
which are of nondeterministic nature. 

Now we are ready to state two of the important theoretical results: the correct
ness and completeness of this Constructive Problem Solving calculus CPSo: 

Theorem: Correctness 
Let Gi.Ci be a complete and clash-free state (i.e .• Gi = 0 and 1. E Ci) generated by a 
finite sequence ofCPSo inference rules from a goal specification 3.G (and the defi
nitional knowledge D and the constraints I). Then q is a model for D. I. and 3.G. 
consisting only of basic expressions. 

Theorem: Completeness 
Let 3.G be a goal specification and C a fmite model consisting of basic expres

sions. which (in conjunction with the definitional knowledge D) fulfills this goal 
and the constraints I. Then there is a finite sequence of CPSo inference rules. which 
generates this model from G. 
(The proofs have been omitted here by reasons of space limitations.) 

The PLC Example: Model Construction 

In section 3 we introduced (parts of) the domain knowledge and a tiny configuration 
example from the domain of Programmable Logic Control units. As has been 
pointed out the language LOis much too weak to express all the relevant object-level 
knowledge16. As an illustration of the calculus we'll show in the sequel the opera
tion of the given set of inference rules on these representations: 
1. initial state: 

G = {bl:comm_device. b2:cpu •...• bn:board. placed(bl)=Cl. placed(b2)=Cl} 
C=0 

2. apply rule S2 to b 1 :comm_device results in a model extension by that constraint 
and the creation of new goals as D,I-induced constraints of that model extension: 

G = {bl:placed=>crate.b2:cpu •...• bn:board.placed(bl)=Cl.placed(b2)=Cl} 
C = {bl:comm_device} 

3. application of rule C2 to bl :placed=>crate results in two new (logically equiva
lent) goal constraints: 

G = {placed(bl)=C. C:crate. b2:cpu •...• bn:board. placed(bl)=Cl. 
placed(b2)=Cl} 

C = {bl:comm_device} 
16 For instance the constraint, that only a certain number of boards can be placed in each crate 
can not be expressed, or the necessary existance of exactly (!) one main crate in each configu
ration solution. These axioms are expressible in the full language described in Buchheit et 
al. (1993). 
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4. applying rule S2 to b2:cpu again means a model extension and results in new D,I
induced constraints: 

G = {b2:placed~main_crate, b2:processor.placed=b2, placed(bl) = C, 
C:crate, ... , bn:board, placed(b 1)=C 1 , placed(b2)=Cl} 

C = {bl:comm_device, b2:cpu} 

5. apply C2 to b2:placed~main3rate with CC being a new variable 
G = {placed(b2)=CC, CC:main3rate, b2:processor.placed=b2, 

placed(bl) = C, C:crate, ... , bn:board, placed(bl)=Cl, placed(b2)=Cl} 
C = {bl:comm_device, b2:cpu} 

6. apply C3 to b2:processor.placed=b2 , 
G = {placed(b2)=CC, CC:main_crate, processor(X)=b2, placed(b2)=X, 

placed(bl) = C, C:crate, ... , bn:board, placed(bl)=Cl, placed(b2)=Cl} 
C = {bl:comm_device, b2:cpu} 

7. apply rule S3 to C:crate: because there is no object in the model, which can be 
used as the needed crate (is not entailed by the model), a new object (named $c1) 
will be added to the model, resulting in new D,I-induced goal constraints and the 
replacement of every occurence of the variable C in the goal G by that new object 
$c1: 

G = {$c1:eCsupport~esu, $c1:eCsupport.placed:$c1, placed(bl)=$c1, 
placed(b2)=CC, CC:main3rate, processor(X)=b2, 
placed(b2)=X, ... , bn:board, placed(bl)=Cl, placed(b2)=Cl} 

C = {bl:comm_device, b2:cpu, $c1:crate} 

After a sequence of further problem solving steps (which have been omited here 
by space limitations) new crates have to be added to the model, if there is no more 
place available in the main_crate (which can not be modelled in the restricted hm
guage Lf1, and the "specialize" rule S4 will repeatedly be applied to the non-basic 
sorts in C (resulting, for instance, in the comm_device33 assignment of bI, with 
comm_device33 being any basic subsort of comm_device specified in any cover 
axiom not shown in our example knowledge base). Finally, a complete and c1ash
free solution C will be constructed (for instance that one shown in section 3). 

The selection of the inference rules and the goals they are applied to has been 
controlled in a way, which avoids the addition of new constraints to the solution as 
much as possible. As a consequence, for instance, the application of the unification 
"branch" (the first alternative in rule S3) will always be preferred to applications of 
the other alternative (generation of new objects) in that rule. 

5. Extensions and Modifications of the Language and the CPS calculus 

The language L 0 has been introduced as a platform for an illustration of the basic 
CPS ideas. The expressiveness provided in LOis of course much too weak for many 
real-world applications, and the formalism based on this language is much too inef
ficient. Thus, in this section some extensions will be outlined, in conjunction with 



CONSTRUCTIVE PROBLEM SOLVING 215 

some modifications of the formalism. A comprehensive formal treatment of these 
ideas can be found in Buchheit et al. (1993). 

Sort Expressions 
A usefull extension of LO is an improved expressiveness of sort expressions. In 
[BKN93] we used a language including negated sorts, disjunctions of sorts, unde
fmedness of features and disagreements of paths. The semantics of such a language 
as well as the inference rules of the corresponding CPS calculus can be extended in a 
straightforward way. In order not to complicate the formalism more than necessary 
all sort expressions will be converted to negation normal form. 

Concrete Domains 
The introduction of concrete domains in Baader and Hanschke (1991) has been 
shown to provide a significant improvement of expressiveness in many well
founded knowledge representation schemes, especially in technical domains. Con
crete domains allow to include, for instance, real arithmetics or fmite domain 
constraints into a knowledge representation language. The general formal pre
conditions for such an extension have been investigated in Baader and Hanschke 
(1991). 

Relational Language 
The only way in L °to express relations between terms is by features. But not all rela
tions occuring in configuration domains are functionally restricted, and often it will 
be usefull to be able to express logical connections between relations (for instance 
in the form of clauses). Thus in Buchheit et al. (1993) a relational language R( L) "on 
top" of a sortallanguage L has been defined, allowing to express relations between 
sort constraints comparable to the Hohfeld-Smolka scheme (Hohfeld and Smolka, 
1988), Hom clauses (definite clauses and denials), and forward rules on these rela
tional expressions. 

The resulting CPS calculus is quite complex, taking into account the various 
ways such complicated expressions can be manipulated for model construction. 

Resources and Balances 
The resource-based approach has been shown to be an adequate modelling and 
problem solving paradigm for at least some aspects of configuration problem solv
ing (Heinrich (1989), Stein and Weiner (1991), Heinrich and Juengst, 1991). The 
object-level knowledge will be modelled as a hierarchy of component types, each 
type providing and consuming certain resources. The overall problem solving pro
ceeds by successively balancing each resource. Every time a balance is not fulfilled 
a new component, which provides a certain amount of the missing resource( s), will 
be added to the solution. 

In Klein (1993) an extension of the CPS formalism has been described, which 
allows to integrate this kind of problem solving into the general CPS framework. 
The main points of this extension is to introduce algebraical constraints into the for
malism, which "operate" on sets of expressions. 
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6. Discussion 

Constructive Problem Solving has been introduced as a logic-based formalization 
of configuration. Out of the many positive aspects and open questions related to this 
approach only a few should be mentioned here: 

One of the major advantages of CPS is the expressive and well-founded knowl
edge representation on the object-level and the formulation of a set of inference 
rules operating on that representation, which reflect the configuration-typical style 
of problem solving. 

On this explicit representation various strategies, heuristics, etc, could be ap
plied. For instance the distinction of different abstraction levels could be realized by 
tagging various features or relations as 'part_of' (maybe on different levels) - and 
postponing the application of any inference rule to these expressions until an ap
propriate problem solving phase has been reached. 

Constructive Problem Solving can be related to abductive reasoning, which is 
used, for instance, in model-based diagnosis or explanation generation (see for 
instance Levesque (1989), O'Rorke, 1990+1991). The great majority of research 
done in this field (up to now) is based on propositional calculi. Only a couple of sys
tems using abduction on first-order languages has been developed (Manthey and 
Bry (1988), Goebel (1992), Denecker and DeSchreye, 1992) - but without realistic 
applications (as far as we know). Even at the propositional level abduction has been 
shown to be much more complex then the "corresponding" deductive approaches 
(Eiter and Gottlob, 1992). 

An interesting alternative approach to a formal treatment of design and configu
ration problem solving has been introduced by Bowen and Bahler (1991+93) as 
model elimination within a free first order logic. The advantages of CPS are at first a 
knowledge representation scheme, which reflects the configuration-typical knowl
edge structures (general domain knowledge with a clear distinction between defini
tional knowledge and constraints, and case specific knowledge), and - secondly
the model generation approach, which formally describes, what is actually done in 
configuration problem solving. 

Quite a lot of work has been done to formalize problem solving in design (not so 
much in configuration) by various forms of grammars (for an overview see Gero, 
1993). Though there are in a some ofthem similarities to our CPS approach, we feel 
that CPS reflects in a more appropriate way the logical foundations of configuration 
problem solving, especially the goal to generate a semantical model, which fulfills 
the constraints. Maybe, one can imagine grammars as a kind of computational real
ization of a formalism, which has its logical foundation in a CPS-like framework. 
Thich would be comparable to the "history" of feature logics, which evolved as a 
logical foundation of grammar formalisms used in natural language processing. 

The CPS approach has been implemented as a meta interpreter on top of a 
CLP(R)-like system (Jaffar and Lassez, 1987). It has been tested on configuration 
problems (for instance the PLC example given above). The experiences gained in 
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these tests point out the overwhelming importance of sophisticated control and 
strategy issues in order to get an acceptable performance of CPS (which still has to 
be worked out in more detail). 

The "practical" complexity encountered in CPS applications greatly depends on 
the relation between deterministic and nondeterministic inference rules. Generally, 
one should prefer deterministic rules whenever possible - often with the result, that 
the applicability of the nondeterministic ones will be restricted to only one (or a cou
ple of) alternatives. 

The integration of constraint propagation techniques (a la CLP(R) ,Jaffar and 
Lassez, 1987)for numerical constraints, or CHIP-like (Hentenryck, 1987) for fmite 
domains), or of feature unification (Schmidt-SchauB and Smolka, 1988) into the 
CPS problem solving will greatly contribute to more efficiency. Especially, such 
techniques could support a least commitment strategy in problem solving. The ex
plicit representation of inconsistency information (disjointness axioms, denials) 
can be used for dependency-directed backtracking. 
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AN ASSOCIATION MODEL FOR A CAD SYSTEM 

Y.AOKI 
Department of Architecture 
Tokyo Institute of Technology 
2-12-1 Ohokayama, Meguro-ku, Tokyo, Japan 

Abstract. In this study, attention is given to the concept that expression in 
architectural design is often ambiguous and unable to provide complete information for 
direct input into a computer. But such expression is not meaningless at all. Rather, it 
has meaning through association and imagination. We attempt to model the process of 
association itself. We have established an algorithm for extracting the habits of designers 
as regularities peculiar to the designers. We have also proposed an algorithm for 
associational inference using a small amount of input information by accumulating 
regularities in a knowledge base. An association model for CAD systems using these 
two algorithms is proposed. Furthermore, by applying this association model, we 
attempt to show that input labor when using CAD systems can be reduced. 

1. Introduction 

The attempt to utilize a computer in architectural design has increased more 
and more in recent years. The problem of communication between the 
designer and the computer however remains difficult. There is a gap between 
the image of the intended architectural space in the designer's mind and 
information the computer is able to process. In this paper, we will propose a 
method which helps the designer communicate more efficiently. It will also 
be shown that the input works of the designer for conveying his image to a 
computer can be reduced through the application of the method in the 
design of office buildings. 

2. Problem and Characteristics on Expression in Design 

2.1. INCOMPLETENESS AND AMBIGUITY IN DESIGNER'S EXPRESSION 

When a designer expresses his image of an intended architectural space, it is 
not usually the case that the design documents with which construction can 
be executed are draughted immediately. At the initial stage of the design 
process, a rough image of the form of the building is developed through 
graphic expressions such as sketches and esquisses, on which, notes, the 
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verbal expression by words and sentences may be included. Sometimes, the 
symbolical meaning, design objective and functions of the space are also 
noted. In utilizing an architectural CAD system, it is desired to utilize it within 
the design process besides the usual utilization type such that the input into a 
computer is made by using the information in the final design documents, 
and let it draw perspective sketches. From this viewpoint, it is necessary that 
the CAD system corresponds to the raw form of expression of the designer 
as it appears at the initial stage of design. 

In Designer's mind 

[!] EXPRESSION 
eec:p.i-

by Designer tor the Computer 

Figure 1. Designer's image and information for the computer. 

For this purpose, we shall do some investigation beforehand about the 
characteristics of the expression by a designer. As shown in Figure 1, let I be 
the contents of an image of intended architectural space in a designer's mind, 
and let E be a complete expression of the image I. The relation between the 
image I and the expression E corresponds the relation between "signifie" and 
"signifiant" in a semiological scheme. The expression E is not the same as the 
information C which is entered into the CAD system. The designer's 
expression is pattern like drawings, and some of the delicate and ambiguous 
aspects of the expression can be lost in the process of data input. The artistic 
value of the expression is impossible to input as data. The difference between 
these according to the theory of pattern recognition is discriminated as 
"pattern space" and "observation space". The data which can be described 
in the observation space are not all the contents of pattern space and only 
observed data can be processed. In our case, the drawings or esquisses 
describes a pattern space and the information which is processed by a CAD 
system is a set of data. The observation data indicate the form of a building, 
for example, 'the span is 7 meters' and so on. That is, the information which 
can be processed utilizing a CAD system is not the "expression" itself. 

As shown by the above example, the observation data comprise a number 
of partial descriptions. Individual descriptions can be regarded as sentences, 
and are the "designator" defined by R. Carnap. In contrast with general 
expression, they are descriptive and can question truth or falsehood within 
the epistemological range. In this article, without adhering to the exact 
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terminology of philosophy and logic, the description ej such as 'the height of 
the ceiling is 220 cm' is called simply "proposition", and the collection of 
the propositions ej which describe the form of the building is called 
"description". Description C is a set of propositions ej such that 

C = { el, e2, e3, ... ,en }. 

The information that is to be entered into a computer must have been 
determined for describing and presenting an architectural space. For 
example, in order to have the computer draw perspective sketches of building 
appearance, information on the position of elements such as the overall 
height, the positions of windows and so on must have been provided. All of 
the required information must be determined completely by this entered 
information itself or by some logical inference from it in a computer system. 
We will call this requirement the "sufficiency" of the input information. 

It is required that the form of the building determined by the information 
must be reasonable in the sense of architectural design. For instance, if the 
computer draws a window floated over the roof in the perspective sketch 
drawn on the basis of the given information, the image never exists on a 
building although it may exist in an abstract picture. We expect that 
architectural inconvenience does not arise in the process of making a model 
of the building with a CAD system. The requirement that the information 
must be such that the this never happens is called the "consistency" of 
information in this paper. 

When utilizing a computer, it is necessary to satisfy these conditions of 
sufficiency and consistency. The- expression of the designer, however, does 
not adhere to these two conditions. In particular, at the initial stage of the 
design process, the actual expression Ea by a designer frequently contains 
many omissions. That is, the content of actual expression Ea is only a part of 
the complete expression E of his image I as illustrated in Figure 1. Also, if we 
compare the information Ca, which can be read from the designer's 
expression Ea, with the indicatory information as description C of the 
complete expression E, the information Ca indicates only a part of C. 
Sufficiency is not satisfied. The information Ca is likely to be incomplete 
because the expression Ea is very ambiguous. It is difficult to ensure that 
consistency is satisfied. 

From the standpoint of using a computer, one cannot but say that the 
expression of a designer is very imperfect. However, this situation is rather 
natural in the actual architectural design processes, and, is not be a serious 
problem when a computer is not used. Even in the incomplete design 
documents like esquisse, no problem arises if the side viewing them can 
imagine and determine the complete description C from an imperfect 
expression Ea. In the current CAD system for architectural design, since this 
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capability is missing, the designer is forced into tedious data entry as a matter 
of course in order to describe the detailed and consistent information. 
Consequently, the risk of obstructing the creative work of the designer has 
arisen. 

2.2. IMAGINATION AND ASSOCIATION 

In some excellent architect's esquisses, even though concrete dimensions and 
details are not expressed, we can imagine the architectural space being made 
along those esquisse to some extent, and do not feel the imperfection. For 
example, there are cases where we can imagine a frame system of beams and 
roof from a rough sketch showing the positions of some columns and a 
simple outline of the elevation. Using the imagination and informed 
association in this way, even information which is imperfect in a mathematical 
sense can be treated as that which satisfies the condition of sufficiency. 
Imagination and informed association transform the insufficient description 
Ca which the designer possesses to sufficient information C. Mathematically, 
the imagination process is a function! as follows; 

! : Ca -> C 
This process is not shown explicitly in the graphic expression of the designer 
but is extrapolated on the basis of the knowledge which is naturally known 
among designers and the people who see these esquisse. This is called 
"unexpressed information". 

In architectural design, there is a lot of unspecified information, and, 
though notice of it is not made each time, naturally it is the case. For exam
ple, columns are never arranged horizontally, but usually they are erected 
vertically without notice. It is conceivable that the information like this which 
seems to be natural is stored in a computer as a data base, and an inference 
system on a computer produces sufficient information by combining stored 
unspecified information with incomplete information. In fact, such ap
proaches called Expert systems have been carried out. 

However, the fact is that the things which seem to be natural are not always 
permanent and universal facts. In the above example of columns, there can 
be the case of oblique pillars, and so there is a difficulty in describing the un
specified information in the form without exception. Further, if the personal 
preferences of a designer are considered, it should be recognized that that 
which may be considered obvious is considerably different for each designer, 
and, with the lapse of time it may change even for the same designer. 

When we consider the actual condition of architectural design, a simple 
application of an expert system is inadequate for the process! to produce a 
sufficient description from the insufficient description of the designer. What 
is required is not only an expert system, but also the method by which 
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features peculiar to architectural design can be taken into consideration. 
Then, we will investigate to what extent the substitution of the process f of 
imagination and informed association, that we can do, and the exact intake of 
the intention of a designer can be materialized with a computer. 

3. Logic of Association Model 

3.1. MATHEMATICAL FORM OF DESCRIPTION 

In order to examine the association process f producing the sufficient 
description C from the incomplete expression of the designer, it is desired to 
devise a mathematical expression of "description" beforehand. 

In this paper, "description" is an indicatory expression, and is the 
collection C of the propositions. The proposition cj can have truth and 
falsehood. If a set Z which consists of a sufficiently large number of 
propositions Zi is prepared beforehand, any propositions Zi can be classified 
into one of the following three cases. 

case 1) a proposition Cj which is logically equivalent to the proposition Zi 

is included in the collection of propositions C. That is, the 
proposition Zi is true under the description C. 

case 2) a proposition Cj which is logically equivalent to the negation of 
the proposition Zi is included in the collection of propositions C. 
That is, the proposition Zi is false under the description C. 

case 3) any proposition which is logically equivalent to the proposition Zi 

or the negation of Z i is not included in the collection of 
propositions C. That is, the truth and falsehood of the proposition 
Zi are not determined under the description C. 

Using to the above classification, let's introduce a new variable corresponding 
to each proposition Zi ; 

case 1) Xi = 1 when the proposition Zi is true. 
case 2) Xi = -1 when the proposition Zi is false. 
case 3) Xi = ° when the truth of the proposition is not determined. 
When the vector X of which Xi is i-th element is made as follows; 
X = ( X 11 X2, •••• , Xn ) 

the information contained in this vector is equivalent to the information that 
the description C has. When this method is used, the expression of a designer 
which does not satisfy sufficiency as mentioned before is expressed as a 
vector having many zeros. The process of imagination and informed 
association mentioned before is defined as the mapping f from the vector Xa 
corresponding with Ca to the vector X corresponding with the sufficient 
description C as follows. 

f: {-I,O,1}n -> {-I,O,I}n 
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3.2. PROCESS OF HUMAN ASSOCIATION 

In order to defme the properties of the function f which express the process 
of association, let's consider the following case study as an example of a 
design. Let's suppose that a certain designer has designed three buildings as 
described in Figure 2. To avoid complexity, the respective plans being are 
described with only four propositions is supposed. That is, 

proposition 1: 701 = "the entrance faces north" 
proposition 2: 702 = "the living room faces south" 
proposition 3: 703 = "the kitchen faces south" 
proposition 4: %4 = "the bed room adjoins to the bathroom" 

Under this supposition, the forms of three kinds of the plans PI, P2 and Pj 
are described as D I, D 2 and D j, respectively, with the vector notation 
mentioned above as follows; 

propositions 

z 1 ; the entrance 
faces north 

z2; the living room 
faces south 

z3; the Idchen faces south 

z4; the bedroom adjoins to 
the bathroom 

vector notation 

true 

true 

false 

true 

Pl-(l,l,-l,l) 

l l 

true 

true 

false 

false 

B 

P2-(l,l,-l,-1) 

Figure 2. Propositions and plan notation. 

DI = (dll, d12, d13, d14) = ( 1, 1,-1, 1 ), 
D2 = (d2I, d22, d23, d24 ) = ( 1, 1,-1,-1 ), 
Dj = (d3I, d32, d33, d34 ) = (-1,-1, 1,-1 ). 

false 

false 

true 

false 

l 

P3-(-l,-l,l,-l) 

Let's consider to find out the habit of the designer in this case. When 
attention is paid to the first and second elements of the vector for example, it 
is known that 

Ll: If the state described with proposition 1 is true, the state described 
with proposition 2 is always true. When proposition 1 is false, 
proposition 2 is false. 

When attention is paid to the first ( or second ) element and the third element, 
it is known that 

L2: If the state described with proposition 1 ( or the proposition 2 ) is 
true, the state described with proposition 3 is always false. Similarly 
when proposition 1 ( or the proposition 2 ) is false, it becomes true. 
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When the descriptions D 1 and D2 are compared, as to proposition 4, even 
if the other elements are the same, it can be either true or false, and therefore, 
a habit cannot be found. 

Because a habit is described by Ll and L2, even though this designer 
expressed only that proposition 1 is true about the new form of the building, 
it can be determined that proposition 2 is true and proposition 3 is false. 
Accordingly, from the incomplete description Xa in which only the truth and 
falsehood of propositions 1 and 4 are given as follows: 

Xa = ( 1, 0, 0, 1 ). 
The sufficient description X can be determined by Ll and L2 as follows; 

X = (1, 1,-1, 1 ). 
If this process of determining the habits of designers can be incorporated 

into a computer, the designers themselves are released from the work of 
entering all data every time. 

3.3. ALGORTIHM OF FINDING ASSOCIATIONAL RELATION 

We attempt to create an algorithm for realizing the process of association in 
the previous example for the computer. The method for determining habits 
has been described. By focusing on two propositions Zi and Zj in a set of 
given descriptions, a regularity was found in the pattern of truth and 
falsehood. From the way of thinking in statistics, this corresponds to 
determining the correlation between the data dki and dkj corresponding to 
the propositions Zi and Zj, regarding the given description Dk as data. 

Table 1 demonstrates the calculation of the correlation coefficient among 
the four propositions which are obtained from the example of three building 
forms. When the calculated correlation coefficient Tij between dki and dkj is 
close to 1, the tendency that "the proposition Zj is true if the proposition Zi is 
true," and "the proposition Zj is false if the proposition Zi is false" becomes 
strong. The regularity of the coincidence of the truth or falsehood of 
propositions Zi and Zj is determined. This is the "regularity of coincidence." 
Similarly, if the correlation coefficient is close to -1, the regUlarity that the 
proposition Zj is false if the proposition Zi is true, the proposition Zj is true if 
the proposition Zi is false is obtained. This is the "regularity of contradiction." 
If the correlation coefficient between d ki and d kj is close to zero, the 
proposition Zi and the proposition Zj are independent, and therefore, the 
effective regularity for association was not determined. 

In order to say exactly the intuitive expression that the correlation 
coefficient Tij is close to 1 or close to -1, we introduce a non-negative 
coefficient 8+ and a non-positive coefficient 8_. We call these coefficients 
"thresholds of propositional relation judgment." The procedure of judging 
the existence of the "regularity of coincidence" or the "regularity of 
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contradiction" between the proposition Zi and the proposition Zj can be 
described in following way: 

case A) If the correlation coefficient Tij is greater than 8+. we find a 
regularity of coincidence between the propositions Zi and Zj . 

case B) If the correlation coefficient Tij is smaller than 8 .. we find a 
regularity of contradiction between the propositions Zi and Zj. 

case C) If the correlation coefficient Tij is less than or equal to 8+ and 
greater than or equal to 8., we can find no relationship between 
the propositions Zi and Zj . 

Note that the above three cases are exclusive. After analyzing each pair of 
propositions, we are able to understand the relationship between all 
propositions. For the mathematical expression of this result, we use a n x n 
matrix M whose i·j element mij is defined by 

case A) m ij = 1 for the regularity of coincidence on the propositions Zi 
andzj, 

case B) mij = ·1 for the regularity of contradiction on the propositions Zi 
andzj, 

case C) mij = 0 for others. 
In the example case, the value of matrix M can be determined from the 
correlation coefficient matrix, which was calculated in Table 1. Assuming 8+ 
= 0.5 and 8. = -0.5, we get the value of the matrix in Table 2. 

TABLE 1. Correlation coefficients 
matrix in the example case 

zl z2 z3 z4 
zl 1.0 1.0 -1.0 0.5 

z2 1.0 1.0 -1.0 0.5 

z3 -1.0 -1.0 1.0 -0.5 

z4 0.5 0.5 -0.5 1.0 

TABLE 2. Regularity matrix M 
in the example case 

zl z2 z3 
zl 1 1 -1 

z2 1 1 -1 

z3 -1 -1 1 

z4 0 0 0 

Figure 3. Algorithm for finding regularity. 

z4 
0 

0 

0 

1 
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Summarizing the above discussion, we obtain an algorithm for finding 
propositional relationships as shown in Figure 3. The regularity of the 
propositional relationships which can be obtained in this way is information 
on the habits of a designer. The matrix M in which the information is 
accumulated is a kind of the knowledge-base. We can see that the algorithm 
in Figure 3 is a method of forming a knowledge-base peculiar to the 
designer. 

When we use abbreviate notations Z and not Z for logical statements "the 
propositions Z is true" and "the propositions Z is false", each element of the 
regularity matrix means that 

case A) if Zi then Zj and if Zj then Zi when mij = 1, 
case B) if Zi then not Zj and if not Zj then Zi when mij = -1. 

In Expert systems, we use a set of fact statements and rules for logical 
inference. The logical form of each rule can be written like as; 

if Zi then Zj , or, if Zi then not Zj . 
Comparing to Expert systems, the logical form of the regularity obtained by 
our algorithm includes its inverse, that is, when the regularity means "if Zi 
then z/', the regularity also means "if Zj then Zi ". The regularity obtained 
here can be seen a set of rules of Expert system. In this sense, the algorithm 
for finding regularity is a useful method of finding rules of expert system. 

3.4. ALGORITHM OF ASSOCIATIONAL INFERENCE 

Now, we consider a method of associational inference using the matrix M 
expressing the regularity of the propositions when the description vector Xa 
corresponds to an expression Ea given by the designer. 

We begin by investigating the case where only the truth or falsehood of 
one proposition Zi was given by the designer. We consider the special case 
that in a vector Xa, only one element Xi is 1 or -1, and all other elements are 
o. 

When the value of element mij in a matrix M is 1, the proposition Zj is true 
if the proposition Zi is true, and the proposition Zj is false if the proposition Zi 
becomes false. When the value is -1, the proposition Zj is true if the 
proposition Zi is false, and the proposition Zj is false if the proposition Zi is 
true. When the value is 0, regularity is not observed. We can determine the 
truth or falsehood of proposition Zj with the value of m ij when the truth or 
falsehood of proposition Zi is given as follows; 

case 1) the proposition Zj is true if m ij XXi = 1, 
case 2) the proposition Zj is false if mij x Xi =-1, 
case 3) the truth or falsehood of proposition Zj can not be known if mij x 

Xi = O. 
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Note that the elements mij on the diagonal of the matrix M become 1 due to 
the definition of matrix M. 

We represent the description of the designer with a n-dimensional vector 
Xa comprising 1, -1 and O. The results of association are represented with an 
n-dimensional vector D such that its j-th element dj represents that the 
proposition Zj is associated as truth, falsehood or unknown corresponding to 
1, -lor O. With this notation, the above facts of three cases can be expressed 
with the following equation; 

dj =mijXxi. 
The r~lation mat also be expressed with a vector matrix notation as follows; 

D =MxXa , 

where the superscript T means "transpose of matrix." 
For example, in the case of Xa = ( 1, 0, 0, 0) and M in Table 2, D = ( 1, 1, -
1, 0 ) can be calculated. When the designer provides only the information on 
the truth or falsehood of proposition 1, the truth or falsehood of propositions 
2 and 3 are able to be associated. However, the truth or falsehood of 
proposition 4 cannot be associated. 

We will consider the associational inference from more than one 
proposition based on the above method. When a proposition x k is 1 or -1 
besides x i, if we try to determine the truth or falsehood of a proposition Zj, 
where j not equal to i nor k, a following irregular case can occur. 

mijxxi=l 
and simultaneously, 

mkj XXk = -1. 
In this case, the proposition Zj is determined as truth from the former, but it is 
determined as falsehood from the latter. Thus, the contradictory result of 
association has arisen. As the matrix M is defined from correlation 
coefficients, the case in which the result of associational inference is 
contradictory is rare in the case of given realistic data, but there is a 
possibility for occurrence. If the number of the non-zero elements in a vector 
Xa is s, the number of obtained results of association is s, and there is no 
mathematical assurance that they are the same. Accordingly, it is necessary to 
establish a method for such case. 

Generally, there is no need to evaluate by differentiating the S results of 
associational inference in order to determine the truth or falsehood of a 
proposition. If we guarantee that respective results of associational inference 
are treated equally, we can use the numbers of associating the proposition Zj 
as truth; Sj+, the number as falsehood; Sj_, and the number as unknown; Sjo 

with a measure Qj; 

Qj = Sj+ - Sj_. 
That is, a method of associational inference is: 

case 1) the proposition Zj is true if Qj > 0+, 
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case 2) the proposition Zj is false if Qj < 0_, 
case 3) the truth or falsehood of proposition Zj can not be determined if 

0_ < Qj< 0+, 
where 0+ and 0_ are non-negative and non-positive constants to judge the 
possibility of the truth and falsehood of the proposition. 

When 0+ = 0_ = 0 is established, it becomes the principle of decision by 
majority. We will show that the above method has advantageous features. 
Also, we propose an effective method of calculation for associational 
inference. 

Let's introduce a new vector to vector function Y=o(X) whose j-th element 
Yj is defined by an element Xj of vector X in following way; 

case 1) Yj = 1 ifxj > 0+, 
case 2) Yj =-1 if Xj < 0_, 
case 3) Yj = 0 for others. 

Using this function 0, the above method of associational inference can be 
expressed by simple formula as follows. 

T s: T D = u(MxXa ). 
In the above, the element dj of vector D means that proposition Zj is true, false 
and unknown if the value dj is 1, -1 and 0, respectively. 

This method of calculation consists of single multiplication of a matrix M 
and a vector Xa and a simple comparison of the values of its elements and 0+ 
and 0_. That is, it is very simple as an algorithm and the calculation can be 
done rapidly. The algorithm of associational inference is illustrated as Figure 
4. When the calculation is carried out by this algorithm using the matrix M in 
Table 2 and the description of a designer Xa = ( 1, 0, 0, 1 ) mentioned 
before, D = ( 1, 1, -1, 1 ) is obtained and coincides with the intuitive result of 
association Xa mentioned before. 

Figure 4. Algorithm for associational inference. 
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3.5. DESIGN PROCESS AND ASSOCIATION MODEL 

We can now apply our association model which consists of two parts; the 
method of determining regularity and the method of associational inference 
in the design process. Figure 4 shows a standard way of utilizing the 
association model with a CAD system. It consists of the following steps. 
1. The matrix M is made by using the algorithm for determining regularity 

from the set of descriptions of the buildings that the designer utilizing 
this system designed previously. 

2. Even though the designer gives an imperfect description Xa, D is 
calculated by using the algorithm for associational inference. 

3. The result of associational inference is presented as a plan D. 
4. If the designer is dissatisfied with this result, amendment is made. That is, 

a revised plan Dnew is determined. If there is not dissatisfaction, then, 
Dnew becomes D. 

5. The result of the decision by the designer Dnew is stored in the computer 
as the new data for design. 

6. To calculate a new matrix M new, and return to step 2. 
Note that if we use a covariance matrix or a correlation coefficient matrix R 
as in Table 1, the regularity matrix can be produced from the matrix Rand 
the new matrix Rnew can be calculated using the old matrix R and additional 
data Dnew. That is, the regularity matrix is altered successively. 

It is possible that the elements of 0 are included in the result of this 
algorithm, and a sufficient description Xc is not achieved. However, many 
elements can be determined as 1 or -1, and the amount of information that a 
designer inputs into a computer can be reduced by the system with this 
algorithm. 

4. Application of Association Model 

4.1. USING A CAD SYSTEM TO DESIGN OFFICE BUILDING 

In order to confirm the effectiveness of the above association model, it is 
applied to an actual CAD system. This CAD system supports the design 
which is advanced on a standard design system named Government Office 
Building Development System (GOD system). The GOD system had been 
developed by Japanese government for the rationalization of constructions of 
public office building. 

The CAD system itself includes a system for the drawing of esquisses for 
room layouts. At the point when the esquisse for the room layout has been 
almost fixed, a support system, in which the association model is applied, 
shows some associational results and helps to determine the presence or not 
of doors between respective rooms, the positions of doors, the types of doors 
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and the direction of opening. The results of associational inference are 
presented to a designer in the esquisse plan by a presentation system. 

The procedure for the method of associational inference for the positions 
of doors, the types of doors and the direction of opening, is similar to that of 
the method of association for the presence or absence of doors. We will, 
therefore, report only on the process of association for the presence or 
absence of doors. 

4.2. DESCRIPTION OF OFFICE PLAN AND DOORS 

We introduce a description vector describing the presence or not of doors 
between rooms in respective plans. The 12 room types included in this case, 
are shown on the left side of Figure 5. The combination of room adjacencies 
is expressed as intersections. The number of these intersections, that is, the 
number of combinations is 78. 

Let's consider the plan P ex in Figure 7. A black circle is marked at an 
intersection in Figure 5 if respective rooms adjoin and there are doors in the 
plan P ex. The white circle at the intersection means that those rooms adjoin 
but there is not any door between them. If two rooms do not adjoin, we have 
no information on the possibility of the presence of doors between the two 
room types. In this case, a small dot is marked at respective intersections. 
When we consider the proposition on the presence of doors, three types of 
marks, the black circle, the white circle and the small dot express its truth, 
falsehood, or indeterminate state of the proposition respectively. That is, the 
marks in Figure 5 express the truth of propositions. If we allot the number 
from 1 to 78 to respective intersections as shown in Figure 5, the information 
on the presence or absence of doors in the plan P ex of Figure 7 can be 
described as the description vector Dex comprising 78 elements. The vector 
Dex is then defined as follows; 
1. its elements being 1 in the presence of doors (black circle), 
2. -1 at the time of no door (white circle), 
3. and ° at the time of unknown (small dot). 
The vector Dex of example plan which is coded in Figure 5 is obtained as; 

Dex =(0,0,1,0,0,0,1,0,0,-1,0,1, ....... ,-1,-1,0,0,0,0,0,0,0,0) 

4.3. ASSOCIATIONAL INFERENCE 

Consider the stage where a designer has already drawn up design drafts k 
times using this CAD system, and is working to draw up a k+1-th design 
draft, for which he has the esquisse as shown in Figure 6 where information 
about doors is not given. For this situation, we show the process of associating 
whether there are doors or not between respective rooms in this plan by the 
CAD system. 
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Figure 6. Esquisse plan. 
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Figure 7. Final plan by association system. 

When respective plans Pi ( i =1 to k ) that are designed already are 
described by vector Di ( i =1 to k ) as mentioned above, the matrix M for the 
regularity can be determined by using the algorithm in Figure 3. In this 
process, the threshold values 8+ and 8_ are assumed to be O. 

In the design process of k+ 1-th plan, the designer designates whether 
there is a door or not between a certain room. This means that, in the 
description vector comprising 78 elements, one of the elements is specified as 
1 or -1. Accordingly, the designer is to input the description vector X a 
having the other elements being O. Then, the calculation of associational 
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inference is carried out from the matrix M and Xa by using the algorithm in 
Figure 4. In the calculation, the threshold values B+ and B_ are assumed to be 
O. That is, the description vector D is given as; 

DT=B(MxXaT ), 
and represents the result of association determining the presence or absence 
of doors between rooms. The result is presented in the esquisse plan on the 
display screen. 

If this result of association is agreeable to the designer, the information D 
is stored as a new plan in the computer. But, if it is contrary to the intention 
of the designer, amendment is carried out. If the designer changes the plan D 
to D', the calculation of analogy is carried out again by the vector Xa' 
corresponding to D'. 

By this repetition, when the presence or absence of doors between 
respective rooms is determined as D*, the presentation system draws up the 
plan as shown in Figure 6 from the result D* and the data on dimensions for 
members and other conditions in the GOD system. 

When the designer allows the results to be presented this way, the vector 
D* describing the presence or absence of doors in the completed plan is used 
as the information Dk+1 on the k+1-th design draft. 

The matrix M for regularity is recalculated with new data D k+ 1. In the 
process of recalculating, it is not necessary to memorize all the information 
Di ( i =1 to k ) from the plans designed so far. If we calculate the covariance 
matrix Ck for Di ( i =1 to k ) and the mean value mdk for each element at 
each step k, we can calculate the covariance matrix Ck+ 1 for Di ( i =1 to k+ 1) 
with only data Ck, mdk and new data Dk+1 successively. The matrix M for 
regularity at step k+ 1 can be obtained only from the covariance matrix Ck+ 1. 

4.4. EFFICIENCY OF ASSOCIATION MODEL 

Although the judgment of the effectiveness of the association model on CAD 
system depends on the subjectivity of the designers who utilize it, the 
evaluation of the association models should be done objectively. We will try 
to check the reproducibility of a plan and the reduction of input work. 

We tested whether a plan previously designed can be produced by giving 
only a small amount of information. The regularity matrix represents exactly 
the information in the previously designed plans, if the plan can be 
reproduced by providing only a part of that information. As the information 
given for the reproduction is reduced, the capability of association is higher, 
the amount of information that a designer inputs is smaller, and a reduction 
of input labor is obtained. 

For checking the reproducibility of plans, three office buildings PI, P2 
and P3 were designed. The presence or absence of doors between room types 

I 
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in these buildings was as shown in Figure 8. The vectors D 1, D2 and D 3 can 
be determined by this figure comprising 78 elements which describe these 
were made by taking 1 in the presence of doors, -1 at the time of no door. 
The regularity matrix M can be calculated by the algorithm in Figure 3. 

Next, in plans Di, a place where the presence or absence of doors is known 
among the combination of rooms is arbitrarily selected. By making the 
presence or absence of doors the same as that in D i, the presence or not of 
doors in D i is input into a computer. In this way, the calculation of 
associational inference is carried out with the imperfect information Xa and 
the regularity matrix M. 

If all the places where the presence or absence of doors is shown in the 
plan Di cannot be determined by associational inference, one more presence 
or absence of doors is input and the association is carried out. By repeating 
the above process, all the places where the presence or absence of doors is 
shown in the plan Di can be associated. 

The result of this experiment on the case of the plan PI is shown in 
Figure 9. When the incomplete information Xa, in which the presence or 
absence of doors at only three places, is entered as shown in Figure 9, the 
result of associational inference from Xa is obtained as shown in Figure 9-b 
and determines all of the information for the presence of doors in plan Pl. 

In the case, where the places of the presence or absence of doors is not 
determined in plan PI ( four places shown by marks * in Figure 9-b ) are 
associated. From this, we can observe an interesting fact that the associated 
result coincides with the presence or absence of doors in plan P 3 which 
resembles to plan Pl. It shows that the results of associational inference are 
effected by information of similar plans. 

In the other plans P2 and P 3, at the stage of inputting the presence or 
absence of doors in three places and one place respectively, the presence or 
not of the other doors specified in plans P2 and P 3 can be associated. This 
means that by inputting only the information on the presence or absence of 
doors in a small number of places, the original plan can be reproduced. 

In order to check the reduction of input work, we introduce an index for 
expressing the rate of abbreviation; 

Ra = (N-n)/N 
where N is the number of places in which the presence or absence of doors is 
given in the original plan, and n is the number of inputs. The rates of 
abbreviation of plans PI, P2 and P3 become 83%, 84% and 94% respectively 
in the above experiment. Although it cannot be asserted that these values 
themselves are the exact rate of reducing labor when designers input 
information, it can be said that the effect of the reduction is significant. 
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5. Conclusion 

In this study, attention is given to the concept that expression architectural 
design is often ambiguous and unable to provide complete information for 
direct input into a computer. But such expression is not meaningless at all. 
Rather, it has meaning through informed association and imagination. 

We attempt to model the process of association itself. We have established 
an algorithm for extracting the habits of designers. We have also proposed an 
algorithm for associational inference using a small amount of input 
information, and accumulating regularities as a knowledge base. We 
proposed an association model for CAD systems using these two algorithms. 
Furthermore, by applying this association model, we attempted to show that 
input labor when using CAD systems can be reduced. 
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Abstract. A grammar formalism for generating parametric objects is presented. The 
objects have differing topologies, complete with constraints which, when satisfied, 
ensure that design specifications are met. The representation is based on recursively
defined structures of attributes, values and constraint expressions. In the rewrite 
operations of the grammar, pattern matching is replaced by constraint structure 
unification, which preserves and combines constraint expressions. The generated objects 
consist of structures with declarative constraints ranging over the complete parse tree for 
the generation. A grammar specifying a simple mechanical design problem is discussed, 
followed by an example generation of an object in the language. 

1. Introduction 

A general definition of the design process is given by Come et al. (1993), in 
which design "involves transforming performance requirements (and/or 
functional requirements) for some particular kind of object ... into structural 
specifications which determine exactly how to construct an object of the 
given type so that it meets the performance requirements". There are many 
different aspects to this process, including, for example, the routine 
generation of variants, complex problem solving, problem space definition, 
and, ultimately, creativity. This paper considers a narrow subset of the design 
problem as stated above: the grammatical generation of designs in order to 
satisfy well-defined performance requirements in domains which are well 
understood. 

Grammatical design methods supply a formalism for the generation and 
evaluation of multiple structural alternatives within a space of designs. They 
provide a representation of the constraints of the design space, and relate 
those constraints to the generation of designs. Grammars may also be used to 
embed constraints from different analysis domains in the design process, and 
provide a formal basis for the derivation of results from those domains for 
designs in progress (Brown et al., 1992). In parametric design, conversely, 
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the topology of the object being designed is fixed before design begins, with 
the representation maintaining constraints on the dimensions. The design 
task in parametric design is to instantiate the parameters, subject to the 
constraints, such that some performance criteria is met. 

Standard grammar formalisms do not support parametric design-they 
generate fully instantiated objects. The grammars may be parametric, in that 
the application of grammar rules proceeds by the instantiation of parameters 
in rule schemas, and the resulting language may be viewed as parametric, in 
that the language defines a space of structures which may differ in the value 
of certain attributes, but the individual objects generated by the grammar are 
not parametric. Attribute grammar formalisms do generate objects with 
uninstantiated attributes, but these attributes are strictly not part of the syntax 
of the grammar-the representation generated by the grammar contains no 
reference to those parameters, and any constraints on those attribute values 
are similarly outwith the language of the grammar itself. 

In this paper, we will present a method of generating parametric objects: 
that is, objects with different topologies and uninstantiated parameters but 
with an explicit representation of constraints on those parameters included as 
part of the syntax. The specific constraints will vary according to the 
topology of the generated structures. The method will be illustrated with an 
example design problem. 

2. Related Work 

The use of grammars for the design of complex structures was popularised 
by the development of the shape grammar formalism (Stiny, 1980). In this 
formalism, rewrite-rules are recursively applied to two-dimensional shapes to 
produce languages of two-dimensional shape designs. Parametric shape 
grammars can also be defined, in which rule schemas with variable 
parameters are specified, and rule application proceeds with an instantiated 
version of one of the rule schemas. A number of shape grammars have been 
presented in the literature, including a grammar of Palladian villas (Stiny and 
Mitchell, 1978) and a grammar of Queen Anne houses (Flemming, 1986). A 
general definition of the algebra of shapes is given by Stiny (1991). 

Viewed in the abstract, the whole design process can be considered as a 
generative process. Stiny and March (1981) proposed design machines, while 
Fitzhom (1989) has proposed a formal computational theory of design. In 
both of these papers, the design process is modelled as the interaction of 
constraints and the design context with the grammar rules used to generate 
the designs. Brown et ai. (1993b) discuss some possible roles for 
grammatical methods in engineering design, in the context of a 
transformational model of design (McMahon et ai., 1993) and Bond and 
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Ricci's (1992) view of the engineering design process. Recently, we have 
begun to see some work (Carlson, 1993; Heisserman and Woodbury, 1993) 
developing grammatical design tools, allowing designers to explore spaces of 
designs interactively. More work of this nature is required if the theories 
proposed above are to be accepted as useful theories of design. 

The conventional view of the semantics of a design representation 
provides a mapping from the elements of the representation to real world 
objects. However, we could also regard the semantics of designs as being 
alternative views in terms of performance criteria. By taking a compositional 
view of these semantics, it is possible to derive semantic descriptions 
automatically in tandem with generations. Stiny (1981) proposed the 
generation of design descriptions by associating rules operating on 
descriptions with the grammar rules which operate on the shapes. Similarly, 
for string and graph based formalisms, attribute grammars (Knuth, 1968) 
may be used, in which attributes representing additional information 
augment symbols, and attribute rules define the computation of the attribute 
values. Variations on this theme are proposed by Penjam (1990), 
representing the resistance of electrical circuits, Rinderle (1991), representing 
forces and weights of boom designs, and Brown et al. (1992), representing 
stress concentrations on loaded shafts. This last paper extends the definition 
of attribute rules to include relational constraints between the attribute values. 
Tyugu (1993) discusses the use of attribute models applied to general 
deductive systems for design in essentially the same style. In the last three of 
these papers, the objects generated are in some sense parametric-attributes 
are used to represent dimensions of objects which need not be instantiated 
during generation. However, the attributes are not part of the syntax of the 
grammar, and so are not strictly part of the final design. Similarly, the 
constraints on the attribute values are also not part of the design, but must be 
maintained separately by whatever mechanism is used to control the 
grammar execution. In fact, there is some confusion in the paper by Brown 
et al. (1992) surrounding the role of the attribute constraints. The presented 
grammar is designed to specify a language of designs able to be assessed by 
heuristic stress concentration prediction, yet certain non-assessable designs 
are excluded from the language during generation only by examination of 
the attribute values, which are not part of the grammar syntax. 

In Brown et al. (1993a), a variation of the parametric shape grammar 
formalism is extended by augmenting the shape labels with attribute models. 
Rule application is restricted to those fully instantiated shapes which have 
attribute models which satisfy the constraints represented in the rule. In this 
case, the attributes and attribute values are part of the syntax of the grammar, 
but again, the final objects generated are fully instantiated. The constraints 
apply only when the corresponding rule is applied, and have no relevance 
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downstream in the generation. In an earlier and more general treatment, 
Stiny (1992) has proposed the use of weights, which are essentially limited 
attribute models, augmenting the shapes rather than the shape labels. The 
same comments as above apply to weights. 

Carlson (1993) presents grammatical programming, a paradigm which, 
when viewed in terms of grammars, provides a framework for specifying 
initial designs, grammar rules, constraints on the design space, and control 
mechanisms for the grammars. This description is a simplification, as all four 
elements are generalised and combined with arbitrary non-deterministic 
functions to produce a single unified formalism for describing design spaces. 
Rewriting is based upon unification of terms, allowing grammatical programs 
to operate upon intermediate parametric designs, without instantiating 
variables. Constraints on the variables are carried along during the 
generation, and these constraints must be satisfiable in all intermediate 
designs. Although constraint satisfaction is thus an integral part of the 
formalism, the constraints are not part of the syntax of the final design 
representation. 

In computational linguistics and natural language processing, unification
based grammar formalisms (Shieber, 1986) have been used extensively. In 
such work, symbols are augmented with recursively defined attribute-like 
structures, called features, in order to maintain information about tenses, case 
agreement, phrase categories, etc .. In rule application, symbol matching is 
replaced by feature unification, which may add new information to matched 
features. Constraints between feature structures can be maintained by sharing 
structures between features. Grammatical generation and parsing then 
proceeds as normal, producing strings of symbols augmented with category 
information, which may be used to match against similarly augmented words 
in a lexicon. 

Godden (1991, 1992) has extended the notions of feature structures and 
unification to construct a procedure for design analysis. The values of 
feature structures are allowed to be constraint expressions from a first-order 
constraint language, producing constraint structures. Constraints may then be 
unified with design representations using a constraint structure unification 
algorithm, to produce designs augmented with constraints. Attribute 
instantiations are not represented as values of the attributes, but as binding 
environments, which also play a restricting role in unification. A constraint 
status evaluation procedure can then be applied to the augmented design 
representation, flagging up violated constraints to the designer. This system 
has the advantage that satisfied constraints remain in place, and may be 
immediately evaluated whenever parameter values are modified. The addition 
of new constraints to existing designs as more information becomes available 
is achieved simply by the unification algorithm. 



CONSTRAINT UNIFICATION GRAMMARS 243 

3. Constraint Unification Grammars 

In the work presented here, we will take the relatively simple step of applying 
Godden's constraint structure unification algorithm back into the grammar 
formalism that was its inspiration, producing what we will call constraint 
unification grammars. Such grammars will be grammars of constraint 
structures, and sub-string matching will be replaced by constraint structure 
unification. The full theory of constraint structures, constraint structure 
unification and constraint status classes is given by Godden (1992). Here, we 
follow Godden (1991) in giving only a relatively informal treatment. 

3.1. CONSTRAINT STRUCTURE UNIFICATION 

A constraint structure is a recursively-defined set of attribute-value pairs. The 
value of an attribute may be a constant, a constraint formula with an 
assignment of a constant to one of its variables, a lambda expression, or 
another constraint structure. Constraint formulae (for example, x ~ y) are 
defined as expressions in a first-order logic language. If <I> is a constraint 
formula, then A v <I> is a lambda expression, and can be regarded informally as 
specifying that the value of variable v is to be taken as the value of the 
attribute that the expression is paired with, and <I> is a constraint on that value. 

For example, we might represent a shaft of length = 30 and diameter = 20 
by the structure: 

[shaft: [length: 30 
diameter: 20] ]. 

We might represent a constraint on shafts such that the length is greater 
than the diameter, and there is a groove present of width 3 and depth 5 by 
the structure: 

[shaft: [length: A.I (1 > d) 
diameter: M(l > d) 
groove: [width: 3 

depth: 5]]]. 

Constraint structure unification combines two structures to form a third 
structure, such that an attribute value pair is in the third structure if: 

1) the same attribute occurs in one structure but not the other; or 
2) the same attribute occurs in both structures, their values are unifiable, 

and unify to produce the value of the attribute in the third structure. 
Two constants unify if they are identical. 
A A-expression, Av<l>, unifies with a constant, c, to form the constraint 

formula <I> { v <- c}, representing $ with the assignment of c to the variable v. 
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A constant, c, unifies with a constraint formula, 'If {w <- C }, with the same 
constant c in its variable binding, to form 'If {w <- c}. 

Two A-expressions, Av<l>, AW'lf, unify to form the A-expression AX(<I>' A 'If'), 
where <1>' is <I> with all free occurrences of v replaced by x, and 'If' is 'If with all 
free occurrences of w replaced by x, where x does not appear in <I> or 'If. For 
convenience, we may denote this unification by Av<l> A AW'lf. 

A A-expression, Av<l>, unifies with a constraint formula, 'If { w <- c}, to form 
(<1>' A 'If'){x <- c}, where <1>', 'If' and x are as above. For convenience, we may 
denote this unification by <I> {v < - c} A 'II {w < - c}. 

Finally, two constraint formulae, ",{w <- c}, <I>{v <- c}, with the same 
constant c in the variable bindings, unify to form (<1>' A ",'){x <- c}, where <1>', 

'II' and x are as above. Again for convenience, we may denote this unification 
by <I>{v <- c} A ",{w <- c} 

In the above example, the two structures unify to form the new structure 

[shaft: [length: (1 > d) {I <- 30} 
diameter: (1 > d) {d <- 20} 
groove: [width: 3 

depth: 5]]] 

Note that the unification of the two structures has combined information 
from both structures. The structure still maintains the variable instantiations 
from the simple shaft structure, but now also includes the instantiation of the 
groove from the constrained shaft, and also includes a declarative 
representation of the constraints on the length and diameter attributes. No 
check has been made to ensure that the constraints are satisfiable (which is 
not the purpose of the unification algorithm); the algorithm simply produces 
design representations augmented with constraints on the attribute values. In 
practice, the representation of constraints will use structure sharing - in the 
example above, a single copy of the constraint used as a value for the length 
and diameter attributes will be maintained, and each attribute will have a 
pointer to that copy, each with its own variable binding. 

3.2 THE GRAMMAR FORMALISM 

To construct the constraint structures we will use in the grammars, we require 
a set of symbols partitioned into non-terminals and terminals, a set of 
attribute names, and the elements of a first-order language-variables, 
constants, and predicate constants. The constraint structures are then formed 
from these elements as described above. We restrict the constraint structures 
we will consider in the grammar to those with an attribute "symbol", whose 
values will be members of the symbol set. We will refer to classes of 
structures by the value of their symbol attribute. For each class of structures, 
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we define a prototypical instance, which will set or constrain parameters as 
required. To enable evaluation of the constraints, we will maintain an index 
to copies of the constraint formulae. We will say that two strings of structures 
are unifiable if they are of the same length, and the ith structures in each 
string unify, for all i up to the length of the string. 

Production rules will then consist of two strings of constraint structures. 
Each constraint formula in the production structures will have a variable 
index. A production rule is applicable to a string if its left-hand string unifies 
with a substring of the current string. To apply a production rule, we first 
instantiate the index variables, unify the left-hand string with the substring, 
unify the structures in the right-hand string with their class prototypes, and 
then replace the unified substring with the unified right-hand string. 

For example, suppose our current string consists of two structures with 
symbols "L", "s": 

[symbol: L 
length: 50] 

[symbol: s 
length: 15 
diameter: 10]. 

Suppose also that we have the four constraint formulae 

<1>: (1 > d) '11: (w < 1) 

the structure prototypes 

[symbol: s 
length: A.I<I>i 
diameter: M<I>i] 

and a rule 

[symbol: L -> 
length: 1.11 O)i] 

[symbol: Is 
length: A.I'I1i 
diameter: dl~ 
groove: [width: AW'l1i 

depth: ~~]] 

[symbol: s 
length: A.120)i] 

[symbol: Is 
length: A.I30)i]' 

Unifying L with the string structure, and s and Is with their prototypes 
gives: 

[symbol: L 
length: 0)1 {II <- 50}] 

[symbol: s 
length: 1.120)1 A 1.1<1>1 
diameter: M<I>I] 

[symbol: Is 
length: 1.130)1 A 1.1'111 
diameter: Ml~1 
groove: [width: A.w'l11 

depth: ~~tl] 
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To apply the rule, we remove the unified L from the string, and replace 
by the new s and Is, giving the new string "s Is s" with the structures: 

[symbol: s 
length: "-12001 A "-1<1>1 
diameter: Ad<l>tl 

[symbol: Is 
length: "-13001 A "-1'1' 1 

diameter: Ad1 ~1 
groove: [width: ,,-w'l'l 

depth:A.dz~tl] 

[symbol: s 
length: 15 
diameter: 10] 

Note that the constraint on the length attributes of the first two structures 
relates their values to the value of the L structure removed from the string, via 
copy 1 of constraint formula 00. 

More formally, if S is a set of symbols partitioned into terminals and non
terminals, A is a set of attribute names, V is a set of variables, C is a set of 
constants, and P is a set of predicate constants, then a production rule is a pair 
(ex., ~), where ex. and ~ are strings of constraint structures formed from 
elements of S, A, V, C and P, such that at least one of the constraint 
structures in ex. has as the value of its symbol attribute a non-terminal. 

A constraint unification grammar is an 8-tuple, (S, A, V, C, P, M, R, I), 
where S, A, V, C and P are as above, M is a set of constraint structure 
prototypes, R is a set of production rules as defined above, and I is an initial 
constraint structure. 

A string of structures will be in the language of a constraint unification 
grammar if it is obtained by successive applications of the production rules 
to the initial structure, and the values of the "symbol" attributes are all 
members of the terminal set. 

4. Example 

We now present an example grammar, with a generation of a design in the 
language. 

The design problem is to design a shaft consisting of a number of 
sections. The shaft will be simply supported at each end by self-aligning 
bearings. A bending load will be applied through a bearing at some point in 
the middle. Each bearing will be assumed to act at the mid-point of the 
section upon which it is located. The loaded section will have a 
circumferential groove for a retaining ring. There may be arbitrarily many 
sections between the bearing supports and the loaded section. The applied 
load, the section dimensions and the maximum acceptable stress are 
variables. The diameters of the bearing sections must belong to a set of 
bearing sizes, and each bearing size will impose constraints on the 
dimensions of the neighbouring sections. The dimensions of the locating 
groove will also be constrained by the dimensions of the loading bearing. 
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The shaft will form part of a larger assembly, and will be inserted into that 
assembly from the left. There will thus be an assembly constraint on the 
diameters of the sections between the loaded section and the right-hand 
bearing, such that their diameters are all less than the diameter of the loaded 
section. The locating groove must be to the right of the loading bearing, 
again to facilitate assembly. Figure 1 contains a sketch of two shafts 
satisfying this specification. 

Figure 1. Simply-supported shafts in bending. 

We now present the grammar which specifies the language of such shafts. 
Each shaft in the language will be represented by a parse tree, containing 
declarative constraints on the dimensions and performance of the shaft. The 
parameters mayor may not be instantiated. The constraints will be such that, 
if they are satisfied by suitable instantiations of the parameters, the 
specification described above will be met. As the constraints are purely 
declarative, there is no ordering on the instantiation of variables - thus the 
design problem may be: generate a shaft which satisfies the assembly 
constraints, and identify the stresses on the different sections for a given load; 
generate a shaft with a given load for which the stress levels are below a stated 
maximum; or generate a shaft and determine the maximum load it will 
support. 

The non-terminal symbols of the grammar will be {S, L, R}, representing 
the whole shaft, and the left and right intermediate shafts respectively. The 
terminal symbols will be {lbs, rbs, Is, sl, sr}, representing left and right 
bearing supports, loaded section, and left and right sections respectively. We 
introduce a set, a = {20, 25, 30, 35, .... , 80}, of standard bearing diameters. 
The constraint formula x E a will be shorthand for the formula (x=20 v 
x=25 v x=30 v x=35 v ... v x=80). For clarity, we have not used the full 
formal notation: rather than point to indexed copies of constraint formulae, 
we have substituted the structure and attribute names into the individual 
formulae. In any formula in a given structure, an attribute name with no 
structure name prefix is assumed to refer to an attribute of the given 
structure. 

The full grammar is presented in Appendix A. Here we give an informal 
account of the rules and constraints. 



248 K. N. BROWN ET AL. 

The prototypes for the bearing supports and the loaded section specify 
the legal diameters (d) and the constraints imposed on the length (I) of the 
sections by the chosen diameter. Each of the five terminal structures will have 
a point for which the stress will be evaluated: the right hand end for sections 
to the left of the load, the loading point of the loaded section, and the left
hand end for sections to the right. The attribute a represents the distance of 
the start of the section from the centre of the left bearing support, p 
represents the load applied to the complete shaft, x the distance between the 
left bearing support and the load, z the distance between the two bearing 
supports, M is the bending moment at the evaluation point, I the second 
moment of area at that point, and s the evaluated stress. The prototypes 
include relational definitions of the bending moment, the second moment of 
area, and the evaluated stress. 

The five rules of the grammar are given symbolically below: 

1) S -> Ibs Li Is Ri rbs 
2) L -> sI-I I 

3) L -> sl· L· 
I I J 

4) Ri -> sri 
5) ~ -> sri Rj 

Rule 1) instantiates the basic structure, conslstmg of a left and right 
bearing support, a loaded section in the middle, and left and right 
intermediate shafts. Constraints are invoked relating the dimensions of the 
three bearing sections and the dimensions of the intermediate shafts. The 
stress levels on all sections are constrained to be less than a maximum stress 
value for the symbol S. Rule 2) converts an intermediate left-hand shaft into 
a single section, while Rule 3) instantiates one section in the left-hand 
intermediate shaft. Rules 4) and 5) are the equivalents of 2) and 3) for right
hand shafts, with additional constraints on the diameters of the shafts for 
assembly purposes. 

We now present the outline of a generation of a shaft in the language 
specified by the grammar, shown in Figure 2. The full structures and 
constraints can be found in Appendix B. 

We start with the initial structure, consisting simply of a symbol attribute 
with value S. We first apply Rule 1), to obtain the symbols for the bearing 
supports, the loaded sections and the intermediate sections. Now apply Rule 
3), to expand the left intermediate section. Then apply Rule 2), and complete 
the structure for the left-hand intermediate section. Finally, apply Rule 4), 
instantiating the structure of the right-hand intermediate section to be a 
single section. 
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SKETCH PARSE1REE 

......................................... 
5 i 

S 

i 5 
L._._._ . ..L 
: ! 
: ! 
: : 
i ....................................... l 

r .......... ~ 
~ ...... ~ 
~ ....... ~ 

L •.••.••.... 

m .. ·:~ .... ·~ 
1dI ...... ~ 

i ...... . 

...... ~ 

...... ;~ 

Figure 2. Shaft generation. 

As we have no non-terminal symbols in the string, the generation is now 
complete. There are two intermediate sections on the left, and one on the 
right. We have made no variable instantiations during this generation; 
however, each structure attribute has a number of constraint formulae 
attached, which constrain their values-the resulting representation is a 
completely general solution to the design problem for the given topology. 
We now have a representation on which we are able to carry out parametric 
design. For this design, we will set the maximum stress (S.m) to 60 N/mm2, 

the load applied (S.p) to 20000N, the distance between bearing supports 
(S.z) to 200mm, the distance between the left bearing support and the loaded 
point (S.x) to 125, the diameter of the left bearing support (lbs.d) to 30mm, 
and the diameter of the right bearing support (rbs.d) to 40mm. The 
remaining parameters are then instantiated to ensure that all constraints are 
satisfied. The instantiations are shown as variable bindings in Appendix B. 
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5. Discussion 

The grammar formalism presented above can be applied to existing attribute 
grammars. For example, the deductive system for shafts in torsion presented 
by Tyugu (1993) is easily reformulated as a constraint unification grammar 
(Brown, 1993). The grammar can then be extended as above to express 
constraints on the shaft dimensions in order to achieve minimum standards 
of performance. As demonstrated above, the representation now contains 
these constraints as an integral part, and all future operations on the final 
design have to be carried out in the light of these constraints. As was pointed 
out previously, the grammar for heuristic Kt prediction by Brown et al. 
(1992) confused the role of the attributes in the generation of designs, by 
constraining rule application to satisfy constraints on attributes without 
guaranteeing that all such attributes would be instantiated when required. 
This formalism clears up that confusion, by making the constraints explicit in 
the representation. During rule application, unification may proceed 
regardless of whether or not constraints are satisfiable. The constraint simply 
becomes part of the syntax. The detection of unsatisfiable constraints is 
removed from the formal generative mechanism, and becomes the 
responsibility of the control procedure. 

As may be supposed from the paragraph above, constraint unification 
grammars are a generalisation of attribute systems. If we restrict our 
constraints to represent equality constraints only, and we place context-free 
restrictions on the underlying grammar, then we have essentially attribute 
grammars as defined by Knuth (1968). Alternatively, if we modify our 
underlying grammar to operate on graphs and allow arbitrary relational 
constraints, but disallow parameter instantiation for non-determined 
attributes, we get the formalism proposed in Brown et at. (1992). 

The constraints on the attribute values are purely declarative. There is no 
order imposed on the computation of the attributes. In the example 
presented in the paper, no values are instantiated during the generation, and 
after the generation is complete, stress, loading, and partial dimension criteria 
are established and the remaining attribute values instantiated to satisfy the 
constraints. This final parametric design could have proceeded in the 
opposite direction-full dimensions could be specified, and then the 
maximum load able to be applied subject to a maximum stress could be 
evaluated, using the same constraint formula. Alternatively, some variables 
could be instantiated during the generation. The unification algorithm would 
propagate the constraint representation as before, and would also maintain 
the variable bindings during unification. The selection of grammar rules 
could then be based on an assessment of evaluated constraints. 
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To enable the proposal for the control of the grammar mentioned above, 
we would need a control mechanism with constraint satisfaction capabilities. 
A constraint unification grammar is not guaranteed to generate parametric 
objects with satisfiable constraints; it generate objects with constraints such 
that, if the constraints are satisfied, then the objects meet their specification. 
While this is an advance on previous formalisms, it still leaves much to be 
desired as a working design tool. If the aim of the design task is to generate 
objects which meet a specification, then the question remains of how to select 
the grammar rules and instantiate the parameters. The control mechanism 
needs to be able to evaluate all the constraints in the current parse tree, and 
indicate to the designer which rules and instantiations keep the generation on 
the desired path. Solving arbitrary declarative constraints is a difficult 
problem, and has not been considered in this work. 

The informal constraint representation used here is verbose-if a 
constraint is a relation over n variables, then the design representation 
contains n copies of that constraint. This method has been used for this paper 
in order to make explicit the constraints on each attribute. The formal 
representation of constraints maintains a single copy of each instance of a 
constraint, and each attribute maintains a pointer to that copy, and a variable 
binding for that attribute. In the formal representation, if a constraint relates 
n attributes, a single copy of that constraint will be pointed to be n attributes. 
The constraints also range over the complete parse tree. The constraints on 
any node in the tree may relate to attributes of the node itself, of the parent 
node, the child nodes, or sibling nodes. A more pleasing formalism would 
have a different representation of the constraints, ensuring that all relevant 
constraints were attached to the leaf nodes of the current parse tree, allowing 
structures to which rules have been applied to be discarded from the 
representation. Again, no work has been carried out on this topic. 

6. Conclusion 

We have presented a formalism for grammars which generate parametric 
objects. The final designs in the language are objects with different 
topologies and uninstantiated parameters, complete with a syntactical 
representation of constraints on those parameters. The constraints range over 
the whole parse tree. The constraints are not guaranteed to be satisfiable, but 
they do represent relationships between the parameters which must be 
satisfied for the given topology if the design specification is to be met. The 
formalism replaces substring matching with unification of constraint 
structures. The constraint unification grammars presented here can be 
considered to be a generalisation of a number of different attribute grammar 
formalisms. To be practical design tools, constraint unification grammars will 
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need to be augmented with efficient constraint propagation techniques. We 
suggest that further developments along these lines will provide useful tools 
for exploring parametric design spaces. 
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Appendix A: Grammar 

Prototypes 

symbol: Ibs 
d: M«d E a) A (I ~ 3/5 *d + 3) 

A (I :;;: rrl4 * (d/2)4) A 

(s = (M*d)/(2*I») 
I: 1..1((1 ~ 3/5 *d + 3) A 

(M:;;: (p*I*(z-x»/(2*z») 
a:O 
p: Ap(M = (p*I*(z-x»/(2*z» 
x: Ax(M :;;: (p*I*(z-x»/(2*z» 
z: Az(M = (p*I*(z-x»/(2*z» 
M: AM«M = (p*I*(z-x»/(2*z» 

A (s = (M*d)/(2*I))) 
I: 1..1((1 :;;: rrl4 * (d/2)4) A 

(s = (M*d)/(2*1))) 
s: AS(s = (M*d)/(2*1» 

symbol: sl 

symbol: rbs 
d: M«d E a) A (1 ~ 3/5 *d + 3) A 

(I :;;: 7tl4 * (d/2)4) A 

(s = (M*d)/(2*I») 
I: 1..1(1 ~ 3/5 *d + 3) 
a: Aa(M = (p*x*(z-a»/z) 
p: Ap(M = (p*x*(z-a»/z) 
x: h(M = (P*x*(z-a»/z) 
z: Az(M = (p*x*(z-a»/z) 
M: AM«M = (p*x*(z-a»/z) A 

(s = (M*d)/(2*I») 
I: 1..1«1 = 7tl4 * (d/2)4) A 

(s = (M*d)/(2*1))) 
s: AS(s = (M*d)/(2*1» 

symbol: sr 

symbol: Is 
d: M«d E a) A (I = rrl4 * (d/2)4) 

A (1 ~ 3/5 *d + 12 +13 + 3) A 

(s = (M*d)/(2*I))) 
I: Al(1 ~ 3/5 *d + 12 + 13 + 3) 
12: 1..12(1 ~ 3/5 *d + 12 + 13 + 3) 
13: 1..13(1 ~ 3/5 *d + 12 + 13 + 3) 
p: Ap(M = (p*x*(z-x»/z) 
x: Ax(M = (p*x*(z-x»/z) 
z: Az(M = (p*x*(z-x»/z) 
M: AM«M = (p*x*(z-x»/z) A 

(s = (M*d)/(2*1))) 
I: 1..1((1 :;;: rrl4 * (d/2)4) A 

(s = (M*d)/(2*1))) 
s: AS(s = (M*d)/(2*1)) 

d: M«I :;;: 7tl4 * (d/2)4) A (s :;;: (M*d)/(2*1))) 
I: AI(M :;;: (p*(a+I)*(z-x»/z» 

d: Ad«1 :;;: rrl4 * (d/2)4) A (s :;;: (M*d)/(2*1))) 
I: AI(M = (p*x*(z-a»/z» 

a: Aa(M = (p*(a+I)*(z-x»/z» 
p: Ap(M = (p*(a+I)*(z-x»/z) 
x: Ax(M = (p*(a+I)*(z-x»/z) 
z: Az(M = (p*(a+I)*(z-x»/z) 
M: AM«M = (p*(a+I)*(z-x»/z) A 

(s = (M*d)/(2*I))) 
I: 1..1«1 = 7tl4 * (d/2)4) A (s = (M*d)l(2*1))) 
s: AS(s = (M*d)/(2*1» 

a: Aa(M :;;: (p*x*(z-a»/z» 
p: Ap(M :;;: (p*x*(z-a»/z) 
x: h(M = (p*x*(z-a»/z) 
z: Az(M :;;: (p*x*(z-a»/z) 
M: AM«M = (p*x*(z-a»/z) A (s = (M*d)/(2*1))) 
I: 1..1«1 = 7tl4 * (d/2)4) A (s = (M*d)/(2*1») 
s: AS(s = (M*d)/(2*1» 
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Grammar Rules 

Rule 1) (S -> Ibs Lj Is Rj rbs) 

symbol: S symbol: lbs symbol: rbs 
z: Az((lbs.z = z) /\ (rbs.z = z) /\ (ls.z = z) /\ 

(Lj.z = z) /\ (Rj.z = z) /\ (z = x+y» 
d: Ad«6/5 *d-I .L Lj.ld) 

/\ (Lj.ld.L 6/5 *d + 2» 
d: Ad«6/5 *d-I ~ Rj.rd) 

/\ (Rj.rd ~ 6/5 *d + 2» 
x: Ax«(lbs.x = x) /\ (rbs.x = x) /\ (ls.x = x) /\ 

(Lj.x = x) /\ (Rj.x = x) /\ 
I: Al«S.x = Lj.l + V2 + ls.V2) I: Al(S.y = Rj.l + V2 + Is.V2) 

a: Aa(a = Rj.a + Rj.l) 
(x = Lj.l + Ibs.V2 + Is.V2) /\ (z = x+y» 

/\ (Lj.a = V2» 
p: Ap(p = S.p) 
x: Ax(X = S.x) 
z: AZ(Z = S.z) 

y: AY(Y = Rj.l + rbs.V2 + Is.V2) /\ (z = x+y» 
p: Ap«Lj'P = p) /\ (Rj.p = p) /\ (lbs.p = p) /\ 

(rbs.p = p)/\ (ls.p = p» s: As(S ~ S.m) 
m: Am«Lj.m = m) /\ (Rj.m = m) /\ (lbs.s ~ m) 

/\ (rbs.s ~ m) /\ (Is.s ~ m» 

symbol: Lj 
Id: Ald«6/5 *Ibs.d - I ~ Id) 

/\ (ld ~ 6/5 *Ibs.d + 2» 
rd: Ard«6/5 *Is.d - I ~ rd) 

/\ (rd ~ 6/5 *Is.d + 2» 
a: Aa«a = Ibs.V2) 

/\ (ls.a = a+l» 
I: AI«S.x = I +lbs.V2 +ls.V2) 

/\ (ls.a = a+l) 
x: AX(X = S.x) 
z: AZ(Z = S.z) 
p: Ap(p = S.p) 
m: Am(m = S.m) 

R1Ik.2l (Lj -> slj) 

symbol: Lj 
Id: Ald(ld = sIj.d) 
rd: Ard(rd = sIj .d) 
a: Aa(a = sIj.a) 
I: Al(l = slj.l) 
x: AX(X = sIj .x) 
z: AZ(Z = slj.z) 
p: AP(P = slj.p) 
m: Am(sIj.s ~ m) 

R.uk.1l (Lj -> slj Lj) 

symbol: Lj 

symbol: Is 
d: Ad«6/5 *d-I ~ Lj.rd) 

/\ (Lj.rd ~ 6/5 *d + 2) 
/\ (Rj.ld < d) /\ (Rj.md = d» 

t: Al«S.x = Lj.l + Ibs.V2 + Vs) 
/\ (S.y = Rj.l +rbs.V2 + V2) 
/\ (Rj.a = a+l» 

a: Aa«a = Lj.a + Lj.l) 
/\ (Rj.a = a+I» 

p: Ap(p = S.p) 
x: Ax(X = S.x) 
z: AZ(Z = S.z) 
s: As(S ~ S.m) 

symbol: slj 
d: Ad«Lj.ld = d) 

/\ (Lj.rd = d» 
t: AI(4.1 = I) 
a: Aa(Lj.a = a) 
x: Ax(Lj.x = x) 
z: Az(Lj.z = z) 
p: Ap(Lj.p = p) 
s: As(S ~ Lj.m) 

symbol: slj 
d: Ad(Lj.ld = d) Id: Ald(ld = slj .d) 

rd: Ard(Lj.rd = rd) 
a: Aa«slj.a = a) /\ (Lj-a = a+slj.l)) 
I: AI«(l > slj.l) /\ (Lj.l = l-sIj.l» 
x: AX«X = slj.x) /\ (x = Lj-x» 

I: Al«~j.l ~ 1)./\ (Lj.l = Lj.l-I) 
/\ (Lra - Lra+l» 

a: Aa(a = Lj.a) 
x: AX(Lj.x = x) 

z: AZ«Z = slj.z) /\ (z = Lj.z» 
p: Ap«p = slj.p) /\ (P = Lj-p» 
m: Am«slj.s ~ m) /\ (m = Lj.m» 

z: Az(Lj.z = z) 
p: Ap(Lj.p = p) 
s: As(S ~ Lj.m) 

p: Ap(p = S.p) 
x: Ax(X = S.x) 
z: AZ(Z = S.z) 
s: As(S ~ S.m) 

symbol: Rj 
Id: Ald(ld < Is.d) 
rd: Ard«6/5 *rbs.d - I ~ rd) 

/\ (rd ~ 6/5 *rbs.d + 2) 
/\ (md ~ rd» 

md: Amd«md = Is.d) /\ (md ~ rd» 
a: Aa«rbs.a = a+l) /\ (a = Is.a+ls.l» 
I: AI«S.y = I +rbs.V2 +ls.V2) 

/\ (rbs.a = a+I» 
x: Ax(X = S.x) 
z: AZ(Z = S.z) 
p: Ap(p = S.p) 
m: Am(m = S.m) 

symbol: L· 
rd: Ard(r~ = Lj.rd) 

~: Aa(~ = Lj-a+slj.l) 
l. AI(I- Lj.l-sIj.l) 
x: Ax(Lj.x = x) 
z: Az(Lj.z = z) 

p: AP(Lr"P = p) 
m:Am( j-m=m) 
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~(Rj->sri) 

symboI:Rj symbol: sri 
Id: IJd(Id = sri.d) 
rd: Ard(rd = sri. d) 
a: M(a = sri.a) 

d: A.d«Rj.ld = d) /\ 

I: IJ(I = sri.1) 
x: :A.x(x = sri.x) 
z: AZ(Z = sri.z) 
p: AP(P = sri·p) 
m: A.m(sri.s ~ m) 

~ (Rj -> sri ~) 

symboI:Rj 

(Rj.rd = d» 
I: IJ(Rj.l = I) 
a: Aa(Rj.a = a) 
x: :A.x(Rj.x = x) 
z: AZ(Rj.Z = z) 
p: Ap(Rj.p = p) 
s: M(S ~ Rj.m) 

Id: IJd(ld = sri. d) 
rd: Md(R·.rd = rd) 
md: A.md~(Rj.ld < md) /\ (md = R.md» 
a: Aa«sri.a = a) /\ (R.i.a = a+sri·O) 
I: IJ«I> sri.l) /\ (Rj.l = I-sri.l» 
x: :A.x«x = sri.x) /\ (x = RJx» 
z: AZ«Z = sri.z) /\ (z = RJz» 
p: Ap«P = sri·p) /\ (p = RiP» 
m: A.m«sri.s ~ m) /\ (m = RJm» 

symbol: sri 
d: A.d(Ri.ld = d) 
I: IJ«Rj.l > I) /\ (Rj.l = Rj.l-I) 

/\ (Rj.a = Rj.a+I» 
a: M(a = Rj.a) 
x: :A.x(Rj.x = x) 
z: Az(Ri.z = z) 
p: Ap(Rj.p = p) 
s: M(S ~ Rj.m) 

symboI:R; 
rd: Ard(ro' = Ri.rd) 
Id: IJd(Id < Rj.md) 
md: A.md(Rj .md = md) 
a: Aa(a = Rj.a+sri.1) 
t: 1J(l = Rj.l-sri.l) 
x: :A.x(Rj.x = x) 
z: Az(Rj.z = z) 

P:.AP(Rj.~ =~) 
m. A.m(Rrm - m) 

Appendix B: Generated Structures with Instantiations 

symbol: S 
z: Az«Ibs.z = z) A (rbs.z = z)/\ (ls.z = z) A 

(Ll.Z = Z)A (Rl.z = z) A (z = x+y» {2oo} 

x: :A.x«Ibs.x = x) A (rbs.x = x) A (Is.x = x) A 
(Ll.X= x) A (Rl.x = x) A (z= x+y) A 
(x = Ll.l + Ibs.V2 + Is.V2» {12S} 

y: AY«Y = Rl.l + rbs.V2 + Is.V2) A 
(z = x+y» {7S} 
p: Ap«L1.p = p) A (Rl.P = p) A (Ibs.p = p) A 

(rbs.p = p) A (Is.p = p»{20000} 
m: A.m«Ll.m = m) /\ (Rl.m = m) A (lbs.s S; m) 

A (rbs.s ~ m) A (Is.s ~ m» {60} 

symbol: Is 
d: A.d«6JS *d-l s; Ll.ld) /\ (Ll.ld ~ 61S *d + 2) /\ 

(Rl.ld<d)/\(Rl.md=d)/\(de a)/\ 

(l ~ 3/S *d + 12 + 13 + 3) /\ (I = 1tI4 * (d/2)4) /\ 
(s = (M*d)/(2*1)) {60} 

1: AI«S.x = Ll.l + Ibs.V2 + Vs) /\ (RI.a = a+I) /\ 
(S.y = R 1.1 +rbs.V2 + V2) /\ 
(I ~ 3/S *d + 12 + 13 + 3» {SO} 

12: A12(1 ~ 3/5 *d + 12 + 13 + 3) {3} 
13: 1J3(l ~ 3/S *d + 12 + 13 + 3) {S} 
a: M«a = Ll.a + Ll.1) /\ (RI.a = a+I» {loo} 
p: Ap«P = S.p) /\ (M = (P*x*(z-x»/z» {20000} 
x: AX«X = S.x) /\ (M = (P*x*(z-x»/z» {12S} 

255 

z: AZ«Z = S.z) /\ (M = (P*x*(z-x»)lz» {2oo} 
M: AM«M = (P*x*(z-x»/z) /\(s=(M*d)l(2*1))) {937Soo} 
I: AI«I = 1tI4 * (d/2)4) /\ (s = (M*d)/(2*1)){636l72} 
s: AS«S S; S.m) /\ (s = (M*d)/(2*1))) {44.21O} 

symbol: Ibs symbol: rbs 
d: A.d«6JS *d-l ~ Ll.ld) /\ (Ll.ld ~ 61S *d + 2) A d: A.d«6JS *d-l S; R l.rd) A (R l.rd ~ 61S *d + 2) A 

(d e a) A (l ~ 3/S *d + 3) /\ (I = 1tI4 * (d12)4) A (d e a) /\ (I ~ 3/S *d + 3) A (I = 1tI4 * (d12)4) 
(s = (M*d)l(2*1))) {30} A (s = (M*d)/(2*1))) {40} 

I: IJ«S.x = Ll.l + V2 + 1s.V2) A (LI.a = V2) A I: IJ«S.y = Rl.l + V2 + Is.V2) A (I ~ 3/S *d + 3» {30} 
(l ~ 3/S *d + 3) A (M = (P*I*(z-x»/(2*z») {2S} a: Aa«a = Rl.a + Rl.l) A (M = (P*x*(z-a»/z» {18S} 

a: 0 p: Ap«P = S.p) A (M = (p*x*(z-a»/z» {20000} 
p: Ap«p = S.p) A (M = (P*I*(z-x»/(2*z))) {20000} x: A.i«x = S.x) A (M = (p*x*(z-a»/z» {12S} 
x: AX«X = S.x) A (M = (p*I*(z-x»/(2*z») {12S} z: AZ«Z = S.z) A (M = (P*x*(z-a»/z» {2oo} 
z: AZ«Z = S.z) A (M = (P*I*(z-x»/(2*z») {2oo} M: AM«M = (p*x*(z-a»/z) A 
M: W«M = (p*I*(z-x»/(2*z» A (s = (M*d)/(2*1)~ {187SOO} 

(s = (M*d)/(2*1)) {937S0} I: AI«I = 1tI4 * (dI2) ) A (s = (M*d)/(2*1))) {12S663} 
I: AI«I = 1tI4 * (d12)4) A (s = (M*d)/(2*1))) {39760} s: M«S ~ S.m) A (s = (M*d)/(2*1)) {29.842} 
S: M«S S; S.m) A (s = (M*d)/(2*1)) {3S.368} 
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symbol:L1 

Id: Ald«6/S "'Ibs.d - 1 S; Id) A (ld S; 6/5 "'Ibs.d + 2) 
A (ld = sll.d») {3S} 

rd: Ard«6/S "'Is.d - 1 S; rd) A (rd S; 6/5 "'ls.d + 2) 
A ~.rd = rd))) {73} 

a: A.a«a = Ibs.lI2) A (ls.a = a+l) A (sll.a = a) 
A ~.a=a+sll.l) {12.S} 

I: Al«S.x = I +lbs.1I2 +ls.lI2) A (Is.a = a+l) A 

(I> sI1.1) A (L2.1 = l-sI1.1)) {87.S} 
x: h«x = S.x) A (x = sI1.x) A (x = ~.x» {12S} 
z: i..z«z = S.z) A (z = sll.z) A (z = ~.z» {200} 

p: Ap«P = S.p) A (p = sll.P) A (p = L2.p»{20000} 
m: A.m«m = S.m) A (sll.s S; m) A 

(m = ~.m» {60} 

symbol:~ 

Id: Ald(ld = sI2.d) {73} 
rd: Ard«rd = L1.rd) A (rd = sI2.d» {73} 
a: M«a = L1.a+sl1.1) A (a = sI2.a» {32.S} 
1: Al«1 = Ll .1-s11.1) A (l = sI2.1) {67.S} 
x: h«L1.x = x) A (x = sI2.x» {12S} 
z: Az«Ll .z = z) A (z = sI2.z» {200} 
p: Ap«Ll .p = p) A (p = sI2.P» {20000} 
m: A.m«L1.m = m) A (sI2.s S; m» {60} 

symbol: R1 
Id: Ald«(ld < Is.d) A (ld = sr1.d» {50} 
rd: Ard«6/S "'rbs.d - 1 S; rd) A (rd S; 6/5 "'rbs.d + 2) 

A (md ~ rd) (rd = sr1.d» {50} 
md: A.md«md = ls.d) A (md ~ rd» {60} 
a: Aa«rbs.a = 8+1) A (a = Is.a+ls.1) A 

(a = sr1.a» {ISO} 
I: Al«S.y = I +rbs.V2 +ls.V2) A (rbs.a = a+l) A 

(l = srl.1» {3S} 
x: h«x = S.x) A (x = sr1.x» {12S} 

z: AZ«Z = S.z) A (z = sr1.Z» {200} 
p: Ap«P = S.p) A (p = sr1.p» {20000} 
m: A.m«m = S.m) A (srl.s S; m» {60} 

symbol: sll 

d: M«L1.1d = d) A (I = 1tI4 * (d12)4) A 

(s = (M"'d)/(2"'1» {3S} 
1: Al«L1.1 > I) A ~.l = L1.1-I) A ~.a = Ll .a+l) 

A (M = (p"'(a+I)"'(z-x»/z») {20} 
a: Aa«a = L1.a) A (M = (p*(a+l)*(z-x»/z») {12.5} 
x: h«L1.x = x) A (M = (p*(a+I)"'(z-x»)lz» {12S} 
z: AZ«L1.z = z) A (M = (p"'(a+I)*(z-x»/z» {200} 
p: Ap«L1.p = p) A (M = (p*(a+l)*(z-x»)lz» {20000} 
M: AM«M = (p"'(a+I)"'(z-x»/z) A 

(s = (M*d)l(2*1))) {2437S0} 

I: AI«I = 1tI4 * (d12)4) A (s = (M*d)/(2*1)) {73661} 
s: M«S S; L1.m) A (s = (M*d)/(2"'1») {S7.908} 

symbol: sl2 

d: M«L2.1d = d) A ~.rd = d) A (I = 1tI4 '" (d12)4) 
A (s = (M*d)/(2*1))) {73} 

I: Al«~.1 = I) A (M = (p*(a+I)*(z-x»/z))) {67.S} 
a: Aa«L2.a = a) A (M = (p*(a+I)"'(z-x»/z») {32.S} 
x: h«~.x = x) A (M = (p*(a+I)*(z-x»)lz» {12S} 
z: Az«L2.z = z) A (M = (p*(a+I)"'(z-x»/z» {200} 
p: Ap«~.p = p) A (M = (p*(a+l)"'(z-x»/z» {20000} 
M: AM«M = (p*(a+I)*(z-x»/z) A 

(s = (M"'d)/(2"'1)~ {7S0000} 
I: AI«I = 1tI4 * (dl2) ) A (s = M"'d)/(2"'1») {139399S} 
s: AS«S S; ~.m) A (s = (M*d)/(2*1)) {19.638} 

symbol: sri 

d: M«R1.1d = d) A (R1.rd = d) A (I = 1tI4 '" (dl2)4) 
A (s = (M"'d)/(2"'1)) {50} 

I: Al«Rl .1 = I) A (M = (P*x*(z-a»/z») {3S} 
a: A«R1.a = a) A (M = (P*x*(z-a»/z») {ISO} 
x: h«R1.x = x) A (M = (P*x*(z-a»/z» {12S} 
z: Az«RI.z = z) A (M = (p"'x*(z-a»/z»{200} 
p: Ap«R1.p = p) A (M = (p*x*(z-a»/z» {20000} 
M: AM«M = (p*x*(z-a»)lz) A 

(s = (M"'d)l(2*1))) {62SOOO} 

I: 1..1«1 = 1tI4 * (d12)4) A (s = (M*d)/(2"'1») {306796} 
s: M«S S; Rl .m) A (s = (M*d)l(2*1») {SO.930} 
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Abstract. Spatial engineering is an activity of significant importance when designing 
large, complex, Made-To-Order (MTO) engineering products. This paper describes the 
progress of research into the problem of generating layouts for such products and details 
an approach which combines the benefits of knowledge based systems technology 
together with the optimization technique of simulated annealing. The discussion begins 
by describing the fundamental nature of a basic layout problem and highlights the nature 
of the complex issues that often arise when dealing with more realistic and practical 
problems. The particular focus for this paper is the knowledge-based system part of the 
overall layout generation system, although a brief description of the philosophy adopted 
and methodology used for generating alternative arrangements is provided too. The way 
in which parts of this system work themselves and in conjunction with each other have 
been dealt with elsewhere [1]. In this paper, details -of the configuration of the knowledge 
based system and the form and nature of knowledge contained within it are described. In 
addition, two case studies are presented which demonstrate the potential scope of the 
system in the context of its application to generating solutions for a range of different 
types of layout problem. Finally, a number of valuable conclusions arising from the 
research are summarized, These relate directly to the approach adopted to generating 
solutions based on combining knowledge-based systems with the simulated annealing 
technique. 
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1. Introduction 
Made-Th-Order (MTO) products are usually complex in nature and are tailored 

to an individual customer's specification. They are often high value products 
(often hundreds of millions of pounds) with many components and many sub
assemblies, frequently comprising tens of thousands of different parts. They sell 
on functionality in which life cycle costs may be more important than first cost. 
The design process can last several months and the production programme 
several years. Many disparate technologies are usually required to be included 
into the product and advances in technology must often be incorporated into the 
design as they occur, which in some cases might infer modifying the product 
during manufacture. 

Such products often have to operate in hostile environments and process 
hazardous materials under conditions where safety is paramount. Practical 
design considerations regarding safety, structural integrity, first cost and life
cycle costs, operability and maintainability, etc., exert tight constraints but must 
be accounted for in developing a layout wherein size and space provision is to be 
minimized. Spatial engineering is therefore an activity of significant importance 
when designing such complex multi-system products. 

2. The Nature of the Problem 
An effective way of communicating the complex nature of generating spatial 

arrangements for such products is to first consider a simple case, highlight its 
difficulties, and then expand and elaborate on these for the more realistic and 
practical types of problem. Thus, consider the case wherein there exists a two 
dimensional envelope of fixed shape and size which has been equally subdivided 
into n specific locations, also of fixed shape and size. The task of the design 
engineer, therefore, given a set of n activities which require to be located within 
the envelope, is to assign one activity per location in some optimal fashion (Le. 
based on the differences between the cumulative benefits and cumulative costs 
of a single set of assignments). The nature of this, the so-called quadratic 
assignment problem, appears initially at least to be rather trivial. Consider the 
model (Koopmans): 

There are n activities and n locations and a matrix [akd where the element aki 
represents the potential net revenue (excluding the cost of inter-location 
communication) of placing activity k at location i, and which is independent of 
assignments of other activities to other locations. The inter-location 
communication costs are expressed as the product of some measurable flow 
between activity k and activity ~ bid (where k!=~ k,l = 1,2, ... ,n) and the cost of 
communicating from location i to location j, cij (where i/=j, k,l = 1,2, ... ,n). The 
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flow coefficients bkl are assumed independent of the locations assigned and 
similarly, the communication coefficients c ij are assumed independent of the 
activity assignments and applicable to all amounts and compositions of flows. 
Thus, in general, for any assignment, each value of bkl must be multiplied by the 
corresponding value of cij connecting the locations to which the activities are 
assigned respectively. Hence, if the assignment in question is defined by a 
permutation matrix [Pk;i (wherein each row and each column of the matrix only 
contain a single element with the value one and with all the other elements set to 
zero), then the total net revenue for the agglomeration of activities is represented 
by 

and the quadratic assignment problem is one of maximizing this expression by 
suitable choice of permutation matrix [Pk;i. 

It is evident from this model that two principal forms of calculation are 
necessary. The first involves determining values for each individual matrix 
constituting the expression provided above, that is n2 calculations per matrix 
(this is actually reduced to n(n-l)12 calculations if the matrix is symmetrical). 
The second involves the evaluation of the total expression for each of the 
possible assignment sets which, for conditions where the search is necessarily 
exhaustive, requires a further n! calculations. This amount of computation, 
provided n is kept relatively small, is not significant. Yet when n reaches a value 
which bears some practical relevance, that is when it becomes greater than say 
ten, the total number and hence time for computation becomes excessive. For 
example, in the case where n is set equal to ten the number of possible 
permutations in the total set of assignments is approximately 3.5*106. All of this 
for a model which has been configured on a basis which is much more rigid than 
physical and economic reality. 

Consider now the inherent complexity when the problem is extended and 
involves generating a spatial arrangement in a three dimensional envelope where 
the size, shape and orientation of the envelope can vary; the individual 
subdivisions that constitute the envelope can also vary in size, shape, orientation; 
and location, and the relative degree of association between any two 
subdivisions can vary due to changes that may occur during the product life 
cycle. This sort of problem is not only characterized by a potentially infinite 
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number of size, shape, orientation and location combinations for the placement 
of any single subdivision, but additionally with the need to consider how the 
nature of the spatial and topological relationships between any particular 
subdivision and every other subdivision change as these alternative permutations 
of size, shape, orientation and location change. The nature of the very complex 
issues that emerge when tackling this sort of problem have been identified 
(Coyne) and include: 

• the potential combinatorial explosion of the search space as the number of 
design variables and hence the complexity of the design problem increases; 

• design decisions which must simultaneously satisfy global requirements, 
such as usage of space, and local requirements, such as required adjacencies 
between pairs of subdivisions; 

• consideration of how subdivisions interact through their sizes, shapes, spatial 
and topological relationships that exist between them; 

• consideration of how these characteristics also interact in relation to the 
multiple performance criteria used to assess the quality of the design; and 
finally, 

• the need to address pragmatic issues such as systems routing and structural 
integrity as well as finding placements for subdivisions within the envelope. 

To summarize, a design can be considered to be composed of an envelope 
whose subdivisions have some shape, occupy some space, and which might 
require to be linked via some connective that may also have some shape and 
occupy some space within the envelope. It can be concluded, therefore, that 
when dealing with practical spatial layout problems wherein a design has to 
satisfy a set of specified constraints, acceptable solutions are necessarily always 
a compromise representing a complex pattern of trade-offs. Thus, what is 
required is a structured method for producing multiple alternatives, each of 
which embodies trade-offs that can be interpreted, understood and justified, and 
which indicate a range of possible variations within which actual optimization 
can take place (Coyne). The principal difference between the approach described 
in this paper and other approaches (Coyne, Malakooti, Jajoida), is functionality 
which permits layouts for multi-level problems to be synthesized 
simultaneously. Further, during actual synthesis. placement of both subdivisions 
(which can represent compartments or items of equipment, etc.) and connectives 
(which can represent corridors or major piping runs, etc.) also occurs 
simultaneously. 
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3. Philosophy 
It is clear from the preceding discussion that the problem of generating layouts 

for MTO products is fraught with difficulties and complexities and if successful 
designs are to be produced, then it is necessary to largely automate the process. 
During the design of these products there are impliCit requirements and 
constraints arising from considerations in respect of safety, operations, 
maintainability, access, adjacency, etc., that need to be satisfied. These 
constraints are typically of two types: "hard" whereby certain adjacencies, for 
example, might be prohibited or absolutely necessary; or "soft" whereby it might 
not be possible, or desirable, to specify exactly a particular design objective. 
Thus, because of the need to simultaneously handle multiple requirements and 
constraints, an automated system referred to as the Intelligent Space 
Management Advisor, ISMA, has been developed which is geared towards 
generating layouts for MTO products. The ISMA comprises three prinCipal 
components that are shown in figure 1, these being: 

(a) Intelligent Editor 
(b) Core Shape Manipulation Engine (CSME) 
(c) Intelligent Critic 

Figure 1: Overview of the Intelligent Space Management Advisor. 

This paper concentrates on describing the functions of (a) and (c) giving some 
detail of the knowledge-based system environment which provides the range of 
functionality necessary to ensure realistic design solutions. Extensive details of 
the role and structure of the CSME have already been published elsewhere 
(Hills). Suffice to say, however, that for complex layout problems it is not 
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practical to carry out an exhaustive search of the entire solution space. Such an 
approach would be hopelessly inefficient and the CSME is employed 
purposefully as a pre-processor algorithm with fast convergence properties to 
generate candidate solutions which are near-optimal with respect to a small set 
of the most important, overriding requirements. The method of simulated 
annealing is used in this process principally because as a non-determinate 
optimization technique, it is capable of generating many, slightly different near
optimal solutions starting from the same random initial conditions and is able to 
avoid solutions that are merely local optima. Indeed, the freedom conferred by 
the relatively relaxed requirements of simulated annealing in terms of problem 
formulation may be seen as naturally complementing the abilities of knowledge
based systems to reason about the applicability of different rules in changing less 
than perfectly defined situations. The knowledge-based system which supports 
the annealing algorithm provides two direct features: the intelligent editor 
facility (used to guide the design engineer in formulating a specification of the 
problem configured to suit the input requirements of the CSME) and the 
intelligent critic facility (used to assess the quality of any layout that has been 
produced and suggest ways of altering the layout so as to improve it). These 
components are described in the following sections of this paper. 

4. The Intelligent Editor 

The Intelligent Editor is essentially a design assistant which the design 
engineer utilizes in formulating a specification tailored to the input requirements 
of the CSME. Once formulated, this same specification can be used to generate 
multiple solutions because of the characteristic nature of the CSME. The basic 
purpose of the Intelligent Editor is, therefore, to transform domain-dependent 
knowledge peculiar to the problem under consideration into a domain
independent layout prescription language utilized by the CSME to generate 
spatial arrangements. As a corollary of having to deal with domain-dependent 
information, the Intelligent Editor is configured on the basis of a knowledge 
based system. 

Accordingly, the Intelligent Editor has been constructed using the standard 
knowledge based system building blocks and comprises an inference engine, 
knowledge base, explanatory interface and user interface (Hayes-Roth). These 
elements of the system have specifically been designed such that they are 
principally generic in character, that is, the functionality provided by the 
majority of them is largely usable irrespective of the particular problem or 
particular domain in hand. The reasoning behind this is simply to ensure that a 
design engineer has to expend the minimum of effort in order to tailor the 
Intelligent Editor to any particular domain of interest. 
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The provision of a virtually complete Intelligent Editor which requires only a 
relatively small amount of domain-dependent information in order to function is 
intentional. Principally, it means that the requirement to invest some time does 
not act as a barrier to the design engineer adapting the system to suit the domain 
of interest. Additionally, it should mean that the period of time before the design 
engineer can at least utilize the system to generate some candidate solutions and 
assess their quality (in order to develop a degree of trust in the system and 
nurture a desire to use it in practise) is kept relatively short. 

To further ease the burden of providing domain-dependent information, the 
Intelligent Editor is constructed such that this knowledge can be added in the 
form of "plug-in" modules. These plug-in modules are essentially fiat files of 
knowledge represented in production rule format and constitute a body of 
essential information pertaining to certain domain-specific geometrical, 
topological and morphological principles. The intelligence required to act upon 
the knowledge encapsulated in these plug-in modules is contained in the other 
portions of the Intelligent Editor. Each of these portions individually incorporate 
other generic functional features which are absolutely necessary to the effective 
use of the Intelligent Editor. A schematic diagram depicting the core 
functionality contained in each portion is shown in figure 2. 

,------------------------------------------------------------------~ \ \ 
\ \ 
\ \ 
l Explanatory Interface : 
\ , 
! User input help facility : 
: Design process info. : 
: Interrogation facility : 
\ \ 
\ , 
\ , , , 
: Inference Engine : 
! User inputs Controller mechanisms : 

Process inputs Message passers : 
System outputs Chaining mechanisms : 

Knowledge Base 
Project archive 
Database schema 
Information models 

, , , , , , , , , , , , , , , , , , , , , 
\ \ 
~"""""""""""""""""""""""""'" """""",,' 

Figure 2: Configuration of the Intelligent Editor 



264 G. CLELAND AND W. HILLS 

The figure indicates that all interaction with the design engineer takes place via 
the user interface. TIlis particular system component handles all information 
generated by the system up to and including the final layout prescription 
language. Additionally, it handles all information provided by the design 
engineer and this information is typically of two types. Firstly, and most 
obviously, it handles information relating to the specific problem under 
consideration. Secondly, it allows the design engineer to specify the sequence in 
which information is going to be provided. In effect, this sequence represents the 
specification of a design process or a step-by-step procedure via which the 
domain-dependent information will be supplied. TIlis versatility is absolutely 
vital if the same basic components of the user interface are to be used to collect 
and assimilate information for any particular spatial layout problem in any 
particular domain. Indeed, the flexibility afforded by the user interface to specify 
the process as well as the problem is one of the keys which makes the Intelligent 
Editor generic. 

The inference engine and explanatory interface components are two wholly 
generic parts of the Intelligent Editor. The functionality provided by each of 
them remains the same regardless of the problem being considered or the domain 
in which it resides. The core features of the inference engine provide 
functionality which is concerned with data collection, assimilation and 
transformation. These features include rule invocation and chaining 
mechanisms, which principally communicate with the domain-dependent 
knowledge provided by the design engineer which resides in the knowledge 
base; the inter-module communication mechanisms, which can essentially be 
considered as local message-passing procedures for transferring problem
specific information around the various components of the system; and the 
Intelligent Editor controller mechanisms, which are meta-level message-passing 
procedures for managing the actual process of data capture and conversion. The 
core features of the explanatory interface, on the other hand, are concerned with 
providing assistance to the design engineer in the process of data collection, 
assimilation and transformation and also in the process of solution generation 
using the CSME. Its features comprise an information facility, which when 
invoked provides explanations relating to the meta-level processes of the 
Intelligent Editor. In addition, there is a help facility which responds to design 
engineer requests to provide explanations regarding the nature and purpose of 
individual stages of data capture and transformation within the overall process. 
Finally, there is an interrogation facility which has three functions including a 
backtrack function (for returning to some previous data collection point and re
specifying the information), an advisory function (for providing valuable user 
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guidance regarding default and/or pennissible values for any design engineer
required inputs), and a query function (for establishing how information was 
generated, where it came from and why it is needed). 

The final component of the Intelligent Editor is the knowledge base. Unlike all 
of its counterparts this component largely comprises domain-dependent 
information which must necessarily be user specified. The only generic features 
of this component are the MTO product project archive and the MTO product 
database schema. The project archive is a repository for storing historic details 
regarding previous spatial layout problems and the more promising candidate 
solutions as generated by the CSME. The generic MTO product database 
schema, on the other hand, is a hierarchical framework which encompasses a 
number of strategic information models (including a global information model, a 
structural information model, a spatial information model and a systems 
information model). Each of these models is iteratively decomposed into classes 
and subclasses of object that are relevant to their respective model, with each 
successive subclass containing more characteristic attributes. Figure 3 shows an 
example of the systems information model hierarchy. The schema basically 
behaves as a framework on which a product model is gradually built up as more 
information is either provided by the design engineer or created by the system. 

Shaft 

Connective ~ Pipe 

Component < ~~:e ~~:rialsHandling 
FluidDisplacement 

ltemOfEquipment ~---- PowerGeneration 
Vessel 
Separator 
TorqueGeneration 
HeatTransfer 

Figure 3: An early example of the Systems Information Model. 

Information is generated by the system through interaction with the domain
dependent plug-in modules. This information is typically of three types and is 
correspondingly stored in one of three specific modules. That which relates to 
the nature and form of the overall envelope or any subdivision within it is 
contained within the domain-specific morphology information module. 
Information relating to the size of the envelope or any subdivision within it is 
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contained within the domain-specific geometry infonnation module. Finally, any 
knowledge pertaining to the relationships between the subdivisions themselves 
or between any subdivision and the external envelope is contained within the 
domain-specific topology infonnation module. As mentioned previously, the 
knowledge encapsulated within these three modules constitutes the largest part 
of the knowledge base portion of the Intelligent Editor. Furthennore, this 
knowledge is critical to the successful exploitation of the system and care must 
be taken to ensure that a sufficient amount of discriminating infonnation is 
provided. Too little information could lead to the fonnulation of an incomplete 
problem specification which would cause problems for the CSME once the 
layout prescription language is generated. Conversely, too much infonnation 
could lead to contlicting requirements being specified and may result in deadlock 
within the Intelligent Editor. In order to help the design engineer avoid such 
difficulties, template infonnation modules have been established which contain 
details specifying the nature and fonn of knowledge required and examples of 
such knowledge. 

s. The Intelligent Critic 

In the same way as the Intelligent Editor is constructed from the standard 
building blocks of knowledge based systems, the Intelligent Critic also consists 
of an inference engine, knowledge base, explanatory interface and user interface. 
Moreover, the generic functionality afforded by each of these system 
components is similar in nature (but not in exacting detail) to that offered by the 
corresponding component in the Intelligent Editor. Unlike the Intelligent Editor 
though, the Intelligent Critic contains a great deal of domain-dependent 
infonnation. The reason for the additional reliance on domain-dependent 
infonnation is plain. As mentioned earlier, any layout candidate generated by the 
CSME is a compromise solution, exhibiting a complex pattern of trade-offs. The 
task of the Intelligent Critic is to interpret these trade-offs and transfonn this 
knowledge into a format the design engineer understands. 

The results of system activity can only be fully appreciated after a layout has 
been analyzed and the information converted into a kind of natural language that 
the design engineer understands. The ability to provide an objective evaluation 
of the quality of a layout candidate is crucially dependent on knowledge and data 
pertaining to both good and bad attributes of solutions to a particular problem 
and within a particular domain. Hence, much infonnation covering a wide 
variety of perfonnance-related criteria must be embedded into the knowledge 
base of the Intelligent Critic in order for the system to provide a complete and 
comprehensive assessment of any solutions generated. Despite the fact that some 
of these perfonnance-related criteria will be generically applicable to all classes 
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of layout problem (that is, those criteria that generally satisfy global 
requirements such as efficient usage of space, size of external envelope, etc.), the 
main bulk of knowledge will necessarily be domain-dependent (that is, those 
criteria that generally satisfy local requirements). This latter variety of 
knowledge will therefore dominate the knowledge base of the Intelligent Critic. 

A further reason for the Intelligent Critic containing much more domain
dependent knowledge than the Intelligent Editor is associated with the logic 
employed that dictates how the ISMA is intended to be used. The configuration 
of the ISMA is purposefully designed to facilitate its use as an exploratory tool at 
the conceptual stage of design activity. During these very early stages, 
information relating to the problem is typically both scarce and imprecise. In 
order to progress the design, some design activity must take place based on the 
available information so that further details (which might also be more precise) 
relating to the problem and potential solutions can be established. Thus, the 
ISMA takes the little information that is known, automatically generates other 
information from the knowledge held in the domain-specific modules of the 
Intelligent Editor knowledge base to create a problem specification, and 
generates multiple solutions from this hypothetical specification using the 
CSME. Once generated, the Intelligent Critic is employed to ascertain which of 
the user-supplied and system-generated information is useful and worth 
retaining. It achieves this by establishing the good and bad features of the 
generated solutions in order to improve the problem specification and identify 
the nature and scope of potential solutions. It can be appreciated therefore that 
there is considerable advantage in COnfiguring the system such that the 
computational effort required to capture data within the Intelligent Editor and 
formulate a specification, and generate candidate solutions using the CSME, is 
kept to a minimum (that is, rapid problem specification and solution generation 
is essential) to afford flexibility and speed during exploration of the solution 
space. However, it is also evident that once this information is available, a 
systematic and exhaustive process of determining which of it is actually quality 
information is vital. Hence, the data and information encapsulated in the 
knowledge base of the Intelligent Critic must be more wide-ranging and more 
detailed than that contained in the knowledge base of the Intelligent Editor. 

In the same way that domain-specific information modules are held in the 
knowledge base of the Intelligent Editor, the knowledge base of the Intelligent 
Critic mainly comprises domain-specific analysis modules. Again, the 
information in these modules is represented in production rule format and the 
intelligence required to interact with the knowledge is contained in the other 
system components. As mentioned above, these analysis modules are much 
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more extensive and wide-ranging than their Intelligent Editor counterparts. 
Irrespective of the fact that they are largely domain-specific and problem
specific in nature, the knowledge these modules contain is usually identifiable as 
being of a particular type. Typical categories of domain-specific analYSis module 
that have been found to be applicable to most MTO products include safety, 
manufacturability, operability and maintainability, and cost Although the actual 
detail contained in anyone of these modules is different for various classes of 
spatial layout problem, the form of the production rules does not generally vary. 
Hence, template analysis modules are provided which contain details specifying 
the nature and form of the knowledge required and examples of such knowledge. 

Evidently, the specification of a complete set of domain-specific analysis 
modules by the design engineer is a considerable task. Although the system can 
be used without the Intelligent Critic assessing the CSME generated solutions 
(that is, the design engineer can act as the critic in accepting/rejecting these 
solutions), it is a valuable component of the ISMA and time should be spent 
building up a knowledge base in order to exploit the full potential of the entire 
system. Indeed, although initially it appears that the effort required to construct 
the knowledge base is substantial, it is usually the case that much of the 
information is readily available and only requires to be converted into a more 
appropriate format. The safety analysis module, for example, will typically 
comprise knowledge extracted directly from the rules and regulations governing 
design (including compulsory and prohibited adjacencies, minimum required 
footprint areas, minimum time required for evacuation under hazard conditions, 
etc.). Similarly, knowledge relating to operability and maintainability is also 
readily available from in-house and regulatory body recommended practices. 

Manufacturability is another area which principally relies on in-house 
recommended practices. Further, for this analysis module in particular, a number 
of core concepts can be identified that can actually be used to construct an 
evaluation methodology. Although the detailed knowledge contained within any 
of the core concepts is problem-dependent, the core concepts themselves are 
generic and each can be decomposed further into several generic subclasses 
(Shankar). There are four core concepts for MTO products; compatibility, 
complexity, quality and efficiency, and the role each of these plays in the 
evaluation methodology is as follows: 

• Compatibility - the purpose of a compatibility check is to ensure design 
requirements can be satisfied with respect to manufacturing capability. 
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• Complexity - the purpose of a complexity check is to ensure that 
manufacturing costs are kept to a minimum by incorporating as much 
standardization, symmetry and accessibility as possible in the design. 

• Quality - the purpose of a quality check is to ensure that the design is robust. 

• Efficiency - the purpose of an efficiency check is to ensure that the design 
offers opportunities for efficient manufacture and assembly. 

Finally, there is a cost analysis module wherein rules are encoded which are 
intended to help establish first and through-life costs for the product. Again, this 
information is typically based on best company practice for cost estimation and 
hence, information is usually readily available. 

In order to aid the design engineer understand the crucial role the Intelligent 
Critic has within the overall system, the ISMA has been designed such that it can 
be integrated with other software developed at the Newcastle EDC. The most 
important link established so far is between the ISMA and a generic cost 
estimating framework for MTO products, PRELUDE, which can be utilized to 
determine the cost of manufacture of any spatial layout generated by the CSME 
(Guenov). Another link is with safety analysis software that can be utilized to 
assess the quality of the design of accommodation units in large MTO products. 
This software uses simulation techniques to assess the consequences of possible 
hazardous scenarios on the ability to evacuate personnel from an 
accommodation module (Labrie). The final link, which is still to be made, is 
intended for more long-term use and will be between the ISMA and a suite of 
Multiple Criteria Decision Making, MCDM, software (Sen). This is an 
important link to establish since this software will ultimately be used to 
determine which of the generated layout candidates is the best (based on the 
criteria specified by the design engineer used to assess those candidates). The 
basic idea will be to take the information generated by each of the analysis 
modules contained in the Intelligent Critic to build up a model describing the 
performance of a candidate, and utilize the MCDM toolkit to assess the quality 
of that candidate. All of the candidates generated by the CSME can then be 
compared on an equal basis and the optimal arrangement identified, that is, in 
relation to the criteria selected by the design engineer as the basis for 
performance measurement. Additionally, the design engineer will be able to 
analyze layouts for a range of performance criteria and assess the effects of 
applying different priorities on the choice of optimal candidate. This 
functionality is important in enabling the best arrangement to be identified whilst 
the design process is still at the point where design activity itself has the greatest 
influence on first cost and through-life costs (Ullman). 
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6. Case Study Examples 

For the purpose of this paper, two examples of layout problem have been taken 
which highlight the range of functionality afforded by the ISMA in generating 
solutions. These examples were selected so as to provide a lucid demonstration 
of the ability of the ISMA to deal with both two and three (or rather, two and a 
half) dimensional problems. The examples also highlight the requirement that 
the solution generation process must typically take account of design engineer 
specified constraints. In the first example, the design requirement was to 
generate solutions based on systems considerations subject to the requirement 
that two particular sets of equipment had to be clustered into two distinct 
modules, irrespective of their systems bias. In the second example, the design 
requirement was to generate solutions with respect to functional similarities 
subject to incorporating design engineer-specified compulsory and prohibited 
adjacencies. 

The first example is a two-dimensional solution to the problem of locating 
items of equipment on a processing deck of an offshore production platform. As 
mentioned above, particular attention was paid to systems considerations during 
the generation of solutions to this problem (that is, the degrees of connectivity 
between anyone item of equipment and any other in the layout). These systems 
considerations were derived from a number of Process Flow Diagrams, PFOs, 
which were readily available at the outset of design activity. These design 
requirements were incorporated into the product model for the design problem 
during the intelligent editor session and a typical solution is shown in figure 4. 

PumP Modu'- 1 

Figure 4: Candidate layout for offshore production platform. 
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As can be seen from this figure, some of the more sizeable connectives have 
been allocated space along with the items of equipment within the layout. Even 
at early stages of design activity provision must be made for any component of 
significant magnitude, otherwise its inclusion at some later point in the design 
process might infer altering the layout in some way. This might lead to the 
introduction of a further degree of sub-optimality which is not desirable. 
Placement of all sizeable items must occur simultaneously. Once the layout of 
equipment and major connectives shown in figure 4 is overlaid with the systems 
representation derived from the PFDs, see figure 5, it becomes evident that the 
layout, even to the casual observer, has the appearance of being a good quality 
solution. It can readily be seen that the three systems compriSing the layout are 
clearly segregated, but two distinct modules (Le. two pump rooms in this case) 
which were specified as design requirements during the product model 
development process using the Intelligent Editor, have also been created. 
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Figure 5: Candidate layout with systems definition added. 

The second example is a two and a half dimensional solution to the problem of 
generating a layout for an accommodation module within the temporary safe 
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refuge of an offshore production platform. In this example, particular attention 
was paid to the need to observe compulsory and prohibited adjacencies whilst 
ensuring that functional grouping of similar compartments was achieved. In 
addition, there was a design requirement for all compartments to be connected to 
each other and to the means of escape for evacuation. All of these requirements 
were built into the product model for the design problem during the intelligent 
editing session. As demonstrated in figure 6, all of the requirements were 
satisfied and the solution provided has the appearance of being good qUality. All 
of the design engineer-specified compulsory and prohibited adjacencies have 
been observed. Further, the corridors or passageways actually do provide a link 
between all of the compartments and the escape routes. Finally, it is plain from 
the figure that there are groupings of similar type compartments within the 
layout. 
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It can be seen from these two previous examples that each is in need of a 
degree of cleaning or tidying up. However, such an activity is more easily 
undertaken by the design engineer than any computer-based system. The 
important thing to recognize is that the ISMA is intended to be used as an 
exploratory tool for generating and evaluating solutions to layout problems at the 
very early stages of design activity, that is, during the concept design stage. The 
imprecise nature of the problem specification at this stage, the vagueness of data 
and information available to progress the design, and the multitude of design 
requirements and constraints that need to be considered imply that any solution 
will, at best, only be 70-80% accurate. It is essential that a design is defined to 
this accuracy at the concept design stage if the final design of product is to be 
anything approaching optimal. An ill-defined concept implies a sub-optimal 
product, irrespective of the amount and scope of design revisions and rework 
made during later stages of design activity. As stated earlier, it is extremely 
important to identify the best arrangement whilst the design process is still at the 
point where design activity has the greatest influence on first cost and through
life costs. 

7. Conclusions 

The experience gained to date indicates that considerable success in the 
process of generating layouts can be obtained using knowledge based systems 
technology combined with a placement and shape generation process based on 
simulated annealing. Such an approach is considered to be absolutely necessary 
when dealing the problem of generating spatial arrangements for complex MTO 
products. Without such support the design engineer is less able to collate, 
interpret and utilize all of the information and data needed to undertake the 
design process. Knowledge-based systems can handle the nature and form of this 
information and data much more easily. Indeed, such systems are ideally suited 
to dealing with rules derived from regulatory requirements, codes of practice, in
house recommended practices and design engineer heuristics. The ability of 
knowledge-based systems to deal with much more information and data greatly 
enhances the quality and accuracy of solution that can be expected from the 
design activity. The ability of knowledge based systems to consider such a vast 
and varied amount of rules means that the ISMA design environment supports 
the concept of simultaneous engineering. This is reflected in the manner in 
which structural, safety, operation and maintenance, first and through-life costs 
and systems considerations are all factored into the product model during the 
intelligent editor session. 
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Abstract. Many engineering design situations require the generation of multiple designs 
to meet a common set of specifications. This research introduces an effective approach for 
generating multiple designs. The method developed utilizes and builds on the generic task 
approach to knowledge-based systems, as well as the specific design technique, known as 
Routine Design. 

1. Introduction 

The Multiple Design approach reported here is an approach for generating multiple 
designs satisfying a common set of design requirements and constraints. 

The approach used closely follows and builds on the previous work on Routine 
Design reported in Brown and Chandrasekaran (1989) and Brown (1987). 

The goal of this research is to develop a knowledge-based system for designing 
composite materials (as well as their processing protocols) to specifications. After 
analyzing this problem, it became apparent that the generation of a unique "op
timal" design would not suffice in many cases. There are several reasons behind 
this conclusion: 
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- The area of composite materials is relatively new. Consequently, the design 
of composites in many cases is still art more than science. For the same set of 
requirements, a composites researcher would start by generating a family of 
design alternatives, which he would then evaluate, selecting one to adopt. The 
generation of multiple designs would relieve the designer from the former 
task (designing the alternatives), allowing him to concentrate on the later task 
of evaluating the alternatives and selecting among them. 

- Generating multiple designs and then proceeding with an additional step of 
selecting among the generated designs allows the isolation of the dynamic 
market conditions such as price and availability of the different raw materials 
from the main design knowledge base. 

- Practical industrial considerations sometimes dictate the final selection of a 
design. A typical scenario includes cases where, though a certain material 
of known lower market value can be used, a manufacturer might have a 
surplus of an alternative material of a higher market value. In such a case, the 
manufacturer might select a design that utilizes the material of which he has 
a surplus, thereby saving storage costs. While this type of information can be 
used during the design process and contribute to the generation of the needed 
design, it is more practical to leave this as a post-design activity. In this 
fashion, the manufacturer enjoys the benefit of having the mUltiple designs at 
his disposal and the ability to compare the merits of each of the alternatives. 
The above scenario could in one case lead to the use of the available material 
being more beneficial, while in another case the merits of another design 
could lead the manufacturer to decide on a different alternative. 

- The availability of multiple designs is sometimes beneficial to accommodate 
varying needs. A typical scenario here would be a manufacturer in some cases 
choosing a design that would produce a lower cost product at the expense 
of a longer production time if the market conditions allow it, whereas in 
other cases market conditions might necessitate choosing the design with the 
shortest "tum around" time. 

By generating a set of design alternatives to meet a common set of specifica
tions, the above considerations can be met. Additional steps are typically involved 
for evaluating the merits of the different design alternatives and choosing the best 
design, depending on the current needs. These additional steps typically vary ac
cording to the domain of the design problem. From this perspective, a system for 
generating multiple designs can be used in a variety of engineering design situ
ations, by overlaying it with a domain-specific tool for evaluating the candidate 
designs. 

Since the Multiple Design approach builds on the Routine Design approach 
of Brown and Chandrasekaran (1989), we start by giving a description of the 
knowledge representation scheme and control strategy of Routine Design. 
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2. Routine Design 

Following the generic task approach to knowledge-based systems (Chandrasekaran, 
1985), Brown defined a method for Routine Design, and an accompanying rep
resentation language, DSPL (Design Specialists and Plans Language) (Brown and 
Chandrasekaran, 1989; Brown, 1987). This method is suitable for design problems 
of "routine" nature. These are design situations that deal with repetitive tasks that 
are "routinely" encountered with different but similar requirements. In this type of 
design both the types of knowledge needed and the problem solving strategies are 
known in advance. The exact solution, however, is not known in advance. Being 
"routine" does not make a design problem simple since the exact problem solving 
may still be complex and the possibilities can be numerous, making it infeasible to 
formulate the problem as a table lookup. Routine design deals with the "everyday" 
type design situation where the "how-to" knowledge is readily available, such as 
the design of the structural components of a new building. While the process of 
designing these components might be the same for every new building, the large 
number of input parameters involved makes the solution unique to every case. 

The Routine Design approach is based on a hierarchy of cooperating spe
cialists, each responsible for an identified part of a complete design. The higher 
level specialists in the hierarchy typically represent more conceptual aspects of 
the design process, whereas the lower level specialists represent more paramet
ric aspects of the design process. This hierarchy of specialists can be viewed as 
analogous to a group of human designers cooperating to solve a design problem. 
The top-level specialist can be viewed as the project leader, with the intermediate 
levels as team leaders. The lowest level specialists in the hierarchy are analogous 
to the young engineers doing the actual computations and assignment of values. 

In Routine Design, each specialist follows one of a set of pre-specified plans. 
Plans prescribe the problem solving actions to be followed and are defined at 
the time of building a design system. While the pieces of the design process 
(the plans) are known in advance, the combination of pieces as well as their 
ordering is typically determined during the actual problem solving. While each 
specialist has a predefined set of plans to choose from, the actual plan to be 
followed is dynamically chosen during problem solving based on the input design 
requirements as well as the results of the design established so far. The choice of 
plans for every specialist can therefore lead to the generation of a design which is 
novel due to the use of plans by the different specialists that have not been used 
together previously. Routine Design, however, is not suitable for completely novel 
design problems. 

2.1. PROBLEM SOLVING AGENTS IN ROUTINE DESIGN 

Problem solving knowledge in Routine Design is represented in the form of a 
collection of agents of varying types. These types of agents are: 
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1. Specialists: A specialist is the basic building block in a Routine Design 
system. It is a place holder for the design plans and the selection mechanism 
for selecting among the different plans. Specialists in a design system may 
not all be involved in the solution of a given problem. A specialist might 
have a plan that uses some of its sub-specialists and another plan that uses 
other subspecialists. The decomposition of a design problem-solver into a 
hierarchy of specialists mirrors the decomposition of the design problem into 
sub-problems. This decomposition does not necessarily reflect a structural 
decomposition of the artifact being designed. 

2. Plans: A plan in Routine Design specifies the course of action to be taken to 
pursue the design from the current status. A specialist has one or more plans 
to chose from. The choice is done by a selector according to the input data 
and/or the current problem solving status. A plan may contain invocations of 
other specialists, executing design tasks, or checking design constraints, or a 
combination of these actions in an order dependent upon the problem being 
solved. 

3. Step: A step is the basic design action in Routine Design. A step is responsible 
for setting the value of one design attribute. The value assigned can be the 
result of performing some computation or it may be selected using a pattern 
matcher. 

4. Task: A task is a collection of related steps. For example, a task may be the 
design of the physical dimensions of some part, and it might have a step for 
the length and another for the width of the part. 

5. Plan Sponsor: Each plan is associated with a sponsor, which is typically in the 
form of a pattern matcher that has the necessary knowledge to examine the 
current status of the design and/or the input data and assess the applicability 
of its plan. In other words, a sponsor determines if its plan is suitable (and 
how suitable). Sponsors are used by plan selectors to select from among the 
plans available to a specialist. 

6. Plan Selector: Each specialist has a plan selector associated with it. Selectors 
consult sponsors of the different plans and decide which plan to invoke. 
Sponsors provide the selector with applicability ratings of their respective 
plans. The sponsor selects the plan with the highest applicability rating and 
applies domain knowledge to select among similarly rated plans. 

7. Constraints: A constraint is a check on the parts of the design accomplished 
so far. They are typically in the form of a comparison between the values of 
two design attributes. A constraint can trigger a failure condition and invoke 
a failure handler to handle this failure. A constraint can be at any level of the 
design process: at the specialist level, the plan level, or the step level. 

8. Failure Handlers: Failure handlers are invoked in situations where a constraint 
fails, or a design component (e.g. a plan) fails due to failure of one or more of 
its constituents. A failure handler examines the failure and invokes a suitable 
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redesigner. 
9. Redesigners: Redesigners are invoked in failure situations. They examine 

the failure condition and either specify corrective action (e.g. increasing the 
value of an attribute by some increment) or prescribe backtracking. 

2.2. PROBLEM SOLVING IN ROUTINE DESIGN 

Problem solving in Routine Design consists of three major steps in the following 
order: 

1. Requirements checking 
2. Rough design 
3. Design 

Requirements checking is a preliminary step to the actual design problem solv
ing where the input requirements are checked for completeness and consistency. 
The requirements checking phase of design problem solving involves checking 
that all the needed inputs to complete the design are given as well as checking 
for contradictory inputs (such as specifying that a material to be designed needs 
to have a melting temperature of at least 400°F while specifying that the same 
material is going to be used as a lining for an oven with an ambient temperature 
of 450°F). 

The rough design step and the design step, both utilize the problem solving 
agents described in Section 2.1 to perform their duties. The decomposition of the 
problem into a hierarchy of specialists is fixed for both rough design and design. 
However, rough design and design follow two separate sets of plans. The plans 
for rough design are usually smaller and less complicated than the corresponding 
plans for design. In most cases, a rough design plan is a subset of a corresponding 
design plan. Rough design can be differentiated from design in two different ways 
(Brown and Chandrasekaran, 1989): 

- Rough design may be less detailed than design 
- Rough design can be "rough" in terms of computing approximate values for 

design attributes. 

The purpose of the rough design step is to quickly identify causes of failure, 
and resolve them or perhaps abort the design processes before expending a lot of 
effort on it. 

In both design and rough design, problem solving works as follows: 

1. First the top level specialist is invoked in the appropriate mode (design or 
rough design). 

2. The top level specialist requests its selector to select a plan to pursue from 
among the plans available to that specialist. 

3. The selector requests the sponsors of the different plans to assess the applic
ability of their respective plans. 
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4. The sponsors examine the current design status and the input data (design 
requirements) and assign applicability ratings to their plans. 

5. The selector examines the applicability ratings and selects a plan to pursue. 
6. The chosen plan is invoked. 
7. The plan takes one or more of the following actions: 

(a) invoke other specialists in which case these specialists will follow a 
scenario similar to that followed by the top specialist (steps 2 through 
6). 

(b) execute tasks. These tasks consist of steps each of which performs a 
computation or uses a pattern matcher to assign a value to a design 
attribute. 

(c) check constraints and if they fail, invoke a failure handler. The failure 
handler will examine the failure and invoke a redesigner. The redesigner 
further examines the failure and either prescribes a corrective action 
(such as incrementing the value of an attribute by a given increment), 
or prescribes backtracking to a specific point in the problem solver. 

Failure of a redesigner will lead to the failure of the plan. If the plan fails, an 
alternate plan is selected from among those available to the specialist. If no other 
plans are available, the specialist fails, leading to a failure condition in the calling 
plan. If the top-level specialist fails, the whole design system fails indicating that 
no design to the specified requirements is possible given the available domain 
knowledge. 

3. Multiple Design 

The Multiple Design approach in general uses the same types of problem solving 
agents used by Routine Design (see Section 2.1). An additional type of agents 
called "design limiters" is also used in Multiple Design (see Sections 3.2 and 3.3 
for a description of design limiters). However, the use of the problem solving 
agents in Multiple Design is different than their use in Routine Design. The control 
strategy for problem solving in Multiple Design is described in Section 3.4. 

3.1. THE DESIGN DATABASE 

To better understand the description of the problem solving strategy, it is useful 
to have a full understanding of the form of the design(s) generated by a Multiple 
Design system. 

For a given set of inputs (design requirements) a Multiple Design system 
generates a group of trees, where each node represents a value for a design 
attribute. Each path from a root to a leaf node represents a complete design. 
Figure 1 shows this form of output graphically (In this case a "design" is a set of 
values for attributel, attribute2, and attribute3. 
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Figure 1. A graphic representation of a typical multiple design output. 
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A database accompanies each Multiple Design problem solver to track the 
values for the different attributes and the associations between the different values 
as they are generated. In addition to serving as a data storage medium, the database 
is capable of detecting if a given pattern (a list of design attributes and values) 
is present as a part of the design database (i.e. is a part of a path from a root to 
a leaf node). This latter role of the database serves a central role in the problem 
solving activity. Design decisions are often dependent on earlier design decisions, 
and thus previous decisions should be checked before further actions are taken. 
This checking is implemented by pattern matchers. The database is queried by the 
pattern matchers to determine if a certain pattern matches. 

3.2. KNOWLEDGE REPRESENTATION 

Knowledge representation for the Multiple Design approach follows for the most 
part the same taxonomy of problem solving agents as the Routine Design approach 
described in Section 2.1. However, there is an additional type of problem solving 
agents involved in Multiple Design. These agents are called "design limiters". 
The purpose of design limiters is to limit the growth in the number of design 
alternatives generated. Limiting the number of design alternatives serves a dual 
purpose: 

1. To control the growth in the number of design alternatives generated by 
eliminating alternatives which are known, from experience, not to work. 

2. To eliminate design alternatives which are "too good". As an example for 
many applications, generating a composite material that is super strong and 
posseses a high level of heat resistance would be functionally appropriate, 
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though it would be cost prohibitive. 

Design limiters are in the form of a pattern matcher and are involved at two 
levels in the problem solving process; the step level and the task level. At the step 
level, after the step is executed and a value is chosen for its attribute, the design 
limiter for the step (if one exists) is then executed to check the validity of the 
value chosen for that attribute. Knowledge in step design limiters typically falls 
into one of two categories: 

1. Constraints on the value to be chosen for the attribute. Typically these are to 
avoid the ''too good" situation, usually based on empirical knowledge. For 
example: "If the tensile modulus of a material is more than 20% higher than 
the minimum required tensile modulus, then do not choose this material". 

2. Constraints on the value to be chosen based on previous decisions. These 
are typically empirical decisions to avoid incompatibilities between design 
decisions. For example: "If material A is chosen as a polymer and material 
B is chosen as a curing agent and there are other choices then do not use 
material C for the reinforcement fiber". 

At the task level, after all the steps of the particular task are all executed, the 
task's design limiter (if one exists) is invoked to check the validity of the values 
chosen by the different steps as a group. This is typically necessary to check the 
compatibility between the values chosen at the different steps. 

3.3. ROLE OF DESIGN LIMITERS 

Design limiters are similar in fonn to the constraints in Brown's Routine Design 
approach. However, knowledge limiters playa different role than that played by 
constraints. 

Constraints are primarily intended to represent knowledge about relations that 
have to hold true between different design attributes, such as a diameter of a 
mechanical part having to be smaller than the diameter of another enclosing part. 
Constraints are used in Multiple design to represent this same type of knowledge. 

Design limiters on the other hand represent the designer's heuristic knowledge 
about decisions that are either: 

1. known from previous experience not to result in satisfactory designs, or 
2. known from previous experience to result in an overall design that is "too 

good". The reason for avoiding such designs is that in many engineering 
applications, the cost of following a given design increases as the quality of 
the design increases, and as long as other designs (that meet the required 
specifications) exist, more expensive designs need to be avoided. 

In Multiple Design, design limiters are used to eliminate design decisions that 
meet the above criteria in order to eliminate further consideration of these partial 
designs during the rest of the design process thus reducing the overall complexity 
of the design process. 
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3.4. CONTROL STRATEGY 

The control strategy of Multiple Design is similar to that of Routine Design 
described in Section 2.2. Design proceeds in three successive steps: 

1. requirements checking 
2. rough design 
3. design 

In each of the two design modes (rough design and design), the design process 
begins with the top-level specialist. The top-level specialist executes one or more 
of its plans. The plans in tum invoke their specialists, tasks and constraints. 
Specialists proceed by executing their plans. Tasks proceed by invoking their 
steps, and constraints. Steps utilize pattern matchers to assign values to design 
attributes. Constraints check the design data and possibly take some corrective 
measures. However, the control strategy for Multiple Design differs from that of 
Routine Design in the following ways: 

1. Plan selection: In Routine Design, for any specialist a single plan is executed 
unless it fails in which case another plan is attempted. It is useful to recall 
here that the selection process is completed by a plan selector in conjunction 
with the plan sponsors associated with the different plans. Each plan has a 
sponsor in the form of a pattern matcher which examines the available data 
and assesses the applicability of its corresponding plan. Sponsors tag their 
plans as belonging to one of four categories: 

(a) perfect for the current situation 

(b) suitable for the current situation 

(c) not sure 

(d) not applicable for the current situation 

In Routine Design, one of the plans with the highest applicability rating 
category is chosen for execution. In Multiple Design, all plans in the highest 
applicability rating category (other than category (d)) are attempted. Only 
in the event that all the plans in this category fail, will the plans in the next 
available category be attempted. 

2. Task execution: An additional component is added to the execution of tasks 
by invoking the task's design limiter after executing all applicable steps, and 
thereby possibly eliminating some of the resulting partial designs. 

3. Step execution: Two types of change are involved in the execution of steps: 

(a) The purpose of a "step" is to assign a value to a design attribute. A 
step is implemented in the form of a pattern matcher (implemented as 
a decision table). This pattern matcher assesses the design status and 
assigns a value to the attribute associated with the step. In Routine 
Design, the patterns are matched in order until a pattern is found (if 
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any) and the value associated with that pattern becomes the value to 
assign to the attribute. In Multiple Design, all the patterns are searched 
and the values associated with all the patterns that matched are added 
to the tree of design results. 

(b) After a step is executed, the step's design limiteris invoked to check the 
values generated and to examine the possibility of eliminating some of 
them. 

4. Redesign: In Routine Design, only one plan is attempted at a time, and only 
one value is assigned for each attribute. As a result, when a failure occurs 
(due to a failing constraint), redesign is necessary to rernediate the failure 
(by changing some aspects of the design). 
Redesign involves changing the value of the design attribute(s) that caused 
the failure of the constraint (Brown & Chandrasekaran, 1989). Depending on 
the type of the design attribute involved, one of two cases applies: 

(a) The design attribute can take discrete values (as in the case of composite 
materials where discrete values are selected for the polymer material, 
the type of fiber, etc.). In this instance, a new value is selected for the 
design attribute. The new value can either be one of the "normal" values 
available to the designer, or it can be a "special" value to be used only 
in cases of failure. Knowledge of these special values is available only 
for redesign and not for "normal" design. 

(b) The design attribute can assume continuous values (such as numeric 
values involved in mechanical part design). In this case the value causing 
the failure is "tweaked" by addition or subtraction (depending on the 
direction of the failure) of small increments. This type of failure results 
from the use of empirical numeric formulas with arbitrary constants. 

In Multiple Design, the need for redesign is eliminated by including redesign 
knowledge as part of the "normal" design knowledge. The two types of design 
attributes discussed above (discrete-valued attributes and continuous-valued 
attributes) are treated differently: 

(a) For discrete-valued attributes, all the possible values that the attribute 
can take (whether they are "normal" or "special" values) are enumerated 
in the decision table for the pattern matcher which is responsible for 
assigning a value to that attribute. In this case, since all applicable 
values from a pattern matcher are assigned to a step's design attribute, 
should a constraint fail, the only necessary action is to prune (from 
the design values tree) the branch (or sub-branch) where the failure 
condition occurred. No other redesign action is necessary. 

(b) For continuous-valued attributes, the equations for assigning values to 
the design attributes are associated with tolerances. For example instead 
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of saying "outer diameter = inner diameter + 10 mm", the equation is 
rewritten in the fonn: "outer diameter = inner diameter + 10 mm + 2 
mm" In this instance, the step assigns a range of values (instead of a 
discrete value) to the attribute. A failing constraint therefore results in 
a narrowing of range, splitting a range into two or more sub-ranges, or 
pruning of the entire branch, without requiring further redesign action. 

The composite materials design problem used as a test-bed for this work only 
involves discrete-valued attributes. Consequently, we implemented only the case 
for discrete-valued attributes. 

4. Application Design System 

As we mentioned in Section 1, this research originated for the purpose of gener
ating a knowledge-based system for the design of thennoset polymer composite 
materials. In this section, we describe the thennoset composite materials design 
domain and present a prototype Multiple Design system we implemented for the 
design of thennoset polymer composites. 

Composite materials can be grouped into three major classes: polymer matrix, 
ceramic matrix, and metal matrix composites. In each of these types of materials, 
the matrix material is typically combined with a reinforcement such as a fiber, or 
particulate, in such a way as to achieve specified properties. The problem domain 
described here belongs to the first class, composites fabricated using polymer 
matrices. Polymer composites can be further classified according to the type of 
polymer used, either thennoset or thennoplastic, which largely determines the 
conditions employed for processing the material. The example employed in this 
work focuses on thennoset composites with fiber reinforcement. 

Figure 2 shows a sample input and output from a polymer composite materials 
design system. 

5. Knowledge Representation 

Figure 3 includes the specialist hierarchy of the prototype design system for fiber 
reinforced thennoset composite materials. The top-level specialist, Composite 
Material, has one plan which first calls on the Matrix specialist to select a suitable 
matrix to achieve the required properties. It then calls on the Fiber specialist to 
select an appropriate fiber. Eventually, it calls on Cure Conditions to design the 
appropriate cure conditions given the chosen materials. 

The Matrix specialist also has one plan. This plan first calls on the Polymer 
specialist to select an appropriate type of polymer matrix material. The Matrix 
specialist then calls on the Curing Agent specialist to select a suitable curing agent. 

The Curing Agent specialist has four alternative plans from which to choose. 
Based on the type of polymer chosen and the properties required from the compos-
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inputs: application type = civil engineering 

non-corrosive environment 

flame retardance not required 

minimum glass transition temperature = 200 

non-humid environment 

minimum tensile modulus = 50 GPA 

maximum use tem::.:per~ra_tu-=r_e_=.....;l;...:..OO-=-____ ~. 

" 
Polymer Composite Materials 

Design System 

" outputs: fiber = E-glass 

I 
~-

matrix material = DGEBA 

curing agent = DDS 

cure temperature = 150 

cure time = 60 minutes 

post-cure temperature = 220 

post-cure time = 180 minute 

Figure 2. Sample input/output for the design of composite materials. 

ite material being designed (mainly the required usage and the thennal properties 
represented in the glass transition temperature) this specialist chooses one of its 
four plans. 

The Fiber specialist similarly has two design plans to choose from. This 
choice is made based on the required tensile properties represented in the tensile 
modulus of the required product. These two plans in tum select either the Carbon 
Fiber specialist or the Glass Fiber specialist. These specialists are responsible for 
selecting the appropriate type of carbon, or glass respectively. Finally, the Cure 
Conditions specialist has one plan that is responsible for setting the appropriate 
cure conditions (application of temperature, pressure, and time) based on the 
selected materials. 

5.1. A SAMPLE SINGLE DESIGN 

Consider a design situation in which we desire a composite material that has a 
glass transition temperature of at least 200°C and a tensile modulus of 50 GPa, 
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Cure Agents lor Non-epoxies SPJ 

Figure 3. The specialist hierarchy for the composite materials design system. 

Application Type ' Ci vi! Eng-iDE & 
Corrosion 'No' 
flame Retardance 'No input' 
HUlIlidity 'No' 
naximum Tensile Modulus 800 
Required Glass Transition Temperature 200 

Required Tensile Modulus 50 
Rigidity 'No input' 
Use Temperature 100 

'0 
[ proceed) 

Figure 4. Input specification screen. 

which will be used in an outdoor structure application. The input specification 
screen for this example is shown in Figure 4. 

The system starts by calling on the top-level specialist, CompositeMaterial. 
This specialist calls on the Matrix specialist, which in tum calls on the Polymer 
specialist which makes the decision to use the epoxies plan. This plan chooses 
DGEBA as the type of polymer to be used. The Matrix specialist then calls on 
the Curing Agent specialist. Curing Agent has embedded knowledge that amines 
are a preferable choice for civil engineering applications, and hence will make 
the appropriate selections. The Amines specialist now examines the requirements 
and finds that aromatic amines are more suited for civil engineering applications. 
Now the Aromatic Amines specialist is called upon and it uses the required glass 
transition temperature to select diaminodiphenylsulfone (DDS) which has a glass 
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iCure Temperature 160 ~ 
Cure Tille 60 
Curing/Co-cure Agent 'DDS' 

Fiber Type 'E-Glass' 
Glass Transition Temperature 220 
Polymer He. terial 'Epoxidezed Phenolic Novolac' 
Post Cure Temperature 220 
Post Cure Time 180 
Te.Dsile nodulus 52 

tQ 

( Uiew Inputs ) [proceed) 

Figure 5. Single design output browser. 

transition temperature of 220°C. 
The CompositeMaterial specialist then calls on the Fiber specialist to select 

the most appropriate fiber. This specialist examines the required tensile modulus 
and, because it is not a high value, it selects glass fiber as appropriate. Next, the 
GlassFiber specialist chooses E-glass as the type of fiber to be used because it has 
a tensile modulus of 52 GPa. 

The CompositeMaterial specialist will then calion the CureConditions spe
cialist which inspects the selected materials, and selects a cure cycle of 1 hour at 
150°C followed by 3 hours at 220°C at atmospheric pressure. The output of the 
system is shown in Figure 5. 

5.2. A SAMPLE MULTIPLE DESIGN 

Using the same knowledge representation above in the Multiple Design environ
ment with the same set of input data as shown in Figure 4, the system performs as 
follows: 

The system starts by calling on the top-level specialist, CompositeMaterial. 
This specialist calls on the Matrix specialist, which in turn calls on the Polymer 
specialist which makes the decision to use the epoxies plan. This plan chooses 
DGEBA, Epoxidized Phenolic Novolac, and Hydroxyphenyl as viable types of 
polymer to be used. The Matrix specialist then calls on the CuringAgent specialist. 
CuringAgent has embedded knowledge that amines are a preferable choice for 
civil engineering applications, and hence will make the appropriate selections. The 
Amines specialist now examines the requirements and finds that aromatic amines 
are more suited for civil engineering applications. Now the Aromatic Amines 
specialist is called upon and uses the required glass transition temperature to 
select diaminodiphenylsulfone (DDS) which has a glass transition temperature of 
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Figure 6. Part 1 of the multiple design output browser. 

220°C. 

The Composite Material specialist then calls on the Fiber specialist to select 
the most appropriate fiber. This specialist examines the required tensile modulus 
and because it is not a high value, it selects both glass fiber and carbon fiber 
as appropriate. Next, Glass Fiber chooses E-glass, and S-glass as possible types 
of fiber to be used because they have tensile moduli of 52 GPa, and 61 GPa 
respectively (the input specifies a requirement of at least 50). The Carbon Fiber 
Specialist also chooses both AS4-Carbon and Graphite as possible fiber choices. 

The Composite Material specialist will then calIon the Cure Conditions spe
cialist which inspects the materials selected to this point, and since the cure cycle 
depends on the type of curing agent chosen, it selects a cure cycle of 1 hour at 
150°C followed by 3 hours at 220°C at atmospheric pressure. The output of the 
system is represented in the form of a tree with every path from the root of the 
tree to a leaf node representing a design alternative. The output from running 
the a bove example is shown in 2 parts in Figure 6 and Figure 7. An alternate 
form for viewing the output of the design process is in the form of a series of lists 
of design attributes and their assigned values similar to the output of the single 
design system shown in Figure 5. 

The output from the Multiple Design system includes the same output as the 
single design system, in addition to eleven other designs, namely the remaining 
combinations of the four selected choices for fiber material and the three selected 
choices for the polymer material. It would have been possible to generate these 
other designs using the single design system. However, this would require sub
stantial manipulation of the domain knowledge embedded in the system, and a 
substantial amount of time, and would not be feasible without the assistance of an 
expert. 
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Figure 7. Part 2 of the multiple design output browser. 

5.3. DISCUSSION 

The above example demonstrates the use ofMDSPL for the generation of Multiple 
Design alternatives meeting the same set of specifications. 

If we examine the set of outputs produced in Figure 6 and Figure 7, we find 
that one of the values for the fiber parameter is Graphite, resulting in a tensile 
modulus of 800 GPa, much higher than the required tensile modulus of 50. This 
typically means a correspondingly more expensive material. Design limiters are 
included in the MDSPL system for these cases; namely designers' knowledge of 
design values that are not appropriate because they are "too good". 

We added the design limiter shown in Figure 8 to the Carbon Fiber selection 
task to eliminate unneeded fiber types. Each row in this table is interpreted to mean 
that any design meeting the pattern in the first two columns is to be "excluded" 
from further consideration. The first column of the table represents the maximum 
value accepted for the tensile modulus. By defining this as a variable and thus 
allowing the user of the system to specify a value for it at run-time, we are allowing 
the MDSPL system to be used to examine the effect of changing constraints on 
the set of generated design alternatives, a feature which is sometimes desirable by 
industrial designers. 

6. Conclusions 

There are many situations in which generating a single design to meet a set of 
specifications is not sufficient and in which multiple designs are desirable. These 
situations include: 

situations in which the design problem is in an area were sufficient design 
experience is not available and hence multiple alternatives need to be provided 
for testing. This need is especially important in relatively new areas like 
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Figure 8. A design limiter. 

composite materials, where sufficient knowledge is available for generating 
designs but there is not sufficient knowledge available for selecting the best 
design. Due to the lack of experience in these areas, there may be large 
gaps in design knowledge. Consequently, it is difficult to guarantee that a 
single design would satisfy the requirements. To increase the possibility of 
obtaining a useful output, multiple designs are necessary. 

- situations in which the design process can be affected by dynamic factors 
(such as the availability and cost of the different raw materials). Under these 
circumstances, it is better to isolate such dynamic factors from the main 
knowledge base. A selection step should then follow the design phase in 
which a design is selected from among the generated designs using these 
dynamic factors. 
situations in which practical economical or market-dictated considerations 
have to be met; such as cases in which a more expensive raw material 
is more readily available than another lower cost material, or cases were 
market considerations dictate the use of a process with a faster turnaround 
time even if at a higher cost. The availability of multiple designs helps 
accommodate such requirements, by enabling switching between different 
designs at different times to meet current conditions. 

- situations which require conforming with common engineering practices in 
order to make the knowledge-based design system acceptable as an aid for 
human designers. Human designers are usually reluctant to use any new 
technology especially if it is substantially different from normal practice. By 
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having the design system generate multiple designs, the human user can thus 
concentrate on the task of evaluating the designs and selecting among them. 

In this research, we developed a technique for generating multiple designs 
based on the generic-task approach to knowledge-based systems (Chandrasekaran, 
1985), and in particular on the design method "Routine Design" (Brown & 
Chandrasekaran, 1989; Brown, 1987). The technique developed here provides 
a set of designs based on a common set of specifications. 

This research is a part of a larger project for automating the entire life cycle 
of the composite materials starting from specifications and ending up with a 
finished product. This project is comprised of several components; the design 
of the materials; the design of the parts and the control of the processing of 
the materials. For a preliminary description of the overall project and the other 
components please refer to (McDowell et. al, 1993; Sticklen et. AI, 1992). In a 
future report, we will be reporting on the interaction of the different components. 
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Abstract. This paper presents initial ideas toward a new design theory based on the 
Inferential Theory of Learning, recently developed in artificial intelligence. The theory 
views engineering design as a process of transforming the initial design specification and 
design background knowledge into the desired design. This process is performed using 
certain knowledge operators called 'knowledge transmutations.' Nine basic tenets of the 
theory are provided, and a system of 22 design knowledge transmutations is proposed. 
Individual transmutations are defined and explained using examples from the area of 
conceptual design of wind bracings in steel skeleton structures of tall buildings. The 
paper also contains initial conclusions and a discussion of future research. 

1. Introduction 

At present, research on design is concentrated on the development of various 
mono strategy conceptual design methods, i.e., methods based on a single 
problem solving algorithm (strategy) implemented in a single computational 
mechanism. Such methods include, for example, a method of solving con
ceptual design problems through the elimination of contradictions between 
various features of the system being designed, as proposed by Altschuller 
(1988), and Fey and Vertkin (1993), a method based on the random genera
tion of concepts from a given design space, as proposed by Arciszewski 
(1987), or a constraint search through the design space, as proposed by 
Cahn and Paulson (1987), Hajdo and Arciszewski (1990), Nadel (1990), and 
Flemming et al. (1992). Shupe et aI. (1987) proposed decision-based design 
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in which decisions are made based on the theory of living systems (Miller 
1965). 

In design research, a great deal of effort is devoted to applying the prin
ciples of artificial intelligence to design in order to develop new conceptual 
design methods. For example, Maher (1985, 1986) and Sriram (1986) 
investigated a knowledge-based approach to conceptual design in which 
several abstract levels of the design problem are distinguished; a sub solution 
is produced on each level which satisfies all constraints (decision rules) asso
ciated with a given level. Maher (1987) proposed conceptual design based 
on the retrieval of past experience in the form of incomplete descriptions of 
past designs which were produced in similar design situations. These solu
tions are then modified and augmented to produce new design concepts for 
a given situation. This method was later developed into a method for using 
analogical reasoning in conceptual design (Zhao and Maher, 1988), and 
expanded by Gero, Maher and Zhang (1988) into a design method based on 
the use of prototypes understood as conceptual schemata, or concepts, i.e., 
generalizations of groupings of elements in a design domain. Arciszewski 
and Ziarko (1986) proposed a conceptual design method based on the use 
of a learning system both for knowledge acquisition and for the evaluation 
of randomly generated concepts. Dyer et al. (1986) investigated the use of 
machine learning in conceptual design; in his design system, called Edison, 
concepts are produced from design examples using generalization, analogy, 
and mutation. 

Since human problem solving, including design, is clearly multistrategy, 
the development of a general conceptual and computational framework for 
multistrategy conceptual design, i.e., a design theory, is important for at least 
two reasons: (i) It will improve our understanding of conceptual design, and 
(ii) it will stimulate the development of a class of multi strategy conceptual 
design methods for which computational mechanisms could be easily 
identified and implemented in various design support computer tools. 
Therefore, in this paper we proposed an Inferential Design Theory (lOT). 
This theory provides a framework for the integration of a large class of 
available conceptual design methods in a problem-dependent way. By a 
problem-dependent way we mean an integration in which a design strategy, 
or a combination of strategies, is automatically adapted to different design 
situations. At present, there is no generally accepted scientific design theory 
available, although the need for such a theory was identified some time ago 
(Dixon 1988) and several attempts to develop have been taken, for example 
by Asimov (1965), Miller (1974), Hubka (1982), Pahl and Beitz (1984), 
Nadler (1985), by Tomiyama and Yoshikawa (1987), and by Suh (1990). 

Inferential Design Theory (lOT) is based on the Inferential Theory of 
Learning, recently proposed by Michalski (1993). lOT consists of a system 
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of tenets and a system of design knowledge transmutations which provide a 
conceptual, methodological, and computational framework for conceptual 
design. In the paper, the tenets of IDT are given, the proposed individual 
design knowledge transmutations are discussed with examples, and future 
research directions are proposed. 

2. Basic Tenets of the Inferential Design Theory 

The proposed theory is based on the following tenets dealing with major 
aspects of engineering design: 

2.1. ENGINEERING DESIGN PROCESS 

Engineering design is a multistage process which starts when a need for a 
new engineering system is realized, and ends when an engineering design is 
produced. 

2.2. ENGINEERING DESIGN 

An engineering design is a complete description of a future engineering 
system. This description has two components: (i) an abstract description and 
(ii) a detailed description. The abstract description, usually called "a concept 
of an engineering system," is produced using nominal attributes, while the 
detailed description is produced using numerical attributes. 

2.3. ENGINEERING DESIGN PROCESS STAGES 

Two major stages in the engineering design process are distinguished: (i) 
conceptual design, and (ii) detailed design. The objective of conceptual 
design is to analyze needs and background knowledge and to produce a 
concept, or a class of concepts, of a future engineering system. The objective 
of the detailed design is to produce a detailed description, or descriptions, 
for the concept or concepts produced in the conceptual design stage. 

2.4. CONCEPTUAL DESIGN STAGES 

Six conceptual design stages have been distinguished, as shown in Figure 1: 
1. Analysis of needs 
2. Design task formulation 

2.1. Identification of design goals 
2.2. Building a representation space 
2.3. Formalization of design background knowledge 
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3. Concept generation 
4. Concept evaluation 
5. Concept selection 
6. Knowledge acquisition 

2.5. APPLICABILITY OF INFERENTIAL DESIGN THEORY 

The proposed theory is formulated for the conceptual design stage No.3, 
Concept Generation. 

2.6. CONCEPTUAL DESIGN PARADIGM 

Concept generation in conceptual design is a goal-oriented process in which 
both input and background knowledge are used and transformed in order to 
meet design goals. Input knowledge (P) is any information provided with the 
design goal, and it may be in the form of facts, procedures, or design 
examples. Background knowledge (BK) is general engineering/design 
knowledge which is relevant to a given design problem and which is 
available to the designing system, living or artificial. Relevant knowledge is 
knowledge which is useful at any stage of the design process. 

Thus concept generation is a search through a design space as defined by 
the knowledge representation space. It can employ any type of deduction, 
analogy, or induction. Consequently, the designing systems, both living and 
artificial, can be viewed as systems which transform a given design task into a 
concept or class of concepts, and into new design knowledge through a 
transformation process based on various forms or combinations of inference, 
as shown in Figure 2. This new design knowledge can be interpreted as 
design experience, in the form of both factual and procedural (methodologi
cal) knowledge gained in a given concept generation process. 

The designing system must be able to perform inferences and have a 
memory that stores the design task and "useful" results of inferences in the 
form of new knowledge. Thus the conceptual design process can be 
described by a "conceptual design equation": 

conceptual design = inferencing + memorizing 

Inferencing is understood here as any type of reasoning or knowledge 
transformation. Memorizing means storing knowledge produced as the result 
of inferencing. 

2.7. THE NATURE OF CONCEPT GENERATION 

Concept generation is a multi strategy process in which a combination of 
various strategies is used. 
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2.8. DESIGN KNOWLEDGE 1RANSMUTATIONS 

Design knowledge transmutation is a conceptually simple (homogeneous) 
elementary high-level knowledge transformation that occurs in concept 
generation. In this transformation a piece of knowledge is derived from a 
given input and from background design knowledge. In computational 
terms, a design transmutation is an operator on design knowledge, a search 
operator that can employ any type of inference. A class of design 
knowledge transmutations can be identified, and individual types of 
transmutations can be used for concept generation purposes in a goal
oriented way. 

2.9. DESIGN KNOWLEDGE 1RANSMUTATION AS INFERENCE 

All design knowledge transmutations are based on inference, reasoning, and 
can be classified according to the validity of the knowledge produced by 
them. Therefore these transmutations can be described by the fundamental 
equation for inference (Michalski 1993), which is an entailment: 

PUBK=C 

where: P 
BK 
C 

a set of statements, input knowledge, called the premise 
a set of statements which are the background knowledge 
a set of statements called the consequent 

In the case of deductive inference, the consequent C is derived, given P 
and BK, and the inference is truth-preserving. An inductive inference is 
hypothesizing premise P, given C and BK, and it is falsity-preserving. 
Therefore all design knowledge transmutations can be divided into deductive 
(truth-preserving) and inductive (falsity-preserving) inferences. 

Another division of transmutations is proposed according to the nature of 
the entailment =. This can be 'strong' when C is a deterministic, or valid, 
consequence of P and BK, and 'weak' when C is only a probabilistic or 
plausible consequence of P and BK. Therefore, when the entailment is 
"strong" the inference is conclusive, while in the case of a 'weak' entailment, 
the inference is contingent. When both the truth preservation and the nature 
of the entailment are considered, four major types of inference can be dis
tinguished, as shown in Table 1. 
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TABLE 1. Basic types of inference. 

TRUTH FALSITY 
PRESERV ATION PRESERVATION 

ENTAILMENT STRONG Conclusive Conclusive 

deduction induction 

STRENGTH WEAK Contingent Contingent 

deduction induction 

TABLE 2. Attributes and their feasible values. 

ATTRIBUTES FEASIBLE ATTRIBUTE VALUES 

1 2 3 4 5 

1. Number of 6 12 18 24 30 
Stories 
2. Bay Leneth 20 30 

3. Wind 1.07 1.11 
Intensity Factor 
4. Joints Rigid Hinged Mixed 

5. Number of 1 2 3 
Braced Bays 
6. Number of 0 1 2 3 
V ertical Trusse~ 

7. Number of 0 1 2 3 
Horizontal 
Trusses 
8. Unit Steel Low Medium High Infeasible 
WeiR;ht 

3. Design Knowledge Transmutations: Initial Examples 

Eleven pairs of design knowledge transmutations are proposed. In each pair, 
two opposite transmutations are given. The transmutations are explained 
using examples from the area of conceptual design of wind bracings in steel 
skeleton structures of tall buildings. Concepts of wind bracings are 
considered from three classes of wind bracings, including rigid frames, 
braced frames, and trusses. For these bracings and for a three-bay tall 
building, the representation space is given in Table 2 in accordance with 
Arciszewski et al. (in print). The first three attributes, Number of Stories, Bay 
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Length, and Wind Intensity Factor, describe the design case considered. 
Attributes No. 4 through No. 7 describe the structural system of wind 
bracing itself, while the last attribute, No.8, Unit Steel Weight, identifies the 
nominal value of the relative unit weight of the steel structural system 
described by attributes 1 through 7. This relative unit steel weight is 
determined from all normalized unit weights of various types of wind 
bracings of the same height designed under identical conditions. In this way, 
Unit Steel Weight represents the goodness of a given wind bracing type from 
the point of view of weight. 

3.1. GENERALIZATION/SPECIALIZATION 

The generalization transmutation extends the reference set of the input, i.e., 
it produces a description that characterizes a larger reference set than the 
input. This is usually done by removing one or more attributes which 
describe the initial reference set. For example, the input is in the form of two 
concepts which represent two types of rigid frames: a one-bay rigid frame 
and a three-bay rigid frame. Attribute No.5, Number of Braced Bays, is 
removed and the input "two types of rigid frames" is generalized into "a 
class of rigid frames." 

The specialization transmutation narrows the reference set of the input. 
This is usually done by adding one or more attributes. For example, when 
the input is "a class of truss bracings" the addition of attribute No.7, 
Number of Horizontal Trusses equal to 0 specializes the input into "a class 
of truss bracings without horizontal trusses." 

3.2. ABSTRACTION/CONCRETION 

The abstraction transmutation reduces the amount of detail in a description 
of the given input. This is usually done by converting attributes from 
numerical to nominal, or by changing their values from numerical to 
linguistic. For example, when attribute No.2, Bay Length, is considered, its 
numerical values, 'twenty' and 'thirty feet' respectively, can be converted 
into linguistic values 'short' and 'long'. 

The opposite transmutation is concretion. In this case, additional details 
are added to the input through the conversion of attributes from nominal 
into numerical. For example, attribute No.8, Unit Steel Weight, which is 
nominal, would be converted to a numerical one, and instead of its nominal 
values 'low,' 'medium,' 'high,' or 'infeasible,' the actual unit weight values 
would be used, for instance '22.' 
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3.3. SIMILIZATIONIDISSIMILIZATION 

The similization transmutation produces new knowledge about a given 
reference set using available knowledge about a similar reference set. For 
example, when the class of rigid frames is considered, the relative effects of 
using horizontal trusses are estimated using knowledge about the class of 
truss bracings with horizontal trusses. 

In the case of dissimilization, the lack of similarity between two reference 
sets is used to produce knowledge about one of them, using available 
knowledge about the other. For example, wind bracings in the form of 
reinforced concrete shear walls are not similar to truss bracings. Therefore, if 
we know that the unit weight of the structural system is relatively small in the 
case of truss bracings, we can infer that the unit weight for reinforced 
concrete walls will not be small. 

3.4. ASSOCIATIONIDISASSOCIATION 

The association transmutation determines a dependency between entities 
based on input and/or background knowledge. For example, the taxonomy 
of wind bracings, which is part of the background knowledge, is used to 
classify a given type of wind bracing and to associate it, for instance, with the 
class of truss bracings. 

Disassociation identifies the lack of dependency between various entities, 
also using input and/or background knowledge. Using the same example, the 
same wind bracing would be classified as not a frame bracing, and it would 
be disassociated from the class of truss bracings. 

3.5. SELECTION/GENERATION 

The selection transmutation selects entities from a large class of known enti
ties which satisfy certain selection criteria, or a single criterion. For example, 
from a large class of wind bracings only truss bracings are selected, and the 
attribute No.4, Joints with the value 'hinged,' is used as a selection criterion. 

Generation produces examples of entities which satisfy imposed criteria. 
In our case, a class of truss bracings is produced, and all new wind bracings 
are described by attribute No.4, Joints with the value 'hinged.' 

3.6. AGGLOMERATIONIDECOMPOSITION 

The agglomeration transmutation clusters entities, both known and unknown, 
into groups using the same selection criterion or criteria. For example, all 
wind bracings with hinged joints cluster into a class of truss bracings. 
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In the case of the decomposition transmutation, all entities which are 
clustered together are further divided into subclasses. In our example of 
truss bracings, these bracings could be decomposed into one-bay, two-bay, 
or three-bay subclass. Obviously, many decompositions are possible using 
various criteria. 

3.7. CHARACTERIZA TIONIDISCRIMINA TION 

The characterization transmutation identifies a characteristic description of a 
given class of entities. For example, in the case of a class of bracings in the 
form of rigid frames, this characteristic is attribute No.4, Joints with the 
value 'rigid.' 

Discrimination determines the description that can be used to distinguish 
between two classes of entities. For example, when two classes of truss and 
frame bracings are considered, the discrimination transmutation determines 
that attribute No.4, Joints, is sufficient to distinguish between these two 
classes of wind bracings: for truss bracings this attribute has the value 
'hinged" while for rigid frames its value is 'rigid.' 

3.8. DERIVATIONS: REFORMULA TIONIRANDOMIZA TION 

The reformulation transmutation reformulates input knowledge using 
background knowledge in such a way that a segment of input knowledge is 
substituted by a logically equivalent segment of background knowledge. For 
example, in given knowledge about truss bracings and their diagonals, 
knowledge provided about x-diagonals is substituted by knowledge about k
diagonals, which is taken from background knowledge. 

In the case of randomization, a given segment of input knowledge is 
transformed into another by making random changes. For example, random 
generation of wind bracing types based on morphological analysis 
(Arciszewski 1987) can be considered as a randomization transmutation. In 
this case, new types of wind bracings are produced through the analysis of 
various randomly produced combinations of structural wind bracing 
components. 

3.9. INSERTIONIDELETION 

The insertion transmutation inserts a segment of knowledge from back
ground knowledge into input knowledge. For example, when knowledge 
about a wind bracing in the form of a rigid frame is the input, a segment of 
knowledge about horizontal trusses can be taken from background knowl
edge and added to the input knowledge. In this way, knowledge about rigid 
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frames with horizontal trusses is produced and can be used to develop a class 
of rigid frames braced by horizontal trusses. 

Deletion can be illustrated by considering wind bracings in the form of 
belt truss systems. In this case, the input knowledge about bracings may 
contain the knowledge about vertical trusses, belt truss systems, horizontal 
trusses. The deletion of knowledge about horizontal trusses and their systems 
transforms the input knowledge into knowledge only about truss bracings 
and the deleted knowledge is stored for later use as part of the background 
knowledge. 

3.10. REPLICA TIONIDESTRUCTION 

The replication transmutation replicates a segment or segments of the 
provided knowledge, taken from the input knowledge or background 
knowledge. For example, when the input knowledge is about a wind bracing 
in the form of a one-bay rigid frame, this knowledge may be replicated to 
describe two independent one-bay rigid frames used in a three-bay skeleton 
structure as a wind bracing. 

The destruction transmutation is the opposite process: the unnecessary 
parts of the input knowledge are deleted first, as in the case of conducting 
the deletion transmutation, and then destroyed. 

3.11. SORTINGIUNSORTING 

The sorting transmutation changes the organization of the input knowledge 
according to some criterion. For example, when knowledge about a class of 
wind bracings is provided as input knowledge, these bracings may be sorted 
according to their complexity measured by number of structural members. 
As the result of sorting, bracings are listed from the simplest, with the 
smallest number of structural members, to the most complex, with the largest 
number of structural members. 

The unsorting transmutation reverses the results of sorting, and in this 
case the organization of input knowledge is destroyed. 

4. Conclusions 

The paper is intended to provide only an initial, conceptual outline of the 
proposed Inferential Design Theory, and to stimulate discussion of the 
potentials of Inferential Theory of Learning in engineering design. The 
proposed framework of IDT is conceptually complete, but more design 
knowledge transmutations may be proposed in the future as research on 
both the Inferential Design Theory and the Inferential Theory of Learning 
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progresses. The proposed theory can be used as a basis for the development 
of a class of formal mathematical models for individual design knowledge 
transmutations, and such work is already planned. These models will be used 
next to develop a class of experimental design support tools which will be 
tested in various engineering design domains to determine the feasibility of 
conceptual design based on the proposed Inferential Design Theory. 

Inferential Design Theory provides a new understanding of conceptual 
design which is consistent with present research on machine learning. 
Therefore it can be expected that its introduction will lead to the integration 
of design and machine learning research. This integration may be a 
challenge, but a challenge to be met for progress in design science. 
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Abstract. In this paper, we discuss dynamic integration of multiple aspects, i.e., integration 
accomplished according to progress of design. It is not prepared in advance, but created 
in design processes. Firstly, we introduce our model of design processes that is based on 
a logical framework. Secondly, we define aspects in the logical framework. An aspect is 
represented as a tuple of theory and vocabulary in the logical framework. In particular 
knowledge in analytical aspects is represented as virtual logical theory. Thirdly, we propose 
integration of aspects by abduction that is another approach than integration of models. 
Abduction defined with multiple aspects integrates aspects by superposition of hypothesis 
which is identification of instantiated entities in hypothesis. It also examines connectivity 
of hypotheses by explanatory coherence. Since superposition of hypotheses and theories 
used in abduction tell us how aspects are integrated in design, they can contribute to 
re-organize aspect knowledge-bases. 

1. Introduction 

Designers use different kinds of aspects when they recognize artifacts. Some 
aspects have been developed in traditional engineering fields and have firm theories 
like kinematics and electric circuits. Other aspects are more vague and have not 
established firm theories like cost estimation, and manufacturability. Some aspects 
are numerical, others are symbolic or linguistic. 

It is nature of design to take different aspects into consideration. Even if 
purpose of design can be described in a single aspect, artifacts in the real world 
would receive various kind of effects which come from not only the original aspect 
but many different aspects. Designers, thus, should consider various aspects in 
order to accomplish design successfully. 

Traditional design studies emphasize uniqueness of representation of artifacts 
and therefore dismiss importance of variety of aspects. 
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On the other hand, various kind of analysis methods have been developed 
in the engineering field. They emphasize completeness of their methods and 
representation of artifacts. They ignore aspects behind themselves, which are 
important to use these analysis methods in design. 

In this paper, we discuss dynamic integration of multiple aspects. Dynamic 
integration means that integration is accomplished according to progress of design. 
It is not prepared in advance, but created in design processes. Firstly, we introduce 
our model of design processes that is based on a logical framework. Secondly, we 
define aspects in the logical framework. In this definition, knowledge in analytical 
aspects is represented as virtual logical theory. Thirdly, we propose integration of 
aspects by abduction that is another approach than integration of models. Then 
we show examples with our prototype system. Finally we conclude the paper. 

2. Logical Design Process Modeling 

We need a theory about design which isformal, general and descriptive in order to 
understand and represent design. And considering to apply it to CAD (Computer
Aided Design) system, it should be also computable so that computation systems 
would be drawn from it. There are many design models proposed such as Pahl 
et al. (1984), Hubka (1988) and Suh (1990), but they are not sufficient for above 
requirements. For example, Pahl and Beitz's approach is specific to domains, and 
Suh's approach is too prescriptive. 

We have proposed a logical model of design processes (Takeda et al., 1990c, 
1990d) as a descriptive and also computable model. A design process is interpreted 
as combination of inferences defined in the logical framework in this model. In 
this section, we depict our design process model shortly. Details are shown in 
(Takeda et al., 1990c, 1990d). 

2.1. THE LOGICAL FRAMEWORK FOR DESIGN 

In order to describe design processes in the logical framework, we should clarify 
what we should represent in logic. Although many factors are complexly related to 
design, we use three factors which are prerequisite to describe design processes, 
i.e., required specifications, design solutions (design objects), and knowledge. 
And we interpret design as logical inference among them. 

It may seem natural to take the deductive framework to describe design pro
cesses in logic. In this approach, we can formalize design as follows; 

SUI< f- Ds 
where S, I<, and Ds are sets of formulae that denote required specifications, 
knowledge used in design, and design solutions, respectively. Here solutions are 
derived from specifications and knowledge as the results of deduction. In short, 
this approach adopts the "design is deduction" paradigm. 
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Figure 1. The logical design process model. 

Many works which explain design or design processes in logic are based 
on this framework in principle. For example, Treur (1991), and Dietterich et al. 
(1987) took this approach, and we also took it in Takeda et al. (1990a). This 
"design as deduction" approach may be suitable for routine design, but it cannot 
offer a sufficient framework for other more flexible and complicated design. For 
example, solutions and knowledge are always incomplete in design, but it requires 
solid and absolute knowledge and solutions. 

Then we can use the second framework-the abductive framework. In this 
case, specifications can be derived from design solutions and knowledge. 

Dsu [( f- S. 
Here design is abduction with knowledge and specifications. Coyne (1988) and 
RESIDUE system (Finger et aI., 1985) stand for this approach for design form
alization. Knowledge represented in this framework is knowledge about objects 
themselves, i.e., knowledge about object properties and behaviors, because for
mulae in this framework should be prepared to deduce properties and behaviors of 
objects from descriptions of objects themselves. It is more desirable than know
ledge representation in the deductive framework where knowledge is about how 
to design. Furthermore solutions the abductive inference can generate are, by 
definition, not definite solutions but feasible solutions. Therefore, we adopt the 
abductive framework as the framework of the logical formalization of design. 

2.2. THE LOGICAL INFERENCE MODEL FOR DESIGN PROCESSES 

The inference model we propose is illustrated in Figure 1. We define the design 
process model as a logical inference model. 

Here there are two levels in the model, one is the object level and the other is 
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Figure 2. Iteration of abduction and deduction. 

the action level. The object level contains descriptions of design objects (design 
solution) Ds, knowledge about objects Ko, and descriptions of object properties 
and behaviors P. P can include required specifications. 

The basic design process is interpreted by iteration of abduction and deduction 
that evolves design objects and their properties and behaviors, and circumscription 
is invoked to resolve inconsistency. The action level contains knowledge about 
actions (knowledge about how to design) K a, and the meta-level inference is 
performed to proceed design by specifying inferences in the object level and 
operating directly the contents of Ds, Ko, and P. Changing of design objects 
(Ds) is managed by the multi-world mechanism based on a type of modal logic. 
Every state of design objects in design processes corresponds to a possible world in 
modal logic so as to manage multiple solutions and operations to design processes 
themselves. 

2.3. ITERATION OF ABDUCTION AND DEDUCTION AS THE BASIC PROCESS 

We interpret a design process as an evolutionary process, that is, the design 
objects are refined in step-wise manner (see Figure 2). We call each state of 
step-wise refinement as a design state. In each state, the following three types of 
descriptions are hold; The first one is descriptions of the current design solution 
which is denoted by Ds. It consists of identifiers of design objects which are 
components of the current design solution, and properties and relations which are 
necessary to identify the objects. The second one is P, descriptions of properties 
and behaviors of the current design solution. It consists of all kinds of properties 
and behaviors that the current design solution has. Required specifications are 
included in P. The third one is Ko, knowledge that is available at the current 
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state. These descriptions are kept consistent to satisfy the following formula; 
DsUKo I- P. 

Given design knowledge Ko and the required properties P as the specifica
tions, designers try to find a candidate by abduction, hence, the current descriptions 
of the design objects are formed. Then deduction is performed to obtain all the 
properties of the current solution with respect to the current available knowledge. 
It is performed (i) to see what properties the solution has and (ii) to see whether the 
solution does not contradict with the given specifications and knowledge. Then 
again abduction is performed to evolve the solution more-new descriptions for 
the next state are formed. If the solution does not satisfy the specifications or can 
not evolve any more, the designers either try an alternative solution or modify the 
design knowledge and the specifications. 

This iteration of abduction and deduction continues until the descriptions of 
the objects become fully detailed ones that are suitable to hand the next process 
(e.g., manufacturing). 

3. Integration of Multiple Aspects 

3.1. TELEOLOGICAL INTEGRATION VS. ONTOLOGICAL INTEGRATION 

It is important for future CAD systems to keep integration of knowledge. In order 
to support design, we have been putting models and knowledge from various 
backgrounds in computer. But there are no unified methods to integrate them. 
Since design is not archived with a single model and various perspectives should 
be taken into account, integration of various models and knowledge is crucial to 
realize future CAD systems. 

Furthermore future CAD systems should have not only ability of exchanging 
information in various models to each other, but also ability of guiding use of 
various models. That is, both ontological and teleological integrations of models 
are required. 

The current approach to integrate multiple aspects is to integrate aspect models, 
for example, product model (Suzuki et al., 1990), STEp, metamodel (Tomiyama et 
al., 1990). We can summarize this approach as ontological integration of aspects 
theories, because it aims to establish relations among representations of objects, 
i.e., relations among different ontologies (Gruber, 1993). 

As an approach to model integration, Tomiyama et al. (1990) proposed the 
concept of metamodel for a new modeling framework for design objects. The 
metamodel is used as (1) as a central modeling mechanism to integrate models, (2) 
as a mechanism for modeling physical phenomena, and (3) as a tool for describing 
evolving design objects. Each model in CAD systems is connected only through 
metamodel where physical phenomena as concepts are used to describe objects. 
They also proposed a metamodel system based on qualitative physics (Xue et al., 
1991). Here qualitative physics plays as an inter-aspect theory among models. 
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Model integration approach provides basic and common connections among 
aspect models, but it is not all information to integrate aspects. 

To design new objects, in particular in creative design, yields new relations 
among aspects. Creative design does not happen within a single existing aspect, but 
with a new aspect which is new combination of existing aspects. New combination 
means that designers find new way to combine aspects, i.e., new relations among 
aspects. To design objects creatively is, thus, to find new relations among aspects 
that have not been recognized yet. It is another kind of integration of aspects which 
is guided by designers' intension. We thus call them teleological integration of 
aspects. 

It is to notice that such relations are not firm ones until design is completed, 
because they just depend on designers' intension and are never examined in the 
real world. They should be examined by experiment and manufacturing. 

For example, suppose that a screw is introduced in a design from structural 
aspect and a stopper of linear movement from kinematics aspect. Then a designer 
decides to use the screw as the stopper. In this case an inter-aspect relation between 
the kinematics aspect and structural aspect is arisen. The designer is not sure that 
this relation, i.e., "screw as stopper" is really true before precise estimation of 
geometry, but s/he tries to keep it unless it turn out false. If screw as stopper is a 
general idea not but a special case in a special situation, it can possibly be added 
to ontological relations between kinematics and structural views. In this paper we 
formalize this process by abduction with multiple aspects. 

Another problem in integration of aspects is that even relations between aspects 
which are conceptually clear are often difficult to describe in a formal way, 
because ontological descriptions would be exhaustive. For example, interpretation 
of results of stress analysis is conceptually clear, but it is not easy task to describe 
relation between stress analysis aspect and some designing aspect, i.e., how it 
would affect design processes. For this problem, we propose a virtual theory 
to describe relations between analytical aspects and synthetic aspects. A virtual 
theory is a logical description of an analytical (non-logical) aspect from a point 
of view of using the aspect. 

3.2. ASPECTS IN THE LOGICAL FRAMEWORK 

In logical design process modeling, we assumed a single theory K 0 as designers' 
knowledge. As we mentioned, it is not a good assumption to deal with multiple 
aspects. So we re-define theory in logical process modeling. 

Instead of assuming a single theory, we here assume a set of theories, i.e., 
the theory is divided into separate aspect theories each of which has its own 
perspective of description. 

Perspective of an aspect theory is how to represent phenomena or concepts as 
propositions in laws or rules. It is definition of vocabulary for the aspect. Every 
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aspect has its vocabulary so that any propositions can be determined whether 
they are in the aspect or not. Because purpose of aspects is to show a consistent 
and independent view of the real world, aspect theories should be consistent and 
closed for its vocabulary. 

Definition 1 (Aspect) 
An aspect Ai is a tuple of an aspect theory Ki and vocabulary Vi. The aspect theory 
is a set offormulae. An aspect (Ki' Vi) should satisfy the following conditions; 

1. Ki is consistent, and 
2. Any atomic formulae in Ki is within Vi. 

Furthermore we assume clusters in an aspect theory. Although an aspect theory 
can be huge, what is needed in design is not always the whole of an aspect theory 
but some part of the aspect theory. We assume that an aspect theory consists of a 
set of cluster theories. 

Definition 2 (Aspect theory) 
An aspect theory Ki is union of cluster theories K cl (j E Ad, i.e., 

Ki = UjEAi KCf 
where Ai is a set of identifiers for cluster theories in aspect theory Ki. 

We need knowledge to connect different aspect theories in order to use them 
together. We call it an inter-aspect theory. Since different aspect theories may 
represent the same phenomena or concepts differently, the inter-aspect theory 
holds relations among such representations. 

Definition 3 (Inter-aspect theory) 
An inter-aspect for a set of aspects A is a tuple of inter-aspect theory KI and 
vocabulary VI that is union of vocabularies in A, i.e., 

VI = UiEA Vi 
Then we can define a theory for design. 

Definition 4 (Background design theory) 
The background design theory KB is union of aspect theories Ki and the 
inter-aspect theory KI, i.e., 

KB = UiEA Ki U KI, 
where A is a set of aspect identifiers. 

We can now define an explanatory design theory, i.e., a theory that is needed to 
design objects from given requirements. 

Definition 5 (Explanatory design theory) 

An ezplanatory design theory KE for the background design theory KB is 
union of cluster theories taken from aspect theories in the background design 
theory, i.e., 
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KE = UiEA UjEc; Ket U K[, 

where £i is selector of aspect theory Ki, which is subset of its cluster theory 
indicators, i.e., £i C A;.. 

An explanatory design theory is defined as collection of clusters of knowledge 
selected from knowledge of aspects (see Figure 3). 

3.3. VIRTUAL LOGICAL THEORY 

Aspects in the engineering field are so various in representation scheme and in 
reasoning style that it is impossible to provide a single representation scheme with 
a single reasoning style that covers all the aspects. 

Instead of a representation scheme covering for all the aspects, we assume a 
representation scheme that can be accessed from all the aspects. In our approach 
logic is the shared scheme. Every vocabulary in an aspect is defined in the logical 
framework. But it is impossible in general to represent whole of an aspect theory 
as a logical theory, because reasoning in some aspects is beyond logical reasoning. 
We describe every execution of inference as a formula, i.e, condition as premise and 
results as conclusion. Since such logical formulae would cover all the situations 
ultimately, we can say we could represent an aspect theory as a logical theory. 

For example, suppose an analysis system that can calculate the maximum 
displacement of beam with given force, we can write a formula as follows; 

cantilever(X) /\!orm(X,A) /\ vertical.force(F) /\ contacLwith.1he_end(X,F) /\ 
beam..bending ..calculation(X,F,D) -+ maximum..displacement(X,D) 

In the antecedent there are conditions to determine whether this system is ap
plicable and a predicate which is interface to the analysis system. In this example, 
beam(X) 1\ form(X,A) 1\ vertical.force(F) 1\ contacLwithJhe....end(X,F) are con
ditions for applying the aspect system, and beam..bending ..calculation(X,F,D) is 
the interface term. Here A is a constant associated to a specific geometric form. 
It passes values of X and F to the analysis system, and returns a value of D as a 
result. 

A virtual logical theory is a set of formulae each of which is combination of 
conditions to use analysis systems, and interfaces to them. From point of view of 
logical inference, it behaves like ordinal logical theories, and from point of view 
of application systems it acts as interface to other systems. 

There can be many formulae each of which represents relations between two 
aspects in a specific situation. These formulae can be generated dynamically in 
design processes when such situations occur, and can be accumulated in a logical 
theory. 
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4. Integration of Aspects by Abduction 

We have presented our model of design processes that consists of abduction, 
deduction, circumscription, meta-level inference, and multi-world mechanism. 
Abduction is crucial part of this model, because it should represent synthesis 
in design. Abduction generates object descriptions as a hypothesis, while other 
types of reasoning assist this process. Deduction examines validity of the object 
descriptions proposed by abduction, circumscription maintains knowledge used in 
abduction and deduction by resolving inconsistency, meta-level inference provides 
knowledge for abduction, and multi-world mechanism maintains changing of 
object descriptions. ~ 

Although we have shown function of abduction in design, we have not dis
cussed mechanism how abduction should be performed. We discuss the mechan
ism to involve such nature of abduction as an inference in this section. 

4.1. RESEARCH ON ABDUCTION 

C. S. Peirce introduced abduction as the third kind of reasoning in logic in addition 
to deduction and induction. 

One of important characters of abduction he argued is that direction of infer
ence in abduction is opposite to that in deduction. For example, he demonstrated 
abduction as follows (Peirce, 1935); 

The surprising fact C is observed, 
But if A were true, C would be a matter of course; 
Hence, there is reason to suspect that A is true. 

Many logical formalizations for abductive reasoning have been proposed recently, 
for example Levesque (1989), Poole (1988), Cox et al. (1986), and Finger et al. 
(1985), but their definitions for abduction are basically similar, i.e., abduction for 
an observation 0 with a theory T is to find a hypothesis A which consists of 
(ground instances of) possible hypotheses and satisfies both that AUT f- 0 is 
hold and that AUT is consistent. This definition is logically sound and suitable 
to represent the character of abduction mentioned above. 

Unfortunately, this definition of abduction fails to capture another important 
character of abduction. Abduction is ampliative reasoning, while deduction is 
merely explicative reasoning. In ampliative inference the conclusion introduces 
new ideas into our store of knowledge, but it it does not follow from the premises 
with necessity (Fann, 1970). In explicative inference the conclusion explicates 
what is stated in the premises and follows form the premises necessarily. 

Hypotheses generated by the above definition are definitely all what can deduce 
the given observation with the given theory, and ampliativity is realized just by 
enumeration of multiple hypotheses. 

This clear and definite abduction is unattractive in design because of complex
ityand quantity of object structures and knowledge. Since it translates ampliative 
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ability of abduction into enumeration of multiple hypotheses, it would generate an 
enormous number of hypotheses. We need the other way to interpret ampliative 
ability of abduction. 

The problem lies in the following two issues. One issue is that they put abduc
tion into a traditional problem solving scheme. Abduction should include not only 
problem solving but also problem formation. Although abduction may generate 
hypotheses by using reasoning like reversed deduction, it does not imply that the 
whole process of abduction is such reasoning. The other issue is lack of structures 
in hypotheses and the background theory. They assume simple and uniform struc
tures that hide crucial problems in abduction like composition of hypotheses. For 
the former issue, we propose abduction as a process which includes finding theory 
used in deduction-style inference. For the latter, we use structuralized theory and 
hypotheses according to aspects. 

In the following discussion, a problem given to abduction to solve is called 
an observation. It represents facts in the target world and it is what we should 
find explanation for. Knowledge used to find explanation is called a background 
theory. A hypothesis is an idea conjectured by abduction. 

4.2. DEFINITION OF ABDUCTION WITH MULTIPLE ASPECTS 

Here we provide a first-order language C, and explanatory hypotheses A, obser
vations 0, and a background theory KB are written in the first-order predicate 
language. We can define abduction as follows; 

Definition 6 (Explanation) 
An ezplanation of an observation 0 with a background theory KB is (A, K), a 
tuple of an explanatory hypothesis A and an explanatory theory K which satisfy 
the following conditions,· 

- K ~ KB, 
- K U A is consistent, 
- K~O, 
- AUK FO,and 
- there are no E C AUK that stratifies E F O. 

We can say that a hypothesis A explains an observation 0 by an explanatory 
theory K. In this paper, we restrict both observations and hypotheses to ground 
formulae, i.e., no variables are appeared in them. Furthermore observations are 
given as a set of literals (atomic formulae or negation of atomic formulae). 

The definition may seem identical to the definition in Section 4.1, but an 
explanation is not a hypothesis but combination of a hypothesis and an explanatory 
theory, and the whole background theory is not required to use in abduction. As 
we have mentioned, theory used in abduction is a theory which consists of part of 
aspect theories (see Definition 5). 
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Then we should discuss how integrated and creative abduction is realized in 
this framework. The key idea is that minimalization of hypotheses and explanation 
with given constraints. The first approach is to minimalize hypotheses and the 
second is to minimalize explanations. 

4.3. SUPERPOSITION IN HYP01HESES 

According to the structure in explanatory theory, we can divide an explanatory 
hypothesis as follows; 

A = ATHUAI 
Here, ATH is derivative hypothesis that can be derived from the background 
theory and the observation. AI is connective hypothesis that integrates members 
of the derivative hypothesis (see Figure 3). A derivative hypothesis ATH alone 
can satisfy derivativeness of the observation 0, i.e., 

ATHUKOFO. 
Since the hypothesis is generated from combination of different aspect theories, it 
may be merely a set of hypotheses each of which is generated from an aspect theory. 
To ensure integration of the hypothesis, we need the connective hypothesis which 
combines parts of the derivative hypothesis together. We realize this connective 
hypothesis as superposition of hypothesis. 

Instantiation of Entities An observation is a description about entities, and a 
hypothesis is another description about entities appeared in the observation. But 
in synthesis one should consider not only entities presented in the observation, but 
also entities needed to solve the given problem. We call these entities instantiated 
entities. 

Introduction of new entities should be careful because it changes the degree 
of integration of explanation. It is one of important criteria to create and evaluate 
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hypotheses. Here we assume that there are no constants in the explanatory theory. 

Suppose a = (aI, ... , ak) a tuple of constants appeared in the observation, 
i = (i I, ... , im ) a tuple of instantiated constants appeared in the hypothesis A, and 
al = (XI, ... , xn) a tuple of variables. We can get A(al) by substituting each constant 
in A, A (al) itself can explain the observation too, i.e., 

'v'alA(al) U J( 1= O. 
Since we need hypotheses of ground formulae, we elaborate to find a substitution 
o to all variables in A(al) so that A(al)O = A (Lloyd, 1984). We can also represent 
o as o (Yh'a where 'Ya = {at/YI, ... , ak/Yk} is a substitution. Then, 

'v'alA(al) U J( 1= O(Yh'a. 
The fact that the observation is given as O(yh'a not as O(y) indicates that terms 
which satisfy every predicate in 0 should be restricted to constants used in the 
substitution 'Ya. It means that A (al) 0 U J( U 0 (y) should be minimal with respect to 
each predicate in O. Minimality with respect to a predicate is that the extension of 
the predicate (a set of tuples which satisfy the predicate) is minimal (Davis, 1980). 
The extension of a predicate in 0 for A(al)O U J( U O(y) should be the same to 
the extension for o (W'Ya' This restriction is realized as a substitution Oa for A(al) , 
which abductive procedures with the resolution principle can find. But A (al) 0 a can 
have free variables still. Then these free variables in A(al)Oa are assigned either to 
instantiated constants or to constants in O. Here Os stands for a substitution from 
variables to variables, Oi for a substitution from variables to instantiated constants. 
Then A = A(al)OsOiOa. Os represents identification between different terms, i.e., 
the way which entities in hypotheses should be identified. For example, suppose 
{bird(a), fly (a)} as 0, and 

{isJllive(x) A has(x, y) A wing(y) A is_feather(y) -+ bird(x), 
has(x, y) A wing(y) A is_big(y) -+ fly (x)} 

as J(. If there are no ideas to identify entities, both 
Al {isJllive(a) , has (a, b), wing(b), is_feather (b) , has (a, c), 

wing(c) , isJJig(c)} and 
A2 = {is_alive(a) , has(a, b), wing(b), is_feather(b) , is_big(b)} 

can be hypotheses. The former seems redundant, but both hypotheses are minimal 
because Al 1J A2 and Al ct. A2. The difference is the way how to introduce 
entities in hypotheses. 

Minimality of Entities in Explanation One of criteria to integrate hypotheses 
is minimality of entities. Domain circumscription (McCarthy, 1980) can be used 
to achieve minimality of entities in explanations. Domain circumscription finds 
models that have minimal domains to hold given formulae. In this case A(al)Oa A 
J( A 0 (~ is a formula to circumscribe. But using domain circumscription without 
any restrictions will make undesirable results. For the above example, we can get 

{is_alive(a) , has(a,a), wing(a), is_feather(a) , is_big(a)} 
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as a hypothesis with domain circumscription. This hypothesis seems unnatural, 
because we have knowledge about what kind of entities can be unified or not. In 
this case, entities which can satisfy wing(x) and bird(x) should be different, while 
entities which can satisfy wing (x) can be unified to each other. Superposition is 
identification between entities, but it is specified by two propositions which have 
entities to be identified. 

Although it is impossible to describe all possible unifiable entity relations in 
knowledge, we can postulate at least consistency of aspect theories. Relations 
among predicates in an aspect are all what are written in the aspect theory. If two 
proposition have predicates in the same aspect, they are not allowed to identify 
unless these predicates are the same. Suppose 

I<1 {is_alive(x) A has(x, y) A wing(y) A is_feather(y) ~ bird(xn 
I<2 {part(x, y) A lifLforce_device(y) ~ fly(xn 
I< I<1 U I<2 
o bird(a) A fly(a) 

where I<1 and I<2 are aspect theories. We can get a hypothesis 
A = {is_alive(a) , has (a, b), wing(b) , is_feather(b), part(a, c), 

1 i fLf orce_device ( c) }. 
If we assume superposition 

{has(x, y), part(x, yn and {wing(x), lifLforce_device(x n, 
then the hypothesis is 

A' = {is_alive(a) , has(a, b), part(a, b), wing(b), is_feather(b), 
lifLforce_device(b) }. 

It is to notice that such superposition is also a hypothesis, and validity of the super
position is examined by deduction and further abduction from the whole or part of 
the hypothesis A'. In particular, part of the hypothesis which includes identified en
tities is important in further abduction and deduction in order to realize how the su
perposition is feasible. In this example, itis {wing(b) , is_feather(b), lifLforce_ 
device (b n. 
4.4. EXPLANATORY COHERENCE 

Ng et al. (1990) proposed explanatory coherence as the primary measure to 
evaluate the quality of an explanation. Explanatory coherence computes the degree 
of connectivity of a hypothesis as follows; 

C = L19::S;j9 Ni,j/Nl(l- 1)/2 
where 1 is the total number of the observation, N is the total number of nodes in 
the proof graph, and Ni,j is the number of distinct nodes nk in the proof graph 
such that there is a sequence of directed edges from nk to ni and also nk to nj 
where ni and nj are elements of the observation. 

This quantity may be useful to compare tightly connected hypotheses, but 
we need more qualitative scale to evaluate coherence of explanations where con-
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nectivity is not so tight, and finding connectivity of explanation itself is one of 
purposes of abduction. 

Here we introduce a coherent segment of explanation to evaluate explanations. 

Definition 7 (Partial explanation) When an explanation (A, K) for an obser
vation 0 is given, a partial e:cplanation (A(O'), K(O')) for the observation 
0' C 0 is defined as follows; 

A (0') and K (0') are both minimal sets of formulae that satisfy A (0') ~ A, 
K(O') ~ K and A(O') U K(O') F 0'. 
In case of multiple partial explanations, we denote A (0') [i) and K (0') [i). 

Definition 8 (Direct connection) 
Given an explanation (A, K) forO, 01 C 0 and 02 C 0 are directly connected 
to each other ifand only if (A(OI) n A(02)) U (K(OI) n K(02) is non empty. 
This set is called "direct connection of explanation between 0 1 and 02". 

Direct connection of an explanation corresponds that there exists nk for specified 
ni and nj in Ng and Mooney's definition. 

Definition 9 (Indirect connection) 
Given an explanation (A, K) for 0, 01 C 0 and 02 C 0 are indirectly 
connected to each other if 01 and O2 are directly connected to each other or 
there is 0 3 C 0 that is indirectly connected to both 0 1 and O2. 

Definition 10 (Coherent segment) 
Given an explanation (A, K) for 0, if every element of 0' ~ 0 is indirectly con
nected to other element in 0', and any element in 0 - 0' is not indirectly connected 
to element in 0', (A(O'), K(O'), 0') is a coherent segment oj e:cplanation. 

If the number of coherent segments for an explanation is 1, the whole explanation 
is connected. If the number is more than 1, the explanation includes some explan
ations that are not related to each other. Those coherent segments are calculated 
by tracing dependency of members of hypotheses. 

5. Design Simulation 

We have been developed a prototype system called design simulator to evaluate 
our inference model discussed in Section 2 and Section 4. This system has two 
purposes. One is to show computability of the proposed model, and the other is to 
show adaptability to actual design processes. Figure 4 is a snapshot of the system. 
This system is implemented in Lucid! Allegro Common Lisp, CLX (Common Lisp 
X interface), and XII on Decstation/Sparcstation. 

We show how abduction can explain designers' processes by using a simple 
example taken from protocols in design experiments (Takeda et al., 1990b). We 
interpret this design session as an inference by knOWledge. We pick up pieces of 
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Figure 4. A snapshot of the design simulator. 

protocol (verbal protocol and figures), and represent them as logical formulae. 
Inference procedures in the system have been described in Takeda et al. (1990d). 

The specification is to design a scale. It means to design an object that can 
support and measure given weight (see Figure 5(a)). In this session, we assume 
five aspects, i.e., scale aspect, exterior-design aspect, support-motion aspect, 
translate-motion aspect, and manufacturing aspect. These aspects have rules that 
are representation of designers' knowledge in this design session. 

Designers suggest a structure of typical scales(see Figure 5(b)). Highlighted 
lines indicate newly added members of the hypothesis. Since 

(support sc1 w) (measure sc1 w) (weight w) (quantity 100kg w) 
(move d w sc1) (displacement d) (quantity Smm d) 

have not been abduced yet and other members of the hypothesis are connected to 
each other at this moment, there are eight coherent segments. Then they abduce 
"(support sc1 w) "and get a hypothesis using the following rule; 

(support *s *w) <-
(upper-frame *u) (has *s *u) (base-frame *b) (has *s *b) 
(slide-guide *sl) (connected *sl *u) (connected *sl *b) (pickup *pk) 
(has *pk *sc) (stopper *st) (connected *st *u) (connected *st *b)) 

Application of this rule introduces "(stopper st14)" and "(slide-guide 

s 111) " and also makes these propositions connect to the segment which includes 
"(upper-frame u3)" and "(base-frame b1) " . Thus the number of coherent 
segments is decreased. Using the exterior-design aspect, they get a new hypothesis 
as design descriptions shown in Figure 5(c). 

Furthermore they decide to connect the plastic cover and the upper base 
by screws. "( connected dp1S ub17)" is abduced to "(screw z18) (fixed z18 
ub17) (fixed z18 dp15)" by a rule in manufacturing aspect, Then they notice 
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(a) (b) (c) (d) 

Figure 5. Changing of descriptions of design objects. 

these screws can be used as the stopper of the vertical movement. They identify 
"(screw z18)" and" (stopper st14)". Figure 4 is a snapshotofthedesign simu
lator when superposition of propositions is asked to users. Using some other rules, 
they can get a hypothesis shown in Figure 5(d). In this hypothesis, highlighted 
lines are descriptions of the object which should act as both screw and stopper. 
One problem they should solve next is to develop and examine descriptions of this 
object. 

6. Conclusion 

We discussed representation and integration of aspects in design in this paper. 
We represent aspect knowledge as virtual logical theory. It enables to represent 
multiple aspects in a single framework. Then we discussed how different aspects 
are related in design. We categorize relationship between aspects in two types. 
One is ontological integration, and the other is teleological integration. The former 
is already established relations between aspects, and it is realized as model integ
ration. The latter is relations which we wish to establish in design. We described 
it by abduction. 

Abduction is reasoning to find feasible hypotheses from given theory. In this 
paper, we characterized abduction as integration of aspect theories. Our abduction 
with combination of multiple aspect theories proposes descriptions of objects 
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supported by multiple aspects. Integration of isolated aspect theories is realized 
by superposition in hypothesis and evaluated by explanatory coherence. It is 
important to generate pbject descriptions from multiple aspects in design, because 
object descriptions not from a single aspect but from various aspects are necessary 
to create new objects in the real world. In other words, designing itself is integrating 
of aspects. 

When we consider our abduction as knowledge-based system, we could con
clude as follows. Abduction can support designers to achieve dynamic integration 
of knowledge. Both explanatory theories and superposed propositions represent 
dynamic integration of knowledge. A generated explanatory theory is an ex
ample of combination of knowledge used in design. Superposed propositions 
is also an example how descriptions in different aspects can be related to each 
other. Accumulation of these information in successful design processes shows 
how knowledge is used in design processes. It is useful to re-organize aspect 
knowledge-bases as well as to create new relationship among different aspect 
knowledge-bases. Thus cooperation of two types of integration of knowledge 
could make CAD systems more flexible and more designer-oriented. 
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Abstract: This paper reports the application of the evidential reasoning based 
hierarchical evaluation process to the design selection of retro-fit options for a 
particular ship. This selection problem is initially modelled by means of techno
economic analysis and may be viewed as a multiple attribute decision making 
(MADM) problem with a hierarchical structure of attributes which may be measured 
for each option using numerical values or subjective judgments with uncertainty. The 
evaluation model is discussed at first in this paper. Techniques for articulating 
original evaluation data are also explored. An evidential reasoning approach is then 
summarized which has recently been developed on the basis of the Dempster-Shafer 
theory. A real world design selection problem involving the retro-fitting of a typical 
short sea ferry is then examined in detail using the approach. 

1. Introduction 

Evaluations of different design options for a large engineering product often 
need to take into account many performance attributes so that the economic 
and technical aspects of the product can be comprehensively assessed. Each 
such attribute may be described by and evaluated through its associated 
contributing factors and this leads to a hierarchical structure. In such a 
hierarchy, a factor may be broken down into lower level factors and factors 
at the bottom level could be directly measurable either in terms of numerical 
values or using subjective judgments with uncertainty. 

An evaluation analysis model for design selection of retro-fit options 
has been developed by Evans (1993), in which a four-level structure of 
attributes and factors is established, taking account of both commercial and 
technical measures of performance. The initial evaluations of all the factors at 
each retro-fit option are articulated using normalized numerical (percentage) 
values or certain scaling standards. A utility analysis approach based on the 
simple weighting technique is then adopted to obtain the overall inutility 
value of each option. The options are ranked on the basis of the magnitude of 
their inutility values. 
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Some of the factors involved in the model, however, are inherently 
subjective and as such it may be more natural to evaluate them initially using 
sUbjective judgments with uncertainty. Furthermore, the implementation of 
the simple weighting technique requires such assumptions as linearity of 
utilities, independence of preferences and direct compensation among 
attributes and factors in the hierarchy (Huang and Yong, 1981) and (Yang 
and Sen, 1994). As such assumptions may not always be acceptable, it is 
advisable to be cautious when using this technique to deal with MADM 
problems. 

This paper is devoted to applying the evidential reasoning approach to 
treat the above design selection problem. This approach has recently been 
developed to deal with MADM problems with both quantitative and 
qualitative attributes where each qualitative attribute can have its own 
hierarchy of relevant factors which could be assessed by subjective judgments 
with complete or incomplete uncertainty (Yang and Singh, 1994), (Yang and 
Sen, 1993, 1994) and (Zhang et al., 1990). One of the advantages of this 
approach is that it can deal with incomplete uncertainty in a more natural yet 
rational way. Since certainty could be viewed as a special case of uncertainty, 
the application of this approach to the selection of the retro-fit options would 
then be based on the transformation of the original data into equivalent 
subjective statements with complete uncertainty. By equivalence in this paper 
it is meant that a normalized numerical value and the quantification of its 
transformed statement are the same. The technique for the transformation is 
discussed and the main calculation procedure of the evidential reasoning 
approach is presented. The application of this approach to the selection of 
retro-fit options for a typical short sea ferry is demonstrated in the last section 
using the same data as given by Evans (1993). 

2. Evaluation Model for Selection of Retro-Fit Options 

2.1. HIERARCHICAL CRITERIA STRUCTURE 

The technical problem deals with the examination of three retro-fit options for 
a short sea roll-on roll-off ferry to enhance its damage stability characteristics 
(roll-on roll-off is simply called ro-ro which means that vehicles drive on/off 
ferries). The selection of a retro-fit option demands a clear definition of the 
necessary attributes and their associated contributing factors which could 
influence the ship's operation. These factors include both the commercial and 
the technical aspects of the option. Such factors are defined and arranged in a 
hierarchical structure as shown in Fig.l (Evans, 1993). These factors and 
their relationships are used to convert the commercial aspects of the option 
into a comparative format. 

In Fig.l, the selection of a retro-fit option is based on the assessment of 
the option over two main attributes (Ship Operation and Installation) which 
are broken down into factors within a hierarchy. These factors define the 
attributes and hence are easier to evaluate at each option. The factors at the 
bottom level (Level 4) of the hierarchy are directly measurable and may be 
referred to as basic factors. The detailed description of these factors is given 
by Evans (1993). 
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(0.60) Berthing Operations Change to Ventilation (0.05) 
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(0.65) Maintenance (0.25) 

Port ____ Transfer ----Ie Modified Linkspan (0.70) 
(0.5) Facilities Modified Passenger Access (0.30) 

(1.0) 

E Device Cost (0.60) 

(0.5) Out of Service Cost (0.20) 
-{ 

Procurement ---1-- Fitting Cost (0.20) 

Shi 
(O.~ ----g Modified Access Equipment (0.125) 

Modified LSA Equipment (0.125) 
Secondary 
Modification Auxiliary Modification (0.125) 
(0.5) Stabilizer Installation (0.50) 

Ventilation Cost (0.125) 

Figure I. Hierarchy of factors. 
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In the factor hierarchy as shown in FigJ, not all factors at a single level 
play the same role in the evaluation of a factor (or an attribute) associated at 
a level immediately above. For instance, Ship Operation is evaluated through 
Port Activity and Ship Inherent where Port Activity may be relatively more 
important in the evaluation. The relative importance of the factors at a single 
level with regard to an associated factor at a level immediately above 
therefore needs to be taken into consideration. In fact, differential weights 
may be used to represent relative importance (Evans, 1993), as shown by the 
values in the brackets in Fig.l. It may be noted that these weights are 
normalized so that the sum of the weights of the factors at a single level with 
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respect to an associated upper level factor is one. For instance, the three 
factors Integrity, Daily Operation Requirements and Running Cost are 
associated with the Ship Inherent and the sum of their weights is one. 

2.2. ARTICULATION OF EVALUATION DATA 

The influence of each retro-fit option for a ship can initially be judged on 
each basic factor. Such a judgement may be articulated and represented using 
a subjective statement possibly with uncertainty or using a numerical value, 
depending upon whether the factor is inherently qualitative (subjective) or 
quantitative (mathematically measurable). 

With regard to a factor such as Collision Resistance, for example, it 
may be stated that the modification of a particular retro-fit option for a ship is 
"Minor" or "Moderate". In the statement, "Minor" and "Moderate" may be 
referred to as evaluation grades describing the degrees of modification. Such 
a grade represents a distinct modification state of a factor for a retro-fit 
option. It is also possible that the degree of modification is something 
between "Minor" and "Moderate ". For instance, it could be judged that the 
modification of the retro-fit option in terms of Collision Resistance is 
"Minor" to an extent of Rn and "Moderate" to an extent of ~n+l with ~n, 
~n+l ~ ° and ~n + ~n.fI ~ 1. Here ~n and ~n+l represent uncertainty, 
indicating the degrees of confidence in the evaluation. ~n mar simply be 
referred to as a confidence degree. In this paper, ~n + ~n+ < or = 1 
represents incomplete or complete uncertainty, respectively. 

Other grades such as "None ", "Major" and "Fundamental" may also 
be used to describe the degrees of modification. Generally, a set of such 
grades may be employed. Suppose Hn stands for a general grade. A set of 
evaluation grades may then be defined by 

H = {H I ... Hn ... HN } 

Large modifications for a ship lead to increase of cost and technical 
complexity. It may therefore be less favorable. The grade "Minor" may thus, 
in a certain sense, be preferred to the grade "Major". Suppose Hn+l is 
preferred to Hn. A particular set of evaluation grades may then be defined by 

H = {HI H2 H3 H4 Hs} 

= {Fundamental Major Moderate Minor None} 

Such grades may be quantified using a scale. Suppose p (Hn) represents 
the scale of Hn. If p (Hn) is set to be a real number in the closed interval 
[0 1] which may be referred to as the preference degree space (Yang and 
Singh, 1994), the set of evaluation grades is then quantified by 

p{H} = fp(H I)··· p(Hn)··· p(HN)f 

where p(Hn) (n==l, ... ,N) satisfy the following basic conditions 

p(H I) == 1, P(HN) == 0, and p(Hn+l) <p(Hn ) n==I,··· ,N-l 
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and the consistency conditions, as discussed by Yang and Singh (1994) and 
Yang and Sen (1994). 

If the state of an option on a basic factor is precisely evaluated to Hn, 
then the state may be quantified by P (Hn). If the state is evaluated to Hn and 
Hn+l to the degrees of (1-~) and ~, respectively, then the state could be 
quantified by such an expected value as ~p(Hn) + (1-~)p(Hn+l) (Yang and 
Singh, 1994) and (Yang and Sen, 1994), which may be referred to as the 
rejection degree of the option on the given factor. In this way, a subjective 
judgment could be quantified on each factor separately. More complex 
evaluations can be taken into account where the subsets of H such as 
{Hn Hn+d can be treated as a single grade as well (Yang and Sen, 1994). 

Some factors may be numerically measurable using mathematical 
means. Such a measure can be normalized so that the value of such a factor 
at an option will lie within the closed interval [0 IJ. In fact, percentage 
values are often used for such normalization. Furthermore, such a normalized 
value could be transformed to be equivalent to a subjective judgment with 
complete uncertainty. Suppose Yij is the value of option i on factor j with 0 
~ Yij ~ 1. If p (Hn+1) ~ Yi' ~ P (Hn), then it may be equivalent to state that 
option i on factor j is ev;auated to Hn and Hn+l with the confidence degrees 
of (1-~) and ~, respectively, where ~ is given by 

~ = p(Hn) - Yij 

p(Hn) - p(Hn+1) 

By equivalence it is meant that the value obtained by quantifying the 
statement is the same as the numerical value Yij' Such a transformation is 
useful when there are both quantitative and qualitative basic factors in a 
design selection problem. The transformation could be justified on the 
grounds that certainty may be viewed as a special case of uncertainty. 

All basic factors in Fig. 1 , whether quantitative or qualitative, are 
measured using percentage values so that the utility analysis approach could 
be adopted for the selection of retro-fit options (Evans, 1993). In this 
approach, the overall weights of factors at a single level are first assigned by 
assuming an overall additive utility structure. In other words, the utility of a 
factor at a single level is the weighted sum of the utilities of the factors 
associated at a level immediately below. In Fig.l, for example, the overall 
weight of Operating Time Factor could be calculated as 
0.65xO.6xO.85XO.15 = 0.049725. Thus, the hierarchical factor structure can be 
simplified by a decision matrix, where the two main attributes Ship 
Operation and Installation are replaced by the 24 basic factors on which 
each retro-fit option is evaluated. A MADM method, such as the simple 
weighting method, may then be used to deal with the selection problem based 
upon the decision matrix (Evans, 1993). 

This utility analysis approach is essentially based upon the simple 
weighting technique which suffer from the demerits as mentioned in the 
introduction. This may discourage the use of the utility analysis approach for 
hierarchical information synthesis. The approach also requires the direct 
numerical evaluations of inherently qualitative (subjective) factors. To deal 
with these problems, the next section introduces a new hierarchical evaluation 
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process based on the Dempster-Shafer theory. This process can handle 
subjective judgments with uncertainty in a rational way and it does not suffer 
from the same demerits as the utility analysis approach. 

3. Hierarchical Evaluation Process 

3.1. EVIDENTIAL REASONING MODEL AND ALGORITHM 

As indicated in Fig.l, the modification state of a factor is determined by 
factors associated at a level immediately below. If a factor is only associated 
with one lower level factor whose modification state is judged to be 
absolutely "Minor ", then the modification state of the upper level factor must 
be "Minor". Generally, a factor may be associated with several lower level 
factors. If the modification states of the lower level factors are all evaluated 
to be absolutely "Minor", then the modification state of the upper level factor 
associated should certainly be "Minor". However, such certain and consistent 
evaluations are rarely available in practice. Problems may then arise as to 
how uncertain and inconsistent evaluations of lower level factors may be 
synthesized in a rational way so as to attain an (often uncertain) evaluation 
for the modification of an associated upper level factor. The problem may be 
generalized to one of addressing how each retro-fit option could be measured 
in terms of the degrees of modification of the basic factors. The hierarchical 
evaluation process provides an alternative approach for dealing with such 
synthesis problems. 

The evaluation process is based on the Dempster-Shafer (simply D-S) 
theory (Buchanan and Shortliffe, 1984) and (Lopez de Mantaras, 1990). This 
theory can model the narrowing of the hypothesis set with the accumulation 
of evidence. In other words, the chance that a hypothesis is true will be 
improved if more pieces of evidence support the hypothesis. The combination 
rule of the D-S theory provides a strong means for evidence combination and 
propagation without any loss of information. This approach is different from 
other approaches using other uncertainty models such as those based on fuzzy 
set theory in that it can handle incomplete uncertainty in a more rational way 
through multiple factor analysis and evidential reasoning. 

In Fig.l, whether the modification of a factor at a single level above the 
bottom level is "Fundamental", "Major", "Moderate", "Minor" or "None" 
would be regarded as a hypothesis. The given judgment about the 
modification of a basic factor for an option may be viewed as a single piece 
of evidence. If the modification of the basic factor is, to certain extent, judged 
to be "Minor", then the modification of the associated upper level factor 
would, to some degree, be "Minor" as well. The hierarchical evaluation 
process provides a systematic way of synthesizing such uncertain 
modification evaluations of basic factors to produce an evaluation for an 
associated upper level factor. 

To apply the D-S theory, the mutual exclusiveness and exhaustiveness 
of all hypotheses have to be satisfied. It is therefore necessary that all the 
evaluation grades be defined as distinct grades. In other words, if one of the 
grades is absolutely confirmed for the evaluation of a factor at a design 
option, all the other grades must not be confirmed at all; if more than one 
grade is confirmed simultaneously, the total degree of confidence must be one 
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or smaller than one. In addition to this requirement, the grades must cover all 
possible grades the designer may need to use to judge degrees of 
modification. 

__ Attribute level 

__ Evaluation grade level 

.' 1 ,;.::...... mkj @ ........... .. m~ ..... ::~ 
............. ~ Basic factor level 

Figure 2. A basic evaluation analysis model. 

A basic eyaluation analysis model may be constructed as shown in 
Fig.2, where et. denotes a basic factor such as Operating Time Factor, 
which can be directly evaluated for a given option. The set of basic factors 
for evaluation of an upper level factor (or attribute), denoted by Yk, is defined 
by 

1 . Lk 
Ek = {ek ... et. ... ek } 

In Fig.2, mlj = ~ (Hn lei (a» expresses a basic probability assignment to 
which a factor et. supports a hypothesis that the modification state of an 
attribute Yk at an option a is confirmed to Hn. m~ can be generated from th~ 
given confidence degree and the normaliZed relative weight of et.. 
m: = m(HnIEk(a» represents an overall probability assignment to which the 
state of Yk at a is confirmed to Hn by the whole factor set Ek. m: is 
obtained by combining all mlj U=l, ... ,Lk; n=l, ... ,N). 

Suppose 13lj(ar ) denotes a confidence degree associated with the state of 
a basic factor tit. at retro-fit option ar being evaluated to Hn. Let Ak = 
[Ai ... . Ai ... A;kf where Ai repre~ents the normalized weight of the 
factor et. in evaluation of Yk where O:5;At.:5;l. Then, mlj may be calculated by 

mlj(a) = Ai13lj(a) 

The above equation means that the fact that the state of ei is absol1:ltely 
evaluated to an evaluation grade H n only supports to the extent of At. the 
hy~othesis that the state of Yk is confirmed to Hn. It is obvious that 
Ln=lmlj :5; 1. 

Ai may be assigned by Ai = a.k~1, i~l , .. : ,Lk (Y~g and Singh, 
1994) and (Yang and Sen, 19~4), where ~i = ~t. I ~l, ~~ expresses the 
relative \Yeight of the factor et. in evaluation of Yk and ~k is the largest 
among~t.,j=l , ... ,Lk • 
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ak may be referred to as a priority coefficient representing the degree of 
significance of the role of the most importance factor in the evaluation of the 
attribute Yk. ak is determined by satisfying the following relation 

Lk ~J 
II (1 - ak -I ) S 3, 3 ~ 0 
j=l ~k 

where 3 is a small non-negative real number. It may be taken so that 
1.0xl0-6s3S1.0xlO-2• Such an assignment means that if Hj is absolutely 
confirmed by all the factors Ek then the upper level factor (or attribute) 
associated will be confirmed to Hj to the extent of over (1-3)x 1 00 percent. 
More details about the assignment of A. have been given by Yang and Sen 
(1994). 

Suppose mlf is the basic probability assignment to H, which is the 
remaining belief unassigned after commitment of belief to all Hn (n=l, ... , 
N), that is, mlf = 1 - r:=lm~. A basic probability assignment matrix 
M(YkIEk) for evaluation of Yk(a) through Ek(a) may then be formulated by 

mk\ m:l mft mfIt {ekl(a)} 

{eJ(a)} 

Suppose 'I' is a subset of H, that is'll!;;;; H, and mk'¥ is an overall 
probability assignment to which the state of Y+ at ar is confirmed to 'I' by the 
factor set E10 or mk'¥ = m('I'IEk(ar )). If mk for all'll!;;;; H are generated 
from M(YkIEk), then the state of Yk at ar may be expressed by the following 
expectation (Yang and Singh, 1994) 

S(Yk(ar )) = ((m('I'IEk(ar )), '1'), for all 'I' ~ H} 

The rejection degree of Yk(ar ), i.e. p(Yk(ar )), is used to quantify 
S (Yk (a )) and may thus be defined as the following expected scale 

Prk = p(Yk(ar )) = 1: m('¥IEk(ar))p('¥) 
'¥t;fl 

where P ('¥) is the scale of '¥ and is defined as the average of P (Hn) for all 
H n ~ '¥. A qualitative attribute quantified by a rejection degree possesses the 
basic property of its marginal utilities being monotonous. In other words, for 
two designs, ar and ah' S(Yk(ar )) is preferred to S(Yk(ah)) if and only if 
Prk < Phk· Such quantification can thus form a rational basis for further 
decision anal~sis. A basic evidential reasoning algorithm is developed for 
generating mk from M(YkIEk). 

Define a subset elk (i) of Ek and a combined probability assignment 
m/~i) as follows 
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where m ('P1elk(i» is a combined probability assignment to 'II confirmed by 
elk(i)' Then, the algorithm can be stated as follows 

. ... H H' 
{Hj }: mjk(i+l) = K1k(i+l)(mjk(i)mi,i+l + mlk(i)mk,i+l + mlk(i~t..i+l) 

j=l,"', N 

{H}: mt:(i+l) = K1k(i+l)mt:(i)mf.i+l 

K1k(i+l) = [1 - i iml:(i)mi,i+l]-l 
t=lj=l 

j'#t 

i=l, ... ,Lk-l 

3.2. HIERARCHICAL EVIDENCE PROPAGATION 

It can be proven from the algorithm that ml~L¥ is the overall probability 
assignment to 'II (QI) confirmed by Ek and mlk(Lk)=O for any 'PQI other 
than'P=Hj U=l, ... , N) and H, or 

mi = m(HjIEk) = m~(Lk)' j = 1,' .. ,N 

mfI = m(HIEk) = mt:(Lk) 

m('PIEk) = ml~Lk) = 0 for any 'PQI but 'P:l:Hj U=l, ... ,N) and H 

Consequently, the state of the k th attribute can be evaluated in terms of the 
modification expressions defined in H as follows 

S(Yk) = {(mi, Hj ), j=l,' .. ,N} 

that is, the kth attribute is evaluated to Hj with a degree of confidence of mi, 
j=l, ... , N. Such an evaluation is generated by synthesizing the given 
judgments of the relevant basic factors. 

The rejection degree of Yk (ar ), i.e. P (Yk (ar », is used to quantify 
S (Yk (a» and may thus be obtained as the following expected scale 

N 

Prk = p(Yk(ar » = L m4(LdJ (Hn) + mt:(Lk)P(H) 
n=l 

where p(H)=L:=lP(Hn)IN, being the average value of p(Hn)' 

If the k th factor at level 3 is viewed as Yb then the modification sta~e 
of the factor can be evaluated and quantified in the same way. Suppose m ~k 
is the obtained overall probability assignment that the state of the kth factor 
at level 3 is confirmed to Hj • Similarly, the evaluation of each factor at this 
level (level 3) immediately above the bottom level could be obtained. A 
further problem is then to produce an evaluation of a factor at an upper level 
(level 2). Suppose there are L[ factors at level 3 associated with the I th factor 
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at level 2. The set of the factors at level 3 associated with factor I at level 2 
is defined by 

F[ = {cll •.• C[k ••• C[LI } 

At this stage, the evaluations of the factors at level 3 are generated. So, 
that the modific~tion state of the k th factor at level 3 is confirmed to Hj to 
an extent of m~k U=l,· .. , N) could be viewed as a piece of evidence 
while the modification state of the I th factor at level 2 may be assumed to be 
evaluated to any of Hj U=I,···, N). Suppose m~[ is a degree of 
confidence that the state of the I th factor at le,vel 2 is contJrmed to Hj . The 
problem then becomes how to obtain m~[ from m~k U=I,···, N; 
k=l, ... ,L[). This problem can be readily solved in the same way as in the 
last subsection. 

The modification state of the I th factor at level 2 can then be evaluated 
and quantified by 

S(s[)={(m~[, Hj ), j=I, .. ·,N} 
N 

Prk = p(Yk(ar» = 'LmI~(Ld)(Hn) + m/;(Lk)P(H) 
n=l 

In a similar ~ay, the evaluations can be propagated from level 2 to 
level 1. Suppose m{[ is the obtained overall probability ass~gnment that the 
state of the I th factor at level 1 is evaluated to Hj • Let m; be a degree o( 
confidence to which the st~te of the r th option is confirmed to Hj • Then, m; 
can be obtained from m{[ using the evidential reasoning algorithm. The 
modification state of the rth option can thus be evaluated and quantified by 

S(ar ) = {(m;, Hn), n=I,···, N} 
N 

Pr = p(ar ) = 'Lm;p(Hn) + m!!p(H) 
n=l 

The options can finally be compared with each other based on the 
magnitude of the rejection degrees obtained. In other words, the option ar is 
not preferred to the option ah if and only if p (ar ) ~ p (ah)' This is because 
as a whole the modifications associated with the retro-fit option ar is judged 
to be larger than for ah so that the retro-fit option ar leads to a greater 
increase of cost and technical complexity. 

4. An Application 

4.1. ORIGINAL PROBLEM 

The hierarchical evidential reasoning approach has been applied to the retro
fitting of a typical short sea ferry for compliance with the requirements of 
SOLAS 90 (Safety of Life at Sea Regulations). The options considered to 
meet the increased stability requirements are the provision of sponsons 
(additional structures to increase the buoyancy of a ferry near the waterline), 
movable transverse bulkheads (internal walls used for dividing up the ferry 
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into smaller compartments to improve safety) or the provision of buoyant 
wing compartments. Ro-ro ferries, in general, have large open decks and 
provision of additional stability in the intact condition allows them to have 
enhanced survivability characteristics if the water should get onto the open 
decks. 

In this analysis, each option is considered to be compared with the 
original ship which has an inutility value of zero. Hence, a total inutility 
value which is near to zero corresponds to a high measure of merit since the 
departure from the initial inutility value is relatively small. The problem is 
then how to evaluate and rank these three retro-fit options by taking into 
account the factors as shown by Fig.l. 

TABLE 1. Original data for evaluation of factors at each option. 

Level 4 Criteria Option SI Option S2 Option S3 

Operating Time Factor % of extra time 0 0.05 0.2255 
Human Error Factor % increase 0 0.07 0.07 
Loss of Lane Length % loss 0 0.04 0.13 

Loss of Stowage Flexibility % loss 0 0.04 0.3 
Change to Ventilation % alteration 0 0 0.1 

Berthing Operations % increase in time 0.05 0 0 

Collision Resistance % lost potential 0.86 1.0 0 
Change to Intact Condition % decrease in the 0.25 0 0 

natural roll period 

Pilot Access % change 0 0 0 
Passenger Access % change 0.2 0 0.15 
Vehicle Access % change 0 0 0.24 

Additional Crew yes/no (110) 0 1.0 0 
Increased Power % increase 0.05 0 0 
Maintenance % increase 0.07 0.01 0.02 

Modified Linkspan % cost of ship 0.001 0 0 
Modified Passenger Access % cost of ship 0.0001 0 0 

Device Cost % cost of ship 0.0254 0.003 0.014 
Fitting Cost % cost of ship 0.0065 0.0007 0 
Out of Service Cost % cost of ship 0.0042 0 0.003 

Modify Access Equipment % cost of ship 0 0 0 
Modify LSA Equipment % cost of ship 0.002 0 0 
Auxiliary Modification % cost of ship 0.0009 0 0 
Stabilizer Installation % cost of ship 0 0 0 
Ventilation Cost % cost of ship 0 0 0 

To attain compliance with SOLAS 90, the option of retro-fitting with 
sponsons would need to be fitted with a pair of 1.2 meters wide sponsons 
over 44 percent of the ship's length. The percentage evaluations of the option 
with regard to the original ship in terms of the basic factors are as shown in 
column 3 of Table 1 (Option Sl). The detailed description of these 
evaluations is given by Evans (1993). For instance, 
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i> Increased berthin~ time: The addition of sponsons below the 
waterline would mcrease the ship's resistance to motion and as 
such hinder the ship's manoeuvrability while berthing. The 
envisaged increase in berthing time was estimated as 5 percent 
longer than before the retro-fitting. The performance index is 
given as 0.05. 

ii> Increased power: The addition of sponsons below the waterline 
will seriously alter the ship's under water hull form and its 
resistance to motion. The extent to which the beam can be 
increased for a given length of ship is limited to ensure that the 
ship does not require excessive horsepower in relation to its 
displacement and speed. The fuel cost was estimated to increase 
by 5 percent resulting in an additional operating cost of $51000 
per annum. 

iii> Maintenance: The use of sponsons will increase maintenance costs 
through the need to inspect these void spaces for corrosion and 
structural integrity. The estimated cost of increased maintenance is 
7 percent of the ship's total cost. 

To attain compliance with SOLAS 90, the option of retro-fitting with 
movable transverse bulkheads would need to be fitted with 2 sets of movable 
transverse bulkhead doors. The percentage evaluations for this option are 
given by column 4 of Table 1 (Evans, 1993). 

The provision of buoyant wing compartments on both sides of the ship 
would also ensure compliance with the SOLAS 90 requirements. The 
percentage evaluations of this option are given by column 5 of Table 1 
(Evans, 1993). 

4.2. PROBLEM TRANSFORMATION 

The selection problem of the retro-fit options as represented by Fig.l and 
Table 1 could be dealt with using the utility analysis approach as briefly 
described in section 2.2. This approach, however, suffers from the same 
demerits as the simple weighting technique, as indicated in the introduction. 
This section is therefore devoted to adopting the evidential reasoning 
approach to analyze the problem. 

To do so, the original data presented in Table 1 needs to be transformed 
into equivalent statements using the so-called evaluation grades. Suppose the 
following set of evaluation grades is employed and quantified by 

H={H 1 H2 H3 H4 H 5} 

= {Fundamental Major Moderate Minor None} 

p {H} = (p (H 1) P (H 2) P (H 3) P (H 4) P (H 5» 
= (l 0.7 0.5 0.3 0) 

Then, each percentage value in Table 1 could be transformed to be 
equivalent to a statement. For instance, the Berthing Operations for the 
option of retro-fitting with sponsons has a performance index of 0.05. As 0 :S 
0.05 :S 0.3, it could be equivalent to state that in terms of Berthing 
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Operations the modification of this option from the original ship is "Minor" 
to an extent of 0.1667 and "None" to 0.8333. This is because the numerical 
value obtained by quantifying the statement using the technique as presented 
in section 3.2 is exactly 0.05. In this way, all the percentage values listed in 
Table 1 could be transformed into equivalent statements. By equivalence it is 
meant that a percentage value and the quantification of its transformed 
statement is the same. Table 2 is obtained by transforming the data of Table 
1. 

TABLE 2. Equivalent statements for evaluation of factors at each option. 

Level 4 Option SI Option S2 Option S3 

Operating Time Factor NO(l) MI(O.1667), NO(O.8333) MI(O.7517), NO(O.2483) 

Human Error Factor NO(l) MI(O.2333), NO(O.7667) MI(O.2333), NO(O.7667) 

Loss of Lane Length NO(l) MI(O.!333), NO(O.8667) MI(0.4333), NO(O.5667) 

Loss of Stowage Flexibility NO(l) MI(O.1333), NO(O.8667) MI(l) 

Change to Ventilation NO(l) NO(I) MI(0.3333), NO(O.6667) 

Increased Berthing Time MI(O.!667), NO(O.8333) NO(I) NO(l) 

Collision Resistance FU(O.5333), MA(O.4667) FU(l) NO(l) 

Change to Intact Condition MI(O.8333), NO(O.1667) NO(l) NO(l) 

Pilot Access NO(l) NO(I) NO(l) 

Passenger Access MI(O.6667), NO(O.3333) NO(l) MI(0.5000), NO(O.5000) 

Vehicle Access NO(l) NO(l) MI(O.8000), NO(O.2000) 

Additional Crew NO(I) FU(l) NO(l) 

Increased Power MI(O.1667), NO(O.8333) NO(I) NO(l) 

Maintenance MI(O.2333), NO(O.7667) MI(O.0333), NO(O.9667) MI(O.0667), NO(O.9333) 

Modified Linkspan MI(O.OO33), NO(O.9967) NO(I) NO(l) 

Modified Passenger Access MI(O.OOO3), NO(O.9997) NO(l) NO(l) 

Device Cost MI(O.0847), NO(O.9153) MI(O.OlOO), NO(O.9900) MI(O.0467), NO(O.9533) 

Fitting Cost MI(O.0217), NO(O.9783) MI(O.OO23), NO(O.9977) NO(l) 

Out of Service Cost MI(O.OI40), NO(O.9860) NO(l) MI(O.OIOO), NO(O.9900) 

Modify Access Equipment NO(l) NO(l) NO(l) 

Modify LSA Equipment MI(O.OO67), NO(O.9933) NO(l) NO(I) 

Auxiliary Modification MI(O.OO30), NO(O.9970) NO(l) NO(l) 

Stabilizer Installation NO(l) NO(l) NO(l) 

Ventilation Modification NO(l) NO(l) NO(l) 

In Table 2, the grades "Fundamental", "Major", "Moderate", "Minor" 
and "None" are abbreviated by "FU", "MA", "MO", "M!" and "NO", 
respectively. The real numbers in the brackets following the abbreviations 
denote the degrees of confirmation. The statement examined above is thus 
represented by "M! (0.1667), NO (0.8333)", as shown by column 2 and row 7 
of Table 2. It may be noted that the state of each basic factor at an option 
may be confirmed to one or more of the defined grades simultaneously and 
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the sum of the degrees of such confirmation is one. 

4.3. HIERARCHICAL ANALYSIS BY EVIDENTIAL REASONING 

The evidential reasoning analysis can then be applied to generate the 
evaluation of each option by hierarchically synthesizing these obtained 
degrees of confirmation on the basis of the factor hierarchy and the relative 
weights of the factors as shown in Fig.l. It is assumed that the modification 
state of a factor at a single level is almost certainly "Minor" if the 
modification states of all the factors associated at a level immediately below 
are regarded to be absolutely "Minor". Suppose "almost certainly" is 
modelled by assigning 0 = 0.01. Such an assumption is necessary for conflict 
resolution using the D-S theory (Yang and Sen, 1994). 

A priority coefficient a and normalized relative weights A. can then be 
calculated. For instance, the factor Cargo Handling at level 3 is associated 
with the factors Operating Time Factor, Human Error Factor, Loss of 
Lane Length, Loss of Stowage Flexibility and Change to Ventilation at 
level 4 as shown in Fig.1. Since option 1 is not modified in terms of these 
five lower level factors, it should be judged that option 1 is not modified 
either in terms of Cargo Handling to an extent of over 99 percent. a 
associated with Cargo Handling can then be readily obtained by solving the 
following inequality 

[1 - a 0.15] [1 - a 0.10] [1- a 0.55] [1 - a 0.15] [1- a 0.05] ~ 0 = 0.01 
0.55 0.55 0.55 0.55 0.55 

An approximate procedure is suggested to obtain a. Firstly, assign an 
initial value to a. by assuming that all the factors are of equal importance, 
that is 

aD = 1 - 0115 = 1 - 0.01115 = 0.6019 

Then, assign at so that at increases from a t - 1 by for example 0.001 
(t=l, 2, ... ) until the inequality is satisfied. This simple procedure is of 
general use as it is easy to implement for any number of factors and for any 
relative weights. Note that the initially assigned aD is the lower bound of a 
satisfying the inequality. a for Cargo Handling is then assigned to 0.9759. 

Let Yk stand for Cargo Handling and Ek for the five associated factors. 
The basic probability assignment matrix for evaluation of Cargo Handling 
through the five factors can then be constructed. These basic probability 
assignments can be combined using the evidential reasoning algorithm as 
presented in the previous section. The generated evaluation for Cargo 
Handling is as shown by column 2 and row 2 of Table 3, that is 
"NO (0.9903), H(0.0097)". This evaluation states that there is almost no 
difference at all between option 1 and the original ship in terms of Cargo 
Handling. The real number 0.0097 in H (0.0097) stands for the remaining 
uncertainty unassigned to the defined single evaluation grades. Such 
propagation of the evaluations from level 4 to level 3 is rational in the sense 
that 0 has been assigned to 0.01. 
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In a similar way, all the factors at level 3 can be evaluated through the 
factors at level 4. The results are shown by Table 3. the factors at level 2 can 
in turn be evaluated through the factors at level 3, as shown by Table 4. 
Table 5 shows the evaluations of Ship Operation and Installation at each 
option, which are generated through the factors at level 2. Finally, the 
evaluations of these three options are obtained in terms of the degrees of 
modification, as shown by row 2 of Table 6. 

TABLE 3. Obtained judgments for evaluation of factors at each option. 

Level 3 Option SI Option S2 Option S3 

Cargo Handling NO(O.9903), H(O.0097) MI(o.o757), NO(O.9l26) MI(O.51 12), NO(O.4737) 

H(O.OIl7) H(O.OI51) 

Berthing Operation MI(0.1667), NO(O.8333) NO(I) NO(1) 

Integrity FU(O.0065), MA(O.OO57) FU(O.OI22), NO(O.97l0) NO(O.9902), H(O.0098) 

MI(O.8091), NO(O.16l9) H(O.OI68) 

H(O.OI68) 

Daily Operation Requirements MI(O.0456), NO(O.9348) NO(O.990I), H(O.0099) MI(0.3224), NO(O.6470) 

H(O.OI96) H(O.0306) 

Running Cost MI(0.1160), NO(O.8727) FU(O.OO2l), MI(O.OOO2) MI(O.OOO4), NO(O.9896) 

H(O.0113) NO(O.9861), H(O.OI16) H(O.OIOO) 

Transfer Facilities MI(O.OOI9), NO(O.9882) NO(O.9902), H(O.0098) NO(O.9902), H(O.0098) 

H(O.OO99) 

Procurement MI(O.0407), NO(O.9490) MI(o.o045), NO(O.9857) MI(O.02l5), NO(O.9685) 

H(O.OI03) H(O.OO98) H(O.OIOO) 

Secondary Modification MI(O.OOOI), NO(O.9900) NO(O.9901), H(O.0099) NO(O.990I), H(O.OO99) 

H(O.OO99) 

TABLE 4, Obtained judgments for evaluation of factors at each option. 

Level 2 Option SI Option S2 Option S3 

Port_Activities MI(O.OOO7). NO(O.9810) MI(O.0626), NO(O.9177) MI(0.4573), NO(O.5l84) 

H(O.OI83) H(O.OI97) H(O.0244) 

Ship_Inherent FU(O.OOOI), MA(O.OOOI) FU(O.OOI3), MI(O.OOOI) MI(O.OOIl), NO(O.9830) 

MI(O.I404), NO(O.8370) NO(O.9826), H(O.OI60) H(O.OI59) 

H(O.0224) 

Port MI(O.OOI9), NO(O.9883) NO(O.9902), H(O.0098) NO(O.9902), H(O.0098) 

H(O.0098) 

Ship MI(o.o04l), NO(O.9836) MI(O.OOO4), NO(O.9877) MI(O.OO21), NO(O.9858) 

H(O.OI23) H(O.OIl9) H(O.OI21) 
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TABLE 5. Obtained judgments for evaluation of factors at each option. 

Levell Option SI Option S2 Option S3 

Ship Operation MI(0.0049), NO(0.9767) MI(o.o230), NO(0.9592) MI(0.2253), NO(0.7486) 

H(O.OI84) H(0.0178) H(O.026I) 

Installation MI(0.OOO6), NO(O.9873) NO(0.9879), H(0.0121) MI(O.OOO2), NO(0.9877) 

H(0.0121) H(0.0121) 

4.4. RESULT ANALYSIS 

The inutilities and the ranking of the three retro-fit options are shown by the 
last two rows of Table 6. The most favorable option is the sponson, followed 
closely by the movable bulkheads and then by the wing compartments, The 
results are in harmony with the analysis made by Evans (1993). 

TABLE 6. Ranking of the three options. 

Selection Option SI Option S2 Option S3 

Evaluations MI(0.OO23), NO(O.9789) MI(O.OI09), NO(0.9705) MI(0.1195), NO(0.8553) 

H(0.0188) H(0.0186) H(0.0252) 

Inutilities 0.0101 0.0126 0.0485 

Ranking I 2 3 

The sponsons prove beneficial in the analysis for short sea ro-ros as the 
loss of Collision Resistance and the decrease in the natural roll period 
associated with Change to Intact Condition do not play an important role in 
the evaluation of the whole ship. This is also because the increase in power 
and hence increased fuel costs have a small overall effect on the total 
economics. This option does not affect the ro-ro concept, disrupting the 
through flow of vehicles, which for the short sea ro-ro has a critical effect on 
the operating economics. 

The retro-fitting with buoyant wing compartments is the least preferred 
option in this analysis due to their disruptive effects on Loss of Stowage 
Flexubility (the through flow of traffic) and on Cargo Handling. 

5. Concluding Remarks 

This paper demonstrates how the hierarchical evidential reasoning approach 
could be used as an alternative tool to deal with real world design selection 
problems. Such problems often involve both quantitative factors and 
inherently subjective (qualitative) factors. The evaluations of subjective 
factors are usually associated with uncertainty. Although in traditional 
evaluation methods, such as the utility analysis approach, subjective factors 
could be assessed using some scaling values such as percentage values, the 
new evidential reasoning approach provides a more natural and rational 
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approach for articulating and processing information for the evaluation of 
subjective factors. Furthermore, when dealing with multiple attribute decision 
making (MADM) problems, this new approach does not suffer from the same 
demerits as the simple weighting method, as discussed in the introduction. 

As has been indicated by Evans (1993), more detailed analysis for 
selection of retro-fit options would need to be carried out on a ship by ship 
basis using further levels of factors. Indeed, different operating scenarios may 
need to be taken into account for evaluation of a factor at an option. 
Fortunately, the evidential reasoning approach sets no limit on the number of 
factor levels of a problem. It should be noted that the same set of evaluation 
grades is used for all the attributes and their associated factors in this case 
study. It is often the case that an attribute and its associated factors may use a 
set of grades different from the grades adopted by other attributes and factors. 
It is also quite likely that both quantitative and qualitative attributes may be 
involved in an evaluation problem. In such cases, the evidential reasoning 
approach may need to be used together with some traditional MADM 
methods as discussed by Yang and Singh (1994) and Yang and Sen (1993, 
1994). Furthermore, it is also feasible to use fuzzy set theory and the 
evidential reasoning approach in a combined manner in complex engineering 
assessment problems (Wang et al., 1994). 
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Abstract. Technology mapping in an LSI CAD system transforms Boolean expressions 
into device dependent circuit components. The better mapping results in reducing the 
circuit size and optimizing the circuit delay. Although this process involves a kind of 
constraint satisfaction problem, it is so large that it cannot solve the entire problem with a 
constraint problem solving approach alone. 

This paper describes the technology mapping for combinational logic equations, using 
both an algorithmic method and an AI method, formalized as a constraint cost minimization 
problem (CCMP), in which constraints are satisfied maximally. The CCMP can be solved 
with a heuristic algorithm, where constraints are first ordered with their complexities, then 
satisfied locally in order, and finally a global solution can be obtained after the remaining 
redundant solutions are restricted. Using this approach, logic equations in benchmark tests 
can be synthesized with about a 20% reduction in size, compared to the circuit synthesized 
without the CCMP solver. 

1. Introduction 

Technology mapping in an LSI CAD system transforms Boolean expressions 
into device dependent circuit components. The better mapping results in reducing 
the circuit size and optimizing the circuit delay. Although this process involves 
a kind of constraint satisfaction problem, it is so large that it cannot solve the 
entire problem with a constraint problem solving approach alone. This paper 
describes the technology mapping for combinational logic equations using both an 
algorithmic method and an AI method formalized as a constraint cost minimization 
problem (CCMP), and proposes how to solve it. 

EXLOG (Watanabe et al., 1987; Iwamoto et al., 1991) an expert system for lo
gic synthesis, was originally developed by the authors as a pure rule-based system, 
which consisted of three design phases; high level synthesis, logic optimization 

347 

IS. Gero and F. Sudweeks (eds.), Artificial InteUigence in Design '94, 347-362 
e 1994 Kluwer Academic Publishers. 



348 s. PUnTA ET AL. 

and technology mapping. The logic optimization phase has been already replaced 
to an algorithmic procedure for getting a better performance. 

The technology mapping phase was also originally written in rules. Since these 
rules depended on a special device technology, it was not easy to translate these 
rules into another technology. To make matters worse, the mapping system could 
not guarantee its optimization quality. 

On the other hand, the algorithm developed for technology mapping can easily 
change device technologies, because of its device independent configuration, and 
guarantees the size minimal synthesis for "tree typed" combinational logic equa
tions with tree matching and the branch and bound method (SOCRATES (Cohen 
et aI., 1985; de Geus et al., 1985) MIS(Detjeus et aI., 1987) and DAGON (Keutzer, 
1987». "Tree typed" means that a logic equation consists of logic components 
with one fanout, such that it has multiple input terminals but only one output 
terminal. 

Optimization of technology mapping for non-tree typed logic equations is 
one of the remaining problems. A well-known method in technology mapping 
divides the equations into a forest of tree typed equations, where logic equations 
are divided at mUltiple fanout points. Mter the division, subtrees are minimized 
separately, and then combined again with ad hoc methods. In this case, the size 
minimization cannot be guaranteed in an entire circuit. 

This paper describes a technology mapping technique which uses an al
gorithmic approach to the subtree minimization, and an AI approach to the global 
minimization. The AI method is based on a constraint cost minimization problem 
(CCMP) solver proposed in this paper. The CCMP is an extension of a constraint 
satisfaction problem (CSP (Freuder, 1978; Freuder, 1982; Dechter and Pearl, 
1988; Dechter, 1990» which involves consistently assigning values to a fixed set 
of constraint variables. In the CCMP, constraints are relaxed and maximally sat
isfied, if all constraints cannot be satisfied completely. Using this approach, logic 
equations in benchmark tests can be synthesized with about a 20% reduction in 
size, compared to the circuit synthesized without the CCMP solver. 

The next section clearly defines a CCMP, and formalizes a technology mapping 
problem as the CCMP, where constraint is to minimize a number of inverters 
inserted among the logic subtrees. In section three, a method for solving the CCMP 
in the technology mapping domain is proposed. The solver can solve problems 
in an adequate time with almost the same quality as that for an entire problem 
space search. In section four, the performance for the technology mapping system 
is measured with some benchmark tests. In section five, the CCMP is compared 
to some similar problems, which extend CSP. Finally, the authors arrive at some 
conclusion about this approach and possible extensions for future work. 
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2. Constraint Cost Minimization Problem 

2.1. DEFINITION 

A constraint cost minimization problem is a problem which maximally satisfies 
constraints given by a user. The problem is represented by a constraint graph, 
consisting of n variables, XI, ... , Xn; their respective value domains Rl, ... , Rn. 
A constraint Ci(XiJ' ... , Xip) is a subset of Cartesian product RiJ X ••• X Rip. 
Additionally, a constraint cost Ci for a constraint Ci is given. The difference 
between CSP and CCMP is that CCMP finds an assignment with minimal cost T, 
shown in the following equations, while CSP finds one which satisfies an entire 
set of constraints. 

m 

T = L: ci<5(i). (1) 
i=l 

<5 (i) = { 0, if Ci is. satisfied. 
I, otherwIse. 

(2) 

The definition implies that, if Ci > 0 and all constraints can be completely satisfied, 
then cost T has a minimal value of o. It corresponds to solving a CSP defined 
with the same constraint graph. This fact means that a CSP is a subproblem of a 
CCMP. 

2.2. CONSTRAINT PROBLEM IN lECHNOLOGY MAPPING 

Technology mapping transforms logic equations optimized with a logic level op
timizer, into a technology dependent description in an LSI gate level. Requirements 
for technology mapping are usually to minimize the size of synthesized circuits or 
to optimize their delay. This paper specially discusses a size minimization problem 
1 

It is difficult to directly synthesize an entire logic equation under this constraint 
problem. Therefore, the authors' system adopts almost the same approach as 
the other systems' approach, which first minimizes sub circuits separately and 
combines them into an entire solution in a post process. It is, however, different 
from the others at the point where the post process solves a global optimization 
problem with a more systematic method. 

2.2.1. Break Down into Subtrees 
A canonical form of a combinational logic equation is defined first. 

J A delay optimization problem is not discussed in this paper. Various methods are proposed for the 
optimization, such as buffering (Singh and Sangiovanni-Vincentelli, 1990) and partial duplication. 
It is very difficult to merge the delay problem into the size problem systematically, so the authors 
think that logic circuits should first be minimized in size and the critical paths with the largest delay 
value should then be resynthesized by delay minimization techniques. 



350 s. FUJITA ET AL. 

Definition 1 (2-input nand-not-xor canonical form) 
Logic equation description with "2-input nand", "not" and "2-input xor". A 
not-not sequence is not allowed. 

Although an xor is redundant to express logic equations, it remains in a canonical 
form because of its convenience for synthesis. In this form, n-input logic can be 
broken down into various kinds of topology with 2-input logic. 

A subtree in a canonical form is defined in the following descriptions. 

Definition 2 (Subtree) 

- An inverter connected to a primary output is attached to the primary 
output. 

- An inverter between "nand" gates or an inverter connected to a primary 
input is attached to the "nand" gate at a down-stream side. 

- An output terminal of a "nand" gate, which has more than one fanout is 
a partitioning point, and the "nand" gate becomes a root for a subtree. 

- A primary input, a primary output and an "xor" gate are subtrees respect
ively. 

Any logic equations can be represented in a set of subtrees. An example of subtree 
partitioning is depicted in Figure 1. 

Figure 1. Division into subtrees. 

2.2.2. Problem Reduction 
This subsection shows that the size minimization problem can be reduced into 
a minimal inverter insertion problem among sub circuits. First, two reasonable 
conditions are assumed in the following. 
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Assumption 1 
After logic equations are optimized in a logic optimization phase, no identical 
equation appears in more than one portion. 

Assumption 2 
An algorithmic procedure can completely minimize "tree typed" combina
tionallogic equations. 

Since a current logic decomposer can find any common parts in logic equations 
and share them, assumption 1 is achievable by a current technology. Assumption 2 
was achieved by various systems(Cohen etaZ., 1985; de Geus etaZ., 1985; Detjeus 
et al., 1987; Keutzer, 1987) with tree matching and the branch-and-bound method. 
Under these assumptions, the difference between a global minimal solution and a 
collection of local minimal solutions is caused by the following reasons. 

1. Extra inverter insertion between subtrees. 
2. Usage of complex macro gates across subtrees. 

Since usage of complex macro gates across subtrees needs a partial duplication 
of logic circuits and it enlarges a total size, it has less possibility to minimize the 
entire size of circuits. Thus 2. is not considered here. 

As a consequence, diminishing extra inverters remains as a critical problem. 
Figure 2 shows a simple and typical example, where no inverter is necessary at a 
connecting point. 

~ 
Subtree-B 

Candidate-Bl 

Subtree-A =r;;=D-Candidate-Al -

==1J-
Subtree-C 

--0 Candidate-Cl 
Candidate-A2 =t::o-==L)---r>o-- -

Candidate-C2 

S D-

Figure 2. Inverter deletion at a connecting point. 

Circuits in rectangles are results of local minimizations for tree-typed sub 
circuits. Each subtree has mUltiple candidates for the final gate-array circuit. Al 
and A2 for a subtree A, Bl for a subtree B, and Cl and C2 for a subtree C 
are given. The candidates in a rectangle have the identical minimal sizes except 
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for the sizes of inverters attached to the connecting points. If {A2, B1, C1} are 
selected, no inverter is required at this connecting point, since a series of two 
inverters can be removed without loosing logic equivalency. If such a selection 
could be applied to all connecting points, the number of necessary inverters would 
be minimized, and eventually an entire circuit size would be minimized. It may 
be, however, impossible to delete inverters at all connecting points, since each 
subtree has several connecting points. 

The authors focus on the similarity between this inverter deletion problem and 
a constraint satisfaction problem, and try to formalize the problem as a constraint 
problem and solve the problem systematically. 

2.3. 1ECHNOLOGY MAPPING FORMALIZATION AS CCMP 

The size inverter deletion problem is formalized as a CCMP in the following 
correspondence. 

- Constraint Variable (Xj) = a solution variable for the j-th subtree. 
- Value Domain (Rj) = candidates for the j-th subtree. 
- Constraint (Ci) = condition required to have no inverter at the i-th connecting 

point. 
- Constraint Cost (Ci) = 1. (constant) 

It is convenient to represent the existence of inverters at a terminals for subtree 
candidates in the following. 

0: A candidate requires no inverter at the terminal. 
1: A candidate requires an inverter at the terminal. 
2: The inverter cannot be removed, because the candidate requires both the 

input signal and its complement. 
3: A candidate is either an exclusive OR (XOR) or an exclusive NOR (XNOR). 

Figure 3 shows examples of representations for subtree candidates. 
Constraints Ci is satisfied under the following conditions, where a combination 

of candidates requires no inverter at the connecting point. 

Condition required to have no inverter at a connecting point 

(0) All adjacent subtrees have either 0 or 3 labels at the connecting point. 

(1) All adjacent subtrees have either lor 3 labels at the connecting point. 

In the other cases, an inverter is inserted at the connecting point, so that constraint 
is unsatisfied. It should be noted that more than one inverter is unnecessary at a 
connecting point, since it is sufficient for down-stream gates to provide both direct 
output and inverted output. Therefore, the constraint costs are constant. 

3. Constraint Problem Solver 

Before the discussion, some keywords in a CSP domain are introduced. 
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Figure 3. Representation for subtree candidates. 

width (Freuder, 1982) The width is determined in an ordered constraint graph. 
The width of a node, in an ordered constraint graph, is the number of links 
that lead back from that node to previous nodes. The width of an ordering 
is the maximum width of all nodes. The width of a constraint graph is the 
minimum width of all orderings for that graph. 

arc consistency (Dechter and Pearl, 1988) A directed arc (Xi, X j) is arc-consistent 
iff for any value x E Ri, there is a value y E Rj, such that Cij(x, y). 

A combination of variable assignments in the CCMP is dn for n constraint 
variables and d values. Even if an algorithm like PCSP1(Freuder, 1989), which 
uses a branch and bound search, is adopted, a solution of the CCMP cannot be 
calculated for the large n in a reasonable execution time. Therefore, a technique 
which leads to a sUb-optimum solution is proposed here, instead of finding the 
minimal solution. The outline of the technique is that constraints are first ordered 
with their complexities, then satisfied locally in the order. Finally, a global solution 
is obtained after the remaining redundant solutions are restricted. 

The general algorithm flow is shown in Figure 4. In the following subsections, 
each stage is described in detail. 

3.1. DEPENDENCY ON ADJACENT CONSTRAINTS 

Dependency on adjacent constraints involves 

The possibility that the satisfaction of a local constraint would cause its adja
cent constraints to be unsatisfied. 
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(Stage 1) Constraints are put in an ascending order based on dependency 
on adjacent constraints. 

while(arc inconsistency exists) { 

} 

(Stage 2) The constraint with minimal dependency is satisfied locally 
if possible, and its result is propagated. 

(Stage 3) The remaining problem is solved with techniques in CSP. 

Figure 4. Constraint satisfaction flow. 

A function D ( Ci) for i-th constraint Ci with constraint cost Ci is defined for 
dependency on adjacent constraints. 

I 

D(Ci) = II nj/ci, 
j=l 

(3) 

where I is a number of constraint variables related to the i-th constraint, and nj is 
a number of candidates for the j-th variable in I variables. 

A constraint is related to some variables, and each variable has candidates of 
values. If the constraint were ignored, there would be D (Ci) combinations of their 
values at the point. Since selecting a solution that satisfies the constraint limits the 
combinations to one, smaller D( Ci) indicates a less effect on adjacent constraints. 

After calculating dependency, the constraints are put in an ascending order 
with their dependency values. 

3.2. LOCAL SATISFACTION AND PROPAGATION OF CONSTRAINTS 

After ordering, the top constraint in the order is selected. Then the conditions at 
the constraint point are checked and classified into three categories. 

Case 1. All values for all related constraint variables are elements of some 
local solutions. 

Case 2. There are some local solutions for the constraint, but some values for 
some related constraint variables can never be elements of the solutions. 

Case 3. The constraint cannot be satisfied. 

In Case 1, all values are candidates for some solutions, so there is no con
clusive factor to decide which candidate values should be removed to tighten 
the constraint. Moreover, unfounded removal of the values eventually decreases 
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opportunities to satisfy the other constraints. Therefore, the authors adopted a 
delayed evaluation strategy that leaves the constraint until later. Since the strategy 
does not change the state of the problem, a constraint with the next minimal 
dependency is selected and Stage 2 continues. 

In Case 2, inconsistent values are removed from candidates for the constraint 
variable. It corresponds to removing arc inconsistency. 

In Case 3, the constraint is never satisfied. In this solver, the search does not 
backtrack, since the problem must be solved in an adequate time for a large scale 
problem. Therefore, the constraint is marked unsatisfied and ignored in the case. 

Figure 5 depicts typical combinations at connecting points in a technology 
mapping domain. Every sub circuit has just one fanout to simplify an explanation. 

In Figure 5(a), both conditions(O) and (1) in Section 2.3 are satisfied (corres
ponding to Case 1), so the constraint is left until the candidates of the adjacent 
constraint variables decrease. In Figure 5(b), only condition(O) in Section 2.3 is 
satisfied (corresponding to Case 2), so lower left candidate in Figure 5(b) is re
moved. In Figure 5(c), constraint is unsatisfied, since the output terminal at the 
left sub circuit has a "I" label, while the input terminal at the right sub circuit 
has "0" and "2" labels (corresponding to Case 3). In Figure 5(d), no constraint 
exists at the point, since both terminals have "3", which express XOR or XNOR. 
XOR and XNOR have the same size in a usual technology and when an inverter 
is attached to an XOR, it can be replaced into an XNOR with the same size, and 
vice versa. 

3.3. THE REMAINING CONSTRAINT PROBLEM 

After a while-loop which repeatedly executes Stage 2, there is arc consist
ency in the remaining constraint problem. Therefore, the techniques for width-l 
graph(Dechter and Pearl, 1988; Dechter, 1990; Freuder, 1982) could be applied 
to the problem and backtrack free search could be achieved, if the width of the 
constraint graph is equal to 1. 

Although there is no guarantee for the remaining problem to be a width-l 
graph, several experiments have shown that the remaining problems were so small 
that they could easily solve with the algorithm for the width-l graph. Thus, the 
width-l algorithm was little expanded for the case that the inconsistency would 
be found, and the remaining problem is solved with this expanded algorithm. The 
entire procedure in Stage 3 is described in the following. 

1. Sort constraint variables, according to the number of the related constraints 
in descending order. 

2. Select a value which is consistent with the precedent values selected in the 
order. 

3. When there is no consistent value, the unsatisfied constraint is ignored. 
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(a) Case 1 (undetermined). 
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, , " ............................................................ \ 
(b) Case 2 (locally satisfied). 

(c) Case 3 (unsatisfied). 

(d) Special case (Undetermined for XORs). 

Figure 5. Constraint satisfaction states. 
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4. Evaluations 

The authors and their colleagues have developed EXLOG(Iwamoto et al., 1991; 
Watanabe et al., 1987). The technology mapping technique, described in this 
paper, has been incorporated into the EXLOG. 

Figure 6 shows a constraint graph for "f2", which is the smallest circuit in 
DAC' 86 benchmark tests. Thick lines are the finally satisfied constraints and 
polygons in thick lines are the finally selected solutions. In this example, four 
inverters are necessary at the primary inputs. 
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Figure 6. An example of constraint problem for "f2", 

Table 1 shows the sizes of synthesized circuits from the DAC benchmark set 
for an NEC gate array technology. The sizes are represented by the number of 
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TABLE 1. Benchmark tests (1). 

Method Rule-based noCCMP CCMP B.B. search CM tool 

f2 28 16 12 [0116] 12 18 
rd53 69 40 30 [5121] 30 33 
rd73 172 99 77 [13/46] 77 79 
vg2 82 67 56 [17/49] (54) 63 
5xp1 156 101 68 [8/51] (67) 70 
sao1 150 116 [22159] 115 
sao2 181 138 95 [12163] 94 
9sym 212 191 129 [15/66] 129 
bw 267 146 113 [16n6] 121 

duke2 314 234 [391154] 243 

gate array cells. "Rule-based" in the first column indicates the original rule-based 
EXLOG. Hyphens mean that the rule-based EXLOG could not synthesize the 
circuits because of a scale problem. The "no CCMP" notation indicates that sub 
circuits are synthesized with the algorithmic method, but the CCMP is not applied. 
"CCMP" indicates that the CCMP is applied to the global optimization problem. 
Data in square brackets show 

(the number of unsatisfied constraints) 
I (the total number of constraints). 

"B.B. search" indicates that a branch and bound search is applied to the global 
problem. Parenthesized data show sub-minimal sizes found by the branch and 
bound search, although the search could not be ended up. Hyphens mean that the 
search could not be ended up and that a smaller size could not be found than that 
with the CCMP solver. "CM tool" indicates results given by a top rank commercial 
tool. 

This result for benchmark tests leads the following observations. 

(I) Circuit sizes synthesized with the CCMP were almost half of the sizes with 
the original rule-based approach. 

(2) Synthesized circuit sizes decreased to about 80 %, by using the CCMP 
approach in the global optimization phase. 

(3) Compared to a branch and bound search, the CCMP solver achieved almost 
the same performance. 

(4) The sizes for circuits, synthesized using CCMP solver, are equal to or less 
than those for the top rank commercial tool, except for "saol" and "sao2". 

Table 2 shows a result using another technology, which is the standard cell 
library provided in the MCNC'89 benchmark sets. The size is represented by the 
number of transistor pairs. Time stands for cpu-time used to execute optimization 
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TABLE 2. Benchmark tests (2). 

noCCMP CCMP Time (sec.) 
(tr. pairs) (tr. pairs) in among 

f2 38 32 1.8 0.10 

rd53 79 69 9.7 0.22 

vg2 133 130 28.6 0.62 
5xpl 189 156 21.1 0.82 

rd73 201 180 32.5 0.75 
sao2 270 225 43.0 1.82 

bw 296 257 29.6 2.12 

saol 305 267 56.4 1.38 
9sym 368 320 82.0 2.10 
duke2 618 530 79.1 6.98 
C880 582 540 101.2 7.30 
C1355 720 674 13.3 8.82 
C6288 4079 3585 309.8 287.65 

"in" subtrees and "among" subtrees. This prototype for the technology mapping 
system runs on the Franz Lisp on Sun3/260 2. 

Figure 7 shows the correlation between CPU time and the size of the synthes
ized circuit. This graph shows that CPU time for executing the constraint solver 
is proportional to 81.5, where 8 is the size of a circuit synthesized. Additionally, 
it is less than the time for the algorithmic optimization time in subtrees. 

5. Related Work 

A formalization of the CCMP can be translated into the other constraint problem 
formalizations. 

DeltaBlue Algorithm (Detjeus et al., 1990) classifies constraints according 
to their strength; required and preferential constraints. A problem with required 
constraints in the algorithm can be expressed by setting the constraint costs to 
satisfy the following equation, where required constraint costs are represented in 
Cr1 , ••• , Cr. and preferential ones are represented in Cr .+1, ••• , Crm ' 

rm 

Cj> L Ci (j=rt, ... ,rs). 

i=rs+l 

2Tbis technology mapping technique has been implemented in C for practical use. 

(4) 
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Figure 7. CPU time is in proportion to the size1•S• 

IT the CCMP solves the problem with the cost less than Cj, all required con
straints are satisfied in DeltaBlue. The details of DeltaBlue constraint satisfying 
procedures, however, are different from those of the CCMP research. 

- The DeltaBlue Algorithm criterion is locally-predicate-better, which means 
that the strongest constraint from the local view is satisfied with the highest 
priority. On the other hand, the CCMP globally minimizes total constraint 
cost. 

- While DeltaBlue Algorithm adds and deletes constraints incrementally, the 
CCMP treats static constraints. 

- While DeltaBlue Algorithm deals with a constraint graph without cycles, the 
CCMP deals with any kinds of constraint graph. 

A partial constraint satisfaction problem(Freuder, 1989) (PCSP) relaxes a con
straint satisfaction problem by permitting additional constraints. A metric, which 
represents a distance between an original problem space and a relaxed problem 
space, is like a constraint cost in the CCMP. A PCSPI algorithm solves the PCSP 
based on a branch and bound search. The algorithm efficiently uses necessary and 
sufficient bounds on the metric distance, and suppresses an execution time explo
sion. In the LSI logic design area, the CCMP solver uses a heuristic algorithm and 
finds a sub-optimal solution, since the problem space is too large. The experiment 
in Section 4 shows that the branch and bound search cannot reach a solution in a 
practical time. 
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Dynamic CSP(Mittal and Falkenhainer, 1990) introduced a concept of con
straint activity in addition to a CSP framework. In the problem, constraint variables 
are dynamically activated. There are two kinds of constraint problem defined; an 
activity constraint and a compatibility constraint. Activity constraints activate a 
subset of constraint variables, and compatibility constraints are satisfied in the 
activated set of constraint variables. Differences between a dynamic CSP and a 
CCMP are in the following. 

- While the dynamic CSP focuses on a subset of "constraint variables" and the 
CCMP focuses on a subset of "constraints". 

- While the dynamic CSP uses activity constraint, dependent on the given 
problem, to select an active set of constraint variables, the CCMP detects a 
set of satisfied constraints in a domain independent manner. 

6. Conclusion 

In this paper, technology mapping based on a constraint problem was described. A 
requirement for the technology mapping was represented in a constraint problem 
where the problem target was to minimize the number of inverters among subtrees. 
A framework for a constraint cost minimization problem (CCMP) can then be 
applied to the problem. 

Then, a heuristic procedure to solve the CCMP was proposed. The procedure 
succeeded in obtaining a sub-optimal solution. 

Benchmark tests showed that synthesized circuit sizes decreased to about 80 
% by means of using the CCMP approach with the algorithmic approach. This 
result shows that a combination of the CCMP approach in AI and the algorithmic 
approach in LSI CAD could result in a high performance. The complexity of 
solving the constraint problem was experimentally proportional to 81.5, where 8 
was the size of the synthesized circuit. 

The authors evaluated the heuristic procedure to solve the CCMP with a 
prototype system. The technology mapping technique has been incorporated into 
a practical LSI CAD system developed by NEe. Now, the CAD system is used 
by the computer developing section in NEC. 

One of the remaining problems in technology mapping is delay optimization. 
The advantages and disadvantages involved in using a post process approach to 
solve the delay problem will have to be examined. 
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Abstract. Negotiation plays a key role in concurrent engineering, where experts from 
many disciplines involved at many stages of the product life cycle, and therefore possibly 
with sharply diverging viewpoints, need to cooperate. Design advice tools can assist in 
negotiation by making their critiques conveniently available to all members of the product 
development team. Constraint-based languages provide a convenient representation of 
real-world problems like those encountered in concurrent engineering, so we believe they 
are a good basis for building such design advice tools. We describe a protocol by which 
design advice systems can recognize conflict, and support and mediate negotiation fairly.l 

1. Introduction 

Concurrent engineering is an approach to design which takes into account not just 
the functionality of a product but also its manufacturability, testability, and aspects 
from business such as finance, cash-flow analysis and marketing. Concurrent 
engineering requires cooperation among many experts from various disciplines 
who are involved at various stages of the product life cycle (Bowen and Bahler, 
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1991b). The goal of concurrent engineering is to produce a better design solution 
by sharing these viewpoints and critiques. Since no one is equally expert in all 
areas and since the information management needs of concurrent engineering are 
extensive, advice tools can help bring the necessary viewpoints and critiques to 
bear as early in product development as possible. 

Design advice tools are intended to involve multiple clients, whether they be 
computer systems or human users. Since the different clients, all members of a 
design team, may provide conflicting decisions and may not be able to find a 
compromise easily, design advice tools need to support some type of negotiation. 
In this paper we describe a negotiation protocol for such design advice tools. For 
more detail see (Dupont, 1993). 

In our experience (Bowen and Bahler, 1991 b; Bowen and Bahler, 1992; Bowen 
and Bahler, 1993) constraint-based systems constitute a good basis for such tools 
because our emphasis on expressive competence in constraint-based languages 
provides a convenient and sufficient representation of the kind of real-world 
problems encountered in concurrent engineering. For this reason we illustrate most 
of our work with constraint-based systems, although we believe our negotiation 
protocol has wide applicability to any constraint-based client-assisted inference 
system. 

2. Negotiation Models in Cooperative Environments 

The members of a concurrent engineering design team act both in a cooperative 
and competitive fashion, exhibiting what has been called the "benevolent agent 
assumption" (Rosenschein and Genesereth, 1985). On the one hand, members 
of a design team act in a competitive fashion in the sense they work in various 
disciplines; thus they have different perspectives and may formulate critiques about 
the proposed design to improve their own interests in the design process. Each 
agent's viewpoint consists of various self-serving concerns which are the criteria 
for his evaluation of the design. These concerns may be put at risk by the other 
team members, so each agent has to defend his interests and consider the others 
as adversaries. On the other hand, all agents possess a common high-level goal: to 
design a product with the best possible performance/cost ratio in order to compete 
in the market. Fully automated negotiation involves computer-based agents and a 
system able to provide its own compromise proposals, which constitute alternative 
ways to resolve conflicts. In partially automated negotiation, by contrast, the 
compromise proposals are supplied by clients, which can be either humans or 
other computer-based systems, and the negotiation system provides only support 
that encompasses the detection of potential conflicts involving several clients, and 
the collection and evaluation of compromise proposals. While comparatively more 
researchers have shown interest in fully automated negotiation (Rosenschein and 
Genesereth, 1985; Gasser et al., 1987; Erman et al., 1988; Sycara, 1989) than 
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in partially automated negotiation (Werkman, 1992; Bowen and Bahler, 1992), 
it is our view that partially automated negotiation, and more generally partially 
automated design, is a more appropriate paradigm in the development of design 
advice systems. For this reason, we make no attempt to generate client preferences 
or compromise proposals automatically, or to try to match each case with a previous 
experience. On the other hand, the relatively few discussions of partially automated 
negotiation present mostly general guidelines rather than detailed specifications 
or discussion of actual implementations. This leaves a gap that the work discussed 
here endeavors to begin filling. 

3. Requirements of a Negotiation Protocol for Concurrent Engineering 

In the context of client-assisted design-advice systems, it is possible to identify 
several desirable characteristics of a protocol to support negotiation among con
current engineering team members. Any negotiation protocol should provide the 
following support to the team: 

1. Collection of client preferences; 
2. Detection of situations of potential conflict between design decisions; 
3. Collection of compromise solutions; 
4. Evaluation based on the client preferences of those solutions; and 
5. Output of the best solution to the clients for its execution. 

Moreover, a negotiation protocol should be fair, where fairness may be defined 
by three criteria. First, it should treat all clients equally. Second, it should avoid 
any situation where a client could be greatly dissatisfied while other clients see 
their position only slightly improved. Finally, no client's priorities should have 
priority over any other's. 

4. The Context: Galileo3, a Client-Assisted Inference System 

Galile03 (Bowen and Bahler, 1992; Bowen and Bahler, 1993) is a constraint-based 
language and run-time system originally developed for building design advisors 
for concurrent Engineering. Any sentence of full First-Order Free Logic can be 
expressed as a Galile03 statement (Bowen and Bahler, 1991a). Frame-like struc
tured domains can be defined and organized in (multiple) inheritance hierarchies 
and the use of hardness values makes it possible to prioritize constraints. Galile03 
supports nonmonotonic reasoning. The use of Free Logic enables Galile03 to 
support architectural, as well as parametric, design. 

At run-time, a Galile03 program provides constraint-processing services for its 
clients, which may be human interactive users or other systems. Client decisions 
and system inference may be freely interleaved. Interaction with Galile03 consists 
of adding and retracting constraints, including simple constraints such as the 
equalities whose function is to assign values to design parameters. Galile03's 
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expressive competence means that its inference is sound and terminating but not 
necessarily complete, in the sense that the set of solutions for a design problem 
may be a proper subset of the actual set of solutions computed by Gali1e03, but 
no solutions wi111ie outside the computed set. 

In addition to its main constraint processing algorithm, called Compound Con
straint Propagation, Galile03 maintains dependency records between parameters 
and constraints and uses them to recover from inconsistent states, to generate 
advice to its clients, and to provide explanations justifying the existence and 
value of parameters. These techniques support negotiation by helping to detect 
inconsistencies that need to be resolved by the negotiation facility. 

4.1. MULTIPLE PERSPECTIVES 

Gali1e03 already includes some syntactic bases for negotiation. To our knowledge 
Gali1e03 and its immediate predecessors are the first languages to allow the defin
ition of fields o/view (also called perspectives), which are subsets of the design 
parameters together with their associated constraints. A field of view is defined in 
a Gali1e03 program by specifying all its parameters and the name of the class of 
clients which can access it: 

field 'the circuit designers' perspective' (configuration) 
=::= { X : component (X) } . 

Fields of view allow constraint networks to be partitioned into regions reflect
ing the perspectives of the engineering disciplines involved in the design team 
(functionality, manufacturability, testability, etc.). One run-time version of the 
design advisor is created for each field of view, plus one for the global view. 
Fields of view may be organized in a hierarchy which allows a client to access a 
field of view from another one. 

A field of view in Gali1e03 contains not only network parameters, but also 
all constraints which reference those parameters. We distinguish between the 
constraints which reference only parameters inside the field of view, which form 
the so-called/ocal area of the field of view, and the constraints which reference 
some parameters inside and some outside the field of view, which form the so
called penumbra of the field of view. An example is shown in Fig. 1. Field of 
view 1 contains the parameters C, D, and E. Its focal area is composed of the 
parameters C, D, and E, and of the constraint C + D + E = O. The constraint 
2 x A = C is in the penumbra of field of view 1, since C belongs to field of view 
1, but A does not. 

Before the work described here, the Galileo languages had contained no de
tailed protocol for using fields of view in a negotiation process. The most common 
need for negotiation arises when a client alters a parameter that lies in the pen
umbra of his field of view. Any other client sharing the parameter is told that a 
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Figure 1. Focal areas and penumbrae of two fields of view. 
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parameter lying in his field of view has been changed, and he may resolve the 
conflict by altering a design parameter under his control. Since sometimes no 
such compromise is possible, we set out to extend this framework for negotiation 
support into a full-fledged negotiation protocol. 

5. Our Negotiation Protocol 

5.1. TERMINOLOGY 

The vocabulary and the syntax we have selected for describing our protocol is 
inspired by the Galile03 system. Nevertheless, the protocol is applicable to any 
constraint-based client-assisted inference system. 

To clarify our terminology, we begin with a few definitions. A constraint 
network is a triple < U, X, C > in which 

- U is a universe of discourse, 
- X is a non-empty, finite tuple of q non-recurring parameters, 

C is a non-empty, finite set of r constraints, C1(Tt), ... ,Cr(Tr)' with the 
following characteristics: 

• each constraint Ck(Tk) E C restricts the values that may be assumed 
by the ak members of Tk, a sub-tuple of X; 

• each constraint Ck(Tk) is a subset ofthe ak-ary Cartesian productUak • 

We define a plan as a new tuple of value assignments for some subset of 
parameters of X, where < U, X, C > is a constraint network. Therefore, a plan 
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consists of any action which has the effect of assigning a new value to one or more 
parameters. Such actions may be any of the following: 

- Adding a constraint representing any linear equation. It may be an equality 
like X = 3, which will assign the value 3 to the parameter X, or a linear 
equation like 2 x X - 3 = Y where Y has a known value, say zero, in which 
case the parameter X will be assigned the value 3/2. 

- Retracting any constraint which was underlying a contradiction. Assume that 
we had two constraints referring to a parameter X, X < 1 and X + Y = 2, 
and that the current value for Y is zero. There is a contradiction between 
both constraints since X cannot equal 2 and be less than 1 at the same time. 
If a client retracts the constraint X < 1, X will be assigned the value 2. 

A parameter is affected by a plan if its value assignment is modified by the 
application of the plan. This definition of a plan allows only a small portion 
of syntactically legal Galile03 constraints and is open to future extensions (see 
Section 8). 

A method for selecting a best compromise solution for a set of clients consists 
of requiring the prior declaration of preferences from all the clients and of quanti
fying the satisfaction (or dissatisfaction) caused by each candidate solution based 
on the client preferences. In economics, the utility of a good for a consumer is 
the satisfaction that it can bring to the consumer for a given price (Samuelson and 
Nordhaus, 1992). The utility is a function of the amount of the good and also of 
the importance attached by the consumer to the good. In our context, the payoff 
to a client from a compromise solution is the overall utility for that client based 
on his declared preferences. 

A desired direction of change expresses whether a client wishes to minimize 
or to maximize the value of a parameter in order to improve his own position (or 
utility). Note that two changes of the same differential value for a parameter can 
either constitute a slight or a serious change for a client depending on the domain 
of the parameter, on where in the domain these changes occur, and on whether the 
client attaches the same importance to a unit of change throughout the domain. 
We can represent the variable importance associated with the various regions of 
a parameter's domain by borrowing the notion of utility curves from economic 
theory. We deal with three main cases depending on the type of difTerential utility 
function: constant, increasing, or decreasing. If the differential utility function for 
a parameter X is constant (the default), a change in X of magnitude, say, 10 has 
has the same effect on utility no matter what the value of X. If the differential 
utility function is increasing, the same change in value of a parameter produces 
a relatively larger change in utility near the maximum value of the domain than 
near the minimum. Similarly, if the differential utility function is decreasing, the 
same change in value of a parameter produces a relatively larger change in utility 
near the minimum value of the domain than near the maximum. 
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An issue is defined as a set of parameters, each of which is qualified by two 
attributes, a desired direction of change and a differential utility function. The 
notion of issue subsumes that of a perspective (or field of view) in Galile03. A 
client can have only one issue. In practice, issues are not normally shared among 
clients, but it is very common for issues to share parameters. We currently restrict 
ourselves to fields of view which contain only totally ordered parameters defined 
over bounded domains, but this is a subject for further research. 

An example definition of an issue is: 

issue 'production cost effectiveness' (prod_cost_eff) 

{ min (prod_eqpt_cost) * 0.4 using const_duf, 

min (prod_time) * 0.6 using decr_duf }. 

The statement contains the keyword issue followed by a long synonym and 
a short name for the issue; the right hand side lists parameters which are involved 
in the issue with the desired direction of change (min or max), their respective 
individual weights within that issue (0.4 and 0.6) and an indication of whether 
the underlying utility function is constant, increasing, or decreasing. Parameter 
weights must sum to 1. The default value for the weights is 1/ n if n is the number 
of parameters in the issue. 

A plan P affects an issue I if P changes the value assignment of at least 
one parameter in I. A plan may affect several issues. A plan negatively affects 
a parameter j with respect to an issue i if the direction of the actual parameter 
value change from its current value caused by the plan is opposite to the desired 
direction of change defined for the parameter in the issue definition. We denote this 
by sgnij = -1. A plan positively affects a parameter j with respect to an issue 
i if the direction of the actual parameter value change caused by the plan is the 
desired direction of change defined for the parameter in the issue definition. We 
denote this by sgnij = + 1. For example, suppose a plan P causes the value of the 
parameter prod_eqpt_cost mentioned above to increase. Since the client wishes 
this parameter to be minimized, P is said to affect the parameter prod_eqpLcost 
negatively. 

The partial degree of effect of a plan on a parameter j with respect to an 
issue i, denoted lij, is a measure of the impact of the plan on the parameter value 
compared to the desired direction of change specified in the issue, and considering 
the type of differential utility function of the parameter. Partial degrees of effect 
range from -1.0, indicating a very negatively affected parameter, to + 1.0, indicating 
a very positively affected parameter. If a parameter is not affected by a plan, the 
partial degree of effect of the plan on that parameter is zero. 

The degree of effect of a plan on an issue is a measure of the impact of the 
plan on the set of parameters in the issue. It is a linear combination of the partial 
degrees of effect of the parameters in the issue, where the weights are the ones 
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given for each parameter in the issue definition. These degrees also occur in the 
range from -1.0, indicating a very negatively affected issue, to + 1.0, indicating a 
very positively affected issue. 

A plan P negatively affects an issue I if the degree of effect of P on I is 
negative. A plan P positively affects an issue I if the degree of effect of P on I is 
positive. 

The scheme that compares the impact of different plans on a set of issues 
must not only take into account the weight of each of the affected parameters 
in the issue, but also recognize whether the issue is affected by the plan slightly 
or seriously, positively or negatively. Obviously it is better to choose a plan that 
slightly negatively affects a given issue rather than a plan that very negatively 
affects an issue. 

The overall score of a plan is the quantification of its effect on the most 
negatively affected issue; Therefore, it is a function of the degrees of effect of the 
issues of all the affected clients. The higher the overall score, the likelier the plan 
is to be selected. The plan with the highest overall score is selected for use by the 
clients. Ties are broken by arbitration. 

5.2. AN AXIOMATIC APPROACH 

Our work may be contrasted to those knowledge-based methods which attempt 
to model human negotiation and to fully automate the negotiation process, either 
by using case-based reasoning (Sycara, 1989) or some type of planning. Rather 
than following that line, we opt for an axiomatic protocol. Our method automates 
the negotiation process only partially, by defining and modeling (axiomatizing) 
the properties that the solution must satisfy, and then deriving procedures that 
compute agreement points that satisfy these properties. 

Specifically, in our protocol, clients are required to define issues, which are 
the properties that the plans must satisfy. We then give procedures to compute the 
degrees of effect of the plans and their overall scores. 

5.3. EVALUATION OF PLANS 

The Plan Evaluator is the evaluation module of the negotiation facility in our 
protocol. It requires issues from its clients in order to evaluate the payoff to each 
client with respect to anew decision. Each group of clients from a given perspective 
(design team, production engineers team, etc.) enters its issue, in the form of a 
weighted set of parameters that are important from their perspective. These lists 
are modifiable and are used throughout a design effort for the evaluation of plans 
in negotiation situations. 

The main function of the Plan Evaluator is to support negotiation. The need 
for negotiation may arise when a client adds or retracts one or more constraints, 
which has the effect of changing the value assignment of at least one parameter 
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in an issue of another client. We call this a potential multi-client conflict. For 
example, suppose a client A makes a decision, which constitutes Ns plan in this 
situation, that causes a potential multi-client conflict between B, C, and himself. 
The system requires a free-text explanation from A about the change he wishes to 
make. The clients potentially affected by Ns plan are asked whether they object 
to the plan. Without our negotiation protocol, if one of the potentially affected 
clients (B or C) decides to reject the change or to make a new change, which in 
tum may affect another client, an endless succession of changes could occur, and 
the clients might never reach a compromise. Our negotiation protocol, by contrast, 
precludes this type of thrashing. 

If at least one client fails to concur with the change, the negotiation process 
is initiated. The system asks each potentially affected client to present a plan 
for a compromise within a given period of time. After this time has elapsed, 
all submitted plans are evaluated by the Plan Evaluator and ranked. The plan 
which minimizes the dissatisfaction of every client obtains the highest score and 
is output to the clients. If two plans get the same score and the Plan Evaluator 
cannot designate a single best plan, it informs the team leader so that he arbitrates 
the situation. Note that, if a client does not respond within a pre-set period of time, 
by default the system assumes that he concurs with the change. 

In 1906, the economist V. Pareto introduced a definition of optimality, allocat
ive efficiency, also called Pareto optimality: "a situation in which no reorganization 
or trade could raise the utility or satisfaction of one individual without lowering 
the utility or satisfaction of another individual" (Samuelson and Nordhaus, 1992). 
In other words, no one can be made better off without making someone else worse 
off. The Plan Evaluator selects the Pareto optimal solution among all feasible 
solutions. At any time, however, a client may make a decision that has the effect 
of rendering a formerly feasible solution infeasible because it violates a newly
introduced constraint. When this happens, the Plan Evaluator must select a new, 
Pareto-optimal solution from the new feasible set. 

5.3.1. Determination o/the Affected Issues 
The application of a plan results in changing the value of one or more parameters. 
Client issues may be affected by these changes and determining which issues 
are affected involves finding all issues in which one or more affected parameters 
appear. 

For example, consider a change in the tuple of value assignments from (PI f
VI, P2 f- V2, ••. , PlO f- VlO) to (PI f- VI, P2 f- v~, .. . , PlO f- VlO) where the 
Pi's are the parameters and the vi's are their assigned values. Further, suppose P2 
is one of the members of a frame-like structured domain for another parameter 
PS. Then the parameter changes are: 

- P2 was assigned a new value v~, and 
- member P2 of structured domain Ps was assigned a new value v~. 
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Therefore, the affected issues are any that contain P2 or Ps. 

5.3.2. Computation of the Degrees of Effect 
Simply knowing which issues are affected is insufficient. The Plan Evaluator also 
needs to know how much a plan affects each of the affected issues; that is, it needs 
to compute the degrees of effect for each issue affected by each plan. The goal 
of the quantitative comparison of plans is to minimize the dissatisfaction of every 
client rather than maximize the overall satisfaction of the team. The validation of 
a plan requires the acceptance of all the members of the team; in other words, the 
dissatisfaction of a single client can block the validation of a plan. Therefore, it is 
easier to have a plan accepted if it slightly lowers the utility of several clients than 
if it dramatically lowers the utility of a single client. 

We define sgnij as -1 if the change of value of parameter x due to the plan is 
opposite to the desired change and as + I otherwise. For example, if the difference 
Ax = Xnew - Xold is negative and the issue indicates that the client wants to 
maximize the parameter, or if the difference Ax is positive and the issue indicates 
that the client wants to minimize the parameter, then sgnij = -1 and the partial 
degree of effect is negative; otherwise sgnij = + 1 and the partial degree of effect 
is positive. 

The first step in the quantitative computation of the effect of a plan is the 
computation of partial degrees of effect for all the parameters whose values are 
changed by the plan. Since a parameter may appear in several issues, several partial 
degrees of effect may need to be computed for each parameter. We distinguish 
three cases depending on the type of differential utility function associated with 
the parameter. 

Constant ditlerential utility function (consLdut): If the differential utility is 
constant, the partial degree of effect lij for the parameter x (the jth para
meter of issue i) is the absolute change in x normalized over its domain 
[Xminl xmax]. Thus: 

IAxl 
lij = sgnij X ---'----.:.-

Xmax - Xmin 

Increasing ditlerential utility function (incr _dut): For this category, the par
tial degree of effect is a normalization of the change with respect to the 
maximum value of the domain: 

IAxI 
lij = sgnij X ------'-. ~----:

Xmax - mln(xoldl xnew) 

Decreasing differential utility function (decr_dut): For this category, the par
tial degree of effect is a normalization of the change with respect to the 
minimum value of the domain: 
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I~XI 
iij = sgnij X ----;---'-----'-----:----

maX(Xoldl Xnew) - Xmin 

The normalization of these expression means that 1 iij 1 ~ 1 in all cases. >From 
the partial degrees of effect, the Plan Evaluator can compute an overall degree of 
effect of the plan on each affected issue. The overall degree of effect is simply a 
linear combination of the partial degrees of effect of the parameters of an issue. 

5.3.3. Overall Score Computation 
Finally, overall scores can be determined for each plan. The overall score of a plan 
P is the lowest degree of effect among the issues affected by P: 

mini L (Qij X iij) 
jEJt 

(1) 

where i represents each affected issue, j each parameter in each issue with its 
weight Q and partial degree of effect lij (I iij 1 ~ 1), Ji is the set of all parameters 
of issue i, and Jt is a subset of Ji composed only of the affected parameters of 
issue i. 

L-jEJi (Qij X iij) is the degree of effect for an issue i. The overall score 
represents the differential utility due to the plan for the worst affected issue, so it 
can be expressed as mini(dU jdi.x), where dU jdi.x is the differential utility, due 
to the plan, for the client possessing issue i, for the parameter x in issue i. 

Once the overall score of each plan has been computed, the system compares 
all of them and recommends for adoption the plan with the highest score. See the 
scenario in Sec. 6 for an example. 

5.4. APPROXIMATED EVALUATION 

In addition to plans given by the clients and suggestions generated by the system, 
the Plan Evaluator can also handle system or client suggestions that are too vague to 
be well-defined plans, e.g., suggestions to change the value of a parameter without 
specifying to which new value. In these situations we cannot use the formulae of 
partial degrees of effect given above, so we approximate the evaluation of these 
suggestions by using just the weights Qij and the value of sgnij for all the affected 
parameters. 

5.5. ADDITIONAL USES FOR PLANS AND ISSUES 

Additional kinds of situations can arise in which plans and issues are useful, but 
which do not require negotiation. If a client alters a parameter lying in the focal 
area of his perspective and this focal area is non-overlapping with any other, 
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a contradiction can occur, but it involves a single client. Therefore, it does not 
require negotiation. In Galileo terms, this is a constraint violation that involves only 
constraints which reference parameters in one perspective. In this case the system 
can use issues and plans within a single perspective to prioritize its suggestions 
for overcoming the violation in the order of the best suggestion first, because the 
Plan Evaluator can evaluate these suggestions according to how much they affect 
the client's issue. 

6. An Example Scenario 

Suppose we have a design team involved in the development of a new circuit 
board, and that three perspectives are represented: design, production, and test. 
Suppose the designers set forth this issue: 

issue 'functionality' (func) =::= 

{min(no_components) * 0.6 using decr_duf, 
min (pwr_consump) * 0.4 using incr_duf }. 

Suppose the production engineers have this issue: 

issue 'manufacturability' (manuf) =::= 

{ min (no_hole_sizes) * 0.2 using const_duf, 
min (time_lost_switching_machines) * 0.4 using const_duf, 
max (eqpt_utilization) * 0.2 using decr_duf, 
min (prod_eqpLprice) * 0.2 using decLduf }. 

Finally, suppose the test engineers have this issue: 

issue 'testability' (test) =::= 

{ min(test_eqpt_price) using decr_duf, 
min (no_components) using const_duf }. 

We denote the first parameter ofissuemanuf (no..hole_sizes) by manuf .1, the 
second (time_lost_switching_machines) by manuf. 2, etc. 

In this scenario, designers make a decision causing a potential multi-client 
conflict with the production engineers, so that negotiation is needed. Suppose the 
designers want to modify the set of components on a circuit board from A, B, and 
C to some components A and D in order to reduce the number of components 
(minimize the parameter no_components). The components A, B, and C use the 
same hole size sl, whereas the component D uses the hole size s2, different from 
s1. 
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TABLE 1. Evaluation of plans from multiple clients. 

+0.2 
-0.01 

I=~I min(+0.2, -0.01) = -0.01 

I Plan2 I func.! I -1 I [0,100] I min I +1 I deer_duf I +0.33 I 0.6 I +0.2 

I Overall score I 
for Plan 2 +0.2 

I Output Plan 2 selected 

Therefore, the number of required hole sizes would increase from 1 to 2 with 
the designers' decision, and would negatively affect the parameter no..hole_sizes 
within the production engineers' issue manufacturability (manuf). 

The system requires an explanation from the designers to justify their decision. 
The designers explain that they want to minimize the number of components by 
replacing the components B and C by the component D. The system informs the 
production engineers about the designers' intention of replacing the components 
B and C by the component D, along with the explanation, The system also asks 
the production engineers whether they concur with this decision, considering that 
the decision would increase the number of required hole sizes from 1 to 2. 

Suppose the production engineers do not concur with the decision and are 
therefore asked to submit a plan for a compromise with the designers. The pro
duction engineers suggest replacing the components B and C by the component 
E rather than by the component D, because the component E uses the same hole 
size as the component A (sl). 

The designers' decision constitutes Plan 1. The production engineers' sugges
tion constitutes Plan 2. Table 1 summarizes the computation of the overall score 
of Plan 1 and Plan 2. 

Plan 1 affects two issues: func and manuf. Within the issue func only one 
parameter is affected: no_components (func .1). So the degree of effect of the 
issue func simply equals the product of the weight of parameter func. 1 by its 
partial degree of effect. 

Idxl 
iij = sgnij X --,-----'--'----

max (Xold, Xnew) - Xmin 

which here is equivalent to: 

1-11 
iij = (+1) x max(3, 2) _ 0 = +0.33 
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Thus, since Qij = 0.6, the degree of effect of the issue func rounds to +0.2. 
Similarly, we compute the degree of effect of the issue manuf, in which only 

the parameter manuf . 1 is affected: 

Idxl 
lij = sgnij X ----'---'---

Xmax - Xmin 

which here is equivalent to: 

1+11 
lij = (-1) x 20 _ 0 = -0.05 

Thus, since Qij = 0.2, the degree of effect of the issue manuf rounds to -0.01, 
and the overall score for Plan 1 is min(+0.2,-0.01) = -0.01. 

Plan 2 affects one issue: func. Within this issue only one parameter is affected: 
no_components (func .1). Thus the score equals the degree of effect of func .1, 
which is product of the weight of func. 1 by its partial degree of effect due to 
Plan 2. Since Plan 2 affects the parameter no_components (func .1) in the same 
direction as Plan 1 does, the score for Plan 2 rounds to +0.2. 

Plan 2 has a higher score than Plan 1 (+0.2 vs. -0.01). Therefore it is selected 
by the Plan Evaluator as the best plan; and the designers are asked by the system 
to replace the components B and C by the component E. 

7. Comparison with Other Work 

The Designer Fabricator Interpreter (DF!) (Werkman, 1992) is another negotiation 
model for concurrent engineering based on multiple perspectives. Agents combine 
their issues in sharable perspectives. DF! system allows a user to present a proposal, 
along with a key issue, to the entire group for evaluation. The key issue represents 
the interests of an agent and must be respected by all the other agents throughout the 
negotiation dialogue. The proposal is reviewed and refined into counter-proposals. 
Once all generated proposals have been evaluated, the best one is selected. This 
mechanism facilitates the negotiation process because it privileges the agent with 
the key issue with respect to the others, but it may not be considered fair. 

Case-based negotiation systems use an organized memory of previous cases 
of conflicts to automatically generate a solution for the current conflict. The sys
tem analyzes the differences between the past case, selected from the memory, 
and the current case in order to modify the past solution appropriately. PER
SUADER (Sycara, 1989), a negotiation system for labor management conflicts (a 
non-cooperative environment), is one example of a system that uses case-based 
reasoning to resolve multi-agent conflicts. The drawback of this method is that 
when the current conflict does not match any past case stored in the memory, the 
system cannot provide a compromise solution unless it has available a second 
method capable of generating a solution from scratch. PERSUADER uses prefer
ence analysis to select a compromise solution when case-based reasoning cannot 
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be applied. In preference analysis, the system approximates the shape of the utility 
curves for each agent. The utility curves shapes are common information among 
agents, which helps each agent predict whether a solution is going to satisfy the 
other agents by giving them a good payoff. 

Cosmos is a tool which supports negotiation among designers by determin
ing the consequences of a change suggested by a designer and providing that 
information to the whole group of designers. The system thus supplies a com
mon context which the team can use as a basis for discussion. Cosmos is in
tended as a tool in the large Palo Alto Collaborative Testbed (PACT) (Cutkosky 
et aI., 1993). Another aspect of this project is SHADE (Gruber et ai., 1992; 
Tenenbaum et ai., 1992), a representational framework for sharing design know
ledge and coordinating the communication of design changes. 

Other systems support collaborative design but are not oriented toward me
diating negotiation explicitly. REDUX' (Petrie, 1992) is a decision maintenance 
server for distributed design tasks that maintains dependencies among objects, 
where each object is of a type defined in a shared ontology of decision compon
ents. Clients send REDUX' messages about decisions and related information. The 
output is messages representing the propagation of user design changes. Although 
REDUX' represents knowledge in constraint form, it performs coordination ser
vices only; the users are responsible for detecting constraint violations and de
termining which decisions need to be altered to resolve the conflict. REDUX' then 
uses truth maintenance techniques to propagate the consequences consistently. 
The ADD system (Garcia, 1992) supports parametric design by using represent
ation of both constraint information and evaluation criteria representing designer 
preferences. The system allows the user to modify or delete criteria, change the 
alternative evaluation of a criteria, or change the overall importance played by a 
criterion in a design. The system itself, however, does not appear to have a mech
anism for manipulating these criteria, or comparing conflicting criteria among 
users. 

8. Conclusions 

8.1. CONTRIBUTIONS 

Our negotiation protocol provides a well-founded, expressive, and useful support 
for negotiation between the various users of client-assisted inference systems for 
concurrent engineering. 

The protocol not only detects when a client makes a decision potentially 
affecting other clients, it also offers a procedure for evaluating the various plans 
that clients suggest. This evaluation is based on, first, the issues entered by the 
different members of the team before or during the design process, and second, 
the different plans suggested by the affected clients for finding a compromise. The 
evaluation procedure can be applied to the suggestions of clients whether they 
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follow the current definition of a plan or not. Knowing the direction of change of 
the affected parameters is usually sufficient to approximate the degree of effect of 
the plan for the issues containing the affected parameters. 

The protocol presented here uses a fair evaluation scheme, in the sense defined 
in Sec. 3. First, it treats all the clients equally. Second, it avoids any situation where 
a client could be greatly dissatisfied because several other clients see their position 
slightly improved by the acceptance of a given plan. Finally, no issue has priority 
over any other issue. 

Our protocol can serve for the addition or the enhancement of the negoti
ation facility of client-assisted inference systems for concurrent engineering. For 
example, the current implementation of Galile03 can only detect the need for ne
gotiation. When a decision is made by a client and which concerns other clients, 
Galile03 informs them bye-mail: it sends the free-text explanation required from 
the client which wants to make the decision. So, in the current implementation of 
Galile03, an endless succession of decisions back and forth could occur if two or 
more clients cannot find a compromise on their own. 

8.2. CURRENT LIMITATIONS AND FUTURE RESEARCH 

Our protocol is currently limited to parameters defined over ordered bounded 
domains. Some extensions would be needed to allow the computation of the 
degrees of effect of plans on issues containing parameters defined over unbounded 
domains and/or partially ordered bounded domains. The language could allow the 
client to define its own partial orderings and refer to them in the issue definitions 
for a more general meaning of the keywords min and max. The definition of an 
issue could also be generalized by allowing any expressions (like 5 x X - 9) 
instead of only parameters (like simply X). 

The current definition of a plan is restricted to the assignment of values to 
parameters, and allows only adding a linear equality constraint, or retracting any 
constraint that was underlying a contradiction. For full functionality plans should 
be extended by allowing: 

- The retraction of a constraint where that has the effect of making one or 
more parameters unknown. Assume that a parameter X appears in a single 
constraint X = Y - 1 and that Y has the value 4. X then has the value 3. If 
the constraint is retracted, the parameter X has no longer a known value. 

- The addition of a constraint expressing an inequality, like X < 0.1, which 
does not force the parameter X to a single value. 

- Similarly, the addition of a non-linear equation, like X2 - 3 x X + 2 = 0, 
which restricts the set of possible values of X only to the set { 1,2 }, rather 
than to a single value. 

- The introduction and use of new system-generated parameters, since any 
language that adheres to the Galile03 model must allow this conditional 
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existence of parameters. 
Adjustments to the priority of a constraint by increasing or decreasing its 
hardness value. 

Among other areas of future work are exploring the effect on plans of new 
system-inferred parameters such as are possible with Free Logic constraints, and 
support for multiple exploratory designs-in-progress developed concurrently by 
the same participants. 
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GENETIC ALGORITHMS VERSUS SIMULATED ANNEALING: 
SATISFACTION OF LARGE SETS OF ALGEBRAIC MECHANICAL 
DESIGN CONSTRAINTS 
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Abstract. The embodiment phase of mechanical design is, in part, a constraint 
specification and satisfaction problem. A set of tools to specify and satisfy sets of 
inequality and equality non-linear constraints has been developed and is presented in this 
paper. A combination of constraint-based methods and optimization techniques--a direct 
search method and two adaptive search methods--was applied to the problem of constraint 
satisfaction of large sets of highly coupled, non-linear, equality and inequality 
constraints. The constraint-based methods were used to reduce the constraint space size 
through algebraic manipulation of the constraints. Adaptive search techniques, genetic 
algorithms and simulated annealing, were used to find designs that satisfy all the 
imposed constraints. 

1. Introduction 

Engineering design is a complex process in which a large amount of 
information and a multitude of tasks are processed simultaneously. The 
traditional computer-aided-design (CAD) packages do not address the 
complex nature of design and, as a result, have limited usefulness in the 
earlier phases of the design process. However, during the 1980's and 1990's 
industry and academia have been attempting to develop more 'design
oriented' CAD. There are many different approaches being taken to improve 
the computer's ability to assist in various aspects of the design process. One 
approach involves the development of systems to assist in constraint 
specification and satisfaction. 

The first constraints on a new design are defined by the specifications 
outlined at the start of the design process (i.e., the mass of the design must be 
less than 5 kg). The rest of the design process can be seen as the search for a 
solution that satisfies these constraints. Each decision that is made to satisfy a 
constraint on the design may impose further constraints. 

Although there are various types of design constraints, the research pre
sented in this paper focuses on mathematical constraints. Methods to find 
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solutions to large sets of constraints are needed to generate feasible designs 
quickly. Such methods allow a designer to embody several designs for com
parison. Finding a solution to large sets of mathematical design constraints is 
non-trivial for several reasons. First, constraints can be either equalities or in
equalities. Second, although some constraints are linear, many design con
straints are highly non-linear, for example, those used to calculate maximum 
stresses. Third, constraints tend to be highly coupled and this coupling 
complicates the search for a design solution (Watton 1989). Fourth, there are 
large numbers of design variables and constraints in embodiment design. 

Techniques have been developed by the author to satisfy large sets of 
mechanical design constraints. First, the constraint sets are simplified using 
constraint-based methods that remove equality constraints. Subsequent steps 
include the use of adaptive search techniques, genetic algorithms (GAs) and 
simulated annealing (SA), to find feasible design. This research is a part of a 
larger initiative to automate the process of design. The techniques presented 
in this paper have been verified through the development, implementation 
and testing of the software package CADET (Computer-Aided-Design 
Embodiment Tool). Four design problems, the drive train for an aero engine, 
a mobile arm support (MAS), a bearing, and a spring, were used to test the 
functionality of CADET and its associated algorithms. Details about the four 
problems and their associated design variables and constraints can be found 
in the PhD thesis by the author (Thornton 1993). 

2. Constraint Specification 

2.1. PRODUCT MODEL 

In order to enable a computer to assist in the design constraint process, a 
formal representation of design information is required. A prototype product 
model has been developed and implemented. The product model supports 
constraints, dimensions, geometry, position, orientation, material, and 
connections between objects. Individual components are represented by one 
data structure and the interfaces between the components by another. In 
addition, there are constraint, variable, and material data structures. A detailed 
description of the product model can be found in Thornton (1993). 

Although the product model structure contains information that has been 
presented in other literature, this model is original for several reasons. First, 
this structure has been implemented and tested. Second, it maintains three
dimensional (3-D) geometry, the parameters and constraints in a single 
structure, which no other system does. Third, it incorporates the ability to 
view, add and edit constraints. It has the advantage that it is simple but can 
contain extensive information about a design. Its flexibility also allows for 
expansion in the future. 
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2.2. GENERIC LIBRARIES 

The process of constraint specification involves the designer describing 
hundreds of constraints. This process has been partially automated in 
CADET through the use of generic components. These generic components 
contain the geometry, design variables and constraints. The justification for 
using this approach is based on what the author (Johnson and Thornton 
1991) called "the reasoned assumption that a wide range of engineering 
designs can be modeled using a reasonable and manageable number of 
function elements." 

For example, the prototype software system, CADET, contains the generic 
component 'connecting rod' that has a geometry, a set of variables, and a set 
of constraints. Figure 1 shows a diagram of the generic component 
'connecting rod' and some of its associated constraints and variables. 

Variables 

dto ' dti 

tw,Ixx 

tt, dbo 

I yy , Ww 

dbi , tb 

Equations 
Geometric constraint: Ww < dto 

Moment of Inertia: Ixx = wwtw3 112 

Buckling limit in web: Fv < 1C2 EI xx / 1211 

Bearing limit in top hole: Fv < (Jbearingdtitt / 11 

Maximum defection: 0 > Fh 
3 

3Elyy11 

Geometric constraint: dbo < dbi 

Figure 1. Some of the variable and constraints associated with the generic component 
"Connecting Rod" 

In order for such a system to be useful, a wide enough range of 
components must be included to allow most of a design to be described 
using generic components. To test the feasibility of such a library, a study of 
the 'standardness' was made of the components (numbering in total more 
than 3000 parts) in five large designs: a diesel engine, grinder, lathe, milling 
machine, and printer. Each part in the five designs was compared to a list of 
generic components. The list of approximately 200 components was 
gathered through the discussions with design engineers, and a survey of the 
five designs and of several mechanical design handbooks. Examples of 
generic components include: 
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ContainerslReference Frames--cover, housing, plate, duct, pipe. 
Controllers-valve, gauge, knob, pointer. 
Fasteners--clip, bolt, nut, strap, rivet, coupling. 
Load Bearers-bracket, brace, bearing, web. 
Locators-joint, spacer, pivot, pad. 
Power Transmitters--chain, cable, shaft, cam. 
Seals-gasket, o-ring. 

The complete list can be found in Thornton (1993). It was found that 
93% of the parts in the five designs fit into the list of generic components. 
CADET currently contains about twenty of these generic components. 

3. Constraint Satisfaction 

3.l. EXISTING CONSTRAINT SATISFACTION SYSTEMS 

In order for such a software system to be useful, tools are needed that enable 
the parameters to be determined such that none of the constraints are 
violated. The design space for this type of problem is not simple because 
constraints are non-linear (which precludes the use of linear search methods 
such as the Simplex method) and are highly coupled. The search for a 
feasible design is also difficult because there is very little knowledge about 
the feasible region (i.e., is it convex? is it connected?). 

Existing constraint satisfaction methods can be divided into two 
categories. The first finds a solution using algebraic manipulation of the 
equations (Le., constraint-based methods). The second uses traditional 
optimization techniques to find a solution to the constraints by optimizing a 
measure of the 'goodness' of a given solution. 

3.1.1. Constraint-Based Methods 
There are several commercial and research systems that use constraint-based 
methods to solve constrained problems. Commercial packages used 
specifically for design include ICAD (Wagner 1990), Pro Engineer (James 
1991a), PC Parametric (James 1991b) and Concept Modeller (The Concept 
Modeller 1990). 

Sriram et al. (1989), Young et al. (1991), and Watton (1989). General 
commercial constraint satisfiers include TK!Solver (Konopasek and 
Jayaraman 1985) and ThingLab (Freeman-Benson 1989) A review of the 
constraint handling abilities of these packages can be found in Thornton 
(1993). 

None of those listed fulfill the requirements for the constraint satisfaction 
system needed. None are capable of constraint satisfaction of large sets of 
non-linear, highly coupled equality and inequality constraints, and many 
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require the user to suggest initial values for some or all the variables. 
However, the techniques for handling the equality constraints are useful. 
Similar techniques have been applied to the constraint problem in question. 

3.1.2. Optimization Methods 
There are numerous books and articles contammg a wide variety of 
optimization techniques for solving non-linear constrained optimization 
problems. In non-linear optimization, a function F(x), where x is a vector of 
variables, is minimized using an iterative algorithm. In general, these 
algorithms start at Xl and pick a point X2 based on the value of F(X1). Some 
methods calculate the gradient information to aid the search. The feasible 
area of x may be constrained by a set of inequality and equality constraints, 
c(x) ~ O. 

Penalty methods cast a constrained optimization problem as an 
unconstrained problem by adding a penalty function to the original goal 
function. A penalty function has the properties that it is positive when 
constraints are violated and is zero when all the constraints are satisfied. 

If the equations are highly non-linear (i.e., they cannot be assumed to be 
locally linear), it may be difficult to derive or calculate the slope of the 
function using finite differences. This difficulty is partially due to truncation 
and cancellation errors. In addition, these methods are likely to miss the 
global minimum if there are multiple local minima in the search space. 

3.1.3. Adaptive Search Methods 
Since the 1980s a new class of search techniques, called adaptive (or 
stochastic) search techniques, have been developed. The two best known are 
genetic algorithms (GAs) and simulated annealing (SA). Both techniques are 
loosely based on processes that happen in nature: GAs on sexual 
reproduction and evolution and SA on the process of metals annealing. Both 
techniques are robust and good at finding a global minimum in large 
complex search spaces (David and April 1987; Laarhoven and Aarts 1987). 

3.2. CONSTRAINT-BASED AND OPTIMIZATION METHODS 

3.2.1. Constraint-Based Methods 
Because the problem of constraint satisfaction in design contains both 
equality and inequality non-linear constraints, a combination of constraint
based and optimization methods were implemented in CADET. Constraint
based methods are used to simplify the constraint set through the removal of 
equality constraints. The constraint-based methods work by searching the 
constraint sets for equality constraints. The equality constraints are 
substituted, where possible, into the other constraints to reduce the number of 
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variables. In addition, those variables with constant values are removed. A 
detailed description of the algorithms can be found in Thornton (1993). 

3.2.2. Optimization Methods 
Once the constraint set has been reduced by removing equality constraints, 
the constraint satisfaction problem can be solved as an unconstrained 
optimization problem which finds a point in the search space that does not 
violate any constraints. 

The constraint violation function, '1', was constructed to accurately reflect 
the quality of a solution; the value of 'I' approaches zero as the solution 
improves, and becomes larger, as the violations increase. In general, a 
constraint has one of two forms: FI (x) < F2 (x) or F3 (x) = F 4 (x), 

Because the magnitudes of the errors (i.e., F I-F 2) may be different, a 
normalized error for constraint i, di, for the two constraint types are 
respectively: 

(1) 

The total constraint violation function, '1', is the sum of the squares of the 
constraint violation functions for each constraint where nc is the number of 
constraints: 

(2) 

4. Genetic Algorithms 

Genetic algorithms were first developed by John Holland, his colleagues and 
his students at the University of Michigan. GAs, which can be used in 
searching, optimization and machine learning, are based on the mechanics of 
natural selection and natural genetics Goldberg (1989). In nature, inherited 
characteristics are encoded in the genes of every living thing and those 
entities with the best genes survive to reproduce. 

In traditional optimization techniques, the parameters being optimized are 
maintained in an array x = <Xl, x2, ... , xn>. In genetic algorithms, the array 
of parameters, x, is represented by a binary string of length nL, where n is the 
number of parameters and L is the number of binary digits that are used to 
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represent each value Xi. A population of these binary strings is maintained at 
each iteration of the algorithm. 

Before the GA is described, several terms need to be defined. The 
'chromosome' is the total binary string and the genes are the individual bits in 
the string. The fitness function, which is the function being minimized, is 
evaluated by first decoding the binary representation and then calculating the 
fitness function from the parameters. Mutation is the process by which a 
gene is randomly changed. Crossover is the process by which portions of 
chromosomes are swapped to generate new chromosomes. 

A typical GA has the following form: 

1. Initialize the population by constructing random chromosomes. 
2. Evaluate each chromosome in the popUlation for fitness and stop if 

a solution is found. 
3. Select the parent members for the next generation based on the 

fitness of the chromosomes (those with good chromosomes become 
parents: the rest 'die'). 

4. Create the next population (set of children) by applying mutation 
and crossover operators to the parents selected in step 3. 

5. Stop the algorithm if all the chromosomes have converged; 
otherwise, return to step 2. 

The GA is traditionally stopped when the chromosomes converge. In the 
case of CADET, the GA is run until the parameters on a chromosome do not 
violate any constraints or until the solution converges on a local minimum 
where there still may be constraint violations. 

4.1. GA PROCESSES 

A new population is generated in two steps. First, a subset of the original 
population is found by selecting the best members of the current population. 
Second, crossover and mutation are applied to the selected set to generate the 
new population. 

In the crossover procedure, parents' chromosomes are chosen from the set 
of parents in pairs. The genetic material is swapped between each pair to 
generate two children. The children then replace the parents in the new 
population and the parent chromosomes are thrown out. . 

There are several different types of crossover including point and 
masked. Two-point crossover picks two random cut points between which the 
parental genes are swapped (Davis 1991). The algorithm used to generate the 
children for the masked crossover shown in Figure 2 (Louis 1992): 
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1- Copy Parent 1 to Child 1 and Parent 2 to Child 2. 
2- For each bit: 

• If Mask 2's bit equals 1 and Mask 1 's bit equals 0 copy that bit 
from Parent 2 to Child 1. 

• If Mask 1 's bit equals 1 and Mask 2's bit equals 0 copy that bit 
from Parent 1 to Child 2. 

Although two-point crossover is simple and similar to the process that 
occurs in nature, it has the disadvantage that the children's fitness can differ 
greatly from the parents'. This is a considerable problem in those 
optimization problems where the parameters are highly coupled, as is the 
case in design problems. It is generally believed that masked crossover is 
better than two-point crossover in allowing coupled parameters to appear 
intact in the next generation (Louis 1992; Syswerda 1989). 

Mask 1 
Parent 1 
Child 1 

1 0 1 1 0 
o 0 0 0 0 
o 1 0 0 1 

Mask 2 
Parent 2 
Child 2 

Figure 2. Masked crossover (2). 

o 1 0 1 1 
1 1 1 1 1 
o 1 0 1 1 

4.2. APPLICATION OF GENETIC ALGORITHMS TO CONSTRAINT 
SATISFACTION 

4.2 .1. Implementation 
To facilitate applying GAs to the problem of constraint satisfaction, the GA 
program GENESIS (GENEtic Search Implementation System) was used. 
GENESIS was originally developed by Grefestette as a task independent 
optimizer (Grefestette 1990). 

The constraint violation function, P, was used for the fitness function and 
the two types of crossover, masked and point, were tested. An elitist strategy 
(i.e., the best performing chromosome always appears in the next generation) 
was used and was found to benefit the search. 

GENESIS normally uses a two-point crossover and a masked crossover 
operator was added to GENESIS by the author. The author is not aware of 
any existing literature that presents masking on a similar problem, so the 
mask generation algorithm presented was developed specifically for this 
research. 

Since information is available about the relationship between constraints 
and variables, it is possible to determine which variables have good values 
and which variables do not. An algorithm to mask 'good' parameters was 
developed and implemented. The mask was built by assigning 1 's to those 
genes associated with a parameter that is close to satisfying or that satisfies all 
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the constraints on it, and O's where the parameter is involved in constraints 
that are far from being satisfied. 

4.2.2. Results 
The GA was run with combinations of the control parameter settings for both 
types of crossover. A binary encoding length of twelve genes per design 
variable was used for each problem. Each control parameter set was run 
twenty times on the four test problems. The numbers of constraint 
calculations needed to find a solution were averaged together to get a 
measure of the algorithm's performance. 

Table 1 lists the performance of the GA with masked and two-point 
crossover. The first three columns describe the size of the problem after the 
constraint-based methods were used to simplify the problem: the number of 
variables in the problem, the total number of constraints, and the total 
number of equality constraints remaining after the simplification process. 
The inclusion of equality constraints in a problem makes the search for a 
feasible point more difficult. 

For two-point crossover the values of mutation rate of 0.01, crossover rate 
of 0.0, and a population of 10 were found to give the best results over the 
four problems. The crossover rate of 0.0 (Le., no crossover) verified that two
point crossover was not effective because of the highly coupled nature of the 
variables. For masked crossover, the best control parameters were found to be 
a mutation rate of 0.01, a crossover rate of 0.9, and a population of 30. 

TABLE 1. Performances of masked and two-point crossover. 

Vars. Constr. EQ. constr. Two-point Masked 
Aero Engine 20 45 0 158,535 98,055 

MAS 62 141 0 1,631,511 304,278 
Spring 8 14 5 59,276 205,278 
BearinK 6 9 2 935478 309258 

There is some question as to the effectiveness of point crossover in 
genetic algorithms. Although it is a common belief that crossover is needed 
to find the optimal solution to a problem, results from several sources 
(Eshelman et al., 1989; Fogel and Atmar, 1990; Schaffer et al., 1989) 
indicate that this is not the case. These finding concur with the findings of 
the research described in this paper. 

Unlike the two-point crossover, the masked crossover did not have 
destructive effects on the search. The best performance occurred when the 
crossover rate and mutation rate were set to a high value. The population size 
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and crossover rates that gave the best results are consistent with both the 
works of Cartwright and Mott (1991) and Grefestette (1986). 

In three of the four problems, the masked crossover performed better 
than the two-point crossover. The inability of the masked crossover to 
improve the performance of the GA in the spring problem is probably due to 
the small number of parameters. The reasoning behind using the masked 
crossover was to allow coupled parameters that appear in different parts of 
the gene to appear undisrupted after crossover; in chromosomes with small 
numbers of parameters, coupling is less of an issue. 

5. Simulated Annealing 

Simulated annealing (SA) is an adaptive search technique based on the 
process of metal annealing. Laarhoven and Aarts (1987) describe simulated 
annealing as an algorithm based on "randomization techniques ... [that] 
incorporate a number of aspects related to iterative improvement 
algorithms. " 

Simulated annealing is an analogy of condensed matter physics and 
thermodynamics. When a disordered solid is slowly cooled, the particles 
arrange themselves such that the energy of the system is reduced. Lower 
energy states are more probable than higher energy states and as the 
temperature drops, high energy states become still less probable. If the 
temperature is dropped slowly enough, a solid with the absolute minimum 
energy possible is formed. If, however, the temperature is dropped too 
quickly, a meta-stable solid can be formed in which the energy of the system 
is higher than the lowest possible. The more slowly the temperature is 
dropped, the more likely it is that a minimum energy solid will be generated. 

The original form of the SA algorithm was proposed by Metropolis et al. 
(1953) to simulate the annealing of solids on a molecular level. In the 
Metropolis algorithm different states of the computer model of a solid are 
generated by randomly applying small changes to the positions of randomly 
chosen particles and calculating the resulting energy change. If there is a 
drop in the energy, the change is always kept. If there is an increase in the 
energy, the probability of the change in energy, LlE, being kept is calculated 
by: 

P(M) = e-M.lkT (3) 

where k is the Boltzmann's constant and T is the temperature. 
In the 1980s, two papers (Cerny 1985; Kirkpatrick 1983) were published 

that applied this algorithm to a general optimization problem. The parameter 
values of the optimization function replaced the state of the solid and the 
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goal function replaced the energy. A simple simulated annealing algorithm is 
shown below. T is the temperature. L is the Markov chain length (Le., the 
number of trials where the temperature is held constant). a defined the rate at 
which T is decreased. The function 'generate transition' is the process by 
which a change is made to the current search point. 

set T to a high value 
L=O 
while (T> Tmin) { 

generate transition 

} 

calculate the energy change, aE 
calculate P(LiE') 
decide whether or not to keep change 
if (L > Lmax) 

else 

T=aT 
L=O 

L=L+l 

5.1. SA AND CONSTRAINT SATISFACTION IN NEURAL NETWORKS 

Although simulated annealing is usually classified as an optimization 
algorithm, it has been used for constraint satisfaction of linear constraints 
within the field of neural networks (Aleksander and Morton 1990). Boltzman 
machines (Ackley et ai. 1985) are used to find the solution to large sets of 
linear inequality constraints. They use a network representation and a 
simulated annealing algorithm to find a solution 

Boltzman machines are limited to linear constraints and therefore cannot 
be directly applied to the sets of non-linear constraints found in design. A 
data structure and algorithm similar to Boltzman machines was developed by 
the author for non-linear constraints in design. This combination of 
simulated annealing and a network constraint satisfaction system is called 
SANCS (Simulated Annealing Network Constraint Satisfaction System). 

5.2. SANCS 

In Boltzman machine, the constraints are represented by a network of nodes 
and links. SANCS has a similar constraint network built from the variables 
and constraints (Figure 3 shows the constraint network for a pin) where the 
nodes contain the variables (force, diameter, etc.) and the links, the 
constraints (shear limit, bearing limit, etc.). The links in SANCS are more 
complex than those used in Boltzman machines. In SANCS, each link 
represents one constraint and connects all the variables in that constraint. The 
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energy of the system is taken to be 'P, the constraint violation function 
described above. 

Figure 3. Constraint network. 

This structure has several advantages. First, it allows all the constraints on 
a given variable to be quickly determined and calculated. Second, it reduces 
the time taken to calculate the energy of the network because the energy 
calculation is localized. When the value of a variable is changed, the change 
in energy of the entire system is equal to the change in d,2 of the constraints 
attached to that variable. The normalized errors in the constraints not 
attached to the variable are not recalculated. The calculation time of the 
energy at every iteration is significantly smaller than that for the fitness 
function of the GA, which requires all constraints to be evaluated for each 
new point in the search space. 

SANCS generates a transition from one point in the search space to 
another by varying the value of one variable. SANCS weights the variables 
based on the violation of the constraints associated them. The larger the 
violation associated with a variable, the more likely a variable will be selected. 
Once the node is selected, its value is changed by a random amount. 

After a new value of the variable is selected, the change in energy, LiE, due 
to the change in the variable's value is calculated, and the decision about 
whether to keep that change is made. LiE is calculated such that it will have a 
negative value if energy of the new point is greater than the old. The 
probability of the new value being kept is calculated by: 



GENETIC ALGORITHMS VERSUS SIMULATED ANNEALING 393 

2 
M'> O,P(M') = 1; M' < O,P(M') = -MfT (4) 

l+e 

where P( LlE) is the likelihood that the change will be kept. 
The graph of 'P( LlE) vs. LlE' at various temperatures is shown in Figure 4. 

The higher the temperature, the flatter the curve. 

1 
T increasing 

P(&:) 0.5 

o 

Figure 4. Probability of change in energy, &, being kept. 

5.3. ANNEALING SCHEDULE 

The annealing schedule determines the rate and way in which the 
temperature is decreased through the search. The schedule is divided into 
four parts: the initial temperature, the stopping criterion, the rate of 
temperature decrease, and the Markov chain length. 

Although there are several documented ways of calculating the initial 
temperature, To, Kirkpatrick et al.'s (1983) method was used. This method 
starts with a low initial temperature, performs a number of transitions and 
calculates the acceptance ratio (X) (i.e., the percentage of changes that are 
accepted at a given temperature). The initial temperature is increased and the 
process continued until the acceptance ratio is sufficiently high. Kirkpatrick 
et al. suggest a ratio X of 0.8. 

The stopping criterion is straight forward because the value of the global 
minimum of tp is known to be zero for any feasible design, the algorithm is 
always stopped when a set of parameters is found to satisfy all the constraints. 
However, the SANCS algorithm will not always find a solution either because 
none exists or because it converges on a local minimum. SANCS is stopped 
when the temperature becomes too low (i.e., the P(L\E» approaches a step 
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function}. A value of Tmin is set by the user and specifies ToT min as the 
minimum value of T allowed. 

Several ways of setting the Markov chain lengths are outlined by 
Laarhoven and Aarts (1987). A constant value of L was found to give the 
best results. 

Laarhoven states that the most common decrement rule is given by: 

Tk+l=aTk, k=O, 1,2, .... (5) 

where a is less than but close to 1. This method was found to give superior 
performance over other simple annealing schedules. 

5.4. RESULTS 

The performance of SANCS was measured by the total number of constraint 
evaluations made. As with the GA, the starting point of SANCS was randomly 
selected. Combinations of the control parameters were tested. The set that 
gave reasonably good performance over the four problems is L=5, a=.995, 
and Tmin = le-5. 

TABLE 2. SANeS'results. 

Vars. Constr. Eq. Perfonnance 
Constr 

Aero Engine 20 45 0 2,248 
MAS 62 141 0 9610 
Spring 8 14 5 27148 
Bearing 6 9 2 12319 

Table 2 summarizes the performance of SANCS on the four problems. 
The table shows the number of variables and constraints (after the constraint 
sets were reduced through the removal of constants and most of the equality 
constraints) and performance of the algorithm with the parameter settings 
described above. The performance is the average of the total number of 
constraint evaluations required to find the solution in twenty trials. 

6. Comparison of Search Techniques 

Table 3 shows the comparison of the performances of the GA with masked 
crossover and SANCS. In addition, the performance of the direct search, 
Hooke and Jeeves (H&J) (Luenberger 1984), is shown. The column, H&J 
lists the percentage of trials in which the algorithm was able to fmd a solution 
and the average number of constraint evaluations taken to find it. 
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TABLE 3. Performances of SANes, GA and H&J. 

Vars. Constr. Eq. SANCS GA H&J 
Constr. 

Aero Engine 20 45 0 2,248 98,055 0% 
MAS 62 141 0 9,610 304,278 60% 

29,866 
Spring 8 14 5 27,148 205,279 100% 

16,352 
Bearing 6 9 2 12,319 309,258 0% 

All three techniques were implemented such that the designer only has to 
specify the range of the variables and the control parameters for the 
algorithms (e.g., the annealing rate in SA and the crossover rate in GA). 

The behavior of the algorithms is shown in Figure 5. These graphs show 
one run of each of the algorithms-H&J, GA with two point crossover, GA 
with masked crossover and SANCS-or the mobile arm support design (the 
graphs of the other three designs are very similar). The x-axis of the graph 
shows the number of constraint violations and the y-graph, the value of 'P. 
To generate the graph, a set of runs was made recording the variation of the 
constraint violation function with the number of constraint evaluations. One 
run, representative of the average performance, was selected and graphed. 
The GA curves record the best population member in each generation. 

Both adaptive search techniques were modified to use problem-specific 
information to aid the search for a feasible design and were found to be 
capable of finding a solution in a highly complex search space. First, the 
genetic algorithm package GENESIS was modified to incorporate masked 
crossover that resulted in a zero- to five-fold improvement in its 
performance. Second, a traditional simulated annealing algorithm was 
modified and applied to a constraint network. The resulting algorithm, 
SANCS, includes problem-specific information in two ways. First, the 
constraint violation function calculation is localized (Le., only those 
constraints effected by a change are recalculated), which reduces the 
calculation time by a factor of two-and-a-half to twenty-four over SANCS 
used without local calculations. Second, SANCS concentrates its efforts on 
the variables causing the constraint violations, which improves the search by 
approximately two-fold over a random variable selection process. 

In all except the case of the spring problem, SANCS found a feasible 
solution faster than either the genetic algorithm or H&J. The superior 
performance of the H&J algorithm on the spring problem can be explained 
by the design space. The constraint space is simple, which suits the direct 
search method. On the other hand, the H&J was unable to find a feasible 
design in every trial for the other three problems whose design spaces are 
more complex. 
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SANCS has been chosen by the author as the constraint satisfaction 
technique to be incorporated into the next version of CADET. 

10 
Two-point Crossover - - - - - - - - H&J 

- - - - - Masked Crossover - - - - - - SANCS 
' .. ... 
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Figure 5. 'I' versus number of constraint evaluations for the mobile arm support. 

7. Conclusions 

In conclusion, this paper demonstrates the feasibility of solving large sets of 
constraints in a relatively short computational time. SANCS was shown to be 
superior to the genetic algorithm and this superiority was primarily due to its 
ability to represent constraints as a network. Further improvements in 
SANCS' performance could result from using more advanced annealing 
schedules. 

The tools were was designed to generate the 'first cut' of a design based 
only on knowledge of the constraints and the initial design information (e.g., 
total size and load capacity). However, there are many other possible uses for 
these tools. 

Once a designer has completed specifying the design components, the 
software provides the means to explore the effect on a design of changing 
variable values. It also provides the designer with information concerning 
how close the design is to satisfying or violating the constraints. 
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Such as system could be used by both novice and expert designers. For 
the novice designer, it provides a tool to maintain a large amount of design 
information, which might otherwise be overwhelming. It allows the novice to 
quickly determine tradeoffs between design parameters and to determine the 
effects of design changes. In addition, it would be useful to an expert 
designer because it is capable of maintaining and suggesting solutions to 
large constraint sets. In addition, the tools provide the means to rapidly 
explore several different alternate concepts for a design by allowing the 
designer to spend his/her time on the concepts rather than on the 
mathematics. 

In the sort term, there are several possible further improvements. Such 
improvements include interfacing with other software, addition of additional 
functionality to assist in the removal of equalities from the constraint set, 
implementation of the SANCS algorithm on a parallel processor machine, 
and expansions to the product model. 

Within the scope of this research the process of constraint specification 
and satisfaction in. design was limited to mathematical constraints. The 
success of CADET opens up the possibility of applying these techniques to a 
wider variety of design information in the longer term. 
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Abstract. It has been generally accepted that the recognition of emergent subshapes 
plays an important role in design derivation. Many symbolic approaches have been 
considered in addressing this focused problem. On the other hand, the issue is also 
encountered by connectionist networks, also called parallel distributed models or neural 
networks. Connectionist networks associated with recurrent attention have explored the 
problem to some degree, but these explorations are still limited. This paper explores an 
alternative, feasible mechanism of visual attention that can overcome the limitations of 
the recurrent attention paradigm. The mechanism of searchlight attention presented in 
this paper draws intensively on previous and recent findings in cognitive psychology, 
neuroscience and their computational simulations and investigations. 

1. Introduction 

Abundant graphic representations are critical in the design process because 
both design knowledge and design concepts draw extensively upon the 
representations of shapes. Designers naturally restructure shapes in terms of 
emergent sub shapes to aid their further deliberations in design. It has been 
generally accepted that the recognition of emergent subshapes plays an 
important role in design derivation (Mitchell, 1990, 1992a, 1992b; Stiny, 
1990, 1992, 1993). The ability to vividly encode subshapes can thus be 
viewed as a touchstone for the development of CAAD systems~ Many 
symbolic approaches have been considered in addressing this focused 
problem (Nagakura, 1990; Tan, 1990; Stiny, 1992; Gero and Yan, 1993). 
Symbolic processing, without doubt, provides some advantages such as 
computational efficiency, systematicity, and productivity (Minsky, 1991; 
Fodor and Pylyshyn, 1988); however, it is sti11limited to neatly reducing the 
solutions to a manageable, significant portion and to dealing with noisy and 
unexpected input information (Minsky, 1991; Dinsmore, 1992), as an 

401 

l.s. Gero and F. Sudweek£ (eds.), Artificial Intelligence in Design '94,401-418. 
@ 1994 Kluwer Academic Publishers. 



402 Y.-T. LIU 

experienced designer does. In contrast, connectionist networks attempt to 
model human brain functions by connecting vast artificial neurons in 
different ways. It is commonly known that visual recognition is an activity of 
the brain, specifically the activity in the visual area of the cerebral cortex 
(Gregory, 1987). The study of restructuring shapes, which is still limited 
from a symbolic viewpoint, may go deeper from a connectionist viewpoint. 

In design search, design evolves from one state to another by exhaustively 
or heuristically applying proper rules. Each rule application involves, first, 
pattern-matching the antecedent of a rule to the current state and, second, 
transforming the matched portion of that state into the consequence of the 
rule. However pattern-matching techniques of current CAAD systems are still 
limited. For instance, consider the shape in Figure 1 which is drawn by two 
squares. In current CAAD systems, only those two squares can be dealt with 
by pattern-matching for further development as shown in Figure 1a. 
However, a human designer can effortlessly recognize not only those two but 
other explicit and implicit emergent subshapes, for example a smaller square 
in the middle where the two squares overlap and two L-shapes in the corners 
as well as an implicitly emerging square in the lower-left corner as shown in 
Figure lb. Therefore a human designer can thoroughly deliberate all these 
alternatives before making a decision. In other words, a human designer can 
restructure shapes in terms of emergent subshapes at any step in the design 
process. 

a 

b 

Figure 1. CAAD systems' capability of shape recognition (a) vs. human designers' (b). 

A connectionist approach to recognizing emergent subshapes has been 
explored by employing a kind of visual attention mechanism-recurrent 
attention-so that various subshapes can be encoded one at a time (Liu, 
1993b). However, the connectionist networks with recurrent attention are still 
limited in many aspects, such as recognizing multiple objects of extremely 
different sizes, reducing training procedures, and encoding implicit 
subshapes. The goal of this paper is to explore an alternative, feasible 
mechanism of visual attention that can overcome the limitations of the 
recurrent attention paradigm (Liu, 1993b). The mechanism of attention used 
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here to bear on the problem of restructuring shapes, which is called 
searchlight attention, draws intensively on previous and recent findings in 
cognitive psychology, neuroscience and their computational simulations and 
investigations. 

2. Background on connectionist CAAD 

In the area of CAAD, two-layered PA models were previously adopted to 
solve building attribute/form mapping problems (Coyne and Newton, 1990; 
Coyne, 1991). Nevertheless, because two-layered models lack of the hidden 
layer's internal representation, Minsky and Papert (1969) have declared that 
two-layered models are deficient and thus inappropriate to be used for 
problem-solving. Consequently, a multi-layered model with the back
propagation (BackProp) learning algorithm is constructed that provides 
capable problem-solving for building attribute/form mapping problems (Liu, 
1993a). In design processes, many drawings of shapes remain incomplete or 
are executed inaccurately, namely irregular and "noisy" shapes. 

Figure 2. Training patterns for the BackProp network's learning procedures. 

The recognition and transformation of those ill-processed shapes have 
been adequately explored by multi-layered BackProp networks (Liu, 1993a). 
To simulate emergent subshape recognition (Liu, 1993b), a training set for 
input and expected output patterns, consisting of 25 shapes in different 
scales, locations, and rotation angles, are used as prototypes of human visual 
experience about shapes (Figure 2). The bitmap representation of the 25 
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training shapes and their corresponding object-oriented representations were 
utilized when various networks were constructed for different simulations. 
After training the network to recognize the 25 shapes, a resulting set of 
weights in a network was referred to as a solution set of weights (SSW). 

By virtue of the multilayer connectionist model's great capability for 
input-output mapping, when a well-learned network "sees" any accurate shape 
or even an ill-processed one (Figure 3a) as one of the testing input patterns, 
its exact, complete corresponding shape can be acquired respectively. The 
results are coincident with the simulations on ill-processed--shape recognition 
(Liu, 1993a). Nevertheless, the behavior of the BackProp model is much 
more sophisticated when the testing input pattern contains mUltiple shapes in 
one "retinal" grid. When the two overlapping squares indicated in Figure 1 
are presented, it can be seen that the output pattern is also distracted: many 
subshapes are only partially or weakly activated, as shown in Figure 3b; 
again, none dominates. To manipulate multiple shapes at the same time, a 
regular multi-layer network cannot differentiate them as expected without an 
attentional technique . 

r-::-:-=--..., ..... • III .. -----l :.:.:- r : . · .. ; . : 
a b 

Figure 3. Testing inputs containing (a) an ill-processed square and (b) two overlapping 
squares and their corresponding outputs. 

To address this problem of a limit on pattern recognition for both human 
beings and computers (Minsky, 1963, pp. 422-423), recurrent attention has 
been proposed; this means, technically, putting the resulting distracted output 
from a well-learned network back into the input layer of the same network. 
The underlying logic is that although many shapes are partially activated 
together, one of them is either slightly or distinctly stronger than the others. 
By using the resulting output recurrently as the next input, the stronger shape 
gets stronger and the weaker ones get weaker. This process of attention is re
peated until the stronger shape becomes overwhelmingly active and all the 
others are eliminated. Using recurrent attention, each SSW is guaranteed to 
find a primary shape or an emergent subshape. Because each learning proce
dure starts with a random initial set of weights, each solution set of weights 
should be distinct and thus potentiate recognizing different subshapes. By 
acquiring ten SSWs in the training processes and filtering out repetitive sub
shapes, the system can obtain the five explicit, closed emergent subshapes 
(Liu, 1993b). By employing another connectionist network encoding 
bitmapped input and objected-oriented output, an attended subshape ac-
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quired in the bitmap fashion can be converted into an object-oriented form 
and further into its symbolic representation as (Square 3 3 3 0), as illustrated 
in Figure 4. 
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Figure 4. A demonstration of the entire procedure for restructuring shapes. 

Although the procedure for restructuring shapes using connectionist 
networks and recurrent attention can solve the problem appropriately, it still 
has some limitations. First of all, the logic of recurrent attention is that when 
multiple shapes are presented concurrently, some sub shapes are 
insubstantially activated, and one of them is stronger than the rest. After 
paying attention for a longer time, the stronger shape will overwhelmingly 
dominate. However, when the scales of primary shapes are extremely 
different, such a method no longer works; the recurrent attention always ends 
up on the largest shape. Second, to implement the mechanism of recurrent 
attention requires a number of training processes to get numerous SSW s and 
each SSW guarantees finding a subshape. Therefore, a different mechanism 
of attention which is able to encode multiple emergent subshapes in only one 
training process is an important direction for future work. Third, as 
demonstrated in an empirical study of seeing shapes (Liu, 1994a), although 
implicit subshapes are rarely found by non-experienced designers, they are 
common for experienced designers. Another procedure for restructuring 
shapes is needed in the search for implicit shape recognition. 

3. Psychological findings on visual attention 

Attention has long been recognized as contributing to human visual 
performances (James, 1890; Koffka, 1935). Many aspects of attention in 
perception have been investigated, showing that attention is the key to 
understanding how we identify objects (Kosslyn and Koenig, 1992). 
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Commenting on the convincing finding that the capacity of early visual 
processing is so limited, Neisser (1967, pp. 86) wrote that "there must be a 
way to concentrate the processes of analysis on a selected portion of the 
field;" he further pointed out "this implies that there are also preattentive 
processes: wholistic operations which form the units to which attention may 
then be directed." Such a preattentive kind of processing deals with vast 
amount of visual information holistically and in parallel; however, objects 
cannot be successfully identified because of the limits on capacity (Neisser, 
1967; Broadbent, 1970; Gregory, 1987; Palmer, Ames and Lindsey, 1993). 

Paying attention to the object one sees requires the viewer to select a 
portion of the current visual field. This visual search task has been described 
as the "searchlight" of attention: A searchlight moving in the scene of a visual 
field by adjusting the locations of the searchlight as well as the positions of 
the eyes, head, and body as needed (Crick, 1984; Gregory, 1987; Kosslyn 
and Koenig, 1992). It is also evident that the searchlight attention mechanism 
in human vision is competent and powerful, because one can even shift 
attention over an image without using eye movements (Henderson, 1982). 
Moreover, when a person is attending to a specific object, not only is the 
location of the searchlight adjustable, but the scope of the searchlight should 
be also adjustable so that the person can see either objects of different sizes 
from the same position or the same object from different positions (Kosslyn 
and Koenig, 1992). In summary, in order to identify objects, the viewer has 
to select voluntarily a portion of the entire set of information gained from the 
preattentive processing by shifting the location and scope of the 
"searchlight." In this way, specific objects can be attended to, stored, and 
further processed to make a decision. Based on this understanding, Palmer 
and his associates (1993) model the visual perception process (Figure 5). 

Stimuli 

Voluntary Control 

~ 
Selection Attentive 

Perception 
Decision Response 

Figure 5. A model of visual perception (after Palmer, Ames and Lindsey, 1993). 

The selective attention mechanism cannot possibly achieve the entire 
visual performance alone. In addition to attention, to determine whether or 
not the picture within the searchlight scope is a target, there is an accuracy 
threshold that controls the effect of similarity between target and distractor 
(Poirson and Wandell, 1990). In other words, at any step of the visual search 
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that is processed by moving the searchlight of attention, only when the 
activation of the current attending information is higher than an attached 
threshold can the attended object be identified. 

4. Searchlight attention processing 

The concept of recurrent attention (Liu, 1993b) is that within a specific field 
of vision which includes multiple objects, people naturally and gradually 
focus on an object by paying more attention recurrently to the stronger 
stimulus. That concept addresses the emergent subshapes problem to some 
degree, but encounters some limitations, as outlined above. Drawing upon the 
extensive findings on the role of searchlight attention in visual performance, 
this study proposes a searchlight attention mechanism to be embedded in the 
connectionist networks, bearing on the same problem again in order to 
overcome some of the limitations of the recurrent attention concept. 

Based upon Neisser's (1967) notion of the distinction between preattentive 
and attentive processing, the distracted images gained from the output layer 
of a connectionist network without any attentional mechanism (Figure 3b) 
can be seen as pre attentive processing. The typical characteristic of such a 
period is that it is a holistic operation of objects, of which none can be 
identified. Now, in order to get beyond this information limit, the searchlight 
attention process strives to encode emergent subshapes in the visual field one 
at a time. To mimic the phenomenon of searchlight attention, some critical 
variables and parameters must be defined first, drawing from the 
psychological findings on searchlight attention. Obviously, the first variable 
is the searchlight locations which shift around the entire receptive field; the 
7-by-7 "retinal" grid used in this study is one example. The second variable 
to be implemented is the searchlight scopes which vary from 4-by-4 to 6-by-
6 squares in this study. Note that there is no evidence that the aperture of the 
searchlight is necessarily square or circular; the 4-by-4, 5-by-5, and 6-by-6 
square apertures are arbitrarily chosen for the sake of simplicity. In sum, not 
only does a searchlight move throughout the presenting primary shape in a 
right-to-Ieft and down-to-up fashion, but also its scope is adjusted 
systematically, as shown in Figure 6. 

In a sense, the searchlight attention process that can see shapes is a 
peculiar problem decomposition: Since the problem of encoding multiple 
subshapes simultaneously is too difficult for people to solve, in our visual 
system the problem is naturally decomposed, or articulated, into parts, each 
of which includes only a portion of the information in the entire visual field. 
That is, by means of the searchlight attention mechanism, an insolvable 
problem is decomposed into solvable subproblems, in this case the 29 
attending processes shown in Figure 6. Additionally, decomposing a problem 
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into subproblems is often regarded as a significant strategy for bearing on ill
defined problems (Simon, 1981; Akin, 1986). Here it implies that, in essence, 
problem decomposition is not only a strategic tools for solving hard 
problems but also a necessary means for overcoming the information limit, 
for both humans and computers. 

5x5 

4x4 6x6 

Figure 6. The locations and scopes of a searchlight of attention on a 7-by-7 "retinal" grid as a 
receptive field (The scopes, 4-by-4, 5-by-5, and 6-by-6, are arbitrarily chosen). 

Depending on the threshold recognition paradigm proposed by Poirson 
and Wandell (1990), an attaching threshold is critical to distinguish between 
the target and the distracted image, not only for people but for computers. A 
threshold idea of this kind has been previously implemented in constructing 
the extracting algorithm in the recurrent attention mechanism for processing 
both bitmapped and object-oriented outputs of shapes. The threshold 
adopted in the recurrent attention mechanism, TRA, is 0.9 accordingly; it is 
adjustable here in an attempt to mimic the suggestion that ordinary people 
attach high thresholds, while experienced designers have lowered their 
thresholds in order to see shapes more flexibly (Liu, 1994a). In addition, 
when people shift attention and discern a specific scope in a visual field, the 
image outside the scope can also be seen weakly. From our visual experience, 
different people should see an image outside the scope of attention at 
different strength, under different situations. Therefore, it is plausible to add 
another variable-activation strength for the outside searchlight attention. 

In accordance with the aim on integrating CAAD systems, the searchlight 
attention mechanism here is associated with a connectionist network, which 
deals with bitmapped data as inputs and object-oriented data as outputs, to 
encode emergent subshapes. Prior to mapping the network inputs and 
outputs, the searchlight attention mechanism is applied to the primary pattern, 
focusing on just a portion of it. The resulting object-oriented information on 
each attended image is further analyzed using the extracting mechanism 
(Figure 7). As implemented in the extracting mechanism of the recurrent 
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attention paradigm, those images whose features all exceed a pre-defined 
threshold will be extracted as successful emergent subshapes in a symbolic 
form; otherwise they will be eliminated. 

rm:trn " 

• ~~I: :~~~· , ,Squoro 11)'. , 

D. -: -' '----' ----' 

Figure 7. The procedure for restructuring shapes using a connectionist network with the 
searchlight attention mechanism. 

As the searchlight of attention shifts, moving throughout the entire field 
and adjusting its scope, it can recognize two subshapes-the middle small 
square and the upper-left L-shape-in this simulation, as illustrated in Figure 
8. When compared to the performance of the recurrent attention mechanism 
(Liu, 1993b), this result is fairly good because more than one sub shape is 
found based on only one solution set of weights (SSW). By continuously 
trying out other SSW s, the networks will be able to find other emergent 
sub shapes until all five explicit closed subshapes are acquired. This is some 
progress from the recurrent attention mechanism, but still limited. The goal 
of using searchlight attention to see primary shapes is to find many 
subshapes by shifting the selective attention, based on a single SSW. 

As discussed previously, both human beings and computers fail to 
recognize multiple shapes at the same time because interactions during the 
processing cause the processing of one shape to interfere with the processing 
of another. Attention is necessary to deal with one object at a time. The logic 
of the searchlight attention mechanism is to be able to focus on just one 
portion of the field to process it, because the human information limit makes 
it impossible to process the whole visual field containing multiple objects 
(Minsky, 1963; Neisser, 1967). But, dealing with the image in one portion of 
the field at a time is not always equivalent to dealing with one object at a time, 
because a portion of a primary scheme may still subsume multiple subshapes. 
In recognizing letters, we can always find some portion of the field that 
precisely covers only one letter, because letters are always located in order 
and there is no case of overlap and involvement in recognizing letters. 
However, recognizing shapes in design is more complex; a shape can overlap 
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with or be involved in another one. Consequently, it is not the case that we 
can always find some portion that precisely covers only one shape. 
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Figure 8. The simulation results of encoding two overlaid shapes using the network with 
searchlight attention. (Only some locations and scopes of the searchlight are shown; other 
unsuccessful attending processes are not included). 

The limited results of the above simulation typically happen in three 
situations-shape overlap, shape involvement, and a combination of the two. 
It is clear that when two shapes overlap, it is impossible to find a portion that 
is exclusive to just one of them; when a smaller shape is involved in a big one, 
the computer can find a portion covering only the inner shape, but it is 
impossible to cover only the outer one. These three complicated situations, of 
shape overlap, shape involvement and the combination of the two, frequently 
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appear in our visual experience. In the above simulation, when a smaller 
scope of the searchlight selects some portion which simply covers part of a 
shape, it fails to recognize the attended image as a shape (Figure 9a). When 
the searchlight scope is enlarged, to try to cover the entire shape at the same 
location, three closed subshapes-an L-shape and a small and large square
are included in the attending image. Here the three subshapes overlap with 
one another; in addition, the upper-left smaller square is involved in the big 
square (Figure 9b). When the scope is enlarged (Figure 9c), it does not 
simplify the complicated relationship. 

a 

II-ii-iii 
c 

Figure 9. Complicated examples of searchlight attention to images. 

The above analysis shows the limitation of the searchlight attention 
mechanism. That is, even though the entire visual field has been divided into 
portions, some portions still contain multiple objects and unfortunately there 
is no way to decompose them further by shrinking the aperture of the 
searchlight. The problem now becomes how to pay additional attention to 
only one shape within a searchlight-attended image which still contains 
multiple shapes. In other words, the searchlight attention is first applied to the 
primary shapes, there must be some other attentional mechanism involved in 
each attentional process. As discussed and implemented above, the recurrent 
attention mechanism aims to distinguish an initially stronger shape among 
weaker ones, within a fixed boundary of the visual field. Therefore, it 
provides a possible way to remove the current obstacle using both the 
searchlight and the recurrent attention mechanisms in combination to encode 
emergent subshapes. 

S. Combined processing: Searchlight and recurrent attention 

As discussed above, a network whose input and output layers encode 
bitmapped data makes it possible to use the method of recurrent attention. In 
addition to a bitmap-in-object-oriented-out network, we also need a bitmap
in-bitmap-out network in order to include the recurrent attention mechanism 



412 Y.-T. LIU 

that can focus on only one shape within the searchlight-attended portion of 
the visual field. Consequently, two connectionist networks and two 
mechanisms of selective attention are embedded in pursuit of better 
attentional performance for recognizing emergent subshapes. As illustrated 
in Figure 10, a primary input shape is first processed by the searchlight 
attention mechanism; in this way, the whole task of recognition is then 
decomposed into attending portions. Each searchlight-attended input is 
further dealt with by a bitmap-in-bitmap-out network in association with the 
recurrent attention that presumably focuses on only one shape within the 
current searchlight window. Furthermore, the final attending image can be 
processed by a bitmap-in-object-oriented-out network in order to get the 
object-oriented data about that shape. Finally, by applying an extracting 
mechanism to the final output of shape, the object-oriented data is thus 
converted into a symbolic form . 

• • II 

• 

• 

Figure 10. The procedure for restructuring shapes using the searchlight and recurrent attention 
mechanisms in combination, before the processes of the extracting mechanism and STM 
storing. 

The above procedure relies effectively on three variables-TRA, the 
activation strength for the outside searchlight, and the number of cycles for 
the recurrent attention. The effects of these variables on the network's 
performance will be discussed in due course. The focus here is the overall 
network behavior. The following simulation is based on a primary situation: 
TRA is set at 0.75, the outside activation strength at 0.13, and the number of 
recurrent cycles at 1. Note that in the previous simulations based on recurrent 
attention alone, the number of recurrent cycles ranged from 10 to 20, 
adapting to different complexities in the presenting shapes. The many 
recurrent cycles were needed because an initially stronger sub shape had to 
compete with a number of weak subshapes within the entire visual field, a 7-
by-7 "retinal" grid. Here, prior to the start of the recurrent attention 
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processing, the searchlight attention mechanism has already excluded many 
of the weak subshapes around the stronger one. As a result, the number of 
recurrent cycles here is efficiently reduced to 1 which is enough to handle 
the complexity of the primary shape, the two overlapping squares. 

The simulation results are shown in Figure 11 in which the five explicit, 
closed subshapes are successfully encoded when the searchlight moves to 
adequate locations in the visual field. Compared to the result of using the 
individual searchlight attention mechanism, when only two subshapes could 
be encoded based on one SSW, the result here is much better. Moreover, only 
one training process is required for each network to achieve the above visual 
performance, compared to the many training processes needed to execute the 
process using individual recurrent attention. 

As discussed above, the most challenging limitation to be overcome lies in 
the network's ability to recognize the implicit subshape. Based on the current 
setting of variables for the simulation (Figure 11), even using two attentional 
mechanisms in combination it is still unable to find the implicitly emergent 
sub shape, namely the lower-left smaller square. The phenomenon of 
experienced and non-experienced subjects seeing shapes (Liu, 1994a), 
suggests that experienced designers have lowered their naturally attached 
TRA values, which enables them to see some implicit subshapes emerging 
from the primary shapes. This concept provides a clue to recognizing the 
implicit subshape throughout the procedure proposed here. 

As shown in the first example in Figure 11, when the two attentional 
mechanisms are applied to the primary shape, the final attending image in a 
bitmap fashion is close to a square; therefore the corresponding object
oriented data can be correctly extracted, but the activations are not strong 
enough to exceed the threshold of 0.75 (Figure 12a). This is why it fails in 
that simulation. After lowering the TRA variable from 0.75 to 0.65, the same 
procedure successfully encodes and extracts the implicit subshape in a 
symbolic form, as illustrated in Figure 12b. Decreasing the TRA, however, is 
not the only method that can reveal the implicit subshapes. As in the first 
procedure in Figure 12, the final attending image is still too distracted to be a 
square after the two attentional techniques are used. This is because, within 
the specific "lit-up" portion of the field, the close-to-square image is still not 
overwhelmingly dominant when only one cycle of recurrent attention is 
applied to it, as pre-defined. It is plausible to suspect that the close-to-square 
shape would become more dominant after more than one recurrent attention 
cycle and that it would successfully exceed the original TRA of 0.75. Such 
an idea is proved and illustrated in Figure 12c. 
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Figure 11. The simulation results of encoding two overlaid squares using the network with 
both the searchlight and recurrent attention mechanisms (See Figure 8 for note). 
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Another alternative is to decrease the activation strength for the outside 
searchlight. As discussed, when focusing on a specific portion of the 
receptive field, we can still feebly see images outside that portion. Although 
there is no psychological data about this, it is still plausible that when looking 
at a specific portion of the visual field, a person can see images outside the 
attending portion at different strengths, adapted to different viewing 
situations. Thus, decreasing the outside strength, that is, eliminating more of 
the interference from the outside objects, enables the networks to recognize 
some implicit subshapes. This hypothesis is validated as shown in Figure l2d. 
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Figure 12. Simulation result of encoding the implicit subshape by (a) using the original 
variable setting; (b) decreasing the TRA from 0.75 to 0.65; (c) slightly increasing the number 
of recurrent cycles to 2; (d) decreasing the activation strength for the outside searchlight from 
0.13 to 0; and (e) shifting a 3-by-3 aperture of the searchlight attention to an appropriate 
location. 

Moreover, as explained above, the simulation is based on the arbitrarily
chosen 4-by-4, 5-by-5, and 6-by-6 apertures for searchlight attention. If the 
searchlight includes a 3-by-3 aperture moving around the visual field, the 3-
by-3 implicit square could be easier to find by the procedure with the same 
TRA of 0.75. In other words, there is a most appropriate size for the 
searchlight for each specific shape in each specific location. The result of this 
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concept is positive and shown in Figure 12d, when the searchlight moves to 
the critical position, adjusting the aperture to the critical size. 

6. Concluding Remarks: Connectionist vs. symbolic processing 

In summary, the limitation on recognizing implicit subshapes can be 
overcome by individually varying some critical variables, namely TRA, the 
number of recurrent cycles, and the size of the searchlight aperture. Slight 
adjustments in some variables allow the network to see an implicit subshape. 
This reveals not only how complex the visual mechanisms in our mind are, 
but also how sophisticated a computer program has to be in order to perform 
the same task as people do. 

So far, all discussions in regard to connectionism are positive. This does 
not imply that parallel distributed processing is excellent for simulating every 
human cognitive behavior. Actually, the connectionist model has two serious 
limitations, namely systematicity and processing efficiency (Liu, 1991, 
1994b), which are mentioned as major strengths of symbolic processing. The 
lack of systematicity (Fodor and Pylyshyn, 1988) here means that 
connectionism does not allow for the decomposition and recomposition of 
representations of knowledge, which are Ubiquitous and important in human 
cognition and can be manipulated well by symbolic computation. In 
addition, the lack of efficiency in connectionist processing is obvious. In this 
study for example, not only is the training process extremely time
consuming, but also the shape restructuring procedure takes a serious amount 
of time, if we compare the computation needed to process numerous 
connections in the two networks and that to serially process knowledge in 
symbolic systems. 

Figure 13. Conflict between theoretical extremes (after Minsky, 1991). 

Given the above comparisons, it would be unreasonable to claim that one 
approach is better than the other. In actuality, both encode different levels of 
knowledge and process that knowledge in different ways to pursue different, 
necessary kinds of performance (Minsky, 1991, 1992). Based on the 
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investigations of AI, cognitive psychology, and the study of design shape in 
this paper, it seems to be true that the mostly serial, symbolic computation is 
good at high-level cognition such as reasoning and search; the parallel 
distributed connectionist computation, in contrast, is good at low-level 
cognition such as pattern recognition and memory retrieval. A sound CAD 
system needs both. This is why the shape restructuring procedure in this 
research includes a symbolic extracting technique rather than a connectionist 
network. For the same reason, emphasis is placed on systems integration, 
through conversion from the bitmapped into the symbolic representation of 
shapes. The most challenging question, in AI, cognitive psychology and 
design, is how to use the two apparently conflicting approaches in significant 
ways, as a whole, to get better performances and a deeper understanding of 
human cognition, as diagrammed in Figure 13. 
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Abstract. This paper presents an object representation based on the concept of 
infinite maximal planes. Constraints on the properties of infinite maximal planes 
are used to define objects. A process model of object emergence which relies on 
this representation is developed. A data-driven approach to object emergence is 
demonstrated. 

1. Introduction 

In an earlier paper Gero and Yan (1994) presented an approach to shape emergence 
by symbolic reasoning. That work was limited to two-dimensional shapes. Here 
we extend those ideas directly in three-dimensions. We will follow closely the 
original derivations. 

We will restrict ourselves to the domain of objects although the underlying 
conceptual approach may well be applicable in other domains. Objects play an 
important role in presenting ideas, concepts and possible physical worlds. Objects 
are the way we begin to understand the visual world our visual sense brings to us 
Marr 1982. Objects playa dominant role in various design domains and particu
larly in architectural design where they are used not simply as the representation of 
an idea but also as a representation open to reinterpretation. This reinterpretation 
is the basis of emergence. A property that is not represented explicitly is said to 
be an emergent property if it can be made explicit. 

In the conceptual aspects of designing this reinterpretation of what has been 
drawn appears to playa critical role Schon 1983, SchOn and Wiggins 1992. 
It provides opportunities for designers to conceptualise what has been drawn 
differently from what was intended when it was drawn. 
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Current CAD systems have not been used extensively during conceptual design 
for a variety of reasons, one of which is that they freeze the object being represen
ted and do not allow any other interpretations. Most CAD systems use geometric 
representations of objects based on line segments and their endpoints. Line seg
ments are grouped together to form a plane segment. Plane segments are grouped 
together to represent an object. Object emergence is concerned with finding other 
objects derivable from the initial or primary object. Object emergence clearly 
plays an important role in those design domains which use objects to represent 
concepts. 

Object emergence in humans has been studied for some time (Gottschaldt 
1926, Reed 1974) and is a recognised phenomenon experienced by virtually 
all humans. Symbolic models related to shapes and to a lesser extent to object 
emergence have been presented extensively by Stiny (1980, 1981, 1986, 1990), 
by Krishnamurti (1980, 1981) and by Krishnamurti and Earl (1992). Tan (1990) 
presents a limited approach to shape emergence as do Edmonds and Soufi (1992). 

In this paper we present two contributions which assist in the discovery of 
emergent objects. The first is concerned with the representation which extends the 
Stiny concept of maximal lines to a symbolic representation of maximal planes and 
then of infinite maximal planes. The second is concerned with a general process 
model of object emergence. We wish to discover emergent objects derivable from 
the primary objects under the following conditions: 

1. the primary objects are all closed (bounded) and the boundaries of emergent 
objects are boundaries of primary objects, these are called 'embedded' objects 
in psychology, and 

2. the primary objects are all closed (bounded) and the boundaries of emergent 
objects are not necessarily boundaries of primary objects, these are called 
'illusory' objects in psychology. 

2. A Symbolic Representation for Objects 

2.1. INTRODUCTION 

In order to formalize the concepts of objects at a symbolic level the following 
definitions are used l . 

Definition 1: Universe of Discourse. The universe of discourseU is a non-ordered 
set of Pi represented as: 

U = {PbP2, ···,Pn} 
where each Pi is an infinite maximal plane, or imp for short. No two of Pi can be 
combined to form a single imp. 

Properties of imps 

1 All terms used are not related to Euclidian geometry. unless stated otherwise. 
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There are 4 properties in the universe U which are defined as follows: 

1. Parallel Given any Pi and Pj in U, they are parallel if Pi II pj is true. 
2. Skew Given any Pi and Pj in U, they are skewed if Pi x Pj is true. 
3. Orthogonal Given any Pi and Pj in U, they are orthogonal if Pi J.. Pj is true. 
4. Coincident Given any Pi and Pj in U, they are coincident if Pi = Pj is true. 

Characteristics of Properties of imps 
Let the symbol EB represent any of the properties of imps defined above. The 
following characteristics are defined: 

1. Commutative - Pi EB Pj is equivalent to pj EB Pi. 

2. Associative - if Pi EB Pj and Pj EB Pk then Pi EB Pj EB Pk is a valid expression. 

Operations over imps 
The properties of imps can be used to define two operations: intersection 1 and 
intersection2. 

Intersectionl 
Let the symbol ijk denote the intersection of two imps, Pj and Pk, as: 

ijk if Pj x Ph and 
ijk if Pj J.. Ph but 
there is no ijk if Pj II Pk or Pj = Pk· 

All results ijk from this operation have the same properties of imps, such as: 

1. Parallel Given any ijk and ilm resulting from the operation intersection}, 
they are parallel if ijk II ilm is true. 

2. Skew Given any ijk and ilm resulting from the operation intersection}, they 
are skewed if ijk X ilm is true. 

3. Orthogonal Given any ijk and ilm resulting from the operation intersection}, 
they are orthogonal if ijk J.. ilm is true. 

4. Coincident Given any ijk and ilm resulting from the operation intersection}, 
they are coincident if ijk = ilm is true. 

Characteristics of Intersectionl 
Let the symbol EB represent any of the properties defined above. The following 
characteristics are defined: 

1. ijk is equivalent to ikj. 

2. ijk EB ikl is equivalent to ikl EB ijk. 

3. if ijk EB ikl and ijk EB imn then ijk EB ikl EB imn is a valid expression. 
4. ijk and ijl are called co-planar intersections in the imp Pj. 
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Intersection2 
Let the symbol ijkl denote the intersection from two ijk- and ikl. as: 

ijkl if ijk x ikl, and 
ijkl if ijk 1.. ikl, but 
there is no ijkl if ijk II ikl or ijk = ikl. 

The property of ijkl is: 

1. Coincident Given any ijkl and i mnp resulting from the operation intersec
tion2, they are coincident if ijkl = i mnp is true. 

Characteristics of Intersection2 
The following characteristics are defined: 

1. ijkl is equivalent to ijlko ikjl, etc. 
2. ixyz is said to be adjacent to ixyw 

Property Derivation 
Property derivation produces, from properties which exist in the symbolic repres
entation, new properties which did not exist in that representation. The following 
are basic production rules (Rn) for property derivation. 

Rl: Pi II Pk 1\ Pk II Pp -4 Pi II Pp 

R2: Pj 1.. Pk I\Pk 1.. Pp -4 Pj II Pp 

R3: Pj 1.. Pk I\Pk II Pp -4 Pj 1.. Pp 

R4: Pj II Pk 1\ Pk X Pp -4 Pj X Pp 

R5: Pj 1.. Pk -4 Pj X Pk 

R6: Pj x Pk t+ ijk 

R7: ijk x ikl t+ ijkl 

R8: Pj II Pk 1\ pj x Pp -4 ijp II ik/ 

R9: ijk = ijl -4 ijk = ikl 

where: 1\ is a logical and; -4 is a logical implication and t+ is a logical equivalence. 

2.2. REPRESENTATION OF REGIONS AND OBJECTS 

Definition 2: Region. 
When two ( or more) imps are non-parallel, the part of an imp constrained by 
intersections forms a region. There are two types of regions: open and closed. 
A region is said to be closed if it is constrained by intersections (ixy ), and open 
otherwise. 

2Note that the inverse is not always true 
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In this article we are more concerned with closed regions. The general rep
resentation of regions for a given n (n 2: 4) non-parallel imps PI,]J2, ... Pn is a 
sequence of i xy which has x in common with all elements of the sequence. This 
sequence is represented by (ixyI' i xy2 , ••• , i XYm ) in a m-sided region. The general 
declaration for a closed region, is: 

- I is a set of coplanar intersections (ixy1 , ixy2 , ••. , ixym ). 

- An intersection ixyz is obtained for each pair (i xy , ixz) in I. 
- An intersection ixyz is said to be adjacent to ixyw 

- The connection between two adjacent i xyz is part of i xy • 

- A closed region is a circuit3 with an ordered sequence of adjacent ixyz 

without revisiting any ixy except the first. 

We use imps as the representation primitive to construct a symbolic representa
tion of objects to support object recognition by symbolic reasoning. The definition 
of object follows. 

Definition 3: Object. An object is a constrained arrangement of imps Pi in a finite 
universeU. 

Using imps as representation primitives, the general form of the symbolic repres
entation of an object is: 

o = {N; constraints} (1) 

where N is the cardinality, i.e., the number of imps constituting object 0, and 
where the constraints limit properties resulting from the imps. 

There are two types of objects: open and closed. A closed object is composed 
of closed regions, such that each intersection ixy of each closed region occurs with 
only one other of the composing closed regions. 
This can be declared as: 

- A closed object is a set of closed region where all intersections i xy 

are shared by exactly two closed regions. 

An open object is not a closed object. 

A primary object is a closed object (or a set of) such that is represented 
explicitly by imps initially and thus can be input and manipulated by specifying 
its properties. An emergent object is an object that exists only implicitly in relation 
to the primary object, and is never explicitly input and is not represented at input 
time. Figure 1 shows examples of primary objects (a) and an emergent object (b). 
The process of recognizing emergent objects from primary objects is called object 
emergence. 

3treating ijkl as nodes and ipq as arcs in a graph 
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(a) (b) 

Figure 1. (a) Primary objects and (b) emergent object 

2.3. MAPPING TO GEOMElRY 

A conventional way to represent an object is to use point coordinates as primitives. 
In this representation, a plane segment, which is bounded by line segments, can 
be described by the coordinates of the line segments' endpoints. An object as a 
set of planes segments is represented through a set of point coordinates and its 
bounding lines. 

The symbolic definitions presented provide the opportunity for a more general 
representation for geometrical entities. An imp can be mapped into an infinite 
straight line (Gero and Yan 1994) (with some constraints) as well as mapped to 
infinite planes in a geometrical sense. The mapping into infinite planes is our 
interest here. 

There are four mappings between our symbolic representation and geometry: 

1. imp is mapped as a geometric plane (infinite). 
2. region is mapped as geometric plane segment as shown in Figure 2. 
3. ijk is mapped as a geometric line defined by the intersection oftwo planes 

(or segments), as shown in Figure 3. 
4. iijk is mapped as a geometric point defined by two lines (each one defined 

by intersection of two planes), as shown in Figure 3(a). 

Note: Other geometric points have no mapping in our symbolic system. 

2.4. CONSTRAINTS 

There are two classes of constraints on imps of interest here: topological con
straints, on intersections, and geometrical constraints, on their slopes. Equation 1 
of an object 0 becomes equation (2). 

o = {N; topological constraints, geometrical constraints} (2) 

2.4.1. Topological Constraint 
Topological constraints concern the structures within which intersections and re
gions are organized. They are represented as groups of imps and their intersections. 
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Figure 2. A closed plane segment/region 

(a) (b) (c) 

Figure 3. Intersections of three planes: (a) ijk x iik -+ iijk ; (b)iij " iik " ijk ; (c) iij = iik = ijk 

There are three kinds of intersection groups: ordinary groups, adjacent groups and 
enclosed groups, which respectively specify three kinds of topological structures, 
organizing intersections and regions in different ways. 

The most general representation is the ordinary group, which is represented by 
a pair of round parenthesis: "(,)". The elements of these groups have intersection 
properties and are not constrained by any other association such as adjacency or 
closure. The order of the intersections in an ordinary group is of no significance. 

The representation of intersection (ixy) can be further decomposed by their 
own intersection ixyz . This group can be represented as an adjacent group, repres
ented by a pairs of angle brackets: "<, >". Two intersection i xyz , i xyw are adjacent 
if they share two indices xy in common. It is stipulated here that the first and the 
last intersections in an adjacent group are adjacent to each other. Obviously, the 
order of intersections in an adjacent group is significant. The same set of intersec
tions ixyz with a different adjacent order represents different sets of regions. An 
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enclosed group, represented by pairs of square brackets: "[,l", is a subcase of an 
adjacent group which must satisfy the object closure constraint. 

In the example of Figure 4(a) we have 6 imps represented as: 

Q = {6, (PbP2,P3,P4,PS,P6);Pl II pS,P311 pd 

They can be represented by an ordinary group of intersections as shown in Fig
ure 4(b) represented by: 

Q = {6,(iI2, i13, i14, i16, i23, i24, i2S, i26, i34, i3S, i4S, i46, iS6)} 

Extending this representation to ixyz as shown in Figure 4(c), we have: 

Q = {6, (i 123, i 126, i 124, i24S, i2S6, i23S, i4s6, i34S, i 146, i 134)} 

One sub-set of this primary object with adjacent intersections can be: 

Qadi = {6, < i124, i126, i2S6, i24S, i34S, i134 >} 

(b) 

(c) (d) 

Figure 4. (a)Six imps; (b)intersections i"lI; (c) intersections i"lIz; and (d) objects 01 and 02 
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but it is not a closed object. There are at least two adjacent groups which are 
closed groups as shown in Figure 4(d), as: 

0 1 = {5, [iI24' i126, i256, i245, i456, i 146]} 

02 = {6, [i I26, i123, i 235 , i 256 , i 456, i 345, i 134, i146]} 

2.4.2. Geometrical Constraints 
The geometrical constraints on any two imps and their intersections are concerned 
with their properties as defined in Section 2.1. 

Section 5 presents a complete example using this representation. 

3. A Process Model of Object Emergence 

3.1. INTRODUCTION 

Psychologists have reported that, when preceiving a picture visually, a person 
attaches to it a certain organization (Granovskaya, Bereznaya and Grigorieva 
1987). This organization involves dividing everything in the visual field into a 
figure and a background, and grouping elements in the figure into structures. Thus, 
shape recognition involves two steps: (1) isolating a figure from a background; 
and (2) restructuring elements of the figure. 

However, shape recognition involving the above two steps is not directly 
appropriate for emergent shape recognition which starts from a structured figure 
rather than an unstructured background. Emergent shape recognition restructures 
an already structured figure. It is more difficult to build a new structure from 
an already structured figure than from an unstructured background because the 
existing structure results in fixation (Purcell and Gero 1991) that encumbers the 
establishment of a new structure. 

For example, when the primary object in Figure 5 is composed of four 6-side 
objects 01, 02, 03 and 04, its symbolic representation is equation 3. 

o = {1O; [Pa, Pb, Pc, Pd, Pe, PI], [Pa, Pb, Pc, Pe, Pg, Ph], [Pb, Pd, Pe, PI, Pi, Pj], 

[Pb,Pe, Pg,Ph, Pi,Pj]'Pb II Pe,Pa II Pc II Pi II Pj,Pd II PI II Pg II Ph, 

~L~L~} rn 
If we relax the topological constraints in equation 3 from the four enclosed 

groups into one ordinary group, it becomes equation 4. 

0= {1O; (Pa,Pb,Pc,Pd,Pe,PI,Pg,Ph,Pi,Pj), 

Pb II Pe,Pa II Pc II Pi II pj,Pd "PI" Pg "Ph,Pa L Pb L Pd} (4) 

then it is easier to regroup. From that we can find three new objects Os, 06 and 
0 7, through the imps Pa, Pb, Pc,Pd, Pe, Ph Pg,Ph, Pi, Pj, and the constraints from 
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the primary object, as shown in equation 5, 6 and 7, 

Os = {1O; [Pa,Pb,Pc,Pd,Pe, Pf,Pg,Ph, Pi, pj]' Pb II Pe,Pa II Pc II Pi II Pj, 

Pd II Pi II Pg II Ph,Pa .1 Pb.l Pd} (5) 

06 {6; [Pa,Pb,Pd,Pe,Pj,Ph],Pa II Pj,Pb II Pe,Ph II Pd,Pa.l Pb .1 Pd} (6) 

07 {6; [Pb,Pc,Pe,Pi,Pg,Pi],Pi II Pg,Pb II Pe,pc II Pi,Pb.l Pc .1 pg} (7) 

as shown in Figure 5(b), (c) and (d). Emergent object recognition involves re-

(a) (b) 

f---+----~/ 

,//-------------------17 

(c) (d) 

Figure 5. (a)Primary object composed of OI, 02, 03 and 04; (b) emergent object Os; (c) emergent 
object 06; (d) emergent object 07. 

laxing or ''unstructuring'' existing constraint structures, deriving new constraints, 
restructuring constraints. We extend the process model for 2D-shape emergence 
proposed in Gero and Yan (1994) to 3D-object emergence, as described in Figure 
6. 
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Figure 6. A process model for object emergence 

3.2. OBJECT UNSTRUCTURING 

Object unstructuring makes objects which are explicitly represented, become im
plicit. When an object is explicitly represented, the behaviour of imps which define 
it are constrained by intersection groups. When constraint groups are destroyed or 
relaxed, the explicitly represented object becomes implicit. Object un structuring 
transfers structured representations of objects into unstructured representations of 
objects. The aim of object unstructuring is to remove or overcome fixation caused 
by the constraint structures of primary objects. 

Based on the symbolic representation of objects we propose, object unstruc
turing is carried out by a single operation: ungrouping planes using imps concepts. 
This ungrouping operation is carried out by the operator U g, which relaxes topo
logical constraints on objects, from enclosed groups to ordinary groups. 

As has been described in Section 2.4, different groups of imp intersections 
represent different objects, and an intersection does not exist if the imps come 
from different groups. The operator U 9 changes adjacent and enclosed groups of 
intersections into one ordinary group, so it relaxes topological constraints from the 
existence of imps to the existence of imps. For example, if we apply the operator 
U 9 to equation 3: 

U g( {IO; [Pa, Pb, Pc, Pd, Pe, P j], [Pa, Pb, Pc, Pe, Pg, Ph], [Pb, Pd, Pe, Pj, Pi, Pj], 

[Pb,Pe,Pg,Ph,Pi,Pj]; ... }) 

we have: 
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(8) 

This operation is instrumental in enabling us to find new imp intersections, 
emerging new objects such as Os, 06 and 0 7 in Figure 5. 

3.3. OBJECT EMERGENCE 

Object emergence is the process of discovering possible objects that were not 
explicitly represented in the primary object. It consists of two steps: constraint 
derivation and object discovery. Constraint or property derivation is performed by 
rules Rn defined in Section 2.l. 

There are two strategies for object discovery: hypothesis-driven search and 
data-driven search. In hypothesis-driven search an object schema is predefined in 
the representation and the unstructured objects are searched to determine matches 
to the hypothesised schema. In this mode of object emergence only predefined 
objects can be discovered. 

In data-driven search a cue (also called a feature) or a combination of cues 
is used to traverse the representation of the unstructured objects until some stop
ping rule is satisfied. In this work, closure is used as the stopping rule. Objects 
discovered in this manner do not need a predefined schema. In data-driven search, 
objects are discovered by applying the following adjacency reasoning rules RAn to 
search intersections of imp until an intersection group is formed, which represents 
an object. 

RAl: (ixyz ) -+< i xyz > 
RA2: (ixyz, ixyw) -+< ixyz , ixyw > 
RA3: (ixyz, iXIYlzJ /\ ixyz = iXlYIZI -+< i xyz , iXIYIZI > 
RA4:4 ixyz E A /\ iXlYIZI ¢ A/\ < ixyz , iXlYIZI >-+< A, iXlYIZI > 
Where RAl is the starting rule for the data-driven search. Rule RA2 takes two 

intersections and transforms them into an adjacent intersections. Rule RA3 exam
ines an exception to rule RA2, where two intersections are coincidents. Finally, 
rule RA4 adds new intersections to an existing group of adjacent intersections. 

4. Example of Object Emergence Using Data-Driven Search 

In this section, we present an example to illustrate how emergent objects are 
produced using data-driven search approach. 

The problem for this example is described as follows. 
Given: a primary object (PO) composed of two objects 01 and 02. 
Find: some possible emergent objects from the primary object. 
One symbolic representation of the object in Figure 7 is equation 9. 

4In this rule, A denotes < ... > a set of adjacent i",yz. 
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Figure 7. The primary object composed of 0 1 and 02 represented at imp level. 

~l 

°2 
~--~~-------------r 
~l 

lih 

Figure 8. The primary object composed of 0 1 and 02 represented at intersection level. 

pO= {12; [Pa,Pb,Pe,Pd,Pe,Pf]' [Pg,Ph,Pi,Pj,Pk,PI];Pb II Pe II Pi II Pj, 

Ph II Pk, Pg II PI, Pg 1.. Ph 1.. Pi, iae II i fe, iee II ide} (9) 

Figure 8 shows PO represented at the intersection level. Through object unstruc
turing by using the ungrouping operator, equation 9 becomes equation 10 in 
which no object definition is explicitly represented; objects 01 and 02 are now 
unstructured. 

pO= {12; (Pa,Pb,Pe,Pd,Pe,Pf,Pg,Ph,Pi,Pj,Pk,PI),Pb II Pe II Pi II Pj, 

Ph II Pk, Pg II PI, Pg 1.. Ph 1.. Pi, iae II i fe, iee II ide} (10) 
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Using rules R1 to R9 we can find all intersections, thus equation 10 becomes: 

PO = {12; ( iab! iac! iad! iae! iaf, i ag ! iah! iai! iaj! iak! ial! ibd! ibf, ibg! ibh! ibl! 

icb! icd! ice! icf! icg! ich! ici! icj! ick! ie/! ide! idf! idg! idh! idi! idj! 

idk! idl! ief, i eg ! ieh! iel! ifg! ifh! ifi! ifj! ifk! if I! igh! igi! igj! igk! 

ihi! ihj! ihl! iik! iii! ijk! ijl! ikl); igk II igi II iii II ijl! 

iae II iab II ibf II ief! ihj II ihi II iik II ijk! ice II icb II ibd II ide! 

igh II igj II ikl II ihl! igh 1.. igj 1.. ihj} (11) 

Note that, iaj for example, was not defined in primary object, and can be 
inferred by rule R4 and R6, as: 

R4: Pj II Pe /\ (Pa x Pe) ---t Pj X Pa 

R6: Pa x Pj ---t iaj 

The result of above reasoning is the new intersection iaj as in Figure 9. With this 

laj 

Figure 9. The new intersection of imps PI x Pi andpa x Pi, and intersections i",yz. 

representation, at intersection level, we can apply R7 in equation 11, to produce: 

PO = {12; ( iabc! iabd! iabh! iabk! iacd! iace! iacf! i acg ! iach! iaci! iacj! iack! 

iae/! iade! iadf, iadg! iadh! iadi! iadj! iadk! iadl! i aeg ! iaek! iafh! 

iafk! iagh! iagk! iahi! iahj! iahk! iahl! iaik! iajk! iakl! ibdf! ibdg! . . . . . . . . . . . . 
~bdl! ~bdc! ~bdl! ~bfh! ~bfk! ~bgh! ~bgk! ~bhl! ~cbf! ~cbg! ~cbl! ~cdf! 
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. . . . . . . . . . . . 
~cgi, ~cgj, ~cgk, ~cgl, ~chl, ~cil, ~cjl, ~def, ~deg, ~del, ~dfg, ~dfh, 

idfi, idJj, idfk, idfl, idgh, idgi, idgj, idgk, idgl, idhl, idil' idjl, 

idkl, iefh' iefk, iegh, iegk, iehl' ifgh, ifgk, ifhi, ifhj, ifhl, ifik, 

iJjk' ifkl, ighi, ighj, igik' igjk' ihil' ihjl, iikl' ijkt); ihil = ialh' 

iikl = ialk' ighi = iagh, igik = iagk, iacf = iacd = icdf} (12) 

Now, applying rules RAI to RA4 to equation 12, we obtain a set of adjacent 
intersections i xyz . Suppose we have the initial intersection ihjI. then: 
(ihjI) -+< ihjl > 
(ihjl) -+< ihj/, ihil > 
< ihjl, ihil >-+< ihjl, ihil' iikl > 
< ihjl, ihil' iikl >-+< ihj/, ihil' iikl' ijkl > 
< ihjl, ihil' iikl' ijkl >-+< ihjl, ihil' iikl' ijkl' igjk > 
< ihjl, ihil' iikl' ijkl' igjk >-+< ihjl, ihil' iikl' ijkl' igjk' igik > 
< ihjl, ihil' iikl' ijkl' igjk' igik >-+< ihjl, ihil' iikl' ijkl' igjk' igik' ighi > 
< ihjl, ihil' iikl' ijkl' igjk' igik' ighi >-+< ihjl, ihil' iikl' ijkl' igjk' igik' ighi' ighj > 

Whenever the last intersection is ixyz and the first is ixyw , we may stop the 
process and verify if a set of adjacent intersections form a closed object, throught 
the definition presented in section 2.4.1. In this example: 

[ihjl, ihil' iikl' ijkl' igjk' igik' ighi' ighj] = « 
ihjl, ihil' iikl' ijkl' igjk' igik' ighi' ighj » 

which is the object 02, defined in the primary shape. If the process continues 
trying different intersections, we can find: 

0 3 = {5; [ihjl, iflh, iflk, ijkl' iJjk' ifhj];Ph II pd 
0 4 = {5; [iahj, ighj, iagh, iagk, igjk, iajk];Ph II pd 
0 5 = {5; [iacj, iadj, iacd, icdf, idJj, icJj]; iacd = icdf} 

as shown in Figure 10. It is interesting to note that object 05 in Figure lO(b) is 
entirely composed by intersections that do not exist in the primary shape. 

5. Conclusion 

Objects play an important role in visually-oriented design. They appear to have 
a special role in architectural design in particular. One of the characteristics of 
objects is that they can be interpreted differently than that intended when they were 
drawn. Current computer-aided drawing, computer-aided drafting and computer
aided design systems prevent such an interpretation. Inadvertently such systems 
have enforced fixation so that it is not surprising that they are not used in the early 
stages of architectural design. 
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iocd = ioc, = l:df 

Os 

icjj ;"cj 

(a) (b) 

Figure 10. Examples of objects emerged by data-driven search: (a) emergent objects 03, 04 and 
(b) as 

The ability to discover emergent shapes readily offers opportunities to de
velop design-oriented graphics systems which may be more amenable to augment 
designers during the conceptual stage of design. It has ramifications for collab
orative design where two designers share the same (computational) workspace 
synchronously (Maher, Gero and Saad 1993) but one 'sees' different objects to 
those drawn by the other designer. The two schemas, the original and the emergent, 
could co-exist so that both designers have the same image in front of them but 
'see' different things in those images. It becomes possible for designers to have 
different co-existing functions for the same design with computational support for 
each one of them. 

The process of object emergence we have presented here is founded on the 
general notion of removing fixation produced by a particular representation. It then 
utilises another, more general, representation which allows for the elimination of 
that fixation to provide the opportunity for emergence. 
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GESTALTS IN CAD-PLANS 

Analysis of a similarity concept 

J. W. SCHAAF 
German National Research Center for Computer Science (GMD) 
Artificial Intelligence Research Division 
SchlofJ Birlinghoven 
D-53754 Sankt Augustin, Germany 

Abstract. CAD plans in the domain of architecture contain thousands of design fragments 
(cases) which could be helpful for later use. In FABEU we try to find those fragments 
which are usable, to evaluate and adapt them to the actual problem. The presented paper 
reduces the notion of usefulness to one of similarity and describes a similarity criteria that 
is based on detection of "gestalts". Furthermore, it describes methods of how to confirm 
the usefulness of cases found using this criteria. 

1. Finding Reusable Cases in CAD-plans in Architecture 

Architecture is a rewarding research area. The design and construction of buildings 
is one of the most expensive enterprises. Architectural plans are of extraordinary 
complexity (ten-thousands of parts in a CAD-plan) and the lifetime of a building 
lasts a generation or longer. 

The FABEL project tries to support the design process of architecture with 
case based reasoning. Basis of this support is a CAD system called A4 (Hovestadt, 
1993). It is built up on the design methodology ARMILLA (Haller, 1985). Objects 
called "containers" are placed in the three spatial dimensions. They are presented 
as ellipses or rectangles. 

In their work, architects often encounter problems that remind them of similar 
situations in previous designs. In this context a "problem" is a section of an A4-
plan that is to be refined or augmented. Adapting the former solution may be easier 
than solving the problem from scratch. This former solution (sometimes combined 

lThis research was supported by the German Ministry for Research and Technology (BMFf) 
within the joint project FABEL under contract no. DIIWlO4. Project partners in FABEL are German 
National Research Center for Computer Science (GMD), Sankt Augustin, BSR Consulting GmbH, 
Miinchen, Technical University of Dresden, HTWK Leipzig, University of Freiburg, and University 
of Karlsruhe. 
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with the fonner problem) is called a "case". However, searching through fonner 
plans for reusable cases may be very time consuming. It would be of great help 
if the retrieval for reusable cases could be done automatically and solutions could 
be made available in seconds. 

Therefore, our task is to find out which cases in a case base are usable in order 
to solve an actual problem. This retrieval of reusable sections of CAD plans is a 
new and interesting research problem. 

2. Usefulness, Similarity and Equality 

Usefulness is difficult to recognize. One of the basics of our project is that similar 
cases are useful cases. This assumption has yet to be confinned. Assuming this, 
our question of how to find usable cases can be refonnulated to how to find similar 
cases. Now the problem remains what similarity means. Similarity can be defined 
as equality under a certain representation. 

For example, five eagles are similar to five stones, because we have five of 
each. Less strictly, we define things as similar if they belong to the same class 
under a representation. In other words six eagles are similar to five stones if we 
consider both numbers as few. Not all of these statements are easy for humans to 
comprehend. Detecting similarity by counting is especially unusual to us. Nearly 
nobody would say that a group of five eagles and another of five stones is similar 
in any way. The number is not a prime criteria for similarity to us. Our estimation 
would change if the two groups would appear in the same fonnation; for example, 
in the same constellation as when the number "5" is represented on a dice. 

In FABEL we have to represent the properties of cases in a manner such that 
representation is equal if cases are similar and that cases are similar if repres
entation is equal. The first condition ensures that finding equal representations 
guarantees similar cases, the second condition that none of the dissimilar cases 
ever get the same representation. These conditions are difficult to fulfill so we first 
try to approximate. 

So it is helpful to investigate the domain for which properties could be rep
resented and in which way that should be done. Because details of our domain 
are not that important to know, the following list is not complete. This list should 
only give an impression. Especially according to the category of complex prop
erties, it should become clear that a "whole" is sometimes less than the sum of 
its parts. This means that a complex of properties can sometimes be detected and 
recognized easier as whole than through detecting all its parts. 

We will refer to the first category of representable properties as "direct prop
erties". These are properties which the architect himself added to objects like 
the three spatial positions, length and height of each object, and time, duration, 
aspect, morphology, precision, scale etc. Representation of these properties is 
straight forward. 
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The second group is made up of the "derived properties". These properties can 
be calculated or derived out of "direct properties". For example, the orientation 
of an object and its center are such properties. E.g. orientation is calculated by 
detecting whether X or Y extension is dominant. Furthermore e.g. the number 
of objects of each type or the center position of a bounding box are "derived 
properties". Even these properties are easy to represent. 

But, the most interesting category is one which is compiled of "complex prop
erties". In this group we collected those which are combined of "direct" and "de
rived properties". This paper examines whether the complex property "gestalts" 
is helpful in detecting the similarity of cases. Complex properties are the result 
of combination, constellation or relation of objects (or their basic properties). For 
example, the function of an object group, its semantic, its whole - part - relation 
or its use are further complex properties. The manner in which we represent com
plex properties decides whether they are helpful in detecting similarity. Section 3 
describes a possible representation of the "gestalt property" that is fast to derive 
and easy to compare. 

The last category is made up of all those properties which are a result of 
creation or time context. To this group belongs the creation (e.g. sequence of 
operators) or the design context (design steps done before and after creating this 
group). 

In the FABEL project different approaches to determine similarity have been 
developed using different types of properties. Some of the approaches ignore 
geometry and calculate similarity using the type of objects and their number. 
These approaches calculate results fast but with low precision. Others focus on 
the topology of the objects in detail, but are too slow to deal with bigger case 
bases (VoG et al., 1993). 

Up to now we consider the following properties in FABEL project. (Detailed 
information to representation and similarity measure in (VoG et ai., 1993).) 

- number and type of involved objects 
- width and height of the case, number of objects, aspects, morphology, pre-

cision, scale, object types and distribution (most objects belong to the up
per,lower,left or right half of the case) 

- number of objects overlapping each field of a given grid 
- A possible sequence of operations during the creation of the case, their 

generalization and abstraction 
- objects and the spatial relationship (distance classes) between neighbors 
- object shape, object position and object groups 

The case properties that are considered by the gestalt approach and their 
representation are content of the following section. 
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Figure 1. Set of predefined gestalts in FABEL. 
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Figure 2. How a group of A4-objects can be sketched. 

3. The Gestalt Approach 

After the idea has arisen to use common constellations (gestalts) as a hint for 
similarity, we first searched for examples of these constellations. We learned, 
that the set of useful gestalts is small and could hardly be augmented even by 
examining many plans. 

Figure 1 displays which gestalts we found up to now. 
Later on the questions arose what gestalts are, how we may define them and 

how they could be found. To each human the phenomena of gestalts is common. 
But for us it is necessary to formalize. We worked out the following hypothesis: 
Gestalts in CAD plans are frequently appearing typical constellations of objects. 
On the basis of this thesis we explain now which properties of our domain we 
consider, which ones we leave not considered and how founded properties can be 
represented in their entirety. 

To try to "grab" a gestalt as a whole, the main idea is to sketch a focused group 
of A4-objects in the same manner as we sketch the constellation of head, body, 
arms and legs of a human drawing a stick person. Perhaps the challenge of this 
approach is to find sketches that represent groups of the same gestalt equally and 
those of different gestalt unequally. Figure 2 shows the origin of the idea and how 
it was developed. 

Object group: Part 1 of Figure 2 shows an occurrence of an object group that 
is often found in A4-plans. It may represent a way to divide the boundaries of 
a building into rooms and floors. Architects sometimes call this constellation a 
"quadrangle". Each ellipse stands for the bounding box-here a room. 

Trial to sketch it: The second sub figure shows how a sketch would look if 
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Figure 3. Possible elements of a sketch. 

only the centers of objects were represented. The problems are that on the one 
hand, too much information would get lost while on the other hand, this way we 
would get different sketches for constellations of the same gestalt (e.g. if two 
quadrangles differ in size.) 

Adding alignments: To avoid too much loss of structure, we decided to take 
the alignment of an object into account. The alignment is represented as a short line 
of the same orientation. A small circle indicates a missing alignment (Subfigure 
3 in Figure 2). 

Abstract from scale and distortion: If the scale and the distortion of a gestalt 
were considered, it would be impossible to classify gestalts correctly. Humans 
also neglect these attributes while sketching things and in recognizing gestalts. 
Subfigure 4 shows a sketch which abstracts from scale (by scaling a grid) and 
abstracts from distortion (by distorting the grid the same way). 

Neglect exact position and number of objects: In the previous sketches, the 
exact number of objects is noticed. To abstract from similarly aligned objects, we 
defined a way to merge objects into one element. Sub figure 5 shows the result of 
this merging. 

Thus we constructed a sketch that may be developed out of many occurrences 
of the gestalt "quadrangle". 

These considerations, gave rise to the set of sketch elements shown in Figure 
3. It is not reasonable for the architecture domain under A4 to consider other 
description elements than horizontal or vertical alignments because the designs 
contain only orthogonally arranged elements. As the dimension of an object is to 
remain unconsidered, there is no reasonable interpretation for possible concepts 
such as "corner" or "T-connection" when "corner" and "T-connection" describe 
the point where the ends of objects meet. 

Shortly we may sum up that gestalts are detected by an algorithm that compares 
stored sketches of examples with online generated ones of the actually worked 
out design fragment. 

But how do we know that our representation allows the detection of gestalts 
(in our domain) similar to humans. To confirm this in a sufficient way we suggest 
some methods in the next section. 

4. Evaluation 

Two questions still remain. The most important is if gestalts are helpful in de
termining useful cases. Apart from this, we need to clarify whether or not the 
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Figure 4. An A4 plan indexed with gestalts. 

automatic recognition of gestalts works accurately. 

4.1. ARE GESTALTS HELPFUL IN SEARCHING FOR USEFUL CASES? 

We ask the question which experiment would be suitable for making a valid 
statement about whether or not the representation of cases as gestalt lists is 
suitable for finding similar cases. To construct such an experiment, we need to 
clarify the following prerequisitions: 

Is it possible to create (in a small amount of time) a simulation tool to minimize 
the influence of sources of error, thereby putting the necessary parts for a realistic 
retrieval at our disposal. 

For the time being, cases2 will be acquired in sufficient number. For this 
reason, cases with gestalts are manually indexed by experts to avoid the making 
of mistakes on the part of the automatic recognition. Next, we will simulate a 
query. Because a query does not differ from the stored cases, we can choose any 
of the already indexed cases. This case will be removed from the case base and 
the retrieval will be activated. It delivers on the basis of indexing with gestalts a 
number of cases. Let us say (x). Now we ask how the results can be evaluated. 

Expert method The query and the (x) delivered cases could be turned over 
to the experts for assessment. Each of the following methods asks the question of 
which message this assessment conveys. In the case of the "expert method" this 
statement clearly applies. In the end the experts opinion is most important. There 
are still two sources of error to be aware of. First, a positive or a negative attitude of 

2In this context, a case is a data structure which is compiled of a list of A4 objects and gestalt 
identifier named sublists. The objects contained in these sublists make up the described gestalts in 
this case. 
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the expert may influence results and second, the experts notion of similarity may 
change during the experiment. (For example along the lines that he concentrates 
on an abstract similarity more than on usefulness.) 

Cinderella method To avoid one of the error sources of above we may mix 
(x) of the most similar cases (detected by the gestalt approach) with (y) random 
cases. If we ask the expert to choose the (x) most useful cases, we may get a 
neutral assessment. (The question of validity should be examined.) If evaluation 
succeeds using this method, we may formulate the (weak) statement that finding 
useful cases with the gestalt approach would be better than choosing any random 
case. However, this is not enough! We would like to give more assurance. 

Competition method We combine the (x) cases delivered by the gestalt ap
proach with (y) cases of other methods. Now, the expert again chooses (x) useful 
cases. If we succeed using this method, we know that the gestalt approach de
livers better (or worse) cases than other approaches. This statement is relative; 
and therefore, not even sufficient if we do not know the quality of the concurrent 
method. 

Adaptation method It is the best but most time and resource consuming 
method. The experts adapt cases delivered from the gestalt approach. We take 
the time he needs and compare it with the time he needs solving the problems 
from scratch. This method allows the quantification of usefulness and so helps 
to determine whether any approach is worth being integrated in a real supporting 
system. 

4.2. DID WE CHOOSE COGNITIVE RELEVANT PROPERTIES FOR THE 
GESTALT APPROACH? 

If the practical usefulness of the gestalt approach has been confirmed, the question 
of whether or not it takes cognitive relevant properties into account seems to be 
unnecessary. But, if we could improve the results it would be worthwhile to discuss 
it. Perhaps the represented properties are useful however; they do not help to detect 
gestalts in human vision. Furthermore, it is interesting whether to copy human 
vision and gestalt detection more accurately would produce better results in case 
selection. 

The reason why humans detect gestalts in CAD plans is that our visual system 
is stimulated by properties of objects or groups. These properties must still be 
found. To solve this problem, we will now discuss how to find the properties in 
the human gestalt detecting process. 

Introspection The author examines his own cognitive process detecting 
gestalts and decides intuitively which properties seem to be useful. Consid
ering the bounded set of relevant properties of our domain, it seems possible 
to do so. With the evaluation methods given in section 4 the choice of proper
ties can be confirmed. Unfortunatly, this evaluation only works in the positive 
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case. If evaluation fails, the mistake could originate from a wrong set of prop
erties or from a wrong representation. The choice of properties happens in 
a trial and error manner and finally it can reach the complexity and time 
consume of a complete search. 

- Expert interview We ask the expert to give us all the properties he uses 
in detecting the domain relevant gestalts. The problem is that the expert is 
no expert in answering these kind of questions. He has the same problems 
examining his cognitive processes as we have. This means that he does not 
know exactly what leads him to his vision of gestalts when watching his 
CAD plans. However, this interview could be helpful to learn about possible 
properties and their importance in the domain. 

- Experiments In a psychological experiment properties of objects and object 
groups can systematically be reduced or varied. This would be very time 
consuming but effective. 

- Gestalt psychology In investigations of gestalt psychology we may find 
statements about properties involved in gestalt detection. Such statements 
exist in various forms such as "gestalt rules3". We actually examine whether 
it is possible to use a program called MAX (Rome, 1993) developed at GMD 
that has transformed some of these rules to computable functions. 

- Representation method A completly different approach is to examine in 
which way humans would represent gestalts when asked to do so. The prop
erties of the "gestalt approach" (see section 3) were found this way. 

In the future we would like to improve the represented properties intuitively and 
through motivation from gestalt psychology. We would also like to ask experts 
for their comments and finally evaluate the selected properties with methods 
mentioned above (see section 4). 

4.3. DOES THE AUTOMATIC RECOGNITION OF GESTALTS WORK 
CORRECTI..Y? 

Assuming that when searching for useful cases gestalts are helpful; the relevant 
gestalts are known, and the for gestalt detection relevant properties are known, 
the question remains how the automatic recognition of gestalts, the algorithmic 
representation and the comparison of representation can be evaluated. The precon
dition for this evaluation is that many object groups indexed with gestalt names 
from domain experts are made available. Figure 5 shows the evaluation process. 
For the time being, the representation of a portion of the available examples will be 
carried out. The results are filed in reference sets. In order to have a test amount of 
left-over examples, this process is interrupted before all examples are represented. 

The lower part of Figure 5 shows how the procedure continues after this inter
ruption with further examples. For simulation, each further example (excluding 

3Up to 114 rules in (Helson, 1933) and 12 generalizations in (Zusne. 1970) 
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the gestalt name) is used as a query. The recognition algorithm is considered 
evaluated when the originally ignored identifiers for the remaining examples can 
correctly be found. 

5. Outlook 

Work on the evaluation process is still in process. We are currently integrating 
manually gestalt indexed cases to the FABEL prototype. Gestalt examples are ac
tually acquired for the evaluation for the automatic gestalt recognition. A detailed 
description of the automatic gestalt recognition is being prepared. 
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Abstract. Analyses of design activities indicate that conflicts detected at the solution 
level often originate in conflicts at the design intention level. We have extended previous 
computational critiquing approaches by helping designers to become aware of, 
understand, and resolve conflicts among design intentions. A perspective-based critiquing 
system allows designers to explicitly represent design intentions in terms of 
perspectives, and critiques design solution forms according to each specified perspective. 
By attending to the critic messages and associated design rationale, designers become 
aware of the conflicts among abstract perspectives. We describe two design environments 
that provide such perspective-based critiquing systems: the KID (Knowing-in-Design) 
design environment and VDDE (Voice Dialog Design Environment). These design 
environments use different approaches for representing perspectives and partitioning the 
knowledge-base. We compare the two approaches and enumerate design guidelines for 
creating perspective-based critiquing systems. 

1. Introduction 

Design tasks require human creativity and judgment in indecisive 
circumstances. Design tasks are ill-defined (Simon, 1973) or wicked (Rittel 
and Webber, 1984) because the processes of identifying design intentions 
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(problem specification) and constructing a concrete design representation 
(solution construction) are intertwined. 

In Fischer et aI. (1993), we argue that expert system and design 
automation approaches are inadequate for solving ill-defined design tas.ks. 
Our approach to supporting design with computers focuses on augmenting 
human design activities with domain-oriented, knowledge-based design 
environments. Design environments are computer systems that contain 
design tools and information repositories that designers use for 
understanding, reflecting on, and constructing their designs. Our design 
environments are cooperative problem-solving systems (Fischer, Nakakoji, 
1992) in which computational critiquing systems help users evolve design 
intentions and solutions themselves. This view of computer support for 
design contrasts with expert systems approaches in which design solutions are 
based on predetermined and unambiguous requirement specifications. 

Designers may start with initial design intentions. Only some of these 
initial intentions can be explicitly represented as goals, objectives, or 
constraints; the rest remain tacit (Polanyi, 1966). The process of design is one 
of mapping these design intentions into concrete design representations such 
as a graphical floor plan. These design intentions and the partially 
constructed solution talk back to designers (Schon, 1983) and they become 
aware of problematic situations in either the intentions or the partial solution. 
Traditional critiquing approaches (Fischer et aI., 1991a; Silverman, 1992) 
only support the evolution of the partial solution by focusing on evaluating a 
concrete. design representation with respect to general design principles 
represented in a rule-base. Perspective-based critiquing systems extend 
traditional approaches by also supporting the evolution of design intentions; 
this evolution is supported by providing an explicit representation of these 
evolving intentions and computational critics that analyze design activities 
with respect to the stated intentions. 

Design intentions may evolve as designers become aware of (1) 
inadequate design intentions (intentions that do not match what designers 
hope to accomplish) and (2) conflicting intentions (intentions that force 
designers to make trade-off decisions). Design intentions can be represented 
in terms of perspectives. A perspective is a point-of-view which implies that 
certain design goals exist, certain bodies of design knowledge are relevant, 
and certain solution forms are preferred. Designers are often unaware of 
conflicting intentions because the associated perspectives may not be 
comparable at the same level of abstraction. Such conflicts are uncovered 
only when those perspectives are mapped to concrete features in the solution 
representation. 

Two critiquing systems that help designers to evolve their intentions have 
been prototyped. Our perspective-based critiquing systems support designers 
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to become aware of conflicts, to understand underlying design principles that 
are relevant to the conflicts, to attend to relevant features of the design 
solution form, and to record their response to inform future designers. The 
KID (Knowing-in-Design) kitchen design environment (Nakakoji, 1993) and 
VDDE (Voice Dialog Design Environment) (Repenning and Sumner, 1992) 
illustrate two different approaches for implementing perspective-based 
critiquing systems. The two approaches, in tum, provide designers with 
different forms of support for design activities. 

In this paper, we first discuss computational critiquing mechanisms in 
general and present requirements for perspective-based critiquing systems. 
Both of the critiquing systems are then presented. We compare the two 
approaches and discuss the pros and cons of each. We conclude the paper by 
enumerating design guidelines for creating perspective-based critiquing 
systems. 

2. Computational Critiquing Systems Supporting Design 

Critiquing in design tasks is a dialog in which the interjection of a reasoned 
opinion about a product or action triggers further reflection on or changes to 
the designed artifact. For example, a kitchen designer might critique a 
kitchen floor plan in terms of building code violations or design intentions 
such as efficiency, safety concerns, or resale value. Computer-based critics 
are made up of sets of rules or procedures for evaluating different aspects of 
a product (Fischer et al., 1991a). Using a perspective-based critiquing system, 
designers generate and modify design intentions and solutions. The system 
analyzes these solutions in terms of the specified intentions and notifies 
designers when problematic situations are detected in the solution form. 
Thus, critiquing systems augment the ability of designers to evaluate their 
design; decisions concerning whether to follow the critic suggestions are left 
up to the designers. 

2.1. A NEW APPROACH FOR COMPUTATIONAL CRITICS 

The first generation of critiquing systems (Fischer et aI., 1991a; Silverman, 
1992) supported designers in evolving design solutions with respect to 
general design principles. This was problematic because not all general 
design principles are equally important for all designs. For example, the 
principles that apply to the design of small kitchenettes do not apply when 
designing large, industrial kitchens. Critiquing systems must tailor their 
activities to reflect design intentions. 

A critiquing system requires an explicit representation of designers' 
intentions to be able to analyze the design with respect to design intentions. 
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Although some of these intentions are tacit, vague, and cannot be entirely 
described with symbolic systems (Snodgrass and Coyne, 1990), designers can 
express partial intentions in terms of perspectives. Our definition of 
perspective is an explicit stance taken with respect to certain domain 
distinctions. Domain distinctions are vocabularies that commonly occur 
within the domain of consideration (Winograd and Flores, 1986). This 
definition of perspective allows us to concretely partition the knowledge-base 
to reflect designers' intentions at various levels of abstraction. 

Design knowledge must be partitioned so that different parts of the 
system's knowledge-base can be selectively activated according to the 
specified perspectives. Each partition in the knowledge-base consists of a 
related set of critic rules. Different perspectives bring different knowledge 
(rule sets) to bear on the design, and the specified perspectives enable the 
system to determine which rules are relevant to the task at hand Using this 
partial understanding of the designers' intention, the system can detect (1) 
inconsistencies between specified intentions and a partial solution, and (2) 
conflicting intentions. Figure 1 illustrates the two situations. 

(1) Inconsistencies between intentions and a solution. Suppose a kitchen 
designer is working on a floor plan where the dishwasher is to the 
right of the sink. After meeting with clients, the designer learns that 
the primary cook is left-handed. If the designer specifies that the 
kitchen is for a left-handed person, then the system critiques that the 
dishwasher should be on the left side of the sink (because a left
handed person can easily load dishes in the dishwasher with the left 
hand). 

(2) Conflicting intentions. In a subsequent meeting with the clients, the 
designer learns that they anticipate selling their house in a few years 
and are remodeling their kitchen primarily to increase the house's 
resale value. The designer now specifies that resale value is an 
important design consideration and the system critiques that the 
dishwasher should be on the right of the sink (because the average 
kitchen buyer is right-handed). Thus, the placement of the 
dishwasher in the design solution has identified a conflict at the 
perspective level. The designer must make a trade-off decision 
concerning whether to support the current kitchen owner's left
handedness or future resale value. 

These examples illustrate that a perspective-based critiquing system needs: 
(1) to partition system knowledge-bases to reflect possible perspectives, (2) to 
allow designers to define and select multiple perspectives, and (3) to help 
them understand the trade-offs involved in making difficult design decisions 
by providing explanations about mappings between abstract perspectives and 
concrete design representations. 
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The real conflict is not between the two alternatives in terms of the location of the 
dishwasher and sink, but between the two perspectives, the left-handed perspective and 
the resale-value perspective. 

2.2. A PERSPECTIVE-BASED CRmQUING SYS1EM ARCHITECfURE 

The architecture for perspective-based critiquing systems consists of the 
following components (Figure 2): 

-Knowledge-Base: The knowledge-base consists of all the critic rules 
that are used during evaluation and the design rationale underlying 
each rule. The design rationale provides designers with explanations 
indicating how aspects of the current perspective are related to the 
rule. 

-Specification Component: The specification component allows the 
designer to specify parts of their design intentions by taking a stance 
on various domain distinctions. These stances can be prioritized and 
saved to create new perspectives. 

-Perspective Manager: In order to deliver knowledge that is finely tuned 
to the task at hand, the perspective manager functions as a filter for 
the knowledge-base. At the request of the critic manager, the 
perspective manager uses the explicitly represented perspectives to 
enable only relevant critic rules from the knowledge-base. 

-Critic Manager: The critic manager activates the critic rules relevant to 
the designers' stated intentions and their actions in the work area. 
Although the critic manager activates the rules, it does not contain 
knowledge about which rules to use in different situations; it must 
receive this information from the perspective manager. 

-Message Manager: When a critic rule detects a violation, the message 
manager creates and displays a message. The message manager 
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provides a link for each displayed critic rule into its underlying 
design rationale. 

-Work Area: The work area is where the graphical representation of the 
design solution form is created. 

Work t--~PI CrItIc 

Area Repons Manager Delennines 
relevanl rules 

Critic me age 

Message 
Manager 

Rationale for rule 

Knowledge 
Base 

Figure 2. An architecture for perspective-based critiquing systems. 

We have implemented two critiquing systems based on this architecture
the KID system and the VDDE system. KID is a design environment 
supporting kitchen floor plan design. The VDDE system is a design 
environment for creating phone-based user interfaces. These two systems 
have taken radically different approaches toward representing perspectives 
and partitioning the knowledge-base. Each system is now presented as a case 
study. For each case study, we present a brief description of the design 
domain and the design environment, and a scenario illustrating how the 
critiquing system supports designers. This is followed by a description of (1) 
how the system represents a perspective, (2) how the knowledge-base is 
partitioned, and (3) how the system increases the designers' awareness of 
conflicting design intentions. 

3. Case Study 1: The KID System 

When designing a kitchen floor plan, professional kitchen designers 
extensively converse with their clients to better understand their design 
intentions. A common form of initial communication is a questionnaire, 
which contains a series of questions that ask for a wide variety of information 
from abstract goals to specific constraints, such as costs, cabinet needs, eating 
habits, cooking style, life style, and physical characteristics of the clients. 
These constraints may involve implicit conflicts. Part of the designer's role is 
to recognize these conflicts among design intentions, to ask their clients to 
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refine their intentions, to make trade-offs, and to reflect these modified 
intentions in the design. 

The KID kitchen floor plan design environment (Nakakoji, 1993) 
integrates a tool for representing design intentions (Figure 3) and a tool for 
constructing a floor plan (Figure 4). The knowledge-base in KID contains 
critic rules, design rationale represented in the IBIS (Conklin and Begeman, 
1988) structure (an argumentation-base), and a catalog of completed floor 
plans together with their associated specifications (a catalog-base). 
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Figure 3. Specification component in KID. 
Designers can select answers presented in the Questions window. The summary of 
currently selected answers appears in the Current Specification window. Each answer is 
accompanied by a slider that allows designers to assign a weight representing the 
relative importance of the answer (1-10 scale where 10 indicates most importance). 
The Argumentation For window provides further explanation about how a presented 
critic message is related to the current specification. 

3.1 SCENARIO 

Jack, a kitchen designer, begins designing by first specifying some partial 
design intentions by selecting answers to questions presented by KID. He 
browses questions and selects three answers (Figure 3). He assigns a weight 
indicating their relative importance. Since this client may have a roommate in 
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the future, he assigns less importance to the single-person household 
requirement. 

Jack starts constructing a floor plan in the work area (see Figure 4). When 
he puts a dishwasher to the right of the sink, critiquing messages appear (see 
the Messages window). The critiquing message with the highest number (i.e., 
8.l) complains that the dishwasher should be to the left of the sink. 
Wondering why this is required, Jack selects the message. KID presents Jack 
with argumentation describing how left-handed cooks prefer the dishwasher 
to be on the left side of the sink (see the Argumentation-for window in Figure 
3). 

.1oU 

om 
stDYU 

IHl rel ,--I 
~~ --

Hi n"'1dtc n 

E 11 y-IC t tche.n 
c ...... I'i4:. a. 'J. Slngle- bo'WI-llnk I. not Uled. (1..., ..... LfJ- Tt" •• -el.ment-Itove I. not us.d. 
(f~., I.II· Ollnwaohe,-l II not lett of Oouble-SOwl-Slnk-l. 

Figure 4. The work area of KID. 
Designers can construct a kitchen floor plan in the Work Area by selecting 
components from a palette of domain abstractions in a direct manipulation style or by 
copying an example from the Catalog window. Critiquing messages (Messages 
window) are accompanied by numbers indicating their computed relative importance in 
terms of the current specification. 

3.2 THE CRITIQUING MECHANISM 

KID represents a perspective as a set of issue-answer pairs. An implication 
rule mechanism uses these issue-answer pairs to dynamically construct critics 
that detect inconsistencies between the stated intentions and the solution 
form. Critics are prioritized using a weighted sum algorithm to reflect 
conflicts among design intentions. Each of these points is discussed in more 
detail below. 
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3.2.1 Representing a Perspective 
The specification component of KID (see Figure 3) has been built as a 
hypertext interface on top of the argumentation base, and the representation 
for a specification is a set of issue-answer pairs. This choice of representation 
is based on an analysis of questionnaires used by professional kitchen 
designers to elicit design requirements from clients (Nakakoji, 1993). Each 
of the issue-answer pairs is linked to a corresponding domain distinction 
(Winograd and Flores, 1986). These domain distinctions reflect commonly 
used vocabulary in the kitchen design domain. Using KID-Specification, 
designers can specify their design priorities by selecting and annotating 
alternative design decisions documented in the argumentation-base. 
Designers can assign weights to the selected answers to articulate the relative 
importance of specified items. 

A perspective in KID corresponds to a particular specification (i.e., 
selected issue-answer pairs). KID allows designers to have multiple versions 
of design specifications. Designers can store sets of selected answers in the 
catalog-base. When designers create new perspectives, the system can critique 
the construction based on the currently selected version. In this manner, 
designers can compare multiple perspectives and play what-if games. 

3.2.2 Partitioning the Knowledge-Base 
The argumentation-base is structured as a network of nodes consisting of 

issues, answers, and arguments. An issue-answer pair represents a design 
decision in terms of function, structure, or behavior at various levels of 
abstraction. A relationship between two issue-answer pairs is implied through 
the argument Ita single-bowl-sink is enough for a single-person household." 

In KID, designers partition the argumentation-base by associating 
predefined domain distinctions with issue-answer pairs and arguments. KID 
captures the implied relationship between two issue-answer pairs by 
computing an interdependence between their associated domain distinctions. 
For the single-bowl-sink argument above, KID computes: Size-of
family=one-> Type-of-sink=Single-bowl-sink. This computed implication is 
referred to as a specification-linking rule. 

The perspective manager of KID uses the specification-linking rules to 
selectively enable only the critiquing rules that are relevant to the current 
specification. Every time designers modify the existing specification or select 
previously defined specifications, KID dynamically invokes specification
linking rules to enable the system to provide information relevant to 
changing design perspectives. 

If designers disagree with existing arguments, they may modify or add 
other arguments to the argumentation-base. This will then lead to the 
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derivation of new specification-linking rules and subsequently impact KID's 
critiquing behavior (see Nakakoji and Fischer (1995) for more details). 
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Figure 5. Specification-linking rules selectively enable critics. 
A collection of specification-linking rules forms an interdependence network among 
design decisions. Each specification-linking rule is derived from an argument. If the 
designer assigns the weight 10 to the entertainment requirement, the system computes 
the importance of the need for a dishwasher as 9 using a weighted sum algorithm. 

3.2.3 Increasing Conflict Awareness 
Often, the stated specification activates conflicting critic rules; e.g., "A 
dishwasher should be on the right side of a sink" versus "left side of a sink." 
Instead of resolving conflicts automatically, critiquing messages are presented 
with an associated computed value (see Figure 4). This value is derived using 
a weighted sum algorithm and reflects the importance assigned to each 
contributing issue-answer pair in the partial specification (see Figure 5). 

To derive the computed value, the system first identifies the collection of 
specification-linking rules related to the partial specification using a forward 
chaining inference engine. While collecting these rules, the system assigns a 
weight to the consequent of each rule reflecting the weights assigned to the 
selected answers in KID-Specification and the number of inference steps 
involved. This essentially prioritizes potentially conflicting consequents. If 
the same consequent appears more than once, the assigned importance values 
for all occurrences are summed (see Nakakoji (1993) for more details). 

4. Case Study 2: The VDDE System 

The Voice Dialog Design Environment (Repenning, Sumner, 1992) supports 
the design of phone-based user interfaces such as voice mail systems and 
voice information systems. These interfaces consist of a cascading series of 
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voice prompted menus requesting the user to perform certain actions; e.g. 
"to listen to your messages, press 1." The user issues commands by pressing 
touch-tone buttons on the telephone keypad, and the system responds with 
appropriate voice phrases. 

One challenge facing voice dialog designers is that their design task is 
influenced by many conflicting design objectives such as compliance with 
different sets of user interface guidelines (regional, national, and 
international) and the desire to create designs that are consistent with related 
products or existing applications in the installed product base. Unfortunately, 
many applications in the installed base predate the interface guidelines and so 
do not conform to these guidelines. Thus, the designer must make difficult 
trade-off decisions between these competing objectives. 
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Figure 6. The Voice Dialog Design Environment. 
Design units are arranged to create a flow chart-like representation. Each voice menu 
consists of vertically adjacent menu items where each is assigned a key and a function. 
These menu items correspond to touch-tone buttons on a common telephone. 
Assigning a menu item key 1 and associating it with function "listen" is interpreted as 
"to listen to your messages, press 1." Critic messages are displayed in a separate 
message pane. Every message is preceded by a symbol indicating the rule set that is 
relevant to the critic. 

The VDDE system provides a gallery of voice dialog design units, such as 
menus and prompts, a worksheet for design construction and simulation 
(Figure 6), and a knowledge-base that contains sets of critic rules and design 
rationale (Harstad, 1993). Three sets of critic rules correspond to the 
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regional, national, and international phone-based user interface standards. A 
fourth set-the consistency set-represents rules for comparing two designs 
and detecting inconsistencies. Designers select which rule sets to use and 
prioritize them when evaluating the design. The system provides explanation 
of critiquing messages by linking the messages with portions of the relevant 
user interface guidelines documented in the knowledge-base. 

4.1 SCENARIO 

Jill is a voice dialog designer and her task is to design the residential version 
of a voice mail application. The user interface must first be consistent with 
the business version of the same application (i.e., "Voice Mail Business"), 
and secondly comply with the national user interface standards. Jill specifies 
her design goals by selecting the consistency and national rule sets and 
assigns a higher priority (1) to the consistency set (Figure 7). 
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Figure 7. Select perspectives. 

Designers can choose among four rule sets-regional (US WEST), national (VMUIF), 
and international user interface guidelines and a rule set that evaluates consistency 
with a related design. Additionally, designers can specify the application type to 
enable more specific critic rules. 

Jill has just finished designing the Personal Options Menu and wants to 
add a 'terminate' option to the Listen Menu (see Figure 6). As soon as she 
switches her work attention by selecting the Listen Menu, the system 
performs a complete analysis of the Personal Options Menu by comparing it 
with its related menu in the design "Voice Mail Business" and evaluating it 
with respect to the national interface guidelines. The detected violations are 
displayed in the Message Pane shown in Figure 6. 
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Because it is important to be consistent with the interface of the business 
application, Jill decides to associate the function "greeting" to key 1, and 
violates a national design rule. Jill wants to record her design rationale so she 
will not forget why this decision was made. Jill selects the "Add Argument" 
button and enters her name. A small window is displayed with the default line 
saying "Rejected because:" and Jill explains her design decision (Figure 8). 

Figure 8. Capturing design rationale in the hypermedia knowledge-base. 
Jill records why she violates the design guideline. The windows on the left side are on
line versions of the various user interface guidelines documents. 

4.2 THE CRITIQUING MECHANISM 

Designers specify their perspective by choosing from provided rule sets. The 
critic rule knowledge-base is hierarchically partitioned to reflect these rule 
sets and other domain distinctions. A symbol is associated with each critic 
message indicating the rule set that activated it. Each of these aspects is 
discussed further below. 

4.2.1 Representing a Perspective 
In VDDE, designers specify their intentions by selecting from the following 
domain distinctions (Figure 7): (1) rule set: only rules within selected sets are 
enabled; (2) priority: the priority assigned to each set influences the order in 
which the rules are enabled and the order in which critic messages are 
displayed in the message pane; (3) type of voice dialog application: specific 
rules apply to the different types of applications, such as voice mail, call 
answering, voice message delivery, and voice bulletin board; and (4) 
individual rules within a rule set: all rules within a set are by default enabled, 
but the designer can enable and disable individual rules. 
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4.2.2 Partitioning the Knowledge-Base 
VDDE provides three types of knowledge: (1) rules critiquing compliance 
with design principles, (2) rules critiquing completeness, and (3) rules 
critiquing consistency with a related design. The type of knowledge activated 
depends on the designer's articulated intentions in the perspective 
component. 

The critic rule base is partitioned according to the three types of domain 
distinctions: user interface guideline type, application type, and completeness. 
The rules are grouped into four top-level sets: regional user interface 
guidelines, national guidelines, international guidelines, and the consistency 
set. Not all knowledge within the three sets representing user interface 
guidelines applies to all application types, and the sets are further partitioned 
into generic rules (those applying to all applications) and application-type 
specific rules that include design principles and completeness rules. 
Completeness rules check for missing functions in menus and missing 
menus. The consistency set contains only generic rules for how to compare 
two designs for consistency. 

4.3.3 Increasing Conflict Awareness 
Due to the nature of the represented domain knowledge, conflicts between 
perspectives are frequent. VDDE supports designers in reflecting on their 
conflicting design goals by: (1) allowing the user to assign each selected rule 
set a priority and (2) explicitly denoting which rule set was violated. The 
format used when presenting the critic messages in the Message Pane helps 
designers to detect conflicting perspectives. When multiple rule sets are 
selected, the critic messages are displayed in their order of priority, and each 
critic message is preceded by a symbol denoting the rule set with which it is 
associated. Designers may record rationale for why design rules were violated 
(see Figure 8). 

5. Comparison of the Two Approaches 

KID and VDDE illustrate two different approaches for implementing 
perspective-based critiquing systems (Table 1). In both systems, a 
perspective is an explicit stance with respect to certain domain distinctions. 
The knowledge-base is partitioned according to domain distinctions. Design 
intentions explicitly specified through the perspective interface are associated 
with domain distinctions that are used to selectively enable critic rules. 

While both are perspective-based, the particular representation of a 
perspective, definitions of domain distinctions, and the partitioning scheme of 
each system are quite different. The KID system emphasizes helping 
designers to evolve their design intentions by making the often complex and 
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conflicting relationships between individual design decisions explicit. The 
VDDE system emphasizes making designers aware of the conflict inherent in 
major design goals intrinsic to the phone-based interface domain. These 
resulting systems afford designers different types of support for the design 
activity. This will be discussed in detail below. 

TABLE 1. Comparison ofthe KID and VDDE critiquing systems 

KID VDDE 
Representation of selection and weighting of settings of: 
perspectives issue-answer pairs - prioritized rule sets 

- application types 
- activated individual rules 

Knowledge-base argumentation base critic rule base 
being partitioned 
Knowledge-base fine-grained domain coarse-grained domain 
partitioning distinctions di s tincti ons 
Reflecting priorities messages numbered according messages ordered based on 
of conflicting to the weighted sum of selected assigned rule set priority 
perspectives answers in the specification 

Representation of perspectives. The two systems use radically different 
perspective representations for capturing design intentions. For the most part, 
these system differences are motivated by differences in practices within the 
respective domains. In kitchen design, it is a fairly common practice to have a 
questionnaire-style specification sheet. In voice dialog design, there are no 
such specification forms, but instead several sets of important user interface 
design guidelines to choose from. The approach used by KID better lends 
itself to supporting designers to evolve their design intentions by giving them 
greater expressiveness (more domain distinctions to choose from) and more 
control over the applicability of these distinctions (the weighting scheme). 

Knowledge-base being partitioned. In the KID system, it is the 
argumentation-base that is being partitioned. A domain distinction is 
associated with every issue-answer pair. The specification-linking rules 
dynamically construct critic rules from the argumentation base to reflect the 
enabled partitions (see Figure 5). In VDDE, the critic rule sets are being 
partitioned. This partitioning is reflected in the system architecture in that 
each top level partition (i.e., critic rule set) has its own critic manager that 
controls the enabling and firing of rules within that partition. The KID 
approach makes it easier to incrementally add new critic rules by simply 
adding argumentation and associating domain distinctions with the 
argumentation. However, with the KID approach it would be difficult to 
modify all critics related to a particular domain distinction since these rules 
are distributed throughout the argumentation base. With the VDDE approach, 
it is easier to maintain related bodies of knowledge, such as rules 
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corresponding to a set of standards, since these sets are aggregated in a single 
rule set manager. Further research needs to investigate more thoroughly the 
pros and cons of each approach. 

Knowledge-base partitioning. Both systems partition their knowledge
base according to certain domain distinctions, but with different levels of 
granularity. The KID system has a very fine-grained partitioning whereas the 
VDDE system emphasizes a coarse-grained partitioning. Extremely fine
grained schemes give the user control over the enabling of individual rules. 
The issue of coarse or fine-grained to some extent reflects the trade-off 
between complexity and control; i.e., giving the user full control over a very 
fine-grained partitioning scheme typically results in a very complex interface 
(Nakakoji 1993). 

Reflecting conflicts. The two systems also try radically different 
approaches toward supporting designers to become aware of conflicts among 
design intentions. The KID system uses an elaborate weighting scheme where 
the resulting computed value associated with every critic message reflects the 
conflict between several domain distinctions. When looking at critic messages, 
the computed values help the designer to understand which conflicts are 
more important than others; however, the system requires the designer to 
study the associated argumentation in order to know the source of the 
conflicts. The VDDE system uses a much simpler approach that presents all 
critic messages in a prioritized order, and each message is prefaced by a 
symbol denoting the perspective that enabled the critic rule. While the 
explicit symbol helps the designer to become aware of which perspectives are 
causing the conflict, he or she must first laboriously examine each message to 
determine if conflicts exist. The KID system synthesizes the sources of 
conflict for the designer but places the burden of identifying these sources 
on the designer. The VDDE system places the burden of synthesizing the 
conflict on the designer but identifies the source of conflict for the designer 
in the critic message pane. Neither approach by itself has been found 
sufficient (Harstad, 1993; Nakakoji, 1993), and future work needs to 
investigate a "best of both worlds" approach in which the system both 
synthesizes and makes explicit the sources of conflict. 

6. Conclusions 

In Fischer et al. (1993), we discussed how embedding critiquing systems into 
domain-oriented design environments increases the shared context; i.e., the 
system's level of understanding of the designer's task at hand. In this paper, 
we have presented perspective-based critiquing systems that extend this 
approach by increasing the system's understanding of design intentions. We 
have argued for the validity of this approach based on an analysis of design 
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activities: we claim that conflicts detected at the surface level of design 
(solution form) actually arise from conflicts at the perspective level (design 
intentions). Systems that support design should help designers to become 
aware of conflicts existing in design intentions, to understand the conflict, 
and to arrive at some state of resolution. Taking this stance on the role of 
conflict in design leads to new additional design guidelines to consider when 
constructing computer-based critiquing systems: 

• A set of domain distinctions must be identified. The knowledge base 
should be partitioned to reflect these domain distinctions. 

• The system must provide a perspective component that allows 
designers to define and select multiple perspectives so that they can 
specify their design intentions with respect to certain domain 
distinctions. These intentions will be reflected in the system by more 
finely tuned critiquing activity. 

• A synthesis mechanism such as the weighting scheme in the KID 
system must be constructed so that the system can detect conflicts 
and present the detected conflicts to the designer. 

• Critic argumentation facilities must be oriented toward helping 
designers identify the source of the conflict, i.e., perspectives 
favoring certain arguments, in addition to providing designers with 
information important to understanding the trade-offs involved in 
resolving the conflict. 

Perspective-based critiquing systems allow designers to express and evolve 
their design intentions by stating their stance with respect to various domain 
distinctions. Using this knowledge about design intentions, the critiquing 
system can tailor its analysis and argumentation activities to better support 
human judgment in design. 
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DOMAIN ORIENTED DESIGN ENVIRONMENTS: 
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Abstract. Traditionally critiquing messages in Domain Oriented Design Environments 
are presented as text in a window to which all critics send their message. In this paper al
ternative methods for presenting critiquing messages in a direct manipulation style will 
be discussed. Critics which change the shape of the cursor, indicate relations of objects, 
change the visible properties of the objects, modify the contents of the evaluation win
dow and the agenda, and let users manipulate their designs from alternative perspectives 
will be presented in the context of the PetriNED design environment. It will be argued 
that the challenge for critics using direct manipulation style critique delivery is not-as 
for critics following the traditional way of presenting messages-to "say the right thing 
at the right time" but to "show the right thing at the right place", and that the latter chal
lenge is not as big as the former and allows for a much better support of design tasks. 

1. Introduction: Critiquing in Domain Oriented Design Environments 

Domain Oriented Design Environments have been proposed as an architec
ture for systems supporting a wide range of design activities like architectural 
design, computer network design or user interface design. These environ
ments typically supply users with a direct manipulation construction con
struction kit as well as other modules like, for example, a catalog of previ
ously successful designs and an argumentative hypertext module to record 
and retrieve design rational information (Fischer and Lemke et aI., 1991). 

A central module of Domain Oriented Design Environments is the cri
tiquing component. It helps users to detect problems in their designs by indi
cating how well the design conforms with general design goals as well as 
specific goals specified by the user (Fischer and Nakakoji et aI., 1993). There 
is a growing consensus that critiquing mechanisms present a promising way 
of using knowledge based techniques to support non-routine design tasks 
(Fischer and Lemke et aI., 1991; Silverman and Mezher, 1992) and that the 
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main challenge for these critiquing mechanisms is to "say the right thing at 
the right time". 

1.1. THE TRADITIONAL CRITIQUING CHALLENGE: SAYING THE RIGHT 
THING AT THE RIGHT TIME 

The critiquing component of Domain Oriented Design Environments can be 
envisioned as consisting of a collection of individual "critics" (or 
"critiquing agents") which monitor the user's construction activities and 
check whether the evolving design complies with the design goals they are in 
charge of. When violations are detected, the critics have to notify the user. 
Traditionally critics do this by presenting their critiques as a text in a specific 
message window which is used by all critics to deliver their messages. Users 
are assumed to read these messages and to take action to remedy the identi
fied problem. However, this way of critiquing is rather intrusive as users have 
to interrupt their current activity, shift their focus of attention to the message 
window, and consciously read and understand each of the critiquing mes
sages. Users can, of course, ignore the current messages and continue their 
work without looking at the message window, but this can be problematic too, 
as they might continue their work in an unproductive direction without 
noticing it. To keep users interested in the contents of the message window, 
care has to be taken that critics do not interrupt users too often in their pri
mary design task. 

Therefore, if a design problem is detected, critics have to "decide" 
whether their message is relevant enough to notify the user immediately or 
whether the observed problem is likely to be only temporary and no imme
diate critiquing is needed. The latter might be the case if the user is in the 
middle of a task that involves some problematic transitory states. For exam
ple, an architectural design rule might state that rooms should not have less 
than a certain amount of window space. But when should a user be notified 
that the design does not satisfy this rule? Some users might choose to defer 
window placement until very late in the design process. Interrupting and re
minding the user after each step that there is still not enough window space is 
obviously not a workable solution. 

Different methods have been proposed to tackle the problem described 
above, that is, the problem to "say the right thing at the right time". Fischer 
et al. (1993) propose to increase the "shared context" of users and critics. 
The idea is that the more the critics "know" about the user's current task
context, the better they can determine the relevance of their message to the 
user's current task. In addition to this, it is proposed to make critics end-user 
modifiable so that users can tailor critics to their own working style. 
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Another possibility is to use "passive" instead of "active" critics (Fischer 
et aI., 1985). Whereas active critics deliver their critiques whenever they 
detect a problem, passive critics have to be started explicitly by the user. 
Some spelling checkers, for example, are able to work in both modes. They 
can be configurated to notify users whenever a word gets misspelled (active 
mode), and they can also be started explicitly to check a whole document. 
While passive critics do not distract users from their primary design task, they 
can be problematic if users fail to start them early enough and walk down a 
garden path investing considerable effort and time into a design which will 
finally have to be abandoned. Whether to use active or passive critics cannot 
be decided in general. Instead, the specific properties of the application have 
to be considered. Letting the user control whether critics should be active or 
passive is another option. 

To make critics say "the right thing at the right time", Silverman and 
Mezher (1992) propose to equip systems with a dialog generator module. As 
in tutoring systems, this module would use user-models to tailor the critics' 
messages to user needs. For Silverman a set of switches to control the critics 
would be an example of such a user model. 

1.2. THE CHALLENGE OF VISUAL CRITIQUING: SHOWING THE RIGHT 
THING AT THE RIGHT PLACE 

The above mentioned authors see the problem of "saying the right thing at 
the right time" as the central problem of critiquing mechanisms in design 
environments. However, this framing of the problem is strongly influenced 
by the way critics are currently presenting their messages to the user. The 
problem of finding the right time for presenting information mainly results 
from the fact that critics write their messages sequentially in a single separate 
message window which the user has to consult every time a new message ap
pears. This used to be the standard way of presenting information in early 
terminal oriented programs. This method has been transcended by direct 
manipulation interfaces which support spatial and dynamic presentation of 
text and graphics (Hutchins, et aI., 1985). However, current critiquing 
mechanisms do not take advantage of the potential of alternative ways for 
presenting design critiques. Presenting all the critiquing messages sequen~ 
tially in one separate text window unnecessarily emphasizes the sequential 
aspects of critiquing and thereby "causes" the problem of correct timing. 

If direct manipulation style methods are used for presenting critiques to 
the user, the question of the "right time" gets less important, and instead 
"showing the right thing at the right place" becomes the central question. 
This transformation of the question is advantageous because finding the right 
place is often easier that determining the right time. When arranging critiques 
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in time it can only be decided whether a critique should be displayed now, 
some time later, or not at all. The "intrusiveness" of critiques cannot be 
controlled as they are displayed uniformly in the message window and the 
user is supposed to look at all of them. 

Instead, if critiques are arranged in space, multiple critiques can be dis
played in parallel and they can either be placed within, close to, or outside 
the user's current visual focus of attention (i.e. the cursor position); or they 
might even be placed in a currently invisible part of the interface. This way 
the critiques can be made more or less intrusive according to their relevance 
to the current task. Also, graphics instead of text can be used for presenting 
critiques, and these might also be displayed only temporarily. In the follow
ing I will refer to critiquing methods which use the direct manipulation style 
to deliver their critiques as "visual critiquing". Visual critics can, for exam
ple, change the shape of the cursor, they can annotate elements of the con
structed design, or they can post their critiques to an "agenda" which is 
displayed outside the user's current focus of attention. These and other 
methods will be discussed in more detail in the next section in the context of 
the PetriNED design environment. 

Depending on the time needed to compute their critiques, visual critics 
can deliver their messages already while users are performing their actions, 
directly after user actions, or with a delay after the action. I will call these 
three modes of critiquing "early critiquing", "immediate critiquing" and 
"delayed critiquing". Early critiquing helps users to anticipate the results of 
their actions. Early critics will deliver their critiques at the user's current fo
cus of attention and they indicate in advance potential positive or negative re
sults of the user's current action. Immediate critics compute and deliver their 
critiques directly after the user has performed an action. Often immediate 
critics will display their messages close to the user's focus of attention. The 
computation of delayed critiques takes so much time that users cannot wait 
for the result before starting their next action. Delayed critics will typically 
post their critiques to "agendas" outside the user's focus of attention. 

2. Critiquing in the PetriNED Domain Oriented Design Environment 

PetriNED (Petri Net EDitor) is a design environment supporting the design 
of Petri nets. Petri nets are traditionally used for the design of communica
tion protocols, multi-processor systems, and other operating system oriented 
applications (Murata, 1989), but they have also been used in the context of 
decision making (Tabak and Levis, 1985), neural networks (Stoica & Roth, 
1986), hypertext systems (Stotts and Furuta, 1989), and human-computer in
terface design (Bastide and Palanque, 1990). 
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PetriNED is implemented in Macintosh Common Lisp and runs under 
Mac System 7. It consists of four windows: a construction window (Figure 1), 
an analysis window (Figure 2, right), a property window (Figure 3, left), and 
an incidence matrix window (Figure 3, right). 
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Figure 1. The PetriNED construction window. 

Gray rounded rectangles are not part of the interface but are annotations of elements in the 
figure. Screen shots of two different user actions are merged in the figure ("Move Operation" 
and "Connect Operation"). In the construction window users can select prototypes of places, 
transitions and trash cans from the palette and move them to the construction area. Once the 
objects have been placed in the construction area, properties like their name or the number of 
tokens of places can be changed directly on the object. Also objects can be moved around with 
the arrow tool, they can be connected with the connect tool, and transitions can be fired for 
simulation purposes with the firing tool. 
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Figure 2. The PetriNED construction and the Analysis Window. 

Screen shots of two different user actions are merged in the figure. The Analysis Window 
displays a list of possible deadlock and unbound sequences of the currently constructed net. 
That is, all sequences of transition-firings in which the net gets stuck because no transition 
can fire any more and the sequences in which places potentially accumulate infinite numbers 
of tokens. Each sequence is represented in the list by a token indicating its type (deadlock or 
unbound) and the number of individual situations in the sequence. If the user selects one of the 
sequences in the list, the last situation of the sequence (i.e. its configuration of tokens in the 
net) is displayed directly in the construction area. The user can then use the scroll-bar in the 
lower part of the window to see the other situations in the sequence. As determining deadlocks 
and unbound sequences is computationally expensive, the list gets computed incrementally 
and in parallel while the user is constructing the net. The content of the Analysis Window 
refers to the situation after the "connect operation" has been completed. The configuration of 
tokens in the net is the result of the second user action in which the sequence "Unbound(7,4)" 
is selected in the analysis window and the last situation of the sequence is displayed in the 
construction area. 
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Figure 3. The PetriNED properties and the Incidence Matrix Window. 

The Properties window (left) displays some easy computable properties of the net under con
struction. The Incidence Matrix window always shows the incidence matrix of the net under 
construction. The incidence matrix is an alternative, diagrammatic representation of the Petri 
net. Columns represent incoming and outgoing connections from and to places and rows 
represent the transitions these connections are either coming from or going to. The labels of 
the rows and columns are abbreviations generated from the names of the elements in the 
construction area. The matrix is not only an alternative visualization of the net; the user can 
also change, enter and delete connections directly in the matrix and these changes are then 
propagated to the construction window. 

2.1. A PETRINED USE SCENARIO INCLUDING VISUAL CRITIQUING 

In the scenario the user wants to construct a simplified Petri net model of a 
communication protocol (Murata, 1989). The user starts constructing the 
model by moving places from the palette into the construction area and 
changing their name afterwards. Figure 1 shows the situation after all places 
have been entered. Next, the user starts moving places to align them with oth
ers. When the user is moving the outline of the place "PI Buffer Full" close 
to a position that is directly above the place "P2 Buffer Full" and in a 45 
degree angle to the place "Ready to Rec", two "alignment critics" are acti
vated. The critics notify the user of this relation by drawing lines between the 
involved objects (Figure 1, "Move Operation"). If the user moved the out
line out of a certain range, the lines would disappear again. But the user de
cides to let the place drop and thus to make it aligned to the other places. 

Next the user selects the connect tool and tries to connect the place 
"Ready to Send" with the place "Wait for Ack" (Figure 1, "Connect 
Operation"). However, this connection is not possible, as in Petri nets places 
can only be connected to transitions and vice versa. When the user tries to 
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connect the two places, the second place -as an implicit critique- does not re
spond to the rubber-band cursor as it would usually do if the connection 
came from a transition. This makes the user aware of the fact that ftrst transi
tions have to be introduced before connections can be made. Only if the user 
still tried to make the connection by releasing the mouse button while having 
the rubber-band cursor positioned over the second place, an explicit cri
tiquing message would pop up saying that places can only be connected to 
transitions and vice versa. 

In the next step the user drags the transitions from the palette to the ap
propriate positions in the construction area, changes their names, and con
nects them as shown in Figure 2. However, instead of connecting the place 
"Ack. Received" with th~ transition "Process 1" and that transition with the 
place "Ready to Send", these connections were erroneously made the other 
way round. The user gets suspicious of the problem when the analysis win
dow detects unbound and deadlock sequences and the property window 
shows that the maximum number of outgoing connections for places is not 
one, as expected, but two (Figure 3, right). When looking at the incidence 
matrix (Figure 3, left) the user fmds that contrary to all other places the place 
"Ready to Send" only has outgoing connections and the place "Ack. 
Received" has only incoming connections. Thus the user decides that the 
connections from and to "Process 1" need to be changed. While it would 
have been possible to change this directly in the matrix, the user decides to 
do this with the connection tool in the construction area. 

In Figure 2 the user has already corrected the connection between "Ack. 
Received" and "Process 1", and currently the connection between "Process 
1" is about to be made (Figure 2, "Connect Operation"). The place "Ready 
to Send" has responded to the rubber-band cursor by inverting to its outline, 
but while usually the tip of the rubber-band cursor has the form of a cross, it 
has now turned into a little gray circle. This is caused by a critic watching 
whether the user is about to make a circular connection. The user notices this, 
but nevertheless goes ahead creating the connection as the circularity is in
tended. But certainly knowledge about circularities can be helpful in other 
situations to avoid potential mistakes. 

After correcting these connections the user consults the analysis window 
and sees that deadlock and unbound sequences still get detected. The user 
selects one of the unbound sequences (Figure 2, right). When scrolling 
through the sequence, the user sees that the reason for the problem is that 
also the connections from and to "P2 Buffer Full" are made the wrong way 
round. After this problem has been eliminated the model is finally correct. 
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2.2. MECHANISMS FOR VISUAL CRITIQUING 

In the scenario different ways for critics to deliver their critiques were pre
sented in the context of a design task. Critics changed the shape of the cur
sor, they indicated relations of objects in the construction area, they changed 
the visible properties of the objects in the construction area, they modified 
the contents of the evaluation window and the agenda, and they made it pos
sible for users to see and manipulate their designs from alternative perspec
tives (Table 1). Below I will discuss in more detail each of the visual cri
tiquing methods. 

TABLE 1. Applicability of visual critiquing methods. 

Early Immediate Delayed 
Critiquing Critiquing Critiquing 

Change Cursor tI' ..., ..., 
Indication of Relations tI' (tI') -, 

Change Visible Properties tI' tI' (tI') 

Posting to an Agenda ..., tI' tI' 
Interactive Representation ..., tI' tI' 

Changing the cursor shape. In the scenario the critic watching whether the 
user was about to make a cyclic connection changed the tip of the rubber
band cursor from a cross to small a circle. This is an example of an early 
critic, as users get informed of the potential consequences of making connec
tions already before connections are actually made. Having the circularity 
critic as an early critic can be problematic in large nets because the time to 
determine circularities can be too long and delay the updating of cursor po
sitions and cursor shapes in an unacceptable way. However, critics changing 
the cursor need to be early critics, as changing the cursor after an action has 
already taken place does not make sense. An alternative method for the cir
cularity critic to deliver its critique will be discussed below. 

Indicating Relations of Objects in the Construction Area. In the scenario 
the "alignment critics" are examples of early critics which deliver their cri
tiques by indicating relations of objects. The interesting property of these 
critics is that they are delivering "positive critiques" (i.e. detect positive 
properties of the design) and actively support users in establishing these 
positive properties. The user only needs to be in a certain range of the place 
where these relations hold, and the critics make sure that the indicated rela
tions will be established if the user decides to do the action. In the scenario 
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the established alignment relations do not remain visible after the move op
eration has been finished. In some applications it might, however, be useful 
to leave the established relations visible (Gross 1992). If relations remain 
visible also immediate critics can make use of this critiquing method. 

Changing the visible properties of the objects in the construction area. In 
the scenario the critic watching that places only get connected to transitions 
and transitions only to places is an example of an early critic delivering its 
critique by changing the visible properties of the objects in the construction 
area. Only if users attempt to make the right kind of connections will the tar
get object be inverted to an outline. The critique concerning incorrect con
nections is initially only implicit, as in this case objects do not get inverted if 
the rubber-band cursor is positioned over them. As implicit critiques can be 
problematic on their own, an explicit message is shown if the user still tries to 
make the connection. What makes this critic different from other critics is 
that it actively keeps users from improper making connections. This is the 
standard way of controlling interaction in direct manipulation interfaces 
which can be problematic in design environments. In our scenario it makes 
sense to constrain user actions, because the critic's rule is a "hard" design 
rule every net must conform to. Often, however, design rules will be "soft" 
and it must be allowed to perform actions which contradict some of the rules. 

There is an example of an immediate critic which changes the visible 
properties of the objects in the PetriNED environment, but it was not dis
cussed explicitly in the scenario. This critic determines for each transition 
whether it is enabled (Le. ready to fire) or not. If a transition is enabled, it is 
shown as a dark square, and the color of disabled transitions is changed to 
gray. As this critic is an immediate critic, the color of transitions affected by 
a user action does change only after the action has been performed. 

As illustrated in the two examples above, critics which change visible ob
ject properties can be early or immediate critics and, in principle, even de
layed critics. For large nets the circularity critic discussed above should be 
implemented as an immediate critic to avoid delays in cursor updates during 
actions. As such it could for example color the cyclic connections . 

Modifying the Contents of the Evaluation Window and the Analysis 
Window. In the scenario the critic updating the evaluation window was an 
immediate critic and the critics in charge of the agenda were delayed critics. 
The critiques are displayed in another window outside the user's focus of at
tention because they can be affected by transitory problematic states of the 
design and because they contain information which is too complex to be 
monitored without conscious attention. In the case of the analysis window the 
user can click on the tokens in the list and scroll through the sequence to re
ceive an "interactive, visual explanation" of the critiques. 
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By placing the critiques in another window users are saved from being 
interrupted in the middle of a design step. Users can look at these windows 
after finishing a sequence of design actions in one of the other windows. 
Another reason for displaying the information in the analysis window outside 
the user's focus of attention was that the critiques are generated by a delayed 
critic. Thus these critiques may not be directly related to the user's current 
action. Displaying them too close to the user's current focus of attention 
might be confusing, as he or she might infer wrongly that the critique is re
ferring to the current action. In the case of the analysis window users can use 
their peripheral vision to monitor the dynamic detection of deadlock and 
unbound conditions in the window. If they are surprised by the fact that 
problems are detected in a certain situation, they can focus their attention on 
the analysis window and start exploring the detected problems. 

Finding the right place can become challenging if conflicting placement 
criteria exist. The critiques displayed in the Analysis Window are a point in 
case. While the objects the critiques are referring to are located in the con
struction area, the critiques cannot be displayed close to these objects. This 
would be too intrusive and the visual critiques would also clutter the con
struction. The solution was to display the critiques as tokens in the analysis 
window outside the user's focus of attention and only display the full visual 
critique when the token is selected by the user. This way the cluttering of 
screen is avoided, the critiques are displayed at the right level of intrusiveness, 
and the connection to the objects the critique is referring to is maintained. 

Posting critiques to an agenda like the Analysis Window can also help in 
situations in which the design is too large to have all design elements dis
played at the same time. Instead of annotating the invisible design elements 
without the user knowing about it, tokens of the critiques can be posted to an 
agenda where they become visible immediately. If the user selects these to
kens, the design elements can be made visible and the visual critique can be 
displayed. Posting critiques about invisible elements to an agenda is not nec
essary if the design is hierarchicaly organized. In this case the existence of a 
critique related to a currently invisible element low down in the hierarchy can 
be indicated by annotating a visible, higher level element. 

Supply Users with Multiple Interactive Representations of the Design. 
Alternative "interactive representations" let users see and manipulate their 
designs from alternative perspectives. They can be interpreted as elaborated 
design critiques. In the scenario the interactive incidence matrix representa
tion of the evolving Petri net offers users an alternative perspective on their 
design. The interesting property of the incidence matrix is that it is not only 
an alternative visualization of some properties of the net (as the evaluation 
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window and the agenda), but that it also allows the user to change the visual
ized properties directly in the interactive representation. 

3. Discussion 

Generally when new ideas or methods are presented, three camps of people 
have to be convinced (1) those believing that it is not possible at all (2) those 
believing that it is not necessary to use the method, and (3) those believing 
that this is what they have been doing all the time already anyway. Although 
it is only a modest prototype, the PetriNED environment presented above 
should be enough evidence to convince people from the first camp that vi
sual critiquing is possible. Below I will try to convince people in the two 
other camps and argue that it is advantageous to use the proposed critiquing 
methods in design environments and that the proposed methods for critique 
presentation transcend the currently used methods. 

3.1. USING VISUAL CRITIQUING IS ADVANTAGEOUS. 

Visual critiquing uses a larger-bandwidth, more flexible channel for critique 
signaling than purely text-based critique presentation methods. As a result, 
the question of "saying the right thing at the right time" becomes much less 
important, and system designers mainly have to worry about "showing the 
right thing at the right place". This is advantageous because a fine-grained 
control of the intrusiveness of critiques is possible by changing the place
ment and the delivery method. Usually critiques delivered at the user's cur
rent focus of attention will be more intrusive than others. However, not only 
the placement but also the mode that is used for delivering critiques deter
mines their intrusiveness. Textual messages are highly intrusive because they 
require the conscious attention and explicit understanding on the part of the 
user. Non-textual delivery of critiques is usually less intrusive as long as the 
user understands the meaning of the delivered critiques. Changing the shape 
of the cursor and modifying the appearance of the objects is in some way 
very intrusive because this happens at the user's focus of attention, but on the 
other hand it is less intrusive than presenting a long text because the effort 
needed for understanding the non-textual critique is relatively low. 

In PetriNED methods for integrating textual and non-textual delivery of 
critiques were explored. Users are notified unintrusively through non-re
sponding of places or transitions that connections between elements of the 
same type are not possible. Only if users try to force connections, a textual 
message will inform the user explicitly-and intrusively-that such connections 
are not possible. Visual critiquing extends the palette of possibilities de-
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velopers of critiquing mechanisms can choose from for presenting their cri
tiques. The traditional, text-oriented way for presenting critiques becomes 
only one possibility among others. Which methods are the best and where 
critiques should ideally be placed cannot be decided independently from an 
application, but the PetriNED environment has exemplified a number of sit
uations in which alternative critique presentation methods are advantageous. 

Another indication of the advantage of visual critiquing mechanisms is the 
fact that they have been used-though only in a few cases up till now- in 
commercial products. For example, programming environments like Think 
Pascal will do a partial syntax check of the preceding statement each time 
you type tI; tI and will reprint the statement in a funny font if an error is 
found. Drawing tools like Canvas include visual "alignment critics". Finally, 
document editors like Word supply users with multiple, interactive document 
representations. Users can, for example, switch seamlessly between editing 
their document in the "Outline View" and the "Page View". 

3.2. VISUAL CRITIQUING TRANSCENDS CURRENT METHODS. 

An obvious critique of the approach presented in this paper is that it only 
proposes an alternative presentation of critiques and that this is only 
"syntactic sugar" and "nice to have" but does not add to the understanding 
of critiquing mechanisms. The underlying assumption of this critique is that 
"form follows function" and that the important part about critics is their 
function, that is, the knowledge representations and inference mechanisms 
they are using for computing their critiques. In this view the way the critiques 
are presented is secondary and only needs to be addressed once the func
tionality has been determined. However, this function centered way of system 
development is problematic (Stolze, 1994). An example from the PetriNED 
design environment shows why this is the case. 

Usually it is assumed that users do not care much about positive critiques 
and that critics should focus on determining problematic properties of the 
design. However, this is only true if the traditional text-oriented (i.e. intru
sive) way of presenting critiques is used. In PetriNED positive critiques get 
delivered in a graphical way and close to the user's focus of attention. This 
way critiques are not distracting users who are not interested in the positive 
critique, and the critiques are helpful to those users who are interested in get
ting positive feedback. Thus, in this case "function follows form", that is, the 
way critiques get delivered determines what kind of critiques should be com
puted. Usually the form and the function of design environments co-evolve, 
and knowing about the possible functionality of critics turns out to be as im
portant as knowing about possible ways for presenting the critiques. 
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Nakakoji (1993) argues that not only the "right thing" and the "right 
time", but also the "right style" is important for the critique delivery, but 
her argumentation remains in the realm of text-oriented critiquing and there
fore does not consider that the question of the right timing can become ob
solete if the right style of critiquing is used. 

Silverman and Mezher (1992) present an example of visual critique deliv
ery. Antennas which are placed in problematic positions on a navy boat are 
marked red by critics. However, this remains the only example of visual cri
tiquing, and it is not embedded into a broader discussion of direct manipula
tion style mechanisms for critique delivery. 

Terveen et al. (1991) introduced the concept of "implicit agendas" 
which is an interesting alternative perspective for studying ways in which 
immediate and delayed critics should deliver their critiques. However, early 
critics are not covered by the concept of implicit agendas, and the only 
method proposed for implementing implicit agendas is to change the visible 
properties of problematic objects in the design. As discussed above, also 
other methods can be used by immediate and delayed critics, and these addi
tional methods should also be considered when designing implicit agendas. 

Another critique which could be raised is that the proposed methods for 
critique delivery are "just other names for well-known direct manipulation 
feedback mechanisms". In response to this I would argue that thinking 
about feedback mechanisms as critics is an important change of perspective 
which can help to generate new ideas on what kinds of feedback are possible 
and desirable. Usually feedback-mechanisms are very simple and do not in
volve extensive "intelligence" on the part of the system. With the arrival of 
high performance processors even in lower-priced workstations it might be 
useful to think of feedback not in terms of simple mechanisms but in terms 
of critiquing to make appropriate use of the available computing power. 
Also, the proposed mechanisms for critique presentation go beyond "well
known" methods for feedback in direct manipulation interfaces. Concepts 
like early critiquing, delayed critiquing and visual explanations have not 
been studied in any depth in the context of direct manipulation interfaces. 

A critique, closely related to the previous one, is that the proposed meth
ods overstretch the concept of critiquing mechanisms and that only the tradi
tional text-oriented critics should be called critics. It is true that the "critics" 
I discussed in the context of the PetriNED design environment did much 
more than traditional critics which only support users in detecting problem
atic properties of the design. The critics discussed here also inform users of 
potential positive properties of the design and help users to establish them; 
they help users not only in detecting but also in understanding problems of 
the design by supplying them with visual explanations, and critics using in-



VISUAL CRITIQUING 481 

teractive representations even went beyond this by supporting the detection, 
understanding, and direct remedy of design problems. However, I do not 
think that this overstretches the concept of critics. Looking at these mecha
nisms as critiquing mechanisms is a valid development perspective (Stolze, 
1991; Stolze, 1993) which will prove its usefulness only in the context of 
concrete development projects. 

3.3. OPEN ISSUES 

The methods for visual critiquing discussed in this paper were developed in 
the context of the PetriNED design environment. While the presented meth
ods seem to be applicable to many different kinds of design environments, it 
might tum out that they need to be adapted for some applications and that 
additional methods can be used or even have to be used there. For example, 
methods that allow users to tailor critics to their individual working style will 
be important in some design environments, though they were not necessary 
in PetriNED. Also PetriNED only supports individual design work; using vi
sual critiquing methods for supporting group work is another interesting but 
as yet unexplored topic. Empirical evaluations and more experience in 
equipping design environments with visual critiquing mechanisms is needed 
to gain a better understanding of the potential of visual critiquing. 

4. Summary 

Different methods for critique presentation in domain oriented design envi
ronments were discussed in the context of the PetriNED environment. Critics 
changed the shape of the cursor, they indicated relations of objects in the 
construction area, they changed the visible properties of the objects in the 
construction area, they modified the contents of the the agenda, and they let 
users see and manipulate their designs from alternative perspectives. 

It was shown that the challenge for the presented methods is not-as in 
traditional text-oriented critiquing- to "say the right thing at the right time" 
but to "show the right thing at the right place" and that the latter problem is 
easier to solve, as "finding the right place" allows for a fine-grained control 
of the intrusiveness of critiquing messages. 

The proposed methods support the delivery of messages by early, imme
diate and delayed critics. The alternative way of presenting messages allows 
critics to give users additional support beyond what is possible with tradi
tional presentation methods. This makes the proposed methods a critical el
ement in the development of any domain oriented design environment. 



482 M. STOLZE 

Acknowledgments 

I would like to thank the members of the Human-Computer Communication Group at 
the University of Colorado at Boulder, who helped me with important ideas and 
criticism. The research is supported by the Swiss National Science Foundation. 

References 

Bastide, R. and Palanque, P.: 1990, Petri Net objects for the design, validation and 
prototyping of user-driven interfaces, Proceedings of IFIP INTERACT'90: Human
Computer Interaction, pp. 625-631. 

Fischer, G., Lemke, A. and Schwab, T.: 1985, Knowledge-based help systems, Proceedings of 
ACM CHI'85 Conference on Human Factors in Computing Systems, pp. 161-167. 

Fischer, G., Lemke, A. C., McCall, R. and Morch, A. I.: 1991, Making argumentation serve 
design, Human-Computer Interaction, 6(3-4), 393-419. 

Fischer, G., Nakakoji, K., Ostwald, J., Stahl, G. and Sumner, T.: 1993, Embedding computer
based critics in the contexts of design, Proceedings of ACM INTERCHI'93 Conference on 
Human Factors in Computing Systems, pp. 157-164. 

Gross, M.: 1992, Graphical Constraints in CoDraw, IEEE Workshop on Visual Languages, 
Seattle, W A, IEEE Press. 

Hutchins, E. L., Hollan, J. D. and Norman, D. A.: 1985, Direct manipulation interfaces, 
Human-Computer Interaction, 1(4), 311-338. 

Murata, T.: 1989, Petri Nets: Properties, analysis and applications, IEEE Proceedings 77(4), 
541-579. 

Silverman, B. G. and Mezher, T. M.: 1992, Expert critics in engineering design: Lessons 
learned and research needs, AI Magazine, Spring, 45-61. 

Stoica, N. and Roth, G.: 1986, Neuronal networks modeled by Petri type nets with con
trollers, Proceedings 12th [FIP Conference, Budapest, Lecture Notes in Control Inf. Sci. 

Stolze, M.: 1991, From Knowledge Engineering to Work-Oriented Development of 
Knowledge Systems, Unpublished PhD Dissertation, University of Zurich, Switzerland. 

Stolze, M.: 1993, The workshop perspective: Beyond the optimization of the "Joint Man
Machine Cognitive System", AAAI Fall Symposium, Human-Computer Collaboration: 
Reconciling Theory, Synthesizing Practice, AAAI Technical Report FS-93-05. 

Stolze, M.: 1994, From System Requirements to Appropriate Knowledge Representations: A 
Case Study, Artificial Intelligence for Applications, San Antonio, TX, IEEE Press. 

Stotts, P. D. and Furuta, R.: 1989, Petri-Net-Based Hypertext: Document structure with 
browsing semantics, ACM Transactions on Information Systems, 7(1), 3-29. 

Tabak, D. and Levis, A. H.: 1985, Petri net representation of decision models, IEEE Trans. 
Syst. Man, Cybern., 15(6), 812-818. 

Terveen, L. G.: 1991, Intelligent systems as cooperative systems, The International Journal 
of Intelligent Systems (Special Issue on The Social Context of Intelligent Systems) : 



DESIGN FIXATION AND INTELLIGENT DESIGN AIDS 

A. T. PURCELL, J. S. GERO, H. M. EDWARDS AND E. MATKA 
Department of Architectural and Design Science 
University of Sydney NSW 2006 
Australia 

Abstract. Rather than replacing a human problem solver, computers are increasingly 
seen as intelligent aids to problem solving. In this role the computer's capacity for 
storing and rapidly retrieving large amounts of information can potentially significantly 
augment human problem solving. In the specific context of design problem solving, this 
approach has particular attractions when associated with recent advances which allow the 
inclusion of graphic as well as textural material. Rather than simply providing 
information about principles and descriptions of examples of their use to solve 
problems, computers could generate sets of plans, perspective drawings and even sets of 
pictorial representations of actual design solutions to particular types of problems. 
However, while this may make such systems very attractive to designers, this very 
richness of information may produce a significant problem for design. Design fixation 
involves the reproduction of both appropriate and inappropriate aspects of an example 
design when the example solution is shown as part of the statement of the design 
problem. The results of the experiment to be reported indicate that the fixation effect 
does not simply depend on the pictorial representation of a possible solution to a 
problem. Rather fixation depends on the picture embodying principles which form a part 
of the knowledge base of the design discipline. It is likely that the cases representing 
previous solutions to a problem contained in an intelligent design aid would 
predominantly be of this form and could therefore establish the conditions for fixation to 
occur. While this could in fact be beneficial where routine design is involved, it places 
severe constraints on innovative or creative problem solving. 

1. Introduction 

There has been increasing interest in two related issues which represent 
departures from much of the original work in the context of human problem 
solving and Artificial Intelligence (AI). At a basic level, the initial approach 
to this issue in AI involved the assumption that human problem solving 
involved the manipulation of symbols and the use of abstract knowledge. 
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Given this view of AI, the human problem solver could (perhaps only 
ultimately) be replaced by a computer because computers are designed for 
particularly effective manipulation of symbols. By contrast, more recent 
views of human problem solving and cognition generally have emphasised 
the role of more specific knowledge associated with particular, previously 
encountered instances or cases in the particular problem solving area 
together with more abstract knowledge (Kolodner, 1985; 1989; Schank and 
Riesberg, 1989). Associated with this shift has been a change in the way the 
role of the computer is conceptualised in problem solving generally and 
design in particular. Rather than the computer replacing a human problem 
solver, computers are now seen as, possibly intelligent, problem solving aids 
storing large amounts of data and retrieving relevant information to the 
problem at hand in the form of previous cases. These two issues are related in 
the sense that a particularly useful intelligent design aid would be one that 
could produce "similar" instances or cases of solutions to the problem 
being addressed. 

While this view of the role of previous instances or cases in problem 
solving developed from a consideration of issues in the general area of 
learning and knowledge representation, the use of previous instances in this 
way has a substantial history in education and particularly in the education of 
designers. Here instances or cases are referred to as precedents and it is the 
study of the actual physical object or various types of visual simulation of the 
object which forms the basis of the learning experience. Generally the intent 
of the teacher is that the student should learn the principles which are 
exhibited in the precedent case that is presented. However it is possible that 
the uses of cases in this format may have an unintended effect. Jansson and 
Smith (1991) found that showing an example of an object that was to be 
designed as part of the statement of the problem resulted in advanced student 
and practising mechanical engineering designers reproducing the 
characteristics of the example design in their solutions. This occurred even 
where there were characteristics of the examples which resulted in 
inappropriate designs which specifically contravened aspects of the design 
problem as stated. Jansson and Smith (1991) referred to this effect as design 
fixation to specifically relate it to the earlier work by the Gestalt 
psychologists where similar impediments to human problem solving had 
been demonstrated. The potential relevance and importance of this effect to 
the newer view of computers as intelligent problem solving aids is apparent, 
particularly in the context of design where the precedent cases are highly 
likely to involve pictorial representation of the actual artefact. It is possible 
that, rather than being an intelligent design aid, a computer could act as a 
particularly effective source of design fixation. The conditions which 
produce design fixation are as a result of some significance in the context of 



DESIGN FIXATION AND INTELLIGENT DESIGN AIDS 485 

AI in design and the experiment to be reported was designed to develop 
further insights into this effect. 

2. Design Fixation and the Conditions Which Produce It 

In a replication of the original experiment, Purcell and Gero (1991) used one 
of the design problems from Jansson and Smith (1991) - the design of a 
bicycle rack for a car. The designs of architectural and industrial design 
students were compared with different groups of students from the two 
disciplines being given either simply a statement of the problem, the 
statement of the problem together with a sketch of one of three possible 
designs, one of which had been used by Jansson and Smith (1991) or a 
statement of the problem together with a verbal description of one of the 
designs represented pictorially. The aim of this experiment was to replicate 
the original Jansson and Smith effect, to determine whether fixation occurs 
with any example represented in pictorial form and whether the effect would 
occur with a detailed verbal description of an example as well as with a 
pictorial representation. Fixation effects did not occur with all of the 
pictorially presented example designs and was not associated with the verbal 
description of the example design. Fixation appeared to be associated with 
one of the example designs, however this was also the type of design that is 
experienced most frequently in everyday life. It was therefore not possible to 
decide whether the designers were simply using available, everyday 
knowledge rather than being affected by the pictorial representation of the 
example design. The result could also have been affected by differences 
between the participants in the two experiments. Jansson and Smith (1991) 
had used advanced undergraduate and practising mechanical engineering 
designers while participants in this experiment were at the beginning of their 
design education in different disciplines to mechanical engineering. 

Subsequently Purcell, Williams, Gero and Colbron (1993) examined the 
issues of the effect of everyday familiarity with design solutions and the 
differences in discipline background and level of expertise. The question of 
everyday familiarity was addressed by using another of the original Jansson 
and Smith design problems - the design of a device, to be used by the blind, 
for measuring quantities to be used in cooking. With this design problem it 
would be unlikely that participants would have actually seen an example of a 
solution to the problem. Advanced undergraduate students participated in the 
experiment from mechanical engineering, giving designers of a similar level 
of expertise to those used by Jansson and Smith together with participants 
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from industrial design at the same stage in their education as the mechanical 
engineering students. The Jansson and Smith pictorial example was used with 
groups from the two different design disciplines. In addition groups from the 
two disciplines were also shown a pictorial representation of a quite different 
type of design solution. Fixation was measured in two ways. First it could be 
in terms of superficial features which were those which reproduced specific 
perceptual aspects of the design. Second fixation could be in terms of 
analogical features where aspects of the design exhibited features which 
involved the same principles as were used in the example. Clear fixation 
effects were found with only one of the design disciplines and for only one 
of the pictorial examples. Fixation was found with the mechanical 
engineering students and with the example design used by Jansson and 
Smith. No evidence of fixation was found with the other design example with 
the engineering students and for either of the groups of industrial design 
students. Fixation was also more apparent for the analogical features of the 
design indicating that fixation was not simply a result of copying perceptual 
features of the example design. While there are a number of possibilities 
which may account for these results, one appears to be of particular interest. 
A comparison of the two example designs demonstrated that one, the Jansson 
and Smith design, clearly involved knowledge and principles that would be a 
part of mechanical engineering expertise while the other design, based 
around a cup, embodied simple, everyday knowledge that would be similar 
for the groups from the different design disciplines. This suggests that 
fixation may depend on the use of pictorial examples which represent 
knowledge which is part of the expertise of a particular discipline. The aim 
of the experiment to be discussed was to test this hypothesis about the basis 
of design fixation. In the context of intelligent design aids, it is apparent that 
this proposal regarding the basis of design fixation is particularly significant. 
If design fixation depends not only on the use of a pictorial example but an 
example embodying principles and knowledge typical of the field then these 
are precisely the most likely examples to be made available by an intelligent 
design aid which accesses previous design cases. 

3. Experimental Design 

Undergraduate students in their final year of mechanical engineering and 
industrial design participated in the experiment again providing levels of 
expertise similar to the groups used in the Jansson and Smith (1991) 
experiment. The problem chosen was to design a way of providing assistance 
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to the elderly in getting into and out of a bath in a domestic setting. It was 
specified that the users would be elderly people who were reasonably 
independent but who would experience difficulties associated with normal 
ageing such as diminished muscular and joint function and sensory 
perception. This particular problem was chosen for a number of reasons 
relating to our previous work. First, based on discussions with academics in 
both disciplines with extensive professional experience, it was the type of 
problem which was both unlikely to have formed a part of the design 
experience of the participants and they would also be unlikely to have seen 
examples of existing design solutions. As a result the possible confounding 
effect of "expert" and everyday experience with examples was removed. 
Second, while the problem was unlikely to have been attempted previously, 
the discussions with mechanical engineers and industrial designers indicated 
that, while it was not a typical problem for either discipline, it was the type of 
problem that practitioners in both disciplines could be asked to solve. This 
particular design problem as a result removes the difficulty associated with 
our earlier experiment (Purcell and Gero, 1991) where the participants were 
asked to solve a problem from outside the range of problems that would 
normally form a part of the particular design discipline. 

While the design problem has these characteristics, there are also existing 
solutions which represent a number of different ways of approaching the 
problem. This allowed the selection of a fixating example which clearly 
embodied principles which form a part of the expertise of the mechanical 
engineering discipline and consequently according to our hypothesis should 
result in fixation in this group but not with the industrial design students. The 
particular design example chosen is shown in Figure 1 in the format that was 
presented in the experimental conditions. The control conditions involved 
simply a verbal statement of the problem. All groups were asked to produce 
sketch designs however, for the experimental conditions, participants were 
given the verbal statement of the problem and, on a separate page, the 
pictured example. Participants were told that the picture was to illustrate what 
was meant by a sketch design. In summary, one group from each discipline 
received the control instructions and one group from each discipline the 
statement of the problem together with the pictorial example. The problem 
statement given to the control group is presented in Appendix A and the 
problem statement given to the experimental group is presented in Appendix 
B. A total of 37 mechanical engineering and 16 industrial design students 
participated in the experiment with 17 and 7 participants from each 
discipline in the experimental conditions and 20 and 9 in the control 
conditions. 
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Figure 1. The design example which was shown to students in the experimental condition. 
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4. Results 

Participants were allowed to produce as many sketch designs as they wished 
and were asked to indicate, at the end of the session, which was their most 
preferred design. The following analysis is based on the subject's preferred 
sketch design. The two sets of measures used in the previous experiment 
which were based on the frequency of occurrence of superficial and 
analogical features were also used in the analysis of these results. The 
presence or absence of each feature in each sketch design was recorded. 
Tables 1 and 2 present descriptions of the two feature sets and the frequency 
of occurrence of each feature in designs produced by mechanical engineers 
and industrial designers in the control and example conditions. 

TABLE 1. Symbols for analogous features and frequency of occurrence of each feature in each 
condition. 

Mechanical Industrial 
Engineering Design 

Symbol Description Control Example Control Example 
(n=20) (n=17) (n=9) (n=7) 

Al Fixed 6 11 3 3 

A2 Fixed to floor 0 6 2 0 

A3 Column 0 9 1 0 

A4 Lifting mechanism 
within 0 7 1 0 

A5 
Handle on column 0 1 0 0 

A6 
Boom 0 8 1 0 

A7 
Seat 7 12 4 3 

Figures 2 and 3 show the results of a t-test comparing the experimental and 
control samples in terms of frequency of occurrence of the analogical and 
superficial features. In each figure the line marked with a diamond represents 
the value of t for each feature for the mechanical engineering subjects (37 
subjects in two samples, degrees of freedom = 35), while the lower line 
identified by pluses represents the t-test value for the industrial design 
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students (16 subjects in 2 samples, degrees of freedom = 14). The 
probability of occurrence is represented on the ordinate of the graphs and 
the 0.05 and 0.01 criteria are marked. For example, in Figure 3, it is apparent 
that superficial feature 57 ("moulded seat with back") was produced 
significantly more often (p<0.05) by the mechanical engineers in the 
experimental group than their counterparts in the control group, whereas for 
the industrial designers there was no significant difference in this feature. 

TABLE 2 . Symbols for superficial features and frequency of occurrence of each feature in each 
condition. 

Mechanical Industrial 
Engineering Design 

Symbol Description Control Example Control Example 
(n=20) (n=17) (n=9) (n=7) 

Sl Fixed to base plate 0 5 0 0 

S2 Fixed to bolted base plate 0 4 0 0 

S3 Column - tripartite 0 0 0 0 

S4 Bolts on column 0 0 0 0 

S5 Winder with knob 0 I 0 0 

S6 
Rigid boom 0 7 0 0 

S7 Moulded seat with back 3 8 1 2 

S8 Perforated seat 0 4 0 1 

S9 Arms on seat 2 4 1 I 

SIO Incorrect orientation to 0 2 0 0 
taps 

Sl1 Orientation of bath as 2 8 3 5 
example 

S12 Tiles on side of bath as 0 5 0 I 
example 
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5. Discussion 

The results of this analysis appear to be quite clear-cut. The mechanical 
engineering students were fixated and the industrial design students showed 
no evidence of fixation. The results with the industrial designers should be 
treated with some caution because of the relatively low numbers of 
participants from this discipline. However the procedure used to test for the 
difference between the experimental and control groups is specifically 
designed to take account of low frequencies and as a result minimises the 
likelihood of the absence of a significant difference with this design group 
being due to this aspect of the experiment. There is also an interesting 
difference between the results for the superficial and analogical measures of 
fixation in the mechanical engineering group. There are twelve superficial 
and seven analogical features with a significant difference being found for 
seven of the twelve superficial features and six of the seven analogical 
features. This result demonstrates that, while fixation occurred for both types 
of features, it was most apparent in relation to the analogical features. As in 
our previous work this difference is evidence against any simple view of 
fixation being the result of the designers simply reproducing the attributes of 
the example design. Design fixation as a result appears to depend on the 
designer being exposed to a pictorial representation of a solution which 
embodies principles which form a part of the expertise of the design 
discipline. Clearly the generality of this effect needs to be tested, for example 
in the case of industrial designers, by using pictorial representations of 
solutions embodying principles that would be typical of that discipline. 
Further, given that Jansson and Smith (1991) demonstrated fixation effects in 
a similar student group and with practising mechanical engineering 
designers, it would appear that this may not be a phenomenon only 
associated with student designers, however this possibility is to be addressed 
in future experiments using experienced designers. 

If however the importance in design fixation of the pictorial 
representation of a design using principles from the area of expertise of the 
designer is accepted, they have significant implications for the development 
of intelligent design aids using a case based approach. Given that such an aid 
would be developed in the context of a particular design discipline, the cases 
presented to a designer, if they contained pictorial representations associated 
with the design, would be likely to produce fixation. If the way of solving the 
problem is appropriate, then the fixation produced could be viewed as 
beneficial. However this would appear to require that the problems be well 
defined and, as a result, does not take account of the ill-defined nature of 
design problems (Simon, 1973; Reitman, 1975). For example, in the context 
of this specific design problem, the example used represents both well known 
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mechanical principles and a use of these principles in a way that is typical in 
a situation that is familiar to the designers - that of devices used in an 
industrial setting for raising and lowering heavy objects. While the device 
which produced the fixation performs the required functions, it could be 
argued that, in the context of a domestic bathroom being used by the elderly, 
it represents an inappropriate and certainly not an innovative solution. 

One way of avoiding the undesirable effects of fixation produced by 
pictorial examples could be to present the information which is accessed by a 
designer in the form of a description of the principles and the ways of 
implementing those principles that have been used in previous designs 
combined with an evaluation of the devices. On the basis of our previous 
research showing a lack of fixation using descriptions of designs, this could 
circumvent the deleterious effects of fixation while activating abstract, 
conceptual knowledge from which designs could be developed. Because the 
knowledge accessed in this approach would be specifically about previous 
design responses to the same problem, the absence or difficulty of transfer 
between conceptually related problems found in the analogical problem 
solving literature should not occur in this situation (Gick and Holyoak, 
1980). The weakness of this approach however is that it is unlikely to 
generate innovative ways of solving the problem simply because the available 
information is confined to the domain of previous design solutions. This 
effect could, in part at least, be offset if the domain of previous solutions 
varied widely in the way the problem was solved and in the innovativeness of 
the design approaches rather than simply representing different design 
solutions using effectively the same or very similar principles. This is because 
there is some evidence that exposure to a number of different ways of 
solving a problem leads to more flexible problem solving (Brown, 1989). 
This research is also particularly relevant because the alternative ways were 
presented in the form of the actual objects and materials and their 
arrangement that were used to solve the problem; that is in a form that is very 
similar to a pictorial representation. It is possible therefore that fixation 
occurs with the presentation of a single pictorial representation of a design 
solution and that flexibility and innovation can be enhanced through the 
pictorial representation of multiple and diverse solutions to a problem. This 
is the direction in which our research is currently moving and possibly 
indicates a way in which intelligent design aids could take advantage of the 
powerful effects of pictorial representations on design problem solving. 
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Appendix A: Instructions for Control Group 

DESIGN EXERCISE 

Around 90 per cent of elderly people live at home and wish to maintain their 
independent lifestyle for as long as possible. However, part of the natural ageing 
process is a reduction in muscle strength and sensory perception, and this can interfere 
with the ability to perform daily tasks at home. For example, for some elderly people, 
one of the difficulties in bathing independently is getting down into the bath and back 
up again. Many people who show a high level of general function and mobility in the 
home could still require assistance with this particular activity. This is an especially 
difficult action as it involves considerable strength and balance. When the person 
becomes unstable during a bath transfer, there is a high risk of injury from a fall. 

The aim of this exercise is to design a device to assist elderly people in getting in 
and out of the bath, without the need for assistance from other people. The device you 
design should meet the following requirements: 

* safe 
* easy to use 
* portable and/or storable 
* attractive 
* easy to clean and maintain 
Detailed and accurate drawings are not required. Simple, rough outline sketches are 

all that is needed. The sketches may be annotated with written comments to clarify 
your intentions. 

You will be allowed 45 minutes to complete the design. If you wish you may 
complete more than one design. Please number each individual design. 
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Appendix B: Instructions for Experimental Group 

DESIGN EXERCISE 

Around 90 per cent of elderly people live at home and wish to maintain their 
independent lifestyle for as long as possible. However, part of the natural ageing 
process is a reduction in muscle strength and sensory perception, and this can interfere 
with the ability to perform daily tasks at home. For example, for some elderly people, 
one of the difficulties in bathing independently is getting down into the bath and back 
up again. Many people who show a high level of general function and mobility in the 
home could still require assistance with this particular activity. This is an especially 
difficult action as it involves considerable strength and balance. When the person 
becomes unstable during a bath transfer, there is a high risk of injury from a fal1. 

The aim of this exercise is to design a device to assist elderly people in getting in 
and out of the bath, without the need for assistance from other people. The device you 
design should meet the following requirements: 

* safe 
* easy to use 
* portable and/or storable 
* attractive 
* easy to clean and maintain 
Detailed and accurate drawings are not required. Simple, rough outline sketches are 

all that is needed. The sketches may be annotated with written comments to clarify your 
intentions. See Figure 1 (on separate page) for an example of the level of detail 
required. 

You will be allowed 45 minutes to complete the design. If you wish you may 
complete more than one design. Please number each individual design. 
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Abstract. CommonKADS is an advanced and comprehensive Methodology for Integrated 
Knowledge-Based systems development. This document describes a set of models of 
design developed as reusable components for the CommonKADS library. Models of 
design in the AI in Design literature can be separated into those which characterise design 
as a knowledge process (problem-oriented models) and those which characterise it as 
a task (task-oriented models). Problem-oriented models view design as a process that 
involves an understanding of the design problem rather than how to solve it. Task-oriented 
models model activities that have to be performed to solve a design problem-tasks-and 
how they have to be performed-task structure and the problem solving methods that 
can be used to perform them. This work aims to integrate the problem-oriented and task
oriented approaches to design within the CommonKADS framework. The set of models 
generated are the result of a conceptualization of the problem space for design, and its 
subsequent operationalization as inference structures. The advantage of this approach is a 
better understanding of the kinds of design problems being modelled. Most importantly, 
this understanding is made explicit both as a knowledge process and as a task-oriented 
activity. 

1. Models of Design 

Two views of design seem to be predominant in Artificial Intelligence (AI), and 
in AI in Design in particular. Design as a knowledge process (which I will call 
problem-oriented models) and design as a task (which I will call task-oriented 
models). Problem-oriented models aim at describing design as a problem without 
commitment to the tasks or activities involved in its resolution. Understanding 
design as a problem independently of what to do to solve it is important, in the 
same way as it is important to understand an illness before any actions to cure it can 
be specified. This also means that problem-oriented models of design should model 
design independently of what people do when they design. Task-oriented models 
are more concerned with the description of the tasks involved when designing. 
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They model activities that are performed either by human designers or possibly 
by computer systems. 

Design as exploration (Smithers, 1992) (also called exploration model of 
design in Smithers et al. (1990) is a problem-oriented model. In this model design 
is understood as a knowledge process: a process that involves developing an 
understanding of the design problem rather than simply solving it. It is intended to 
be a non-prescriptive model. It aims at modelling the different types of knowledge 
used during design as well as their relations, but without commitment to the 
activities involved in generating and maintaining the types of knowledge and 
relations described. In this model, design problems are considered as typically 
ill-structured, i.e., initial requirements descriptions are inconsistent, incoherent, 
incomplete, or ambiguous. An important characteristic of this model is that design 
problems involve evolving requirements descriptions as well as design solutions 
that satisfy them. 

Many models in the AI in Design literature model design as a task-oriented 
activity. They model activities that have to be performed to solve a problem, 
tasks and how they have to be performed, task structure, and the problem solving 
methods that can be used to perform them (Chandrasekaran, 1990). Here, task
oriented models are understood to be prescriptive, but only in terms of the tasks 
to be performed, not in terms of the problem solving methods to be used in 
performing them. That is, these models state which tasks need to be performed 
when designing but they do not say which problem solving method is the right one 
to perform the task, and rightly so, since the decision over which problem solving 
method to use is application and domain dependent. Most of the task-oriented 
models concentrate on routine design problems (i.e., well-defined problems), and 
in particular on configuration problems (where the designed artifact is assembled 
from a set of pre-defined components that can only be connected together in a 
certain way (Mittal and Frayman, 1989». 

CommonKADS is an advanced and comprehensive Methodology for Integ
rated Knowledge-Based systems development (Wielinga et aI., 1992). To support 
knowledge engineers in the construction of expertise models and to integrate the 
experience on modelling from different approaches, CommonKADS incorporates 
a library of reusable modelling components. These components can be methods of 
different kinds, inference structures, domain models, etc. (Aamodt et al., 1992). 
Inference structures and expansion methods are briefly described next as they are 
widely used in this paper. See Wielinga et al. (1993) and Aamodt et al. (1992) 
for a fuller description. An inference structure describes a set of inferences and 
how they are related by their inputs and outputs. An inference operates on some 
input data generating a new piece of information which is its output. An inference 
is called an inference function when it can be expanded (or decomposed) into an 
inference structure at a lower level of detail. An expansion method associates an 
inference function to its more detailed inference structure, i.e., expansion methods 
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realise the expansion of inference functions. 
This paper describes a set of models of design developed as reusable com

ponents for the ComrnonKADS library. An important contribution of this work 
has been to integrate the problem-oriented and task-oriented approaches to design 
within the ComrnonKADS framework provided by Akkermans et al. (1993). The 
set of models generated are the result of a conceptualization of the problem 
space for design, and its subsequent operationalization as inference structures. 
The advantage of this approach is a better understanding of the kinds of design 
problems being modelled. Most importantly, this understanding is made explicit 
both as a knowledge process and as a task-oriented activity. 

A related (and important) issue which was not considered in this work is how 
these models (as components of the library) can be used by designers. This is 
an important issue but one which needs further research and development of the 
ComrnonKADS methodology, and of its library in particular, before it can be 
tackled. 

2. Conceptualization and Operationalization 

Akkermans et al. (1993) suggest three steps in the construction of problem solving 
methods (PSMs): the first step is the specification of the problem space and of the 
requirements for the solution (which yields a competence theory for the PSM); 
the second step is the conceptual refinement of this competence theory (where 
intermediate task, inference, and domain vocabulary are introduced); and the 
third step is the operationalization of the refined theory to detailed and practical 
inference structures, and associated control regimes. For simplicity, I will call 
the first step conceptualization and I will group the second and third steps under 
operationalization. 

The notion of problem space, as used here, is defined by Van de Velde (1988) 
as a triple constituted of P, a set of problems in the space, Sol, a set of solutions 
also in the space, and a relation, solution, between P and Sol. A solution to a 
specific problem, p, in the problem space is then a solution, s, belonging to Sol, 
for which the relation solution holds. 

Akkermans et al. (1993) also propose the inclusion of the PSMs constructed 
with this method in a library of generic and reusable components to support 
compositional modelling and design. The conceptualization of the problem space 
starts with the existence of a problem that needs to be solved. In the case of 
the creation of design models for the CommonKADS library, the problem is: 
what is involved in a design problem, how can design be modelled such that 
its operationalization results in useful reusable components for the library? The 
problem space diagrams in this paper reflect the answer to this question as well 
as to further questions that are refinements of it, such as, what is involved in 
a routine design problem? This conceptualization is then operationalized in 
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inference structures, control structures, and expansion methods that currently 
constitute the components of the library. In his paper the operationalization will 
be presented partially, in terms of inference structures, but it should be noted 
that there are other library components associated with them and which are not 
presented here. See appendices in Bemaras (1993) for a full operationalization of 
the models presented here. 

The approach taken in this work is that the problem-oriented and task
oriented perspectives can be used during the development of design models as 
reusable components of the CommonKADS library. Problem-oriented models, 
and in particular the exploration model of design (Smithers, 1992), are used in the 
conceptualization step, and task -oriented models are used in the operationalization 
of the conceptualized problem space. 

3. The Basic Model of Design in CommonKADS 

This section describes the conceptualization and operationalization of design 
starting from a basic model. As we will see in the following sections, this model 
is then expanded as a result of commitments in the requirements and construction 
dimensions. 

The notation used in the diagrams for conceptualization (or problem space 
diagrams) is very simple and it has been invented by the author. Square boxes 
enclose knowledge that plays a role in the problem space. Dotted lines represent 
relations between knowledge. Relations are also named in the diagrams. All 
the operationalizations, both graphical and textual, follow the definition of the 
language for the CommonKADS library provided in Valente (1993) and Wielinga 
et al. (1993). 

3.1. CONCEPTUALIZATION OF DESIGN AS A PROBLEM 

In figure 1, design is conceptualized as a problem where some needs and desires 
and a design solution are related by a process of design. Needs and desires are 
stated (or implied) by a customer, and their related design solution should satisfy 
them. The realisation of a design is not usually considered as part of the design 
process. Design is part of a wider process that involves the realisation of the 
design solution. This is why the output of the design process is a design solution 
and not an artifact. For example, the design of a house needs to be realised in 
an actual house, or the design of a Knowledge-based system (KBS) needs to be 
implemented, but this is not usually considered part of the design process. 

Figure 2 presents a problem space diagram which is a refinement of the initial 
basic model. A problem space diagram is a graphical representation of a problem 
space (defined in section 2). Figure 2 is a problem space diagram for the space 
of design problems. It specifies what kinds of problems are design problems (it 
does this by specifying the kinds of knowledge involved in a design problem 
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I needs and desires 

I , 
design 

design solution 

Figure 1. Basic conceptualization of design. 

and which might be different in other kinds of problems). It also specifies the 
set of solutions in the space (it does this by specifying the relations that have 
to be satisfied between the kinds of knowledge involved in design problems). 
A given design problem can then be described as an initial instantiation of the 
kinds of knowledge identified in the diagram (how much is instantiated depends 
on the complexity of the problem), and a solution to the problem as a complete 
instantiation where all the relations are satisfied. The design process can thus be 
viewed as the process by which this diagram is filled in. The diagram and the 
following conceptualization of design as a problem are based on the model of 
design presented in Smithers (1992) which distinguishes three important notions: 
needs and desires, requirements descriptions, and problem statements. 

A statement of needs and desires (top of figure 2) is what usually motivates 
or initiates a design problem, and it states a problem and/or what is needed or 
desired by a customer. A requirements description (requirements in figure 2) 
is an interpretation of needs and desires. It expresses the necessary criteria for 
identifying a solution. A solution is a design description. This description is 
created during the design process. Problem statements, on the other hand, are 
operationalizations of requirements descriptions (problem statements in figure 2). 
They identify clear and formal constraints which are derived from the criteria in 
a requirements description. 

For example, a customer may state the need for an 'audible car radio', i.e., 
being able to listen to his or her car radio while driving, given that the motor of the 
car may be very noisy. An interpretation of this statement of needs is formulated in 
the following requirements description which identifies the criteria for a solution: 
the difference between the medium volume of a radio and the noise of the motor 
should be big enough to hear the radio while driving. This in tum might be 
operationalized into the following constraint to form a probJem statement (where 
the delta sign means average): 

ll. (medium radio volume - motor noise at 120 km/h) > 40 db. 

A design solution is always a solution to a given problem statement. However, 
many design descriptions, designed from correctly derived problem statements, 
may not be solutions to the design problem at hand. For a design description to be 
a solution it has to satisfy the requirements description as described at the bottom-
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Figure 2. Problem space diagram for design. 

right side of figure 2. Thus, obtaining a solution to a design problem involves 
identifying complete and consistent requirements and problem statements, as well 
as a final design description. Figure 2 shows that the justification of design also 
forms part of the problem space and it constitutes a rationalization of the design. 

Needs and desires can vary from being fuzzy and unclear to being very precise. 
When they are precise, criteria and constraints can more easily be identified. This 
is the case when an informed customer is involved in the design process. For 
example, an informed customer is a car maker asking a component supplier for a 
new fuel injection pump for a new Diesel engine. In this case, it is likely that the 
needs and desires will be tacit, and the design process will start from an initial 
requirements description. Depending on the specificity and formality of this initial 
statement, it might also contain an initial problem statement. 

Requirements are usually stated by designers. This is the case when the 
customer is what we could call a naive customer. For example, non-knowledge 
engineers- managers, experts, personnel in the production plant, etc.-identify 
the need (or the desire) for a KBS for diagnosis in their company. In this case, 
it is likely that needs and desires are informal and uninformed, and thus the 
requirements are stated by the designers. 
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Figure 3. Graphical representation of design as a function. 

3.2. OPERATIONALIZATION OF DESIGN AS A FUNCTION 

Figure 3 shows the graphical representation of the operationalization of the basic 
model of design pictured in figure 1. In CommonKADS terms (Valente, 1993), the 
design task is represented as a function. Its definition contains input and output 
roles, a goal, a specification, and any special features of the task. This textual 
definition is shown in figure 4. This basic function needs to be defined for the 
purpose of the CommonKADS library since all design model components are 
accessed by expanding this basic model in different ways (as we will see in the 
next sections). 

function design 
conceptual-definition: 

input-roles: 
needs and desires: 

Needs and desires are stated (or implied) by a customer. These statements 
may be informal and uninformed.; 

output-roles: 
design solution: 

A design solution is understood as a deSCription of a design 
which is formed during the design process.; 

goal: 
The goal of design is to generate a design description whose physical 
realisation satisfies the initial needs and desires.; 

spec: 
Design is a task in which given some needs and desires stated by a customer 
(or customers) a design solution is formed such that, when the design solution 
is realised, the needs and desires of the customer are satisfied.; 

features: 
This function involves knowledge structures available to play the roles of 
needs and desires and design solution.; 

Figure 4. Textual definition of design as a function of the CommonKADS library. 

4. Expansion of the Basic Model 

Futher conceptualization of design is done with respect to the problem space. 
The problem space is split up into two conceptual spaces: the requirements space 
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and the construction space. The construction space concerns the conceptualiz
ations and vocabulary related to the object or artefact to be designed (such as 
components, structures and systems), while the requirements space refers to the 
conceptualizations with respect to the intended user of the artefact (such as needs 
and desires). 

As a consequence, there are two views of the design problem in which to 
develop models for the CommonKADS library, and therefore in which to generate 
expansions of the basic operationalization of design: the design problem viewed 
from the requirements dimension and from the construction dimension. I will 
present the conceptualizations and the subsequent library models (operationaliza
tions) developed from each view. Three models are generated in the requirements 
dimension, and three more as a combination of the requirements and construction 
dimension for the particular case of parametric design. In the construction dimen
sion, models have been developed only for the case of parametric design, although 
it will be shown that the same principles can be applied to develop models for 
configuration, allocation, for example. 

5. The Requirements Dimension 

In the requirements dimension the concern is on the nature of the requirements 
and the problem statements. Depending on the fixed or changing nature of 
requirements and problem statements three kinds of design can be distinguished: 
routine, innovative, and original. This kind of classification of design is not new. 
and it can be easily related to those of Gero (1990), who distinguishes between 
routine, innovative, and creative design, and Brown and Chandrasekaran (1989), 
who distinguishes between class 3, class 2, and class 1 design. 

5.1. ROUTINE DESIGN 

Figure 5 shows the problem space diagram for routine design. Routine design 
characterises the kind of design that has been done many times before in the 
same domain, with the same kind of requirements description, and using the same 
knowledge. It is a well-defined problem, i.e., there are sufficient criteria at the 
begining of the design process by which to identify a possible solution. Thus, the 
requirements description is fixed, i.e. the final requirements description (Rf) is 
the same as he initial one (Ri) (see figure 5). Also, only one problem statement is 
involved in routine design, a statement which contains a complete description of 
the constraints that have to be resolved in a solution. 

5.2. INNOVATIVE DESIGN 
Figure 6 shows the problem space diagram for innovative design. Innovative 
design is characterised by an incomplete problem statement. In innovative design, 
the problem is still a well-defined problem, i.e., the requirements are fixed at 
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Figure 5. Problem space diagram for routine design. 

the beginning of the process. However, the initial problem statement does not 
contain a complete set of constraints. Part of the design process, thus, involves 
identifying a complete problem statement. The final problem statement (Pm) 
contains a complete set of constraints, and the solution (Dm.q) satisfies the criteria 
specified in the requirements description (Ri). 

5.3. ORIGINAL DESIGN 

Figure 7 shows the problem space diagram for original design problems. In 
original design the requirements description evolves during the design process. 
The design problem is initially an ill-defined problem, i.e., requirements may be 
inconsistent, incomplete, imprecise or ambiguous. At the beginning of the process 
there is a lack of sufficient criteria by which to identify apossible solution. The 
design process involves identifying a requirements description that is complete, 
consistent, precise, and unambiguous as well as a design that satisfies it. This 
model can also be interpreted as Brown and Chandrasekaran's (1989) Class 1 
Design. However, contrary to Brown and Chandrasekaran's position, this work 
assumes that many design problems fall into this category. It also assumes that 
they can be studied using computational means (i.e., design support systems). 
Similar views are put forward by Smithers (1992), Smithers et al. (1993), and 
Vanwelkenhuysen (1993). 
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Figure 6. Problem space diagram for innovative design. 

5.4. OPERATIONALIZATION OF THE REQUIREMENTS DIMENSION 

Based on the previous conceptualization (sections 5.1,5.2, and 5.3), the function 
design in figure 3 can be expanded into three different operationalizations using 
the expansion methods available in the CommonKADS library. Figure 8 shows 
the inference structures of the models. Inferences sructures in CommonKADS 
do not (and are not suppossed to) include control. They only reflect relations 
between knowledge structures and inferences that can be performed between 
them. Control over inferences structures is described in the CommonKADS library 
control methods which are not described here. Components (inference structures 
in this case) in the library are accessed through a set of questions which are stated 
in expansion methods. The following is a proposed set of questions to access these 
three models: 

QS 1: Has this kind of design been done many times before in the same 
domain, with the same kind of fixed requirements description and using the 
same knowledge (i.e., the same components, operators, goals, etc.)? 
QS2: Is it a well-defined problem, i.e., are there sufficient criteria at the 
begining of the design process with which to identify a possible solution by? 
Are these requiments well defined and fixed at the beginning? 
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Figure 7. Problem space diagram for original design. 

The combination of questions (QSl and QS2) and models chosen as a result 
of the answers (MR1, MR2, MR3) are pictured in the form of a decision tree in 
figure 9. 

The inference structure for MRl (top left of figure 8) shows that the expansion 
in the case of routine design is very simple. Since the requirements and problem 
statement are fixed, the problem statement is used to construct a design which 
is a design solution. The expansion is more complex in the case of innovative 
design (MR2 in figure 8). The possible changes in the problem statement is 
reflected in a test inference whose result triggers the operationalise inference. In 
original design both the problem statement and the requirements description can 
change. The inference structure for this model (MR3 in figure 8) reflects this with 
the addition of further inferences and knowledge roles which are based on the 
model presented in Vanwelkenhuysen (1993). The inferences Judge solution, 
create concerns, discover conflicts, andnegociate are activities that 
operationalise the evolution of requirements from Ri to Rf in figure 2. Judge 
solution in MR3 tests the satisfaction relation in figure 2 between a design and 
the criteria it needs to satisfy for it to be a design solution. What is involved in the 
satisfaction of requirements by a design, and in judging the design by the criteria 
identified in the requirements? The following are some questions with which to 
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IIRl 

1IR3 

Figure 8. Three inference structures for routine (MRl), innovative(MR2), and and original (MR3) 
design. Inferences structures do not imply control. Inferences should not be viewed as performed 
sequentially. They only specify a set of inferences related by their inputs and outputs. 

<yeo (= MR.l) 

QSl <yes (= MR2) 

no --- QS2 

no (= MR.3) 

Figure 9. Decision tree for questioning and consequent model choices. 

judge a solution (Vanwelkenhuysen, 1993): 

Is each postulated requirements acceptable given the limitations it imposes 
and the project goals? 
Does the design consider the recognised requirements? 
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Is there a requirements structure which relates all requirements formulated 
during the design process? 
Does each recognized requirements conflict have a compromise through a 
design decision? 

- Does the design solution satisfy all design decisions? 
- Does the design conflict with any (previously) unrecognised requirements? 

The answers to these (and maybe other) questions are useful in creating 
strategies by which further inconsistencies, incompletenesses, imprecision, and 
ambiguity in the requirements description can be identified. The resulting j udge
ment triggers a chain of inferences that are performed to modify the requirements 
description such that it is more complete, consistent, unambiguous, and precise 
(seeMR3 in figure 8). create concerns involves thecustomerwho,onthe basis 
of the requirements, the design and the judgement identifies concerns 
which can be related to the design, and/or the requirements. These concerns 
are then reformulated in terms of conflicts between requirements by the 
designer, discover conflicts. Evolving requirements can then be the result 
of a negotiation with the customer based on this information, negotiate. 

6. The Construction Dimension 

In this section design is viewed from the construction dimension. In the con
struction dimension further commitments are made that affect the structure of 
the problem statement, and of the design that is a solution to it. This dimension 
can be described in terms of the set of elements involved in the design problem 
(with their attributes and set of possible values for each attribute): Ei; the set of 
relations between the elements: Rj; and the set of design solutions S k over Ei and 
Rj. Depending on whether one of more of these sets is given, different kinds of 
design (and thus, design models) can be distinguished: allocation, configuration 
design, parametric design, etc. 

In this paper, the development of models in this dimension is illustrated with 
parametric design. Further models (and expansion methods) for other kinds of 
design can be added to the library following the ideas presented here. 

6.1. CONCEPTUALIZATION OF PARAMETRIC DESIGN 

The conceptualization of parametric design involves understanding what kind of 
problem is a parametric design problem. Parametric design can be characterised 
as a kind of design where E (elements), R (relations), and S (uninstantiated 
design solution) are given, and therefore they are part of the problem statement. 
Constructing a solution in parametric design is the process of instantiating the 
values of the attributes of E in S such that R holds. The following example 
presents a very simple scenario of a parametric design problem. 
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The solution to be designed is a room containing a chair and a table. The set 
of elements contains chair and table. 

s: room(chair,table) 

E: chair,table 

Their attributes and possible values are pictured in the table below. 

TABLE 1. Attributes and values. 

room 

size (m3) {8,12} 
position 
(x,y,z) {(l,2,3)} 

table 

{1,2,3} 
{(1,2,3), 
(O,I,3)} 

chair 

{0.5,I,2} 
{(l,2,3), 
(0,1,2), 
(O,O,O)} 

The set of relations (R) below shows that the table should be bigger than the 
chair, the room bigger than the chair and the table, the table and the chair should be 
inside of the room, and the chair should not be on top of the table and viceversa 1. 

size(room) > size(table) + size(chair) 
size(table) > size(chair) 
inside(table,room) 
inside( chair,room) 
no-top( chair, table) 
no-top(table,chair) 

The conceptualization of parametric design given so far can be expanded fur
ther considering the requirements dimension. That is, it is possible to conceptualize 
routine, innovative, and original parametric design problems. 

In this further conceptualization the main question is: to what extent having E, 
R, and S guarantees that filling them in will lead to a solution? Put another way, 
how does the further ontological commitment of parametric design get reflected 
in the problem space diagrams for routine design (figure 5) innovative design 
(figure 6) and original design (figure 7)? 

In routine parametric design (RPD), the requirements are fixed (i.e., E, R, and 
S are fixed) and there is only one problem statement (i.e., previous experience 
guarantees that the given set of possible values for each attribute is enough to find 
a solution). Thus, in RPD, the given E, R, and S guarantee that there will be one 

lChecking that the relations inside and top hold requires some calculations using the attributes 
position and size. 
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solution, i.e., there will be at least one instantiation of the (attribute) values of E 
in S such that R holds. 

In innovative parametric design (IPD), the requirements are also fixed (i.e., 
E, R, and S are fixed) but there may be more than one problem statement (i.e., 
previous experience does not guarantee that the given set of possible values for 
each attribute is enough to find a solution). Thus, in IPD, the given R, and S 
guarantee that there will be one solution, as long as a suitable set of values for 
each attribute is identified during the design process. A suitable set of values is 
one where there will be at least one instantiation of the (attribute) values of E in 
S such that R holds. 

In original parametric design (OPD), the requirements are not fixed, i.e., E, 
R, and S are given but they may change during the design process. Thus, in 
OPD, the given R, and S do not guarantee that there will be one solution. The 
design process may involve identifying suitable E, R, and S, including suitable 
attributes and values for them, such that there will be at least one instantiation of 
the (attribute) values of E in S for R to hold. 

It could be argued that the characterisation of IPD given here is not the only 
one. For example, innovation might also include changing the attributes as well 
as their values. Changing the attributes is very likely to force changes in S and R. 
This can be seen in the example of the room if the attribute size is removed. For 
this reason, only changing the values is considered IPD, everything else falls into 
OPD. 

6.2. OPERATIONALIZATION OF PARAMETRIC DESIGN 

Parametric design can be operationalized as three different models using the 
expansion methods for the library. Figure 10 shows the inference structures for 
routine, innovative, and original parametric design developed in this work. It 
should be noted, however, that they are not the only ones that can be developed. 
Also, as in the case of th operationalization in section 5.4, there is no control 
involved. This means that, for example, MPI is not intended to suggest that the 
inferences described are performed sequentially, or that there is no backtracking 
involved. 

These models are accessed in the library via a combination of QS 1, QS2, 
page 490, and the following question: 

- QP: Are a set of elements (E), a set of relations (R), and an uninstantiated 
design solution given? 

In the inference structure for MPI (top left of figure 10) we can see that the 
problem statement is constituted of relations, elements, and the uninstantiated 
structure. The construction of a solution, i.e., the instantiation of the given 
structure, involves selecting a set of values from the set of possible ones that 
is generated for the attributes involved. This structure is enriched in MP2 (top 
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HP3 

Figure 10. Three possibilities for parametric design. MPl: routine parametric design; MP2: 
innovative parametric design; MP3: original parametric design. 

right of figure to) with the addition of an inference that allows the change of 
attribute values, following from the conceptualization of innovative parametric 
design. The inference structure for MR3 (MR3 in figure 10) in turn, allows for 
the change of values and attributes of the structure, of the elements, as well as 
changing the relations involved. 

The combination of questions (QSl, QS2 and QP) and models chosen as a 
result of the answers (MPl, MP2, MP3) are pictured in the form of a decision tree 
in figure 11. 
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no 

Figure 11. Decision tree for questioning and consequent choice of models in the library. 

We can see that in this case, the tree of questioning (figure 11) is incomplete. 
There are no further models in the library for routine, innovative, and original 
non-parametric design. It was pointed out at the beginning of this section that 
parametric design is only one·of the possible types of design (configuration design 
is another). At the moment, if the answer to QP is no, the model provided by the 
library will be that of routine, innovative, or original design (see figure 8) without 
further commitments in the construction dimension. That is, the library offers a 
complete set of models for the requirements dimension, and models for parametric 
design in the construction dimension. 

Interestingly, the tree of questioning in the construction dimension is likely 
to be always incomplete. Even when configuration and other types of design 
are added, there will be design problems that cannot be characterised in the 
construction space, they will not be configuration or parametric, or whatever 
problems, they are design problems of an unclassified type. 

7. Conclusions 

In this paper a set of models of design for the CommonKADS library have 
been presented. They are the result of a conceptualization of design, and its 
subsequent operationalization. Library components have been generated using 
expansion methods. The complexity of the expansions is the consequence of 
considering two important dimensions for conceptualization: requirements and 
construction. The contribution of this approach is a better understanding of the 
kinds of design problems being modelled and of the appropriate use of the library 
components created for each kind of problem. 
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INTEGRATING STANDARDS AND SYNTHESIS KNOWLEDGE USING 

THE YMIR ONTOLOGY 

L.K. ALBERTS AND F. DIKKER 
Department of Computer Science, University of Twente 
PO Box 217, 7500 AE Enschede, The Netherlands 

Abstract. We illustrate the importance of a well-defined ontology for representing and 
integrating different types of engineering design knowledge with examples taken from 
bridge design. In particular, we focus on two types of knowledge: synthesis knowledge 
about the generation of design products, and design standards against which the generated 
products have to be evaluated. It is shown how both types can be represented using YMIR, 

an ontology for engineering design. By using the same ontological basis for the synthesis 
knowledge and the design standards, both types of knowledge can be used in an integrated 
way by the design process. 

1. Introduction 

In this paper, we want to illustrate the importance of a well-defined ontology 
for representing and integrating different types of engineering design knowledge. 
Engineering design is a highly complex process involving knowledge and data 
from multiple sources, such as different designers, customers, governmental reg
ulations, and engineering disciplines. Different sources in the process, in general, 
employ different terminologies in describing a design product, depending on their 
particular view on the design process or product. To allow for the integration, 
sharing and the reuse of design knowledge and data among different sources, a 
translation between the different terminologies is required. An ontology, in this 
context, is used to resolve ambiguities in the interpretation of knowledge or data 
originating from different sources. 

We have developed such an ontology for engineering design, called YMIR 

(Alberts 1993a, Alberts 1993b). The YMIR ontology specifies a taxonomy of 
concepts for engineering design which define the semantics of design knowledge in 
multiple engineering domains. The concepts of YMIR represent generalisations of 
the concepts used in the individual design domains, such as electrical engineering, 
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mechanical engineering, and civil engineering. For each of these domains, the 
YMIR concepts can be 'instantiated' in accordance with the specific concepts 
employed in a domain. 

Several other research groups have also emphasised the importance of a shar
able ontology to allow for the systematic reuse and sharing of knowledge, notably 
the Knowledge Sharing Effort at Stanford (Neches, Fikes, Finin, Gruber, Patil, 
Senator and Swartout 1991, Cutkosky, Engelmore, Fikes, Genesereth, Gruber, 
Mark and Tenenbaum 1993). An important difference with most existing ap
proaches is that the concepts in YMIR are defined in terms of a well-founded and 
widely accepted theoretical basis, namely System Theory. Many of the ideas em
bodied in YMIR are to a certain extent complimentary to the work done by the 
PDES/STEP vocabulary committees (Alberts, Wognum and Mars 1993). At this 
moment, STEP and its representation language EXPRESS still lack a well-defined 
ontology for design. 

In this paper we concentrate on the integration of engineering design know
ledge from two different sources: synthesis knowledge, which is based on tech
nical principles, and a particular type of evaluation knowledge, namely the official 
design standards or codes that a design product has to adhere to. It will be shown 
that both types of knowledge can be represented using the YMIR ontology. By using 
the same ontological basis for the synthesis knowledge and the design standards, 
both types of knowledge can be used in an integrated way. The ontology and its 
use for integrating synthesis knowledge and design standards are illustrated with 
examples taken from bridge design. 

The models of the synthesis and evaluation process are presented in section 
2. In section 3, the representation of design products in YMIR is discussed. Next, 
in section 4, the concepts for structuring synthesis knowledge in terms of trans
formations on the design product are presented. In section 5, the representation 
of standards using the concepts for product descriptions is explained. It will tum 
out, section 6, that due to the use of the YMIR ontology, the synthesis knowledge 
and standards can be systematically integrated in two basic ways. 

2. Synthesis and Evaluation 

2.1. A MULTIPLE-LEVEL SYNTHESIS MODEL OF DESIGN 

In essence, engineering design can be regarded as the problem of finding a con
figuration of physical elements in a single artifact that can perform a particular 
function. These physical elements have particular geometrical and material prop
erties, called the form, and display a certain behaviour that is dependent of the 
form. Afunction is the required part of the combined behaviour of a configuration 
of elements. Adjusting the behaviour of a configuration of physical elements to a 
particular function requires specific values for the forms of those elements. These 
values should be in accordance with the requirements on the geometrical shape 
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and materials of the final artifact. 
We employ a model of engineering design that makes it possible to system

atically describe all design phases from conceptual design to detailed design in 
terms of combining basic 'building blocks' . To bridge the gap between the abstract 
specifications of a design and the detailed description of the final artifact, several 
intermediate descriptions of the design products at subsequently lower levels of 
abstraction are required. For each of these intermediate levels of abstraction a set 
of building blocks should be defined. The synthesis process stops when a descrip
tion at a sufficiently detailed level has been obtained. In VLSI-design, for instance, 
this approach is already common practice (Walker and Thomas 1985, Gajski and 
Kuhn 1983). 

In most existing approaches, the inherent dependencies between the behaviour 
and the form of a design product are not represented explicitly in the building 
blocks that are used. Separate building blocks are used for synthesising the beha
viour and for determining a suitable form. As a consequence, many iterations are 
needed to find a match between 'what is required' given a functional specification, 
and 'what is possible' given the available physical elements. In contrast, we rep
resent both aspects, behaviour and form, in an integrated fashion in the building 
blocks from which to synthesise the product descriptions. 

To allow for innovative solutions, the building blocks defined in YMIR represent 
generalised solutions or engineering 'principles' , rather than parameterised stand
ard components. For this reason, the building blocks we employ in our synthesis 
models have been labeled generic. 

2.2. EVALUATING SYNTHESIS RESULTS AGAINST DESIGN STANDARDS 

In the above model of engineering design. we have assumed that the overall 
function the design is supposed to perform is explicitly stated at the outset of 
the design process. However, in most practical design situations a large number 
of additional requirements are left implicit, because they generally apply to all 
design problems in a domain. For instance, in the case of bridge design, we might 
explicitly specify the technical function of a bridge in terms of the loads it has to 
transport to its fundaments. At the same time, however, we implicitly assume that 
the bridge will also meet the applicable safety standards, building and maintenance 
codes etc. 

In many design process models, an evaluation step is planned after each 
synthesis step to verify compliance with these additional requirements. In this 
way, the consequences of the incompleteness of the specification on which the 
synthesis step is based are compensated. Put simply, the synthesis process only 
has to deal with the explicit requirements in the functional specification, whereas 
the evaluation process verifies the results against the additional requirements. 

In the approach suggested in this paper, evaluation knowledge regarding the 
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additional requirements as represented in design standards and codes is integrated 
as much as possible with the synthesis knowledge. The main advantage of this 
integration is that the number of iterations between the synthesis and evaluation 
process can be largely reduced by making the synthesis process 'better informed' . 

However, a separate body of evaluation knowledge for verification of the syn
thesis results will remain necessary. This is due to the fact that a particular design 
product can be obtained in many different ways by applying different combin
ations of synthesis rules. For most practical situations, we cannot exhaustively 
examine all possible outcomes of this synthesis process. Therefore, we cannot 
rule out the possibility that a particular combination of synthesis rules results in a 
product that does not comply with the standards. 

In other words, the body of evaluation knowledge consisting of design stand
ards and codes is shared by both the synthesis process and the evaluation process. 
This is only possible because they use the same ontological basis, namely YMIR. 

3. Design in Terms of Generic System Models 

3.1. GENERIC SYSTEM MODELS: A SYSTEM-THEORETICAL APPROACH 

In this section, we define a type of generic building blocks based on system 
models in System Theory, called generic system models (GSMs), for synthesising 
product descriptions. These generic system models constitute the bottom-line of 
the taxonomy of concepts defined by the YMIR ontology. The main arguments for 
building on a well-founded theory such as System Theory are that it allows for 
the formal verification of the results obtained, and facilitates the integration of 
existing engineering techniques (Alberts 1993a). 

In general, a description of a system in System Theory consists of a set of 
equations relating the relevant system variables. The particular type of system 
models we are interested in is known as network models (MacFarlane 1970). We 
have chosen for this particular class because of its importance as a widely accepted 
representation for describing technical systems in many engineering domains. 
Examples of such network models are bondgraphs (Kamopp and Rosenberg 1975) 
and Finite Element techniques (Livesley 1975, Melosh 1990). 

Network models are based on the conservation of energy in a system. The dif
ferent subsystems of a system describe particular operations on an energy-related 
'flow' through the system. This is often represented as a network of interacting 
subsystems. Aport models the place at which a (sub)systemcan be interconnected 
with other (sub)systems, and where the flow can enter or leave the (sub)system. 
For each port of a (sub)system, a pair of conjugate variables is distinguished 
which together determine the energy flowing into or out of that subsystem. Con
necting ports belonging to different systems is equivalent to combining sets of 
equations (represented by those systems) and appropriately propagating the values 
of corresponding variables. 
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TABLE 1. Explicit and implicit variables 

Engineering domain Explicit variable Implicit variable 

Structural displacement force 

Thermal temperature heat flow 

Fluid fluid head fluid flow 
Electrical voltage current 
Magnetic magnetic potential magnetic flux 

The operation of a system is described in terms of the power-defining variables, 
which can be divided into explicit (or: across) and implicit (or: through) variables. 
Examples of the explicit and implicit variables for systems in different domains 
are given in the table 3.1 (Melosh 1990). Connecting systems or parts at their ports 
implies that the explicit variables belonging to the ports take the same value, and 
the sum of the implicit variables equals zero. These constraints are known as the 
boundary conditions, or the 'generalised Kirchhoff laws' . 

Given these properties of network models, how can we define the inherent 
dependencies between the behaviour and the form in our generic system models? 
For each domain, the relations between the explicit and implicit variables define the 
behaviour of the system. It turns out that these relations depend on the geometrical 
and material properties, i.e. the form, of the system. This is reflected in a number 
of form-related parameters in the equations describing the relations between the 
explicit and implicit variables. In FE-methods, these form-related parameters are 
described by the 'stiffness matrix'. Although it is not necessary to describe the 
behaviour of a system as a matrix equation, the matrix notation is rather convenient 
for recognising the explicit, implicit and form-related variables. 

xl xl 

Figure 1. A rod 

y3y ·········i F3 

xl xl xl 

Figure 2. The basic truss 

Take for example the rod as a typical structural building block (see figure 1). 
In this model of a rod, it is assumed that the cross-sectional area A is the same 



522 L.K. ALBERTS AND F. DIKKER 

for each point on the rod, and negligible compared to its length. Only axial forces 
and displacements are considered, acting on two ports at the ends of the rod, given 
by coordinate-pairs (xl, yl) and (x2, y2). Finally, the rod is assumed to have an 
modulus of elasticity E. The explicit variables are the displacements di, and the 
implicit variables are the forces Fi. The behaviour of the rod can now be described 
as: 

[ ~I ] = E· A. [[..11 -[..11]. [ d1] [..1'] = [ . cos2(...a) cos(~) sin(...a) ] 
F2 J -[..11 [..11 d2 ' sm(...a)cos(...a) sm2(...a) , 

..a = arctan( Y~ - Y!), J = J(x2 - xl)2 + (Yl - YI)2. 
x -x 

To distinguish between auxiliary parameters, introduced for ease of notation, and 
the form-related variables, we have denoted the first with names preceded by an 
underscore sign _. 

For the form of the rod, assuming the rod has a rectangular cross-sectional 
area, we get the following description: 

Geometry: rectangular _tube«xl, yl), (x2, y2), A), Material: E 

where rectangular .tube((xl, yl), (x2, y2), A) represents a standard geometrical 
function for defining a tube-shaped object with rectangular cross-sectional area A 
and length J(z2 - zIP + (112 - YIP. 

To explicitly represent how a GSM can be connected to other GSMs, we have 
to add a list of ports of that GSM. This is called the external structure of that 
particular GSM. In the case of the rod, the external structure is {PI, P2}. 

In case a GSM consists of a number of more elementary GSMs, the description has 
to be extended with information about the internal structure. The internal structure 
specifies what the constituent GSMs are, and by which ports they are connected. 
It can be shown (Alberts 1993b, Alberts 1993a), that the overall behaviour of a 
compound GSM can be inferred from the boundary conditions that follow from 
the connections between the constituents, and the individual behaviours of the 
constituent GSMs. This process is completely conform that of combining system 
models in System Theory. Elements like the rod, which cannot be decomposed 
into smaller elements, are referred to as primitive GSMs. 

Given the description of a GSM for the rod, as explained above, the description 
of the internal structure for the basic triangular truss depicted in figure 2, is: 

SubGSMs: rod(a), rod(b), rod(c) 
Connections: (PI, P2a, Plb), (P2, P2b, PIc), (P3, P2c, PIa) 

where the labels a,b and c refer to different instances of the GSM of the rod, and 
Pa2 refers to port P2 in the GSM description of rod a. PI, P2 and P3 are the 
ports for external connections to the basic truss. 
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The external structure of the truss is: {PI, P2, P3}. The behaviour of the 
complete truss can be inferred from the internal structure of the truss and the 
behaviours of the individual rods, as defined above. This results in the following 
behaviour: 

[ 
~1 1 [..ka + ..kb -..kb -..ka 1 [dJ 1 Ei . Ai . F..,2 = -..kb ..kb+..kc -..kc . d3 ..ki=~·(-'CaJ,zE{a,b,c} 
F3 -..ka -..kc ..kc + ..ka d3 

where J i and -T....exi represent the corresponding expressions in the GSM descrip
tions of the rods. 

To obtain the complete geometry of a combination of GSMs, we have to 
translate the (energy-related) flow connections specified by connected ports in 
the internal structure into the related physical connections. Basically, a physical 
connection between ports requires that the coordinates of the connected ports are 
equal. In the figure of the basic truss, connected ports of the individual rods have 
already been assigned the same coordinates. The form of the truss can now be 
defined as: 

Geometry: triangle_of(rectangular _tube((x3, y3), (xl, yl), Aa), rectangular _tube( 

(xl, yl), (x2, y2), Ab), rectangular _tube((x2, y2), (x3, y3), Ac)), Material: Ea, Eb, Be 

Here, we have assumed that there is a standard geometrical function triang I e 1) f 0, 
which takes the geometrical functions describing the rods as inputs. 

3.2. FUNCTION 

Given the above definition of generic system models as the basic building blocks 
for constructing design products, we have to define how a GSM is related to the 
function the product is required to perform. A function, in this context, is regarded 
as a particular application of the behaviour a product displays. 

Generic system models describe general behaviours, each of which has a wide 
variety of possible applications. This generality is reflected in the variables of the 
equations describing the behaviour. The values of the variables are unconstrained 
within their domains. For a particular function, these variables can be further 
instantiated with particular values or value ranges. Another possibility is that only 
a specific part of a behaviour is required for a particular application. The variables 
and parameters in the part which is irrelevant for obtaining the function can be 
thought to have 'arbitrary' values. This implies that afunction is defined as an 
instantiation of (a part of) a behaviour. Functions may range from highly generic 
(applicable to many situations) to very specific. 

To give an example of the relation between function and behaviour, we con
struct the GSM of a particular type of truss, called the 'Warren' -truss, from the 
primitive rod GSMs. In figure 3, the overall geometry and a graph representation 
of the structure of this truss are shown. 
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Figure 3. Warren truss with verticals 

Since we are only interested in the behaviour (and not in the form), we will use the 
auxiliary variables from the previous examples to keep the expressions relatively simple. 
The behaviour of this truss can be described (with auxiliary variable ki ) as: 
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where k; = [ COS2(~;) cos(a;).sin(a;) ] A· £0/1' 
cos(a;).ssn(a;) sin2(a;) . ,. , , 

For this particular application (figure 3) of the GSM, it holds that 11 = 12 = 14 = 15 = 
16 = 18 = 19 = 1/\ 13 = h = .,;i.I, and that all rods have the same cross-sectional area A 
and elasticity E. As a consequence, the angles between the rods take the values indicated 
in figure 3. These values for the form-related variables represent a particular instantiation 
of the behaviour described above. Adding the values to the variables in the expression of 
the behaviour of the truss results in the description of a function. 

A particular behaviour may be used for a multitude of functions, by choosing 
different instantiations and/or parts. Vice versa, a particular function can be real
ised by many different behaviours. This fact makes it possible to generate a large 
amount of systems with different functions with only a very limited amount of 
primitive GSMs. For instance, in bridge design, there are roughly two possibilities 
for using the Warren-truss to transmit a load to the supports. These have been 
illustrated in figure 4. 

The truss is supposed to be fixed (d21l1 = d2y = 0) at one support and to be connected to 
the other support by means of a rollingjoint (d5y = 0, F51l1 = 0). The figure specifies the 
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Figure 4. Two applications of the Warren truss 

transmission of forces through the truss for a particular load pattern for both possibilities. 
The functions corresponding with these applications of the GSM of a Warren-truss are 
special instances of the function described above. They only specify the relation between 
the loads at three of the six ports and the reaction forces at two of the remaining ports. In 
application b) ports 1, 3,4, and 6 are treated as inputs, and ports 2 and 5 as outputs. Port 
4 is assumed to have no external load. The corresponding function can be described as 
(F2' Fs) = FI(Fl, F3, F6, F4(= 0)). In contrast, in application a) ports 2,3,4, and 5 are 
inputs and ports 1 and 6 are outputs. Here, port 3 has no external load. The function can 
be described as (FI, F6) = FI1(F2, F4, Fs, F3(= 0)). The expressions for FI and FI1 
can again be derived from the behaviour of the GSM of the Warren-truss. 

3.3. DESIGN 

Before we can start synthesising designs in a particular domain, we have to 
determine a suitable set of primitive GSMs. The choice for a particular set of 
primitives in a domain is not dictated by the ontology. Any set is acceptable, as 
long as it allows for the description of all technical products of interest in that 
domain. Within YMIR, the gradual refinement of the description of an artifact 
at intermediate levels of abstraction is supported by requiring different sets of 
primitive GSMs for each of the required abstraction levels, so-called technology
based layers (TL for short). 

Each TL represents an abstraction of the levels below, which implies that only 
certain information is propagated upward from the lower levels. As a consequence, 
the GSMs of higher levels contain idea1isations or approximations from those at 
lower levels. These idealisations should be made explicit if we want to be able 
to translate design descriptions from one level to another. To this end, YMIR 

also defines so-called abstraction mappings between different TLs. For the exact 
definition and the use of this concept we refer to (Alberts 1993a). Here, we will 
only briefly illustrate the notion of abstraction mappings in YMIR. 

In structural engineering, at least two useful TLs can be distinguished: a conceptual and 
a construction level. Descriptions of structural systems at the conceptual level serve as 
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a first estimation of the overall load transfer in a structural system and the overall form 
characteristics. For example, a bridge at this level is basically a supported or self-contained 
span carrying a road across a gap. The exact shape of the elements constituting the span, as 
well as the friction in the joints between elements are largely ignored.A possible collection 
of primitives at the conceptual level, based on the type of deformation of an element (Doyle 
1991), consists of: rods (only axial loads and displacements), beams (axial, torsional, and 
flexural forces and displacements), and shafts (only torque along axis). 
A description of a bridge at the construction level contains all the necessary technical 
details required for the calculation of the exact properties. Such details include the actual 
connections between the physical elements, the exact properties of the materials used, 
and additional construction structures such as stiffners. The abstraction mapping from the 
conceptual to the construction level involves, for instance, introducing friction components 
in the joints, and additional form-related variables for describing the exact form of the 
elements. 

The initial specification of the system to be designed is called the functional 
specification. The synthesis process involves finding a combination of primitive 
GSMs, the behaviour of which should contain the function specified in the func
tional specification. Obtaining the required function from the behaviour requires 
instantiating the corresponding variables and parameters in the behaviour with 
specific values specified in the function. 

Once a description of the required technical system in terms of instantiated 
primitive GSMs of a particular TL has been obtained, the results have to be 
translated to a lower TL. Proceeding from one technology-based layer to another 
entails a translation of an instantiated combination of GSMs at one level into 
a description at a lower level, using the abstraction mappings. The resulting 
description serves as a refined functional specification at this lower level. The 
process of combining and instantiating primitive GSMs, and translating the results 
to lower levels is repeated until a realisable artifact description has been obtained. 

4. The Representation of Synthesis Knowledge in YMIR 

4.1. STRUCTURING KNOWLEDGE AT DIFFERENT LEVELS OF GENERALITY 

Design knowledge, in the product-oriented view taken in YMIR, specifies 'useful' 
combinations, instantiations, and translations of GSMs for constructing realisable 
technical systems that can satisfy a required function. In this section we introduce 
the so-called knowledge structures concepts in YMIR, for the description and 
structuring of knowledge about obtaining functions from primitive GSMs at a 
particular TL. For a definition of the knowledge structure concepts for representing 
the knowledge about translations between different TLs, we refer to (Alberts 
1993a). 

The primitive GSMs represent generally applicable technical principles in 
each design domain. These technical principles are formally related to the under
lying physical and mathematical laws and principles. Such fundamental theoretical 
knowledge in a domain is often referred to as 'school-book' knowledge or first 
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principles (Davis 1983). Complex GSMs, consisting of combinations of primitive 
GSMs, which are still completely generic (i.e.: which have not been instantiated 
yet) are also considered part of this fundamental design knowledge. The know
ledge structure concept for this type of knowledge is called generic component, 
and is defined in section 4.2. 

In contrast, the knowledge of how to apply this fundamental knowledge to 
specific design problems to obtain a particular function or purpose is based on 
experience. Such experiential design knowledge can be described in terms of 
instantiated combinations of primitive GSMs. Experiential design knowledge is 
structured in prototypes, the definition of which is given in section 4.3. 

4.2. GENERIC COMPONENTS 

For the synthesis process, the generic components primarily suggest sensible 
general starting points for synthesising GSMs that show a required behaviour. 
Three different types of generic components have been defined that together allow 
for a recursive description of the synthesis of a GSM by combining simpler GSMs. 

A primitive generic component (PGC) is defined as a description of a primitive 
GSM. The collection of PGCs for a particular technology-based layer describe the 
'terminals' for the synthesis process; primitive GSMs do not require combination 
or instantiation operations. The knowledge that the rod, as described in section 
3.1, is a primitive GSM can be represented in a PGC, for example. 

A blank generic component describes how a complex GSM can be obtained by 
combining less complex GSMs, without specifying how these constituent GSMs 
can in tum be composed of yet simpler GSMs. Blank generic component are 
particularly useful for representing general engineering principles, such as serial 
or parallel connection of systems, and feedback. Such principles do not refer to 
specific GSMs, but can applied to any collection of GSMs. 

Finally, a compound generic component describes a combination of primitive, 
blank and/or other compound generic components. This implies that, in contrast 
to a blank generic component, a compound generic component implicitly defines 
several decomposition steps. As a consequence, it is possible to describe and 
structure the fundamental knowledge in a recursive way. This is convenient both 
for reducing the amount of redundancy in the resulting overall structure of the 
knowledge, and for limiting the complexity of the individual knowledge structure 
concepts. A simple example is the GSM of the Warren-truss in section 3.2: a 
compound generic component can be used to describe how this GSM is obtained 
from several instances of the PGC of a rod. 

4.3. PROTOTYPES 

Within YMIR, a prototype describes how a function can be obtained by combining 
and/or instantiating GSMs or other, simpler, functions. Different interpretations of 
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the notion of prototypes for the structuring of design knowledge are encountered 
in the literature (Murthy and Addanki 1987, Addanki and Davis 1985, Mittal and 
Frayman 1989, Gero 1990). We have taken Gero's 'design prototypes' as a starting 
point for describing experiential knowledge. The relation and differences between 
design prototypes and prototypes as defined in YMIR are explained in (Alberts, 
Wognum and Mars 1992). The main difference is that prototypes in YMIR have a 
well-defined system-theoretical basis for defining function, behaviour and form. 

Three different types of prototypes are distinguished in YMIR. A basic pro
totype describes how a particular function can be obtained by combining and/or 
instantiating GSMs. The result of the combination is again a GSM; the instan
tiation assigns particular values to variables in the behaviour and form of that 
GSM. 

A blank prototype describes how a function can be composed by combining 
and instantiating subfunctions, but does not specify how these subfunctions can be 
obtained from GSMs. The relation between the composite function and the com
bination of the subfunctions is the same as that between a function and a behaviour. 
For instance, a blank prototype can be used for describing the decomposition of a 
bridge in the functional units: superstructure, bearings and substructure. 

Analogously to compound generic components, compound prototypes de
scribe combinations of basic, blank and/or other compound prototypes. However, 
combining prototypes also requires combining the functions in these prototypes 
into a composite function, besides the combination of the GSMs embodied in the 
prototypes. This composition is the same as for blank prototypes. 

5. Describing Standards in Terms of YMIR 

5.1. THE IMPORTANCE OF EARLY EVALUATION 

The Dutch design standards for steel bridges (NEN67881991) and steel structures 
in general (NEN6770 1990) contain requirements on the stability of a bridge. 
They specify the sizes and combinations of loads one has to take into account and 
formulate limits to the amount of stress and deflection in the different parts of the 
bridge. 

In practice, the standards are not only consulted by designers to check the 
conformance of the design once a completed design product is available. Many 
standards are already incorporated earlier on in the design process. The required 
life and dead loads of the bridge, for instance, embody an essential part of the 
initial specifications. 

The problem with many existing computer models for design evaluation of 
design standards, is that a design product can only be evaluated after a complete 
description at a particular level of abstraction has been generated (de Waard 
1992). Another main disadvantage of these approaches is that the models used 
for representing the design product are based on the concepts that are used in the 
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design standards. These models are not directly suited for a synthesis task. 
To use standards more actively in the design process, we are developing an 

early evaluation model that enables us to incorporate evaluation knowledge in the 
design process as soon as it becomes relevant to the design at hand (Dikker and 
Wognum 1993b, Dikker and Wognum 1993a). For every synthesis step, the design 
standards have to be examined and if they are applicable, their consequences have 
to be incorporated in the design product. This approach can be compared with the 
constraint propagation approach to handling requirements suggested by (Bowen 
and Bahler 1992). 

5.2. A KNOWLEDGE STRUCTURE FOR DESIGN STANDARDS 

To realise an evaluation process capable of maintaining a close interaction with 
the synthesis process, the same ontology, YMIR in this case, has to be used. For the 
bridge domain, this means that the same set of TLs consisting of the same set of 
primitives has to be assumed as a basis for structuring the evaluation knowledge 
in design standards. 

To this end, we first take a closer look at the design standards for steel bridge 
design. The largest part of the standards deal with the formulation of the applic
ation area in which it has to be satisfied. The requirement itself is generally a 
mathematical constraint to the variables describing this application area. 

We can use YMIR to describe standards in terms of the division in the situation 
a requirements refers to and the actual requirement. The generic nature of a 
product description in YMIR offers the possibility to describe the situations in 
which a standard is applicable in a generic way as well. We call this part of the 
requirement knowledge structure the subject of a standard. 

The actual requirement specified in a standard is, in terms of YMIR, an in
stantiation of the subject. We call this part of the standard the constraint. The 
combination of subject and constraint forms the total knowledge structure for 
standards, defined in terms of the system theoretical concepts of YMIR. 

A typical example of a design standard is the following requirement to the maximum 
stress in a rod (simplified version of (NEN6770 1990»: The axial tension or compression 
stress in a rod (u = f) has to be less than the allowable value of u max. the yield stress 
of the material 
The subject of this standard is the primitive GSM rod (see 3). with internal force F(= 
Fl = -F2) that causes a stress u of ~ in the rod. The constraint on the subject can 
simply be described as u ~ umax • 

5.3. EVALUATION WITH THE HELP OF STANDARDS 

In addition to a representation for standards, a reasoning mechanism is needed 
to manipulate the standards. For an explanation of the early-evaluation idea, it is 
sufficient to explain the basic operation of evaluation. 
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Given a synthesis result, a product description, a standard is examined for 
possible instances of its subject in that description. If instances are found, the 
corresponding constraints are applied to the product description by instantiation. 
If this results in an inconsistency, the synthesis result is rejected by the evaluation 
process. In this way, a standard is taken into account as early as possible. 

Suppose the result of a synthesis step is a triangle of rods (section 3) applied in such a 
way that: la = h = Ie, Aa = Ab = Ae $ 4oooomm2, Ea = Eb = Ee = 21 . 105 (for 
steel) and PI = [0, -25000]. 
If the stress requirement of the previous subsection is examined for applicability to this 
design product with (}ma:c = 255N/mm2 (for a particular type of steel), three possible 
matching are found: one for rod a, one for b and one for c. Consequently, the constraint 
has to be applied to each of the matchings, resulting in the following extra instantiations: 
11~~ I / Ai $ 255, i E {a, b, c}. It can be concluded that this total result is inconsistent: 
IF:I/Aa $ 255 implies that IFal $ 255 * 40000, and in the same way we can deduce 
IFbl $ 255 * 40000. Given the fact that IPII = IFal + IFbl we can conclude that 
IFd =$ 20400kN which is inconsistent with the given IFII of25000kN. 

The above example shows that with the early-evaluation approach it is possible 
to check a design for inconsistency in an arbitrary stage. Even if no inconsistency 
is found, early evaluation is still beneficial. As a result of instantiating the design 
product with the applicable constraints, a part of the design space irrelevant from 
the standards' point of view is retracted and, consequently, will not be explored 
by the synthesis process. 

6. Systematic Integration of Design Standards in the Synthesis Knowledge 

The disadvantage of combination of evaluation and synthesis described in the 
previous section is that, due to the different processes using different knowledge 
sources, unnecessary iterations between the synthesis and evaluation process will 
still be made. It is possible to distinguish two approaches to further integrate 
design standards in the synthesis knowledge such that the synthesis process can 
incorporate both types of knowledge. The first is called embodiment: incorporating 
the standards in the synthesis knowledge. Secondly, we distinguish sharing , which 
entails using the evaluation knowledge as synthesis knowledge. 

6.1. EMBODIMENT 

Instead of applying the evaluation against standards at design time, they can be 
integrated into those pieces of synthesis knowledge to which their applicability 
can be determined beforehand. The result is a new synthesis rule in which the 
applicable standards are embodied. As a consequence, applicability of a synthesis 
rule automatically implies compatibility with the relevant design standards. In this 
way, a number of iterations initiated by the evaluation process can be prevented. 
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As an example, assume the two prototypes a and b of the warren truss (figure 4). For applic
ation b the vectors describing the particular values of the external forces and corresponding 
displacements are: 

PI = P3 = P6 = [ ~ ] ,P2 = Ps = [ -It F ], P4 = d~ = [ ~ ] ,d~ = [ DJ l 
The description of the load pattern for prototype a is: 

PI = P6 = [ 1 f F ], P2 = P4 = Ps = [ _OF ], P3 = J; = [ ~ ] ,d: = [ ~~ ]. 

Furthermore, we have the following requirements for general rods: I Prl / A :::; (T max and 
A :::; Amax. Since both warren trusses are built up from rods, the requirements are 
generally applicable. The PGC rod is now substituted by a prototype rod' in which the 
instantiations due to the standards are applied. The new warren trusses a' and b' are built 
from instances of this prototype rod'. 
As a result, for each rod the maximum force Fmax = max(Fr) in the rod should be less 
or equal to (T max * Amax. The division of the internal forces in both trusses is depicted in 
figure 4. Consequently, the maximum internal force in a is 1 t F and in b it is F. 
Regenerating the functions of both prototypes, the function of a' becomes: 

[ ~ ] + [ ~ ] + [ ~ ] = [ ~~ ] + [ ~~ ], 3/2F ~ U max * Amax 

The function of b' is equal, except that it is restricted by F :::; (T max * Amax instead of 
3/2F :::; (Tmax * Amax. If we want to use the new prototypes to refine the functional 
specifications in which (Tmax = 255, A = 40000 and F = 10000 it can be determined 
directly that b' is conform the standards and a' is not, without consulting the evaluation 
process. This, of course, only holds for those requirements that have been embodied in the 
synthesis rule. 

For synthesis rules for which it cannot be detennined beforehand whether a 
requirement will be applicable to its result, the synthesis rule has to be adapted in 
accordance with the subject of the standard. The result is a synthesis rule which 
specifically refers to the situation described by the standard. 

Note that, either way, an evaluation process remains necessary. Even if all 
synthesis rules are compatible to the design standards, compatibility with the 
standards for all possible combinations of these synthesis rules cannot be guaran
teed. 

6.2. SHARING 

Our way of modelling the subject of a standard, often, requires a more funda
mental study of the domain. When, for instance, standards are fonnulated to the 
superstructure of a bridge, this subject should be modelled in YMIR as a function 
describing the superstructure in a technical way. However, a superstructure cannot 
be captured in a function in isolation. It can only be defined as a subfunction of 
the bridge function in relation to the functions describing the substructure and the 
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bearings of a bridge. As a consequence, to model the subject of this standard, a 
whole functional decomposition of the bridge has to be described. 

The payoff of the extra effort that is required in formulating standards, however, 
is that additional synthesis knowledge can be extracted from the design standards. 
The subjects of standards are modelled identically to synthesis rules and can be 
directly used as such. To assure compliance with the standards, the constraint 
part of the standard should be embodied in the rule as has been described in the 
previous subsection. 

The following standard demonstrates that the formulation of the standards, in fact, requires 
the description of a complete synthesis rule. (simplified from (NEN6788 1991)): The 
maximum deflection of the girders in a deck frame should be less than 1/100 where I is the 
total span. 
To model this standard's subject, a description of the composition of a total deck frame 
(figure 7) in terms of GSMs has to be provided. To this end, the primitive GSM beam is 
used as basis. The behaviour of the beam is described in figure 5. 

xl xl 
Figure 5. A beam 

In this behaviour, < q, d > are the constant load and corresponding displacement defined 
by a port over the whole length of the beam, < F;, M;, d;, cI>; >, i E {I, 2} are the system 
variables defining the ports at the ends of the beam. The matrix [K] is the stiffness factor 
dependent on the material and geometrical properties of the beam. 

Id_ 

Ir I 

I 

Figure 6. A girder prototype Figure 7. A frame deck 

A bridge deck is composed from beam GSMs. Two functions of the beam elements in the 
deck are distinguished: i) girders that transport the deck load to the floor beams, ii) floor 
beams to further transport the load to the main load carrying construction of a bridge. 
Both can be described as prototypes. For example, the girder is a combination of beam 
elements (in line) that transports the deck load to points where a floor beam is connected 
(figure 6). This prototype can be described by combining the beam GSMs in such a 
way that the second port of one beam is connected to the first port of the next beam. 
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The resulting GSM is instantiated by assuming equal form of the beams, equivalent K 
matrices, and equivalent q loads. 
The total deck frame can be described as a compound prototype of girder and floor beam 
prototypes. For the constraint, the maximum deflection in a girder dmax and the span 
length ltot = I:?=1 Ii have to be defined. 
The subject of this standard is a complete description of the prototype of a bridge deck. 
Using it solely as the subject of the standard would be a waste of effort since it represents 
an important piece of synthesis knowledge. Embodiment of the constraint in this new 
piece of synthesis knowledge is similar to the example given in the previous subsection. 

As a result, standards can be shared by both the synthesis and the evaluation 
process. Concluding, we can state that from a synthesis point of view a standard 
is not different from a synthesis rule. 

7. Conclusions 

We have presented an ontology for engineering-design knowledge with a well
founded theoretical basis in System Theory, called YMIR. Such an ontology, which 
can be shared by all sources involved in the design process, is a prime requirement 
for representing and interpreting design knowledge unambiguously. This has been 
exemplified for synthesis knowledge and design standards in bridge design. 

A sharable ontology like YMIR allows for the combination of the results from 
applying knowledge from different sources in the design process. However the 
use of such an ontology also allows for stronger forms of integration: embodiment 
and sharing. We have illustrated the embodiment of the evaluation knowledge in 
bridge-design standards in the synthesis knowledge. In addition, the possibility 
of sharing the body of knowledge incorporated in design standards by both the 
synthesis and the evaluation process has been explained. 

We are currently implementing a representation language for engineering
design knowledge, on the basis of YMIR. In addition, several case-study on the 
use of YMIR in different engineering domains are being conducted. A topic of 
ongoing research in our group is the specification of strategies for reasoning with 
knowledge from different sources, which share the YMIR ontology. 
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Abstract. In the development of a design system, a formal specification can play an 
important role providing a precise description of both the static and the dynamic aspects 
of the system. Static aspects not only include domain knowledge about properties of 
design objects and relations between these properties, but also domain knowledge about 
requirements of design objects and relations between these requirements. Dynamic 
aspects include strategic knowledge about steps undertaken in the design process. In this 
paper, a logical framework for design tasks is presented which incorporates the notion of 
a meta-level architecture to explicitly represent declarative knowledge on the dynamics of 
reasoning processes. Based on this logical framework a generic task model of design is 
presented, describing the essential structure of the design task, in which the dynamic 
modification of design object descriptions and requirements is explicitly defined. 

1. Introduction 

Since the second half of the eighties, the view of design as a complex 
reasoning process has gained considerable influence. It has been recognised 
that in design, reasoning takes place at various levels and that different types 
of reasoning are involved: deductive (e.g., to infer properties of a design 
object on the basis of known properties), abductive (e.g., to assert properties 
to meet given requirements of the design object), and inductive (e.g., to 
discern empirical rules of design). 

A substantial amount of research has focused on defining models of 
design as a basis for knowledge-based design systems (e.g. Alberts et aI., 
1992; Brown and Chandrasekaran, 1989; Chandrasekaran, 1990; Coyne et 
aI., 1990; French and Mostow, 1985; Gero, 1990; Takeda et aI., 1990; Tham 
and Gero, 1992; Tomiyama and Yoshikawa, 1987; Treur, 1989; Treur, 
1991a; Vescovi and Iwasaki, 1993). Although some of this research includes 
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logical descriptions of design systems, a logical framework that covers both 
the static and dynamic aspects of design processes has not been devised. A 
logical framework as such would enable formal specification of domain
specific design systems (e.g., Brumsen et al., 1992; Brazier et aI., 1994a) and 
development of supporting tools for verification and validation. 

Modelling design entails modelling the domain (i.e., the world of 
interest), the requirements for each of the parties involved, the design objects, 
and the design process. Our research aims at modelling design tasks within a 
formal framework for the specification of complex tasks. This approach is 
based on a (multi-level) logical analysis of complex reasoning tasks, using 
the notion of a meta-level architecture (Maes and Nardi, 1988), and has been 
discussed in publications on both fundamental and applied research (e.g., 
(Langevelde et al., 1992». In a meta-level architecture, it is possible to 
reason not only with relations in order to infer properties of, for example, 
design objects (object-level reasoning), but also about such relations (meta
level reasoning). 

This paper proposes a framework being developed for logical analysis of 
design processes in which both static and dynamic aspects of design are 
integrated. A logical framework for functional analysis of design tasks at a 
conceptual level and a generic task model of design, defining the essential 
structure of the design task, are presented. The basis of this work was formed 
by logical analyses of static and dynamic aspects of the design task (see 
Treur (1989, 1991a) for previous work on static aspects of design) and case 
studies (e.g., see Brumsen et al., 1992; Geelen and Kowalczyk, 1992; Treur 
and Veerkamp, 1992). In Brazier et al., (1993) a preliminary and limited 
version of the current work was reported. 

Design concepts and their formalisation in (many-sorted) first-order 
predicate logic are defined in the next section. The generic task model of 
design presented in the third section is instantiated in the fourth section for a 
specific design task: routing international payment orders. In the fifth 
section, the results and potential of current research is discussed. 

2. Design Concepts and their Formalisation 

To illustrate the main design concepts investigated to date and their 
formalisation, a simple example of designing a table (based on limited 
domain knowledge) will be used in this section. Assume a client has specified 
that: 

- the area of the table she wants must be at least 2.5 square metres; 
- the table must be either round or rectangular; 
- she prefers a rectangular table to a round one; 
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- the table may cost at most 80 guilders. 

Given the above requirements, the designer considers other properties of 
the table (e.g., functional, geometrical, structural features) and the relations 
between these properties. Assume the following domain knowledge on design 
objects is available: 

- the area of a circular table equals 1t times the radius squared; 
- the area of a rectangular table equals the product of its length and width; 
- the cost of manufacturing a table equals the product of the area of the 

table top and the unit price of the material used; 
- the unit price of glass is 20, of metal is 30, and of plastic is 10 guilders. 

From the requirements it can be inferred (using the available domain 
knowledge) that to compute the area of the table top, its length and width 
(for a rectangular table) or its radius (for a circular table) must be known. To 
compute the cost of manufacturing, both the area of the table and the 
material used must be known. Given the shape of the table, either its length 
and width, or its radius, and the material, the table top area and the cost of 
manufacturing can be derived. 

In principle a design problem is stated in the form of initial requirements. 
However, we allow the more general notion of requirement qualification. 
Requirement qualifications express a relative or absolute degree of hardness 
or preference of (groups of) requirements themselves or in relation to each 
other. During design, there is always a specific subset of the defined set of 
requirement qualifications that must be fulfilled; these requirements play a 
central role. All other requirement qualifications play a heuristic role. 

The requirement set considered, the current requirement set, can be 
modified, for example, by refining the current requirement set to a set of 
more specific requirements to be fulfilled by (sub-)components of the design 
object. Modification of the requirement set is necessary when the end-user 
changes hislher mind about what is required of the design object, or when it 
becomes apparent that these requirements cannot be satisfied. Modifications 
to either the current design object description or the current requirement 
qualification set guide the design process: refinements expand the search 
space and narrow down the space of possible solutions, revisions are the 
preface of an alternative expansion of the search space. 

Design object descriptions and transitions between them establish a space, 
as do sets of requirement qualifications and their transitions (refinements or 
revisions). Figure 1 shows these two spaces in an example setting, with nodes 
indicating sets of requirement qualifications in the requirement qualification 
set space and design object descriptions in the design object description 
space and with links between nodes of the two spaces indicating which 
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requirement qualification set and which design object description were 
considered together during design. 

space of 
requirement 
qualification 

sets 

space of 
design 
object 

descriptions 

~ refinement 
.•. ~ revision . 

link , . 

Figure 1. The structure of the design space. 

2.1. STATIC ASPECTS OF DESIGN TASKS 

current reqUirement 
qualification set 

current design 
object description 

In this subsection the main concepts that play a role in design tasks are 
introduced and formalised. Using a universal standard logical language, that 
of many-sorted, first-order predicate logic, a semantics of the concepts and 
their relations (both object-object relations and object-meta relations) can be 
defined. For implementation purposes, any suitable data and knowledge 
representation language (e.g., an object-oriented and/or logic programming 
or rule-based representation language) can be chosen. A signature for many
sorted predicate logic is a tuple L = (S, C, F, P) with sort symbols S (the 
object types), constant symbols C (the objects), function symbols F (the 
functions on objects), and predicate symbols P (the relations between 
objects). Signatures will be used to formalise the various lexicons (i.e., the 
primitive concepts and relations) in design tasks. Below examples of lexicons 
and the associated signatures will be shown. For a signature L, the set of 
ground (i.e., instantiated) atoms based on L is denoted by At(L). The truth 
values true,false, and undefined are denoted by 1, 0, and U, respectively. 



ON FORMAL SPECIFICATION OF DESIGN TASKS 539 

• Design object description lexicon: a 'Vocabulary for descriptions of design 
objects. 
Formalisation: A signature 1: = (5, C, F, P) with sorts 5, constants C, 
functions F and predicates P. 
Example 1: The design object description vocabulary used for an object
level description of the example design problem presented in the beginning 
of Section 2 can be defined as: 

1:object = (5, C, F, P), where 

5: Materials, Measures, Shapes; 

C: Glass, Metal, Plastic: Materials; 
Circle, Rectangle: Shapes; 
Pi: Measures; 

F: Squared: Measures ~ Measures; 
Product: Measures x Measures ~ Measures; 

P: Equal, GreaterThan, GreaterThanOrEqualTo, 
LessThan, LessThanOrEqualTo c Measures x Measures, 
UnitPrice c Materials x Measures; 
Material c Materials; 
Shape c Shapes; 
Length, Width, Radius, Area, Costs c Measures. 

• Design object description: a (partial) description of properties of a design 
object. 
Formalisation: A partial model 'of a signature, i.e., a mapping of the form 
At(l:) ~ {O, 1, u }, where At(1:) is the set of closed atoms of signature 1:. 
Example 2: Using the signature 1:object as in Example 1, a rectangular table 
with a length of 3 metres and a 1 metre width, but of unknown material, can 
be modelled as: 

o = {Shape(Rectangle), Length(3), Width(1) }. 

Note that this set notation, listing the (closed) ground literals that are true in 
the partial model, is equivalent to the notation for a partial model defined 
abo'Ve. 
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• Design object description space: the set of all design object descriptions, 
given a lexicon. 
Formalisation: Given a signature l:object, the design object description space 
Sobject is the set of all mappings of the form At(l:object) -+ {O, 1, u}. 

• Design object refinement: a relation between a design object description 
and an extension of that design object description. 
Formalisation: A refinement relation ~ between partial models, defined as 
the partial order based on u ~ 0, u ~ 1, u ~ u, 0 ~ 0, 1 ~ 1. 
Example 3: Let the design object description D be as in Example 2. Then 
D has a refinement which specifies the area of the table: 

D ~ {Shape(Rectangle), Length(3), Width(1), Area(3) }. 

Note that the design object refinement relation corresponds to the inclusion 
relation ~ on pairs of literal sets. 

• Domain knowledge on design objects: a set of specifications of properties 
of an object and relations between properties of objects in the domain. 
Formalisation: A set of well-formed formulae of a signature. 
Example 4: Using the signature l:object as in Example 1, the domain 
knowledge of the example design problem can be modelled as follows (with 
free variables implicitly being universally quantified): 

T object = {«Radius(r) A Equal(Product(Pi, Squared(r», a» => Area(a», 
«Length(l) A Width(w) A Equal(Product(l, w), a» => Area(a», 
«Material(m) A UnitPrice(m, p) A Area(a) A 

Equal(Product(a, p), c» => Costs(c», 
UnitPrice(Glass, 20), 
UnitPrice(Metal, 30), 
UnitPrice(Plastic, 10) }. 

• Requirement: a specification of an expected or desired property of an 
object. 
Formalisation: A well-formed formula of a signature. 
Example 5: Using the signature l:object as in Example 1, the requirements 
stated in the example design problem can be modelled as: 

R = {(Area(a) => GreaterThanOrEquaITo(a, 2.5», 
(Costs(c) => LessThanOrEquaITo(c, 80», 
(Shape(Circle) v Shape(Rectangle»}. 
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• Requirement qualification lexicon: a language for the qualification of one 
or more requirements. A tuple of requirements is qualified by means of a 
qualification label (e.g., to express the preference of one requirement to 
another requirement). 
Formalisation: A signature L = (S, c, F, P) with sorts S, constants C, 
functions F and predicates P, where 

S: 

C: 

F: 

S1, S2, ... , Sm, 
Formulas, 

FormulaTuples, 
QualificationLabels; 

F1, F2, ... : 
Q1, Q2, ... , Qn: 
A:. 

(domain-specific sorts) 

(the sort of well-formed formulae of the 
object-level description) 
(tuples of these well-formed formulae) 

Formulas; 
QualificationLabels; 
FormulaTuples; (the empty tuple) 

(, ): Formulas x FormulaTuples ~ FormulaTuples; 

P: Qualification c FormulaTuples x QualificationLabels; 

Example 6: The requirement qualification vocabulary for the example 
design problem can be modelled by instantiating the signature above: 

Lmeta = (S, c, F, P), where 

S: Materials, Measures, Shapes, 
Formulas, FormulaTuples, QualificationLabels; 

C: True, False: 
PreferredTo, Demanded: 
A:. 

Formulas; 
QualificationLabels; 
FormulaTuples; 

F: Equal, LessThan, LessThanOrEqualTo, 
GreaterThan, GreaterThanOrEqualTo: 

Measures x Measures ~ Formulas; 
UnitPrice: Materials x Measures ~ Formulas; 
Material: Materials ~ Formulas; 
Shape: Shapes ~ Formulas; 
Length, Width, Radius, 
Area, Costs: Measures ~ Formulas; 
Not: Formulas ~ Formulas; 
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And, Or, Implies, Equivalent: Formulas x Formulas ~ Formulas; 
( , ): Formulas x FormulaTuples ~ FormulaTuples; 

P: Qualification c FormulaTuples x Qualification Labels; 

• Requirement qualification set: a declaration of the relative or absolute 
degree of hardness of one or more requirements. 
Formalisation: A partial model of a signature. 
Example 7: Using the signature l:meta as in Example 6, the qualifications of 
requirements stated in the example design problem can be modelled as: 

RQ = {Qualification« Implies(Area(a), GreaterThanOrEquaITo(a, 2.5» ), 
Demanded), 

Qualification« Implies(Costs(c), LessThanOrEquaITo(c, 80» ), 
Demanded), 

Qualification« Or(Shape(Circle), Shape(Rectangle»), Demanded), 
Qualification« Shape(Rectangle), Shape(Circle) ), PreferredTo) }. 

• Requirement qualification set space: the set of all possible combinations of 
requirement qualifications, given a lexicon. 
Formalisation: Given a signature l:meta, the requirement qualification set 
space Smeta is the set of all mappings of the form At(l:meta) ~ { 0, 1, u }. 

• Commitment to requirements: a fixed translation of sets of requirement 
qualifications into sets of requirements, expressing which part of the 
requirement qualifications are to be met without exception. 
Formalisation: Given a signature l:meta for requirement qualifications and 
a signature l:object for requirements, the commitment mapping commit is 
defmed as a mapping of subsets of At(l:meta» onto subsets of At(l:object). 
Example 8: Using the signature l:object as in Example 1 and the signature 
l:meta as in Example 6, a commitment mapping commit can be constructed, 
which maps any (meta-level) formula Demanded(F) onto the (object-level) 
formula F. 

• Requirement qualifications specialisation: a relation between a set of 
requirement qualifications and a more specific version of that set. 
Formalisation: The specialisation relation RQ1 S; RQ2 between requirement 
qualification sets can be defined by means of the semantic consequence 
relation on the respective requirement'sets to which each of the requirement 
qualification sets commit. (Note that here the semantic consequence relation 
is restricted to the set of all models of the domain knowledge.) 
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Example 9: Let the requirement qualification set RQ be as in Example 7 
and the commitment mapping commit as in Example 8. Let the requirement 
qualification set RQ' be the same as RQ, except that the restriction on the 
area of the table is dropped. Then RQ is a specialisation of RQ', RQ' ~ RQ, 
since commit(RQ) 1= commit(RQ'). 

• Requirement qualification knowledge: a set of specifications of properties 
of requirement qualifications and relations between properties of 
requirement qualifications. 
Formalisation: A set of well-formed formulae of a signature. 
Example 10: Using the signature l:meta as in Example 6, an example of 
requirement qualification knowledge corresponding to the example design 
problem is (with free variables implicitly being universally quantified): 

T meta = {(Demanded(lmplies(f1, f2» /\ Demanded(f1» => Demanded(f2», 
(Demanded(Shape(Rectangle» => 
Demanded(Or(Material(Metal), Material(Plastic»»}. 

• Design problem description: a definition of an initial (and possibly empty) 
design object description and an initial requirement qualification set. 
Formalisation: A pair consisting of a partial model of a design object 
description signature and a set of well-formed formulae of a requirement 
qualification set signature. 
Example 11: Let the design object description D be as in Example 2 and let 
the requirement qualification set RQ be as in Example 7. Then an example 
problem Pis: 

P = (D, RQ). 

• Design solution: a design object description which entails, according to the 
given domain knowledge, the satisfaction of all requirements committed to 
by a given requirement qualification set. 
Formalisation: A design object description D is a design solution of a 
requirement qualification set RQ given the domain knowledge T object and 
a commitment mapping commit if there exists a complete design object 
description which is a refinement of D and that is a model of T object, and 
for each such complete design object description N, N 1= commit(RQ) holds. 
Example 12: Let the design problem description P be as in Example 11, let 
the domain knowledge on design objects T object be as in Example 4, and let 
the commitment mapping commit be as in Example 8. Then D is a design 
solution of RQ given T object and commit. 
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2.2. DYNAMIC ASPECTS OF DESIGN TASKS 

In the previous subsection formal concepts were defined for the refinement 
between design object descriptions and specialisation between requirement 
qualification sets. Usually, for each given point in any of these two spaces a 
large number of other points within the same space may exist related to the 
given point by one of these relations. These are the possible alternative 
choices for the next step in the design process. To describe the dynamics of 
the design process the circumstances under which a choice among these 
alternatives is made, must be specified. For each of the two spaces, this 
involves strategic knowledge on the various design decisions to be made. 
Furthermore, strategic knowledge is needed to determine whether and in 
which of the two spaces the next step of the design process is to be made. A 
logical description of a reasoning system containing strategic knowledge can 
be based on the notion of meta-level architecture. Formal semantics of this 
type of architecture (based on temporal partial logic) is discussed in (Treur, 
1992). In this subsection, only a brief introduction to the dynamic aspects of 
design is presented; see (Brazier et al., 1994b) for a more detailed discussion. 

2.2.1. Local Aspects 
Local aspects concern the control of the design process within either the 
design object description space or the requirement qualification set space. 

• Choosing a design object description modification: the selection of a pair 
of design object descriptions, one being the design object description to be 
modified (e.g., the current design object description) and the other one the 
design object description in which the modification should result. This drives 
the navigation through the design object description space and is based on 
strategic knowledge (meta-level with respect to design object descriptions) on 
how to explore the design object description space. By means of this meta
level knowledge, meta-information on the current design description can be 
analysed and conclusions can be drawn about the best modification to make. 
Formalisation: Meta-level knowledge together with connections to relate this 
knowledge to the current design object description (called upward and 
downward reflections). 

• Choosing a requirement qualification set modification: the selection of a 
pair of requirement qualification sets, one being the requirement 
qualification set to be modified (e.g., the current requirement qualification 
set) and the other one the requirement qualification set in which the 
modification should result. This drives the navigation through the 
requirement qualification set space and is based on strategic knowledge 
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(meta-level with respect to requirement qualification sets) on how to explore 
the space of requirement qualification sets. By means of this meta-level 
knowledge, meta-information on the current requirement qualifications can 
be analysed and conclusions can be drawn about the best modification to 
make. 
Formalisation: Meta-level knowledge together with connections to relate this 
knowledge to the current requirement qualification set (upward and 
downward reflections). 

2.2.2. Global Aspects 
Global aspects concern the control of the design process over the design 
object description space and the requirement qualification set space. 

• Choosing a space to explore: the selection of one of the two spaces (i.e., 
the space of requirement qualification sets or the space of design object 
descriptions) on the basis of strategic knowledge about the type of process 
step to make. This requires meta-level knowledge (with respect to the two 
spaces) to analyse the current state of the design process. Conclusions are to 
be drawn about whether a next step should follow or not and, if so, in which 
one of the two spaces. 
Formalisation: Meta-meta-Ievel knowledge together with connections to 
relate this knowledge to the current state of the design process (upward and 
downward reflections). 

3. Outline of a Generic Task Model of Design 

A generic task model is a domain-independent decomposition of a complex 
(reasoning) task in which subtasks are delegated to components, exchange of 
information between subtasks to interactions or data flow, and activation of 
subtasks to control flow. Our generic task model of design, shown below in 
Figure 2, has been developed on the basis of the logical analysis presented in 
Section 2 and on the basis of experiences in applied research projects. The 
boxes in the figure represent components; the ones with sharp comers are 
modification and deductive refinement subtasks, the ones with rounded 
comers are update subtasks. The black, solid arrows represent control flow 
between components, the grey, dashed arrows represent data flow. 

A generic model of a task is developed irrespective of the persons or 
systems performing the task in reality. On the basis of a generic task model, a 
system model can be designed, in which the role(s) of the end-user(s) and of 
other systems is made explicit. The role of the end-user in a system based on 
the generic task model as presented here, would most likely be limited to 
interaction concerning components represented by boxes with sharp comers. 
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Each of the components will be briefly explained in three sections. Each 
section describes a substructure of the architecture: components related to 
design object descriptions (within the right shaded box of Figure 2), 
requirement qualification sets (within the left shaded box) and design process 
coordination (between the two shaded boxes). 

REQUIREMENT QUALIFICATION SETS 

r------------------~ r-----------

data now 

control flow 

design 
process 

evaluation 

( 

updated 
currenl 
uirements 

--+---- , 

update 01 
modification 

history 

updated 

modification 

current deductNe 
description 1-... --1 refinement 

DESIGN OBJECT DESCRIPTIONS 

Figure 2. Architecture of a generic task model of design. 

3.1 . COMPONENTS RELATED TO DESIGN OBJECT DESCRIPTIONS 

In the component update of current description, the current description of the 
design object is stored and maintained (see Section 2.1, Examples 1, 2, and 
3). Usually such a description is partial: not all the information needed to 
decide if the current requirements are met is known. A given partial design 
object description may be refined to several design object descriptions which 
mayor may not be solutions. The current design object description is 
updated each time a design (sub)task to determine a suitable modification 
has been performed or a deductive refinement has been made on the basis of 
the available domain knowledge on design objects. 

The component deductive refinement contains (domain-specific) 
knowledge on design objects. Given the current design object description, 
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this knowledge is used to draw (deductive) conclusions from the information 
already available in the description (e.g., if length and width of a rectangular 
table are known, a conclusion about the area can be drawn; see Section 2.1, 
Example 4). This implies a further deductive refinement of the design object 
description (deductive closure). This component can also be used as part of a 
subtask of checking whether the current design description is consistent with 
the domain knowledge or not, thus testing on feasibility: if the deductive 
closure contains a contradiction, an inconsistency has been detected. 

The component modification contains knowledge about how to explore 
the design object description space. This is done by modifying (as discussed 
in Section 2.2.1) the current design object description. The task of 
exploration may be decomposed into more specific subtasks, such as 
generation of possible modifications, selection of a modification and 
evaluation of a proposed modification. In order to perform the task of 
modification, information on the history of the design object modifications 
and the requirement sets to which they were subject can be stored and 
maintained (by a truth-maintenance facility). 

In the component update of modification history meta-information on the 
explored design object descriptions is stored and maintained. Meta
information on a design object description is always with respect to a set of 
requirements (the current set): relevant information on requirement sets is 
also stored (e.g., the fact that the current design object description is 
inconsistent with respect to the current requirements). 

3.2. COMPONENTS RELATED TO REQUIREMENT QUALIFICATION SETS 

In the component update of current description the current set of requirement 
qualifications is stored and maintained. This information is expressed in a 
(meta-level) language for the qualification of requirements (see Section 2.1, 
Examples 6 and 7). 

The component deductive refinement contains (domain-specific) 
knowledge on requirement qualification sets. Given the current requirement 
qualification set, this knowledge is used to draw consequences from the 
requirement qualifications in the description (e.g., if it has been specified that 
the table must be rectangular, then the material must be metal or plastic). 

The component modification contains knowledge about how to explore 
the space of requirement qualification sets (as discussed in Section 2.2.1). 
This is done by modifying the current requirement qualification set on the 
basis of strategic knowledge and the history of exploration of the space of 
requirement qualification sets. This task may be decomposed into more 
specific subtasks, such as the generation of possible, more specific 
requirement qualification sets and the selection of one. 
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In the component update of modification history meta-information on the 
explored requirement qualification sets is stored and maintained. Meta
information on a requirement qualification set is always with respect to a 
design object description: relevant information on design object descriptions 
is also stored (e.g., the fact that the current requirement qualifications are not 
fulfilled by the current design). 

3.3. COMPONENTS RELATED TO DESIGN PROCESS COORDINATION 

In the component update of current requirements the current set of 
requirements is stored and maintained. This information is expressed in the 
(object-level) language of the design objects (and the related domain 
knowledge). It is assumed that the current requirement set is uniquely 
determined by the current requirement qualification set (formalised by the 
commitment mapping introduced in Section 2.1). 

The component design process evaluation couples the exploration of the 
design object description space and the requirement qualification set space, 
based on a coordination strategy declared in its knowledge base (as discussed 
in Section 2.2.2). From the point of view of this component, the two 
neighbouring modification components work independently of each other. 
The information related to strategic decisions taken by the component 
design process evaluation is transferred to one of the (or both) modification 
components, influencing the related reasoning processes. 

Both sequential strategies, such as "declare alternative requirement sets, 
generate a complete design and then try to find a matching requirement set," 
and interwoven strategies, such as "explore the requirement qualification set 
space, determine the current requirements and search the design object 
description space to fulfil these requirements," are all realisable by using 
appropriate knowledge to evaluate (and control) the overall design process. 

4. Routing as a Specific Design Problem 

In this section, an instantiation of our generic task model of design is 
discussed for routing international payment orders. This problem, explained 
in more detail in (Geelen and Kowalczyk, 1992), entails the design of routes 
for financial transactions between banks in the Netherlands and banks in 
other countries. Finding such routes is a non-trivial task, as large networks of 
correspondents and relations between banks change from day to day. A 
typical bank may have 9,000 correspondents and 500 relations, and may 
trade, through these contacts, with 25,000 foreign banks. Factors influencing 
the design process are, for example, requirements of the client (e.g., time 
constraints), relations between banks (e.g. the interests charged), and time-



ON FORMAL SPECIFICATION OF DESIGN TASKS 549 

dependent restrictions and exceptions. It is not unusual to have seven banks 
in four countries involved in routing a single payment order. 

The first step in routing is the specification of a payment order. In the 
generic task model of design, this corresponds to specifying a (modifying an 
initially empty) requirement qualification set. Requirements (such as the 
client's bank and account, the beneficiary's bank and account, the amount 
of money to be transferred, the currency, the time involved, and the client's 
bank's requirements) are specified and the importance of each requirement 
determined. The route requirement qualifications such as "to minimise the 
financial risks of the transaction the shortest route possible must be chosen," 
play a heuristic role to specialise the requirements to requirements describing 
a decomposition of the route in one step. 

After this, the current requirement qualification set and the history of the 
modification process are updated. The design process is then evaluated, at 
which point it is possible that requirements which have not yet been taken 
into account by the design object modification process are identified (this 
can be concluded by looking at the design object modification history). The 
current requirement set is updated on the basis of the current requirement 
qualification set to prepare for the generation of a design object description, 
viz. a route. Initially all requirements in the requirement qualification set are 
considered to be hard requirements which need to be satisfied. 

Attempts are made to modify the design object description such that the 
requirements are satisfied. Initially, to satisfy the requirements concerning 
the client's bank and the beneficiary's bank, this is simply a matter of 
including the associated information. By means of deductive refinement, the 
implications of the resulting partial route are computed, such as the bank 
group to which the client's bank belongs, the correspondents and relations of 
the client's bank" and so forth. 

The evaluation of the design process may show that every attempt to 
modify the route in a preferred way (i.e., in one step) fails to satisfy the 
requirements. Subsequently, this is taken into account in the modification of 
the requirement qualification set: the earlier chosen specialisation of the 
requirements is withdrawn. After updating and modification (a specialisation 
of the requirements describing a decomposition into a two-step route) of the 
current requirement qualification set, the evaluation of the design process 
asserts that some new requirements have been formulated. Another attempt is 
made to modify the current design object description in order to satisfy these 
new requirements. This process of modifying the current design object 
description and the current requirement qualification set is repeated until a 
design object description, a route, has been found satisfying all requirements. 
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5. Discussion 

In this paper, a multi-level logical framework for design tasks has been 
discussed in which both static and dynamic aspects of design processes are 
taken into account. The framework makes use of the notion of a meta-level 
architecture to include explicitly represented declarative knowledge on the 
dynamics of the reasoning. The logical framework and the generic task 
model evolved during the development of applications, which fact refutes 
doubts concerning the usefulness of logical approaches in design, for 
example as argued by Ocathain (1982). 

For purposes of analysis we make use of many-sorted predicate logic. As 
has been shown in Treur (1991 b) for any domain that can be described by a 
finite number of objects and relations, any functionality description can in 
principle be defined by a knowledge base in a simple rule format (a subset of 
many-sorted predicate logic) with chaining as an inference relation (a weaker 
relation than, for instance, natural deduction). In practice, when application 
(to a specific domain) and implementation of our model is concerned, one 
can make use of any suitable data and knowledge representation language: 
these languages are in general more expressive than what we assume for our 
analysis. The only exception is that object-meta connections will have to be 
built on top of these languages as most of the languages lack standard 
constructs for these connections. 

The logical analyses based on our framework could be the basis for 
formal specifications of (compositional) architectures for design systems. 
Usually design systems assume a fixed, initial set of requirements which need 
to be satisfied by a design solution. If the given requirements cannot be 
satisfied, it is left to the user to modify the requirements, and to begin a new 
design session. Our framework makes it possible to formulate alternative 
requirement sets and to qualify these possible alternatives (e.g., preferences, 
possible relaxations of an initial requirement set). The problem specification 
language allows a powerful and compact problem statement, and the inter
woven search in the requirement qualification set space and the design object 
description space makes the design problem solving process more flexible 
than following the traditional cycle of giving a requirement set and searching 
for an appropriate design object. Furthermore, there is much freedom for 
defining and testing design strategies based on different search methods and 
coordination applied to the search of the two spaces. 

Our generic task model can be compared to Gero' s model as described in 
Gero (1990); see also Vescovi and Iwasaki (1993). Although there is a 
number of similarities between the two models, in our model the control of 
the dynamics is modelled in a more explicit manner (by means of declarative 
strategic knowledge), especially the dynamics of requirement qualification 
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sets. Similar remarks can be made concerning the models described in Brown 
and Chandrasekaran (1989) and Chandrasekaran (1990). 

In addition, the formal framework on which our generic task model is 
based, has an important added value, namely that it opens a perspective to 
establish (and prove) properties of design systems, such as consistency, 
correctness, and completeness (Treur, 1991b; Leemans, Treur and Willems, 
1993), and to develop automated tools for verification and validation. It may 
also pave the road for a formal theory of design processes and systems, as 
advocated more than once in literature (e.g., Tomiyama and Yoshikawa, 
1987; Tong, 1987). Both themes will be subject of future research. 
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Abstract. There is a current need for the development of intelligent CAD systems to integrate 
all phases of a design product's lifecycle. One challenge is to satisfy the requirements 
of many different representation methods needed for the support of specialized designers 
working on the same application. It is essential to provide a CAD system composed of 
a number of representations or views, possibly derived from the same unified model. It 
is very difficult to define these specialized views correctly so that changes made to one 
view do not cause inconsistencies in the rest of the representation. Here we describe an 
approach to view definition that is rooted in our work on active databases. In this paper, 
we present extensions to SORAC that allow specialized view representations to be correctly 
defined in the same manner. View derivations are modeled as semantic relationships, with 
transformations between view and underlying representation as the associated behaviors. 
This allows the SORAC analysis tools to be extended to identify problematic view definition 
and transformation rules. Since specialized representations for design are often derived 
from long established practices, problematic view definitions, once discovered, must still be 
permitted. Thus, we conclude with a discussion of a stage-based transaction paradigm in 
which problematic updates can be managed. 

1. Introduction 

It has become increasingly clear that adequate representations of designs are crucial 
to the development of intelligent CAD systems. There has been a great deal of recent 
research in both the artificial intelligence and data modeling communities aimed 
towards the development of semantic design representations (Eastman et al., 1991; 
Nguyen and Rieu, 1991; Pohl et al., 1992), that is, representations that contain 
not only the geometry of an object but also information about its type, identity, 
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and attributes. Both communities appear to be converging towards an object-based 
representation; this is particularly apparent in recent product models such as STEP 
and PDES (Willems, 1988; Turner, 1990). One rather large problem is, due to the 
complexity of design projects, it is almost impossible to conceive of one design 
representation that will meet all needs. Large design projects, such as buildings, 
are normally completed by a number of groups of designers, each working on 
a specialized subsystem of the design. Different representations of a design are 
needed both to support specialized tools and to support specialized designers (Ervin, 
1991). The current approach to this problem is for each functional group of designers 
to work on a separate model of the design, using separate tools. In order to move 
design data between groups, various data exchange standards, such as DXF and 
IGES, are used. These standards, however, are based on graphical information and 
lack semantic information such as component types and relationships. 

Several researchers are focusing on the development of integrated design repres
entations, in which the different information needs of various applications are sup
ported by one representational system. In the Building Project Model (Nederveen et 
aI., 1993), three mechanisms are identified that can serve to generate abstracted rep
resentations of a design suitable for representing building subsystems, application 
views, and versions. In another project, Bedell and Kohler (1993) investigated an ap
proach in which specialized representations are encapsulated units, which may then 
be unified into a multifaceted, integrated representation. In their approach, no single 
central representation is maintained, which can lead to complex consistency main
tenance problems. Conversely, Harfmann and Majkowski (1993) have developed the 
component-based approach, in which only a single model of a design exists at any 
time, but designers work with point of view perspectives. 

The latter two systems illustrate the two most important approaches to the 
problem of specialized representations. In the single model approach, exactly one 
central representation is maintained, and to generate a specialized representation, 
a virtual view is formed. Correct derivation paths must be identified so that the 
views will be correctly formed, and even more importantly, so that changes made 
to the specialized views translate correctly back to the central representation. In the 
multiple model approach, each specialized representation can exist independently. 
Each representation is tied together by conceptual relationships. Changes made in 
one representation must propagate to the rest along these relationship paths. Figure 1 
shows the differences between the three approaches graphically. 

Whether a single model/virtual view approach or a multiple model approach 
is selected, a means for specifying the propagation of information between repres
entations is needed. This propagation should be automatic, so that the designer's 
task and mental model of the problem is not disturbed in order to specify low level 
changes. Ensuring that propagations are correct, however, is a problem of enormous 
difficulty. This is a problem that is being studied extensively within the database 
modeling community, in the context of active database research (Aiken et al., 1992; 
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Single model/virtual view 

Multiple representations over time Multiple co-existing representations 

Figure 1. Types of multiple model systems. 

Diaz et aI., 1993). An active database is one in which changes are propagated 
automatically, typically by means of triggered rules. 

We have developed a semantic modeling tool, SORAC, in which the designer of 
a representation must specify the behaviors to be associated with relationships within 
a representation. As discussed in MacKellar and Peckham (1992) and Peckham et al. 
(1992), SORAC is particularly useful for generating design representations because 
of its support for active semantic relationships modeling parts and connections, and 
was used as the basis for the design of ArchObjects2, an architectural design assist
ant (Roberts, 1993). Behaviors are represented as update rules. Since update rules 
cause propagations, an automated tool assists in analyzing potential propagations. 
In this paper, we present a generalization of the SORAC update rule concept to the 
problem of specifying and analyzing propagations between a central representation 
and mUltiple views. We are initially concentrating on the single model/virtual view 
representation, since this is the most studied and understood situation. Our goal is 
to automate the view specification task within SORAC, so that not only the central 
representation can be specified, but also views based on that representation. The 
result will be an automated assistant that can check for problematic situations such 
as changes to a view that affect non-view objects, cause redundantly propagated 
actions, or cause cyclic propagations. 

Past approaches to the view update problem have often involved disallowing 
particular updates or view definitions that are seen as particularly problematic. This 
is not suitable in design domains, because view definitions are often driven more by 
the needs of the designers than by any notion of "correct" schema design. Designers 
have long been accustomed to working with multiple representations that are not 
entirely compatible; translations are usually made by humans. Thus, our analysis 
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tools search for but do not disallow problematic view definitions. Our assumption 
is that problematic view definitions may well reflect "the way things are done" in 
a particular design group or company: Thus, we conclude with a discussion of a 
stage-based transaction paradigm in which problematic updates can be managed. 

2. Virtual Views 

2.1. BACKGROUND AND DEFINITIONS 

A data model is the language in which templates for design representations are 
expressed; such a template is termed a schema. For example, the set of available 
object and relationship types forms a schema in an object -oriented database. A virtual 
view consists of a subset of relations or classes in the database, typically tailored to 
a specific task for convenience or security reasons. This concept can be carried over 
to the CAD domain; here, a view is an abstracted representation of the object being 
designed. For example, when initially designing the heating and cooling systems 
of a building, a greatly simplified representation that ignores structural details is 
needed. Later in the process, a view that includes all structural details will be needed 
so that the designer can actually site the heating/cooling components, such as ducts, 
correctly. 

When a view is created, the way in which it is to be generated from the un
derlying base representation must be completely specified by a set of base to view 
derivations. In addition, most useful views will act as a conduit of updates. For ex
ample, a designer may add a room to a floorplan view; this update must be translated 
to the underlying representation. This means that updatable views also require a 
second set of derivations specifying how updates to the view translate to the base 
representation. Certain updates may be ambiguous due to relationships or objects of 
which the user is not aware, because they are not in the view. Ensuring that these 
derivations are specified correctly, and do not interact in unintended ways with the 
base representation or with other views is a very difficult process that currently must 
be done by hand. The task is further complicated if the view designer is a different 
individual from the original schema designer. 

There are two types of views, which may both co-exist in the same system. A 
tightly coupled view is the type most typically found in today's database systems. 
In this type of view, no processing is done within the view itself. If a change occurs 
to the view, the change is propagated immediately to the base representation, where 
any additional propagations and recalculations are performed. These are then used 
to compute changes to the view resulting from propagation on the base. All active 
behavior is encapsulated in the base representation. In a loosely coupled view, a 
change at the view level will cause all needed propagations to occur at the view 
leveL After the changes are computed, all necessary updates are made to the base 
representation. Figure 2 shows the two types of views. 
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Base 

Figure 2. Loosely and tightly coupled views 

2.1.1. Updates through views 
Updates through views are often ambiguous because views are usually simplifica
tions of the underlying representation, with less information. For example, here is a 
portion of a base schema: 

connect (D,H, door,hinges) 
connect (H,F,hinges, frame) 

and here is its simplification in a view schema: 

connect(D,F,door,frame) 

The relationship in the view schema is instantiated whenever a door object is 
connected to a hinge object which is in tum connected to a frame in the base 
representation. This type of simplification is often used to create views that ignore 
unimportant details. The problem occurs if the user tries to connect a door to a frame 
in the view. Since hinges do not exist in this view, no hinge connections can be 
specified by the user. Thus, the underlying connection objects cannot be properly 
instantiated. The standard database approach is to disallow updates in this type of 
view, but this is impossible in design domains, where the abstractions may reflect 
long-established ways of working with a design. 

2.1.2. Research on View Updates 
A fair amount of work was done on view updates in relational database systems 
in the late 70's and early 80's (Dayal and Bernstein, 1978; Spyratos, 1980). The 
approaches used were similar to the current approach in that view designers were 
required to specify how ambiguous updates would be translated into updates to 
the base relations. In Keller (1982), a set of heuristic principles for choosing these 
translations is described. The general guiding principle was that a view update is 
to be accomplished by a minimal set of database changes. Propagations within the 
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base representation (these were termed side effects) were allowed, but minimized. 
Other researchers disallowed propagations entirely (Dayal and Bernstein, 1978). 

The relational model is not very suitable for the representation of complex 
designs (MacKellar and Ozel, 1991; Tsou et aI., 1992). The object-oriented model 
is currently the most popular for design representation, but its relative newness 
in comparison to the relational model has meant that less work on view updates 
has been done. Urban and Delcambre (1989) developed an approach that uses 
schema constraints expressed in Hom clause logic on the underlying representation 
to assist in correctly specifying views. For each update in a view, the set of affected 
schema constraints is identified by searching for matching literals in the Hom clause 
representation. These constraints are then analyzed to suggest compensating actions; 
these actions would be similar to our update rules. The goals of their research are quite 
similar to ours, and in fact, our algorithm for analyzing verification constraints with 
respect to view updates is based on theirs. Our approach differs in that we start with 
update rules rather than generating them, and we analyze behavior and propagations 
in terms of the update rules. This is more convenient for analyzing long sequences 
of propagations and for understanding view derivations in terms of the updates 
that maintain them. Urban's approach does not include a way to specify complex 
derivations for views; for example, it is not possible to use geometric transformations 
in view specifications. This ability is important in design representations, and thus we 
allow functions representing complex transformations to be associated with update 
rules. 

3. SORAC and ArchObjects 

The SORAC data modeling tool (Peckham et al., 1992; MacKellar and Peckham, 
1992; Doherty et al., 1993) was developed to assist schema designers in correctly spe
cifying the semantics and behaviors of objects and relationships in an object-oriented 
database. SORAC enhances the object-oriented model with relationship semantics 
through which object interaction is expressed and implemented. Rather than merely 
provide built-in semantic relationships, SORAC provides built-in core relationship 
types with associated sets of update rules. An update rule is an operational means 
of supporting relationship semantics. The schema designer may pick and choose 
among the update rules in order to construct a new derived relationship type with 
appropriate behavior. For example, SORAC provides a core part relationship; a 
schema designer could derive a tailored part relationship part (D, W, door, window) 

and associate with it an update rule stating that whenever the door is deleted, its 
component window must be deleted as well 

Since relationships are central concepts, the low-level atomic database update 
actions consist of insertions or deletions of objects or relationships between objects. 
These update actions are not visible to the end users, who use either a graphical 
interface or method calls. For example, a method call to create a new instance of a 
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type would generate a series of low level database update actions, 
add (obj (rooml,room» 
add(part(rooml,wallsetl,room,wallset» 
add(attr(rooml,12ft,room,maxheight» 

specifying a description for the new object. Modification of attributes is expressed 
by 

mod(attr(rooml,llft,room,maxheight» 

and deletion by 

del(part(rooml,wal12,room,wall» 

Assertions and update rules are the means of maintaining consistency in a data
base generated by SORAC. An assertion has this form: 

op(O : OT) -(C)-->() 

This rule states that an operation of type op on an object of type OT should be denied 
unless condition c is true. An update rule has this form: 

OP1(Ol:OT1)-(C)-->OP2(02 : OT2) 

This defines conditional propagation across a relationship. Whenever operation OP1 

is performed on 01 of type OT1, and condition c is true, then operation OP2 must be 
performed on 02 of type OT2. For example, 

del (obj (D,doorAssm»-(part(D,Dl,doorAssm,door»-> 
del (obj (Dl,door» 

specifies that whenever a door assembly is deleted, its constituent door object should 
be deleted as well. We use the Prolog convention that upper case symbols represent 
variables. Thus, D represents the unknown doorassembly instance, and D1 represents 
the unknown door instance. There are two relationship constraints imposed on 
all instances of relationship types. Instances of relationships cannot be established 
between objects without the presence of the objects. Also, we assume that if an object 
participating in a relationship instance is deleted from the database, the relationship 
instance also automatically disappears. 

One of the advantages of representing update rules in this form is that it is possible 
to automatically analyze them for potential problems using a set of graph based 
techniques which are described in Peckham et al. (1989). A schema checking system 
(Qian, 1994) that interacts with the designer to assure a correct and consistent schema 
has been implemented for the SORAC system. A graph theoretic representation of the 
objects, relationships, and update rules is used to discover awkward, incorrect and/or 
incomplete schema structures. Potential problems that may be caught in this manner 
include unintended propagation chains, cyclic situations, redundantly propagated 
actions, and instances that are unreachable with respect to a given operation. 

ArchObjects is an intelligent design assistant that functions in the domain of ar
chitecture and provides design verification services by evaluating the design against 
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a set of design codes. The original Prolog implementation did not have explicit sup
port for relationships or behavior across relationships; this discrepancy between the 
way our conceptual model of ArchObjects and its actual implementation caused nu
merous problems and inefficiencies. The current version, ArchObjects2, implements 
part of the SORAC model in C++. In particular, it includes relationships as first class 
objects, and update rules. The set of relationships includes attr, part, connect, 

adjacent, and role. We plan to use ArchObjects2 as a testbed for investigating 
design view generation using the SORAC modeling paradigm and analysis tools. In 
this paper, view examples are based on the ArchObjects2 schema. 

4. The SORAC View Model 

4.1. OVERVIEW 

The central goal of this paper is to demonstrate how it is possible to model view 
derivation in the context of SORAC and to use its analysis tools to perform vari
ous checks on the correctness of the view derivation. Potentially problematic view 
derivations are not disallowed; the view designer is merely warned. 

View derivations are modeled as relationships between objects in the underlying 
representation and objects in the view. In SORAC, core relationship types, such 
as the generic part relationship, are implemented as metaclasses, with associated 
sets of semantics from which the schema designer selects. Thus, a view derivation 
metaclass in SORAC will contain an associated set of possible semantics, that is 
the update rules specifying actions to be propagated if an object instance is added, 
deleted, or modified in the base representation, and conversely, in the view. 

4.2. S1EPS IN CREATING VIEWS 

First, we assume that a base schema has already been created in SORAC. This means 
that the base schema will already include objects and relationship definitions, and 
a set of associated update rules that maintain consistency within the base schema. 
In order to create a view schema, a view designer must specify the following view 
objects, view relationships, and view derivations The designer must first specify the 
object and relationship types which will exist in the view. Then, the view derivations 
must be specified. First, derivations for each object and relationship type in the view 
must be specified. Then, if the view is to be updatable, derivations must be specified 
from view objects to base objects. 

4.3. DEFINING VIEW DERIVATIONS 

Since a view derivation is considered to be a kind of relationship, it has a name and 
a set of participating object and/or relationship types. A view derivation, which is 
one-directional, has this form: 
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Figure 3. A base schema and a derived view schema 

vderive( base object, view object) . 
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This generates a view through which updates may not be made. In order to have an 
updatable view, view derivations in the other direction must be specified: 
vderive( base object, view object) . 
vderive( view object, base object) . 

Note that view derivations are not update rules, and do not specify the means by 
which the derivation is made. A view derivation relationship simply states that an 
object is derived from another object. 

4.4. UPDATE RULES FOR VIEW DERNATIONS 

For each derivation relationship, a set of supporting update rules must be chosen. 
Update rules are based upon the atomic actions: add, del, and mod in the case of 
attributes. For example, here is a simple view derivation: 
vderive(attr(C,A,compnt,amount),attr(M,Cost,mat,cost,viewl». 

In this case, we are going from a base schema in which designs consist of com
ponents. Each component has an attribute which specifies the material it is made 
from, and the amount of that material. In the view, information about individual 
components is lost, and a total cost for each kind of material must be represented. 
This is shown in Figure 3. 

This view is non-updatable in order to prevent arbitrary changes to the total costs 
without associated changes in the underlying design. The following update rules are 
required to support this view derivation: 
mod(attr(C,A,compnt,amount»-(Cond)----> 

mod(attr(Mat,Cost,mat,cost,viewl» 
add(attr(C,A,compnt,amount»-(Cond)----> 

mod(attr(Mat,Cost,mat,cost,viewl» 
del(attr(C,A,compnt,amount»-(Cond)----> 

mod(attr(Mat,Cost,mat,cost,viewl» 

Cond = attr(C,M,compnt,mat) and 
attr(Mat,Cost,mat,cost,viewl) and M = Mat 

For each of these update rules, the user must specify a derivation function. In this 
case, the derivation function will be a method that locates all objects made from a 
given material, sums the amounts, and computes the total cost. 
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4.5. ANALYSIS OF UPDA1E RULES IN SORAC 

As mentioned earlier, SORAC provides a set of analysis tools for detecting incor
rectly specified schema structures. Once view derivations are expressed in terms of 
update rules, it is relatively easy to incorporate view schema verification into these 
analysis tools. Most of the SORAC analyses on update rules are provided by forming 
a propagation graph from the update rules. 

Definition 1 PROPAGATION GRAPH: The propagation graph, Gp, of a data
base schema S is a triple <OP(OT), Pe, g> where OP(OT) is a set of nodes 
representing the application of primitive operations upon the object types and the 
relationships of S, P e is the set of directed propagation edges, and g is a function 
assigning propagation edges to ordered pairs of types in the following natural way. 
/fp = OP(OT) -R-t OP' (OT') is an update rule, then define a propagation edge 
p, and assign it to the graph by g(p) = (OP(OT), OP' (OT'). 

In order to detect propagated situations when they exist within the schema, the 
database design system will compute the transitive closure of the propagation graph. 
This results in a set of update sequences. Once this is computed, update structures 
representing update propagations will be presented to the designer for correction, 
refinement, or verification of correctness. Depending on the analysis and type of 
view, the propagation graph may include the set of update rules associated with the 
base schema, the set of update rules associated with the view schema, update rules 
that propagate changes from the view to the base representation, and update rules 
that propagate changes from the base representation to the view. In the following 
sections, we discuss the types of problematic updates that may be identified 

4.6. TRANSITIVE UPDA1E SEQUENCES 

The exact means by which problematic update sequences are identified differs de
pending on whether a view is tightly or loosely coupled. This is because a tightly 
coupled view has no update rules within the view; all update rules are within the base 
schema and are related to the view by view update rules. For a tightly coupled view, 
the propagation graph is formed from the view to base update rules, the base to view 
update rules, and the update rules in the underlying representation. The transitive 
closure of this graph is formed. Then for each possible update action on the view, 
the update sequence is calculated and presented. 

In a loosely coupled view, some update rules exist within the view itself. Thus, 
the propagation graph is formed from the view to base update rules, the base update 
rules, and the view update rules. The base to view updates are not needed because 
an action at the view level will only propagate to the base, never back again. Then 
for each view to base update rule, the update sequence is analyzed. 

The set of update sequences is useful for a number of reasons. For example, 
a common problem is when a view update will propagate to an object type that 
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does not exist in the view. Update sequences with this problem can be flagged and 
presented as problematic by simply searching all update sequences for object types 
that do not appear in the view definition. 

The following example illustrates the usefulness of this type of analysis. A 
common type of view is one in which objects are simplified; in which certain base 
attributes are not seen at the view level, for abstraction purposes or security purposes. 
In this case, we have a door object class in the base schema, and a fire safety view 
in which we are only interested in certain properties of the door which are relevant 
to fire safety. These are the base objects: 
obj(D,door). attr(D,C,door,color). 
attr(D,H,door,height). attr(D,W,door,width). 
attr(D,M,door,mat). attr(D,FR,door,fireRating). 
attr(D,F,door,finish) . 

The desired view objects are 
obj(D,door,vll). attr(D,M,door,mat,vl). 
attr(D,FR,door,fireRating,vl). attr(D,F,door,finish,vl). 

Here are the view derivations: 
base to view : 
vderive(obj (D,door),obj (D,door,vl» . 
vderive(attr(D,M,door,mat),attr(D,M,door,mat,vl» . 
vderive(attr(D,FR,door,fireRating) ,attr(D,FR,door, fire Rating,vl». 
vderive(attr(D,F,door,finish),attr(D,F,door,finish,vl» . 

view to base : 
vderive(obj(D,door,vl),obj(D,door» 
vderive(attr(D,M,door,mat,vl),attr(D,M,door,mat» 
vderive(attr(D,FR,door,fireRating,vl),attr(D,FR,door,fireRating» 
vderive(attr(D,F,door,finish,vl),attr(D,F,door,finish)) 

The set of associated view to base update rules is 
add (obj (D,door,vl»-(nil)-> add (obj (D,door» 
del (obj (D,door,vl»-(nil)->del(obj (D,door» 
mod(attr(D,M,door,mat,vl»-(nil)->mod(attr(D,M,door,mat» 
mod(attr(D,FR,door,fireRating,vl»-(nil)-> 

mod(attr(D,FR,door,fireRating» 
mod(attr(D,F,door,finish,vl»-(nil)->mod(attr(D,F,door,finish» 

There are no extra conditions on propagations; this is represented by the nil condi
tion. 

Notice that in this case there is no defined update rule that will affect the color, 
height or width attributes of the door objects at the base level. This is an example of a 
potentially problematic view derivation. As long as these attributes are not required 
in the base object, adding a door in the view will result in a base door object with 
undefined values for those attributes. IT one of these attributes is required, however, 
there will be an associated update rule in the base schema to enforce this: 
add (obj (D,door» -(nil)-->add(attr(D,H,door, height» 

Thus the update sequences: 
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add (obj (D,door,vl» ---> add (obj (D,door» 
add (obj (D,door,vl» --->add(attr«D,H,door,height» 

will be generated by the analysis tool. The second update sequence will be flagged 
as problematic because the object type attr (D, H, door, height) does not appear in 
the view definition. 

Here is a still more complicated view. In this case, we want to include doors and 
frames in the view without the distraction of worrying about the type of connecting 
hardware, such as hinges. The objects in the base schema are 

obj(F,frame). obj(D,door). obj(H,hinges). 
connect(F,H,frame,hinges). connect (H,D,hinges,door) . 

The object types in the view are 

obj(F,frame,vl). obj(D,door,vl). 
connect(F,D,frame,door,vl). 

The fact that connect(F, D, frame,door,viewl) is derived from two base relation
ships must be specified by two view derivation relationships, resulting in a total of 
four derivation relationships. 

vderive(connect(F,H,frame,hinges),connect(F,D,frame,door,v1». 
vderive(connect (H,D, hinges , door) ,connect (F,D, frame, door, v 1». 
vderive(connect(F,D,frame,door,vl),connect(F,H,frame,hinges». 
vderive(connect(F,D,frame,door,vl) ,connect (H,D,hinges, doo r». 

Here is the set of rules that determines how a change in the base objects propag
ates to the view: 

add(connect(F,H,frame,hinges»-(connect(H,D,hinges,door»-> 
add(connect(F,D,frame,door,vl» 

add(connect(H,D,hinges,door»-(connect(F,H,frame,hinges»-> 
add(connect(F,D,frame,door,vl» 

del(connect(F,H,frame,hinges»-(nil)-> 
del(connect(F,D,frame,door,vl» 

del(connect(H,D,hinges,door»-(nil)---> 
del(connect(F,D,frame,door,vl» 

The first rule states that if a connection between a frame and a set of hinges is added 
in the base representation, and a connection already exists between the binges and 
some door, then add a connection between the door and the frame in the derived 
view. The set of rules that determine how changes made in the view propagate to the 
base level are more problematic. 

add(connect(F,D,frame,door,vl»-(nil)-> 
add(connect(F,H,frame,hinges» 

add(connect(F,D,frame,door,vl»-(nil)-> 
add(connect(H,D,hinges,door» 

del(connect(F,D,frame,door,vl»-(nil)-> 
del(connect(F,H,frame,hinges» 

del(connect(F,D,frame,door,vl»-(nil)-> 
del(connect(H,D,hinges,door» 
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Notice that the consequents of these rules involve a hinge object that does not 
exist in the view. This is detected in the following way. Remember that the general 
relationship insertion rule requires that if a relationship involving two objects is 
added, the two involved objects must already exist, or be added automatically. To 
enforce this, the base schema includes the update rules 

add(connect(F,H,frame,hinges»-(C)->add(obj(H,hinges» 
add(connect(H,D,hinges,door»-(C)-> add (obj (H,hinges» 
C = not (obj (H,hinges» 

For example, if connect (f1 , hl, frame, hinges) is added to a representation, and 
obj (hl, hinges) does not exist, it is added automatically. Thus, the following prob
lematic update sequences are identified by the analysis, 

add(connect(F,D,frame,door,vl»-->add(connect(F,H,frame,hinges» 
add(connect(F,D,frame,door,vl»-->add(obj(H,hinges» 
add(connect(F,D,frame,door,vl»-->add(connect(H,D,hinges,door» 
add(connect(F,D,frame,door,vl»-->add(obj(H,hinges» 

since neither of the consequent object types exists in the view definition. 

4.7. CONSTRAINTS 

In ArchObjects, fire safety regulations are represented by a set of integrity constraints 
constraints expressed as IF-THEN rules. For example, this constraint states that a 
locked door in the means of egress must have a warning sign. 

forall D,L 
(IF part(D,L,door,lock) AND role(D,MOEC) AND 

attr(L, true, lock,keyreq) 
THEN 

(exists S part(D,S,door,sign) AND attr(S,warning,sign,msg» 

It is very useful to understand the set of constraints that can potentially be triggered 
by updates in a given view. For example, this constraint is triggered by any of the 
following set of actions: 

mod(attr(L,Val,lock,keyreq» add(role(D,MOEC» 
add(part(D,L,door,lock» del(part(D,S,door,sign» 
add(attr(L,Val,lock,keyreq» del(attr(S,Val,sign,msg» 
mod(attr(S,Val,sign,msg» 

The details of the algorithm to determine the triggering actions may be found in 
MacKellar and Ozel (1991). In order to determine which constraints are affected by 
updates through a particular view, we simply check each propagation sequence in 
the transitive closure of the propagation graph. For each sequence 

OP1(OT1) -(Cond)--> OP2(OT2) 

where OPl (OT1) is an update in the view, andoP2 (OT2) is in a triggering set for some 
constraint, the identity of the triggered constraint is returned to the view designer. 
The set of triggered constraints can be filtered in various ways, in particular by 
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searching for constraints that include object types that are not defined in the view 
schema. 

4.8. PROPAGATIONS TO OTHER VIEWS 

It is common to find a number of derived views associated with a design representa
tion. Some of these views may be in use at the same time. Updates made to the copies 
are then applied to the underlying representation when the design session is ended. 
Even with these precautions, however, updates made in one specialized view will 
still eventually affect views used by other designers. To detect these interactions, 
we form a propagation graph consisting of update rules from the view in question 
to the base schema, update rules in the base schema, and update rules from the base 
schema to other views. Then, the transitive closure of this graph is searched for 
update sequences of the form 

OPl(OTl) --->OP2(OT2) 

where OTl is in the view being examined and OT2 is in another view. 

4.9. DENIALS AND DELETIONS 

It is possible for certain operations to be denied if a given condition is not true. This 
is expressed as an update assertion: 

OP(OT) -(C)-->() 

where C is the condition that must be true. The problem is that update assertions 
can occur at the end of a long chain of propagations. This is particularly problematic 
if the chain of propagations begins in a view, because the user interacting with the 
view may not even be aware of the problems leading to the denial. For example, 
let us assume that an architect is working with a view that includes windows only 
as an abstract unit, ignoring the details of frames, glass panes and other window 
components. This view would have been partially derived by the following update 
rules: 

add (obj (WG,windGeom»-(nil)->add(obj(WG,windGeom,view) ) 
mod (obj (WG,windGeom»-(nil)->mod(obj (WG,windGeom, view) ) 
del (obj (WG,windGeom»-(nil)->del(obj(WG,windGeom,view» 

add (obj (WG,windGeom,view»-(nil)->add(obj(WG,windGeom) ) 
mod (obj (WG,windGeom,view»-(nil)->mod(obj (WG,windGeom) ) 
del (obj (WG,windGeom,view»-(nil)->del(obj (WG,windGeom) ) 

where a specified function determines how to compose the simpler view geometry 
from the base window geometry. Because in the base schema the window geometry 
is composed from the geometries of its parts, the following update rules exist in the 
base schema: 
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mod (obj (WF,windFrGeom»-
(part(WG,WF,windGeom,windFrGeom»->mod(obj(WG,windGeom» 

mod (obj (WO,windOpening»-
(part(WG,WO,windGeom,windOpening»->mod(obj(WG,windGeom)) 
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These state that modifying a window frame or opening geometry will cause a modi
fication to the composed window geometry. To correctly preserve the compositional 
relationship between the geometries of the window and its components, modifica
tions to window geometries will be denied unless the window's components have 
already been modified to match. This is expressed by these base schema update 
assertions: 

mod (obj (WG,windGeom»--
(part (WG,WO,windGeom,windOpening) and match(WG,WO»->() 

mod (obj (WG,windGeom»--
(part (WG,WF,windGeom,windFrGeom) and match(WG,WF»->() 

where rna tch is a method that tests if a composed geometry is consistent with its 
parts. Once the view update rules are added and the transitive closure formed, the 
resulting update sequence is generated: 

mod (obj (WG,windGeom,view»->mod(obj (WG,windGeom» 
mod (obj (WG,windGeom,view»->() 

and presented to the view designer. This is a problematic propagation because 
modification to an abstract window in the view can be denied because of underlying 
geometries that are not a part of the view. Once the view designer recognizes the 
problem, the view update rule can be changed to 

mod(obj(WG,windGeom,view»-(C)->mod(obj(WO,windOpening)) 
C = vderive(obj(WG,windGeom,view),obj(WG1,windGeom» 

and has-part (WG1,WO,windGeom,windOpening) 

This specifies that a modification to an abstract window geometry in the view should 
be translated to a modification to the window opening associated with the window 
geometry in the base, ensuring that the component geometry is modified before the 
window geometry and thus avoiding the potential transaction denial. 

5. Resolving View Definition Problems 

The analysis tools just described are able to diagnose potential problems but not 
to fix them. This is due to the fact that solutions are largely dependent on design 
management practices. Certain problems, particularly those caused by transitive 
updates, have no correct solution and must be approached heuristically. 

In MacKellar (1992), we presented a design transaction model which supports the 
stage-oriented progression of a design. In order to demonstrate the issues involved 
in solving update problems, we will show how transitive update problems can be 
solved within this model. In the stage model, designs pass through formal stages. 
Each stage has an associated set of constraints, which must be satisfied before the 
design can move to the next stage. Within a stage, a given design may satisfy only a 
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Figure 4. The stage model. 

partial set of the constraints. Each stage has its own central representation schema; 
multiple views may be derived from this schema. A number of versions of the 
design can exist within each stage, each maintained in terms of the central schema 
for that stage. The result of a stage is a set of alternatives, each satisfying the stage 
constraints. This is shown in Figure 4. 

Here, a design is identified by the pair [design id, version idl. Design bl 

has 5 versions in stage I , two of which satisfy stage constraints and pass to stage 2. 
At the end of stage 2, only one version moves into stage 3. 

Since view updates must be performed correctly, problematic update sequences 
must be identified. In situations where view updates will affect non-view objects, 
the stage mechanism provides a solution. If a view insert would cause a non-view 
object to be inserted in the base representation, a default object, termed a generic 
instance, will be inserted in the base representation, and a constraint added to the 
stage that requires the generic instance to be updated before the design can leave the 
stage. When the system encounters a generic instance, it attempts to resolve it to the 
most recent revision of the default version. 

For deletions and modifications that affect non-view objects, two alternative 
strategies exist. One is to permit the propagation, thereby deleting or modifying an 
object of which the user, working within the view, is not aware. The other is to 
inform the user that the desired update cannot be performed because of its effect on 
the object. In a given design schema, both strategies are useful, depending on the 
object type and the view in question. Therefore, SORAC permits the view designer 
to choose the behavior of each view derivation relationship. 

Since each stage has its own associated representation schema, an important 
issue is how a design alternative is transformed from one representation to the next 
as it moves from stage to stage. The generic instance mechanism is used here as 
well. Assume that we have a spatial layout stage that is geared towards exploring the 
interplay of spaces within a building, and a structural layout stage in which structural 
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elements are placed in a given spatial layout. At the end of the spatial layout stage, 
RoomA consists of an interior space and a set of enclosing solids. This room must be 
transformed to a representation that is expressed in terms of structural elements such 
as beams and columns. As RoomA is moved into this stage, update rules will cause 
generic instances to be created for these structural objects. Detail does not have be 
filled in for the structural objects at the point of transformation, since the gradual 
addition of such detail will be the central task of the structural layout stage. 

6. Conclusion 

Intelligent CAD systems require the ability to represent a design in various ways. 
Correctly defining multiple representations so that they all interact correctly is very 
difficult, however. Database researchers have explored the problems of correctly 
specifying views derived from an underlying representation; much of this research 
was based on relational database systems and is thus not appropriate to design 
domains. In addition, database researchers tended to approach the problem with the 
idea of disallowing problematic updates entirely or severely limiting their impact. In 
a design domain such as architecture, however, designers are used to working with 
particular abstract representations. Problems in resolving different representations 
are approached by hand and often seen as a design management issue. 

We present a model in which different representations are tied together by update 
rules, which can be analyzed by a set of automated tools. This toolset currently 
exists within the SORAC modeling tool, for update rules within a single schema. 
The view model presented in this paper is a generalization of this tool. A view is 
defined in terms of view derivation relationships. As the view designer specifies 
these derivation relationships, she must specify associated semantics, expressed as 
update rules. The analysis tools then can be used to identify the following problematic 
situations: update sequences involving non-view objects, update sequences involving 
non-view constraints, update sequences that may be denied in the base schema, 
updates that may propagate to other views, redundant propagations, and cyclic 
propagations Problematic update sequences may be resolved by disallowing the 
update, by changing update rules in either the base or the view, or they may be allowed 
to exist and be resolved by management mechanisms. This provides more flexibility 
in defining views, which is clearly required in many design domains. We presented 
one management methodology, stage-based versions, and showed how problematic 
updates could be resolved within this management structure. More research is needed 
in this area, particularly in defining mUltiple co-existing representations, where the 
lack of a single unifying model magnifies the management issues involved. The 
promise of intelligent CAD systems will not be fulfilled until the difficult problem 
of maintaining multiple representations is addressed. 
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Abstract. The computer-based representation of semantic meaning for multi-disci
plinary design remains a difficult problem. Commercial computer-aided design (CAD) 
systems which emulate the drafting metaphor are inadequate for representing complex 
semantics and accommodating dynamic changes during the design stage. Research com
puter systems which impose a formal symbolic approach for representing designs typi
cally are unable to support fast, multi-faceted visualization and feedback that designers 
can obtain with pencil and paper. By building upon design theory literature and observa
tion of a case study of an actual building design project, we have identified and devised 
computational strategies for addressing these needs. We describe a conceptual approach 
and a prototype implementation, Semantic Modeling Extension (SME), for representing 
multi-disciplinary semantic meaning of a shared 3D graphic building model. SME is part 
of an on-going research project which explores the development of an Interdisciplinary 
Communication Medium (ICM) for collaborative design. Our approach distinguishes 
sharply between the interactive graphic model necessary for creative design and the sym
bolic models necessary for automated reasoning, yet provides a dynamic link between the 
graphic model and the symbolic models. The fundamental concepts discussed in this 
paper include: (1) Context, a domain of relatively independent reasoning about the design 
performance; (2) Feature Object, a pointer to a graphic entity and an associated symbolic 
object, representing the meaning of that graphic entity within a particular Context; (3) 
Interpretation Object, a Context and an associated list of Features; and (4) Interpretation 
Manager Object, a list of Interpretation Objects associated with a shared 3D building 
model to support multiple points of view. The prototype provides an open system inte
gration architecture which enables designers to share a graphic 3D model, yet dynami
cally support multiple interpretations of the design. We describe the operation of SME 
with an illustrative example. 

1. Introduction 

The computer-based representation of multi-disciplinary design semantics 
remains a difficult problem in spite of many years of research. It is widely 
agreed that commercial computer-aided design (CAD) systems, with their 
emphasis upon a drafting-based metaphor, are inadequate for representing 
the complexity of meaning necessary for design. Yet research computer sys
tems for design that impose a more formal, symbolic approach are typically 
unable to provide the visual immediacy and feedback that designers can ob
tain from pencil and paper. Often in such systems the drawings are provided 
as a product of the 'real' design work, which is considered to take place in 
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the symbolic world of constraints, rules, and logic. 
This paper describes an approach toward representing semantic meaning 

of design which achieves the free and creative 'feel' of an unconstrained 
drawing program while accommodating automated reasoning about the de
sign performance. The approach distinguishes sharply between the interactive 
graphic model necessary for creative design and the symbolic models neces
sary for automated reasoning. Our approach of using Interpretation Objects 
provides a dynamic link between the graphic model and the symbolic 
models. Designers may use Interpretation Objects to endow the graphic 
model with semantic content and thus to support reasoning about the design. 

In the pages below, we describe a prototype implementation of this con
ceptual approach, which we call Semantic Modeling Extension (SME). SME is 
part of an on-going research project which explores the development of an 
Interdisciplinary Communication Medium (ICM) for collaborative design. 
Our research has focused upon design in the Architecture/ Engineering/ 
Construction (AEC) industry. However, we have also explored its 
applicability to mechanical engineering. 

For the purpose of this paper, graphic modeling will refer to 2D or 3D 
representation of the building using computer graphic techniques, while 
symbolic modeling will refer to representation using data structures intended 
for automated reasoning. We will refer to the activity of relating these two 
representations as semantic modeling, in that the relation expresses some of 
the meaning of the graphic representation by use of a symbolic 
representation and some of the meaning of the symbolic representation by 
use of a graphic representation. 

We will discuss the motivation for this research and a theoretical model of 
design process, we will describe the software object definitions that are 
necessary to achieve Interpretation Objects, and we will illustrate the 
operation of SME by using a scenario of designers at work. 

2. Motivations 

In spite of nearly thirty years of research and commercialization, computer
based methods have achieved much less acceptance in the area of building 
design than advocates predicted. One can conjecture that the CAD tools that 
have arisen are not appropriate for the activities typical of practical building 
design. The first step in this research has been to study the activities in a 
representative design project and formulate a model of these processes. The 
observations and model are summarized below. 

2.1. OBSERVATIONS 

Our observations have focused upon the early stages of design of a small 
classroom building for a university. The researchers attended design 
meetings with other members of the design team, including university 
representatives (the owners), architects, engineers, construction managers, and 
operations personnel. The observations led to the following characterization 
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of the conceptual building design process. The architect and other designers 
prepared drawings of a design idea or proposal. These drawings were shared 
with the design team during design meetings. Each team member examined 
the proposal from a particular point of view, and critiqued its adequacy. The 
critiques were shared by verbal comments and sketches, leading to alterations 
of the design and new proposals. A new proposal would initiate another cycle 
of the process. Figure 1 illustrates diagrams of the building addressing four 
of the issues that were considered by the design team. 

During the design meetings, drawings of the building were shared by the 
design team, each of whom interpreted the drawings, critiqued them 
according to an issue, and explained the critique results to the rest of the 
team. The designers could then sketch a new proposal and initiate another 
iteration of the cycle. Figure 2 illustrates our model of the design process. 
This model is elaborated in other papers as a cycle of Propose-Interpret
Critique-Explain (PICE) (Clayton, 1993; Fruchter, 1993). 

Spaces EBJ1!SS 

Figure 1. Design drawings of four contexts. 

Figure 2. Propose-Interpret-Critique-Explain design process. 

2.2 DESIGN TOOLS 

The tools used in the cycle are summarized below. In the case study, 
designers employed manual methods such as: 
• paper-based drawings for proposing design ideas; 
• hand-written annotations for interpreting drawings and extracting 
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information; 
• informal judgments and hand-written calculations for critiquing; 
• sketches and verbal statements for explaining the critique results. 
These methods have several limitations. The drawings are generally drafted 
2D projections or freehand sketches. The 2D drawings lack the expressive 
power of 3D computer models, while the sketches lack the editing power and 
information exchange potential of computer models. Interpreting the draw
ings is slow and error-prone, as information must be manually copied from 
the drawings and re-entered into other media and design tools. The critiques 
are also error-prone, as they are often unformalized and may be based upon 
inaccurate information. Finally, the explanations are not rigorously recorded 
nor are they stored. They can rarely be referenced during later stages of 
design. 

One can conjecture that a project suffers in quality and requires an 
extended duration due to these shortcomings in the technologies used to 
support design. The basic process of propose, interpret, critique and explain 
appears to be a useful starting point for developing software tools to support 
collaborative design and improve this process. 

2.3. RESEARCH GOAL 

We are using these observations to guide us in research that is intended to 
improve the conceptual building design process. We anticipate that this 
research may benefit industry by achieving a design process that is: 
• faster, by electronically sharing information to reduce errors and rework; 
• of higher quality, by providing more effective, accurate and frequent 

critiques; and 
• better integrated to later stages by providing an electronic data store for 

conceptual design information. 
We are focusing upon a software technology for integrating symbolic 
modeling with a shared 3D graphic model in support of: 
• the proposal of design alternatives, 
• their interpretation into multiple symbolic models, 
• critique of the design using the symbolic models, and 
• explanation of the critique results. 

This paper describes our approach to representing interpretations, which 
link graphically-portrayed design proposals to symbolic models used for 
critiquing designs. Other important issues in technological information 
integration for design, such as constraint management, version management, 
multiple levels of abstraction, multiple graphic representations, and design 
synthesis, are not addressed in this research. 

3. Related Research 

Considerable research effort has been expended in recent years exploring 
integrated and knowledge-based CAD software. Indeed, several commercial 
products are advertised as providing integrated or intelligent solutions. 
Although much progress has been made toward CAD systems that are more 
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than drafting systems, designers continue to use predominantly manual 
methods for the early stages of design. A clue to the cause of this state of 
affairs is revealed by examining the respective roles of graphic modeling and 
symbolic modeling in the research and commercial software. 

In our review of integrated CAD research, we are using the terms preset 
interpretation and automated interpretation to characterize approaches to 
graphic-symbolic semantic modeling. In the next section we will propose a 
third approach, interactive interpretation, which can be useful for modeling 
the semantics of conceptual building design. 

3.1. PRESET INTERPRETATION IN RESEARCH 

Among the earliest research efforts into integrated CAD for building design 
was the OXSYS software developed and commercially fielded in the 1970's. 
(Hoskins, 1977) OXSYS provided graphics, database support, and analysis 
tools for design of buildings to be constructed using an industrialized 
building system known as Oxford Method. The design process was one of 
specifying requirements and parameters which the system used to assist in 
evaluating the design and in selecting parts from a catalog of building com
ponents. Each component was associated with several graphic representations 
to support automated production of plan, section, and elevation drawings. 

OXSYS provided integration between its graphic representations and its 
symbolic representations by a technique that we refer to as preset interpreta
tion. In this method, the graphic representation is tightly bound to a symbolic 
representation. The semantic content of each graphic entity is predefined. 
There is little or no provision for modifying the semantics or redefining the 
graphic at run-time of the system. Preset interpretation provides a large 
potential for design automation, as evidenced by the success achieved in the 
OXSYS software in automating the detailed design phase. The method is well 
suited to component-oriented design, but seems to have little relevance to 
design when there is no predefined component catalogue. 

Preset interpretation has been used widely in research software since 
OXSYS. IBDE, a research system developed at Carnegie-Mellon University, 
provides support for design of steel-framed tall buildings. (Fenves, 1990) 
The internal database representation is a part-of hierarchy of components 
that are selected in a process of sequentially focusing upon various issues. 
The issues include planning the core, configuring the structural system, se
lecting structural members and designing footings. The graphical representa
tion is provided primarily as an output of this process. The meanings of the 
graphic entities are predefined. 

A similar effort is underway at MIT in the DICE project (Sriram, 1991). A 
blackboard architecture coordinates the operation of various "Knowledge 
Modules". A central store represents the design in a class hierarchy, focusing 
upon components and part-of relationships. In the early versions, a 3D 
graphic representation is provided as an output of the architectural module 
using, once again, a preset interpretation approach. 
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The CIFECAD project at Stanford University has provided graphic to 
symbolic integration for several research projects (Ito, 1990). CIFECAD 
provides a component-based drawing environment built as extensions to 
AutoCAD. A kit of graphic objects with predetermined semantics is used to 
represent the building design. The software has been used as an input inter
face to various knowledge-based design tools, including COKE, which 
focuses upon constructibility, OPIS, which integrates several project man
agement reasoning systems, and FCDA, which explores an agent-based 
approach to integrating many design reasoning systems (Fischer, 1991; 
Froese, 1992; Khedro, 1993) 

3.2. PRESET INTERPRETATION IN COMMERCIAL SOFTWARE 

Preset interpretation is used in commercial software, most notably in tem
plates and block libraries offered as add-ons to CAD graphic systems. 
Systems such as ASG or LightCAD use the layering capabilities of CAD 
systems to define a component-oriented semantics to drawing entities. (ASG, 
1992; EPRI, 1992) Design is modeled as a process of selecting components 
from a library of blocks. From these graphic representations with predefined 
meanings, various sets of data may be extracted for use in such tasks as cost 
estimating, scheduling, or lighting design. 

3.3. AUTOMATED INTERPRETATION 

A different approach to integrating graphic and symbolic models has been 
explored in a few research projects. In automated interpretation the designer 
is able to draw freely with graphic software. A computer-based reasoning 
system infers the semantics of the drawing based upon cues within the draw
ing. For example, a computer program may infer that two closely spaced 
parallel lines probably indicate a wall when found in a plan view of a 
building. This approach has achieved some success in a prototype that 
converts 2D drawings to 3D graphic models (Goto, 1991). However, the 
system is severely restricted in the generality of the building form that can be 
interpreted and the intended semantic content of the 2D drawings. 

A more comprehensive research project that has employed automated 
interpretation is the ICADS project undertaken at Cal Poly (Pohl, 1990). The 
designer uses a 2D CAD system to prepare an architectural plan. A Geometry 
Interpreter infers semantics such as walls, rooms, doors, and lights from the 
graphic entities as they are drawn. Although initial success was achieved, the 
ICADS researchers are moving towards a component-based approach using 
preset interpretation that derives the graphic representation from the 
symbolic model. 

4. Interactive Interpretation 

Both preset interpretation and automated interpretation rely upon an attitude 
toward the semantics of the design graphics as being predetermined. The 
designer's thought processes are modeled as primarily symbolic reasoning 
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that leads logically to a building form, which in tum can be represented 
graphically. However, this is not the model of the design process that is 
described in much of design methodology literature. Among members of the 
architectural design community, it is widely accepted that drawing is an activ
ity indistinguishable from design. Designers employ what is referred to as 
'graphic thinking' in which ideas are visualized before they are converted 
into symbols (Laseau, 1989). In this view, design is a process of discovery in 
which drawings are created first and then their semantic consequences are 
unveiled by examination and analysis. As observed in protocols of designers 
at work, the complex semantics of a design proposal can only be derived by 
considering the design from multiple 'frames' of reasoning, or contexts 
(SchOn, 1983) 

The key idea in this research is that computer software in support of con
ceptual design should provide interactive interpretation for semantic model
ing. The semantic modeling technique described in this paper provides a 
method by which a shared graphic representation of a building can be 
mapped to symbolic representations. The purpose of this mapping is to en
able multi-criteria critique of the shared building model. Our concept of 
Interpretation Objects supports this interactive method of graphic to 
symbolic mapping. 

Figure 3 illustrates the role of Interpretation Objects in representing the 
meaning of a shared 3D graphic model. The designer, or team of designers, 
retains the responsibility for identifying the semantics of the design proposal 
by creating an Interpretation Object for each context. Each Interpretation 
Object supports the consideration of a different issue, which may be 
addressed using an automated Critique Tool. 

Figure 3. Interactive interpretation of a shared model using Interpretation Objects. 

This approach supports the sharing of a 3D graphic model among various 
members of the design team to obtain expert critiques for multiple issues. For 
instance, the architect may consider issues of energy efficiency or aesthetics. 
The structural engineer may interpret the design as a series of frames which 
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must resist gravity and lateral loads. The construction manager may focus 
upon elements that affect cost and scheduling. The expertise necessary to 
interpret the design into the various analysis models for each context of 
reasoning may be too subtle and elusive to capture in automated tools, yet is 
routinely performed by the experts on the design team. Our approach of 
interactive interpretation provides a general way of integrating multiple 
design reasoning tools with a central graphic representation. 

In the next section, we discuss our reification of the objects to support 
interactive interpretations. 

5. Def"mition of Basic Classes for Interpretation Objects 

Using object-oriented programming techniques, we have developed a seman
tic modeler for design that provides interactive interpretation. In our model, 
Feature Objects capture the link between a graphic entity and a symbolic 
entity. Interpretation Objects collect features for a particular context. An 
Interpretation Manager Object supports the multiple interpretations required 
for the consideration of multiple contexts by the design team. The semantic 
modeler is a flexible tool for supporting multi-disciplinary efforts in 
conceptual design. The software allows for proposal of design ideas using 
relatively unconstrained, powerful graphic methods. 

The basic classes which we have used to reify the concept of interactive 
interpretations are detailed below. Figures 4 and 5 illustrate example object 
hierarchies, class definitions, and instances. In the object hierarchies, classes 
are indicated by boldface type while instances are shown as plain text. In the 
class and instance tables, the class or instance name is shown as a label on the 
columns, and the slot names are indicated by labels on the rows. The identi
fier (mv) designates a multi-valued slot, which in the following discussion is 
referred to as a list. Only attributes of the objects are shown; the tables do not 
include methods. The methods of the objects are explained in the Scenario 
section of this paper. 

5.1 FEATURE OBJECTS 

Borrowing a term from the mechanical engineering domain, we have defined 
a feature as a graphic entity with some semantic content necessary to a 
particular context of reasoning (Dixon, 1986). A particular graphic entity 
may have different meanings within different contexts. For example, a wall 
may be a thermal barrier when reasoning about energy consumption and a 
structural support when reasoning about the structural system. Thus, there is 
potentially a one-to-many relation from a graphic entity to features in 
multiple contexts. 

In our model, a Feature Object has the following attributes: a graphic 
entity identifier and an individual identifier or name. Feature Object is an 
abstract class; in most cases, a concrete feature is a subclass which has been 
specialized for a particular reasoning context. The context of the Feature 
Object is represented by a membership relation with an Interpretation Object. 
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In addition, various methods are provided for manipulating the graphic 
model from the Feature Object, such as Show!O, Hide!O and Select!O. These 
methods alter the graphic representation of the feature and allow the graphic 
representation to be selected for editing. 
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5.2. INTERPRETATION OBJECTS 

An Interpretation Object has four basic attributes: a context of reasoning, a 
list of feature classes which are relevant to this context, a list of features, and a 
list of services. The value of the Context slot is provided by the user. Fig. 4 
illustrates in the lower panel some examples of Interpretation Objects, 
showing Context values of Energy and Structure. The Energy object is an 
instance of EnergyInterpOb class and the Structure object is an instance of 
the StructureInterpOb class. The F eatureClasses list provides the names of all 
of the feature classes that are relevant to the interpretation and its distinct 
context. The Features list attribute of an Interpretation Object instance (such 
as the Energy object) is edited by the user at run-time to contain the instances 
from a particular graphic model that are relevant to this interpretation. The 
list of Services indicates the critique tools which may be linked to the 
Interpretation Object. 

Various methods support accessing and editing these attributes. Other 
methods send messages to the graphic model to control the visualization of 
the Interpretation as entities in the graphic model. 

5.3. INTERPRETATION MANAGER OBJECT 

It is expected that designers will instantiate many Interpretation Objects with 
many different contexts for a particular graphic model. Architects, engineers 
and other design participants each will have several interpretations to 
accommodate reasoning about various issues. We have defined an 
Interpretation Manager Object to provide a way of instantiating 
Interpretation Objects, to support the designation of an active interpretation 
instance, and to coordinate the interaction of interpretation instances with the 
graphic model and with each other. 

The Interpretation Manager Object handles the interface between 
Interpretation Objects and a particular graphic model. It has a slot for identi
fying the graphic model, a list of interpretation instances which have been 
created for this project, and methods to edit the list. It provides an interface to 
load interpretation classes from persistent store so that they may be instanti
ated. In addition, Interpretation Manager Object provides boolean operations 
which act upon Interpretation Object feature lists, including intersect, union, 
and subtract. These functions allow designers to study interdisciplinary 
interactions of various interpretations. 

In order to endow a particular graphic modeler, such as AutoCAD or 
MicroStation, with interactive interpretation capabilities, a software developer 
must integrate an Interpretation Manager Object with the graphic modeler. 

6. Specializations of Interpretation Object and Feature Object 

Feature Object and Interpretation Object define basic interactions of the 
semantic models of the design with the graphic model. However, they capture 
very limited domain knowledge of the design. Our intention is that domain 
knowledge for a particular context may be captured in a subclass of 
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Interpretation Object. Specializations of Interpretation Object may assist in 
automated reasoning about the design performance. Figure 4 illustrates a 
sample hierarchy of Interpretation Object subclasses in its upper panel. Each 
interpretation subclass designates values for the F eatureClasses slot. 

It is important to realize that an Interpretation Object class is intimately 
associated with a hierarchy of Feature Object classes. An Interpretation 
Object subclass reminds the designer of important features for that reasoning 
context by providing a list of the relevant Feature Object subclasses. An 
example of our Energy Features hierarchy, which works with the Energy 
Interpretation, is illustrated in Figure 5 to emphasize this point. Each Feature 
Object subclass has different attributes and methods in order to accommodate 
the information needs for reasoning about a particular design within a 
particular context. 

7. Critique Services 

In the PICE model of the design process, designers interpret proposals in 
order to critique the design. Using Interpretation Objects, a designer can 
express the semantic meaning of a graphically represented design proposal. 
If special methods are added to the Interpretation Object class, the software 
can automatically extract information from the graphic model and pass it to 
an automated critiquing tool. Critiquing tools may be rule-based, numeric, 
non-numeric, frame-based, logic-based or employ any useful reasoning 
mechanism for analyzing and evaluating the performance of a design. 
Interpretation Object classes can provide a link to such critique services in 
order to automate the critique process. 

There are two prerequisites for linking a critique service to an 
Interpretation Object : the Interpretation Object must provide the features of 
the design which are necessary to support reasoning in the domain of the 
critique service; and the Interpretation Object must provide methods for 
extracting relevant data from the graphic model for use by the critique 
service. The Services slots in Fig. 4 illustrate the critiquing tools we have 
coordinated with Interpretation Object subclasses. The Comfort Critique tool, 
developed as a demonstration for this project, provides reasoning about the 
thermal efficiency of a design and may be linked to an Energy Interpretation 
Object. A Structure Interpretation Object may be linked to the QLRS Critique 
tool for reasoning about the lateral load resisting structural system. QLRS was 
developed in an earlier research project.(Fruchter, 1992) 

8. Prototype Implementation 

We have implemented a prototype, the Semantic Modeling Extension (SME), 
that is integrated with AutoCAD and the AME solid modeler. Together with 
the graphic modeling capabilities of AutoCAD for proposing designs, SME 
provides a direct implementation of the Interpret, Critique and Explain ac
tivities in the PICE design cycle. The prototype employs Feature, 
Interpretation, and Interpretation Manager Objects, and provides a user 
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interface using AutoCAD's Dialog Control Language. The prototype runs on 
Sun, PC, or Macintosh computers. Figures 6, 7 and 8 were produced using 
the Macintosh version of SME. 

Prototype critiquing tools are linked to the central graphic environment 
using SME. These critiquing tools were written using Pro kappa and KEE. 
Each critiquing tool derives the behavior of the design in a particular context 
and compares the behavior against functional requirements. Discussion of the 
methods used in the critiquing tools is beyond the scope of this paper. 

9. Scenario 

We will describe the implementation of SME by using an example scenario 
of a design session. This scenario is based on the design process for the 
classroom and laboratory building that we used for our case study. 

9.1. PROPOSE USING AUTOCAD 

Having launched AutoCAD and loaded AME and the Semantic Modeling 
Extension, the designer can draw the building using standard AutoCAD and 
AME commands. In Figure 6, the designers have sketched the walls, roofs, 
beams, and other elements of the shared graphic building model by creating 
rectangular solids. 

9.2. CREATING INTERPRETATION INSTANCES 

Figure 6 also shows the SME menu. The Preferences item enables the 
designer to set up the SME environment. Hide all and Show all affect 
the visualization of all of the entities in the graphic model. The Interpret 
submenu provides access to the Interpretation Manager, Interpretation and 
Feature Objects. 
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Figure 6. The shared graphic 3D model of the building. 

After having represented a design proposal using the AutoCAD graphic 
editor, the designers create interpretations of the design. From the 
Interpretation Manager dialog box shown in Figure 7, the designer may 
open the Interpretation Library dialog box by clicking on the New, , . 
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button. The designers use this dialog box to create Interpretation Object 
instances corresponding to the design contexts that are to be considered. 
Figure 7 illustrates the Interpretation Manager after the designers have 
created several interpretations for this project. 
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Figure 7. Interpretation Manager with Interpretation Instances. 

9.3 . EDITING FEATURE LISTS 

After creating Interpretation Object instances, the designer uses the 
Interpretation Inspector dialog box to identify and edit the features relevant 
to each context. Figure 8 illustrates the Interpretation Inspector dialog box 
loaded with each of four different interpretations. The small drawings portray 
the corresponding graphic visualizations in AutoCAD for each interpretation 
of the shared building model. 

Initially the scrolling list of Fea t ures in the Interpretation Inspector is 
empty. In order to add a feature to the feature list the designer must press the 
New button. The designer records semantic intent by providing values to the 
feature attributes using the Feature Inspector section of the dialog box. 
The Name attribute is an arbitrary identifier for the feature within the inter
pretation context and reflects the designer's preference or the organization's 
naming conventions. The Class item is actually a pop-up list that enables the 
designer to indicate the appropriate class of this new feature. The Set 
graphic< button allows the designer to point at a graphic entity to link to 
this feature. The Da ta field records arbitrary information provided by the 
designer. Selection of sets of features is accomplished by using the various 
Group section buttons. The View section commands affect the visualization 
of the selected features in the graphic model. In order to verify whether a 
graphic entity is part of the interpretation, the designer can use the 
Identify< command and then point at a graphic entity. If the graphic entity 
has been linked to a feature in this interpretation, the feature is highlighted in 
the Fea ture list. Figure 8 shows the results of having interpreted the design 
from several points of view. The Interpretation Inspector dialog boxes 
contain the interpretations in the contexts of spaces, egress, energy, and 
structure. The spaces context is an instance of a Spaces Interpretation 
and is used in reasoning about the provision of functional spaces in the 
design. The egress interpretation supports consideration of the provision of 
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adequate paths and exits, and has been linked to a prototype knowledge
based critiquing tool. The energy interpretation supports a symbolic model 
for use in reasoning about the energy efficiency of the design. The 
s truc ture context is an instance of a Structure interpretation that is used in 
reasoning about the lateral load resisting structural system. 

SME allows the designers to link the same graphic entity to a feature in 
each of many interpretations. Designers from various disciplines may use this 
capability to express different meanings for a particular entity. For example, 
in the egress interpretation illustrated in Figure 8(b), the interior doors are 
defined to be Doorways and the exterior doors are defined as Entrances. In 
the Energy interpretation shown in Figure 8(c) the graphic entities represent
ing the exterior doors are now defmed as Doors features. Because only the 
doors which are thermal barriers are relevant to the consideration of energy 
issues, the Interior doors are not in the Energy interpretation feature list. The 
same graphic entity may have two or more different meanings depending 
upon the context. In addition, there is no need to enforce unique class names 
or feature names between interpretations. Each member of the design team 
may name a graphic entity according to his own conventions and with the 
terminology of his profession. 

9.4. OBTAINING CRITIQUES 

If the interpretation object supports a critique service, the designer can 
request a critique. Such an interpretation object provides methods for 
extracting specific information from the graphic model and sending this 
information to the critiquing tool. The critiquing tool responds to the 
messages by instantiating a symbolic model of the design for use in 
automated reasoning. Figure 5 illustrates instances in an Energy Feature 
hierarchy of a symbolic model which were generated to correspond to the 
AutoCAD model and the energy interpretation. The symbolic model is used 
for automated reasoning about the energy performance of the design. 

The designer can send the results of the critique back to the SME software 
for inspection in the graphic model. This facility for explaining the critique 
results completes the computer-supported PICE cycle. However, discussion of 
the explain step is beyond the scope of this paper. 

9.5. USER-DEFINED INTERPRETATIONS 

Interpretations may also support reasoning that has not been formalized as a 
software tool. For example, the designer could instantiate the base class 
Interpretation Object in order to establish an aesthetic context to record some 
of the aesthetic intents of the project. By selecting the Classes ... com
mand from the Interpretation Inspector dialog box, the designer may define 
classes for a new Interpretation Object. For an aesthetic interpretation, the 
classes could represent salient aesthetic objectives for this project, such as 
GrandEntrance, FacadeRhythm, or ProcessionalSpace. By using the 
Interpretation Inspector these aesthetic classes may be linked to graphic 
entities to define aesthetic features. Although our work has not yet 



INTERPRETATION OBJECTS FOR MULTIDISCIPLINARY DESIGN 587 

considered knowledge-based aesthetic reasoning, it is not unreasonable to 
envision software tools to critique a design based upon formalized aesthetics, 
such as architectural review guidelines, historic styles or codified aesthetics 
for a particular firm or designer. Even without a critiquing tool, an 
Interpretation Objects allows the designer to define and record some of the 
semantic intentions of the design. 
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Figure 8. Interpretation Objects showing the graphic visualization and the Interpretation 
Inspector dialog boxes for four contexts. 
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9.6 SUMMARY OF THE SCENARIO 

The scenario describes how designers can use interpretations to express the 
semantic content of the graphic model. Using Interpretation Objects, design
ers can identify the features of a design from within multiple contexts for 
reasoning. The designers can obtain automated critiques of the design for the 
contexts which are supported by specialized Interpretation Objects and au
tomated critiquing software. Even without critiquing software, Interpretation 
Objects enable the designer to express some of the intents of the design. 

10. Research Validation 

We have had considerable success in testing the concept of Interpretation 
Objects using design trials with the Semantic Modeling Extension. The 
research team has constructed four knowledge-based critiquing tools which 
work with SME to provide automated critiques of the same graphically 
represented building model. In addition, other researchers have employed 
SME to assist in their own efforts to integrate graphic models with symbolic 
models for reasoning about construction processes. The concept of 
Interpretation Objects has proven to be useful beyond the confines of the 
original research team for integrating graphic and symbolic models. 

10.1. WORKSHOP 

Nearly 30 representatives from industry companies participated in a short 
workshop using AutoCAD and the first prototype of SME. In a two hour 
session, all participants successfully interpreted an AutoCAD drawing, cri
tiqUed it with knowledge-based software, used the critique results to guide al
terations to the design proposal, and iterated through the PICE design cycle. 

10.2. MECHANICAL ENGINEERING RESEARCH 

A more extensive project has begun to employ our prototypes in the domain 
of electro-mechanical design in the Mechanical Engineering Department. 
Several graduate students are developing knowledge-based software to 
critique product designs that are graphically represented in AutoCAD. This 
effort demonstrates that the Interpretation Objects concept is applicable 
beyond the field of facility engineering for which it was first developed. 

10.3. IN1EGRATED AEC COURSE 

A planned course in the Civil Engineering Department will include a segment 
in which students use AutoCAD and ICM with SME to explore integrated, 
knowledge-based CAD in the facility engineering domain. This will provide 
another level of validation of the concepts as they are introduced to another 
group of people. We are now working on a robust implementation of the 
Interpretation Objects classes that we can distribute to other researchers. We 
hope to test our approach as a standard for achieving interoperable software 
to provide design reasoning integrated with a central graphic model. 
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11. Continuing Research 

Our evidence suggests that Interpretation Objects are an effective way to 
model the semantic content of a design for the purpose of supporting 
multiple critiques. Our tests have included examples in facility engineering 
and mechanical engineering. However, there are a number of additional 
research issues which we hope to address in the future. 

The critiquing tools that we have used thus far are merely proof-of
concept software. The knowledge-bases are not rich enough for us to 
conclude that Interpretation Objects can address 'real-world' design 
problems. We foresee additional research focusing upon development of 
more sophisticated Interpretation Objects and critiquing tools. We are in the 
planning stage of a research project that will provide powerful automated 
critiquing tools for issues in energy conservation in facility engineering. 

The Interpretation Objects concept addresses a fairly small degree of 
integration across disciplinary views of a design, a dimension often referred 
to as horizontal integration. Other dimensions of semantic content are impor
tant. We have already begun exploring the use of an Interpretation Object 
subclass for expressing critique explanations. Explanations allow the graphic 
entities to be annotated with graphics and text representing intents, functions 
and behaviors of the design. Integration across project stages calls for identi
fication of a graphic entity's level of abstraction. We have considered special
izing Interpretation Objects to capture an 'is-abstraction-of relation between 
two graphic entities. The semantic dimension of versions or alternatives of a 
design might also be represented by Interpretation Object subclasses. 

The degree of integration achieved by the basic Interpretation Objects is 
small; primarily, the current work allows various models of the design to 
share a description of the form, that is, the design's geometry and materials. 
While this seems to be a powerful point of integration for the AEC industry, 
certainly other information content could be shared among design 
participants. We envision specializations of our Interpretation Manager class 
to coordinate sharing of other information, such as component identifiers or 
item costs. A developer could produce libraries of Interpretation Objects 
which work closely together under a specialized Interpretation Manager, yet 
preserve the basic integration of the graphic form model when used with a 
basic Interpretation Manager. 

12. Conclusions 

This paper presents an initial effort in the development of a computer tool to 
support semantic modeling of multi-disciplinary designs. The fundamental 
concepts that we have discussed include: 
• Context, a domain of relatively independent reasoning about the design 

performance; 
• Feature Object, a pointer to a graphic entity and an associated symbolic 

object, representing the semantic meaning of that graphic entity within a 
particular Context; 

• Interpretation Object, a Context and an associated list of Feature Objects; 
• Interpretation Manager Object, a list of Interpretation Objects associated 

with a specific shared 3D building model. 
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The designer creates an Interpretation Object and its feature list to express the 
semantic content of the design from within a particular context. 

The concept of Interpretation Objects is valuable for the representation of 
semantics in conceptual building design. Interpretation Objects can integrate 
a central graphic model of a design to multiple automated critiquing tools 
and support visualizations to assist in the consideration of multiple issues. 
Interpretation Objects appear to be applicable to the domains of facility 
engineering and mechanical engineering. The concepts have been validated 
to some degree by their implementation in prototype software and the use of 
the software in design trials. 
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Abstract. With increasing pressure coming from global competition and requirements 
for greater innovation in product development, designers are forced to deliver designs of 
higher qUality and variety using a repertoire of technological options from different 
disciplines. The increasing occurrence of interdisciplinary product development has not 
only removed many of the traditional constraints to design but has given the designer a 
much wider freedom of choice as to the best solution to a design problem. This paper 
describes an integrated design tool called Schemebuilder, aimed at supporting the designer 
in the conceptual through embodiment stages of design, and providing guidance on the 
range of options available. In particular, it highlights the software tools used in the task 
of matching and selecting of component models to satisfy functional and performance 
requirements, assessing and comparing alternative schemes, preliminary laying out of 
assemblies, and simulating schemes and components. Methods to integrate the various 
levels of model representations of system components are also presented. 

1. Introduction 

The engineering design process typically entails constructing a description of 
an artefact that satisfies a formal (in most cases) functional specification, 
meets certain performance requirements and resource constraints, is realisable 
in a target technology, and satisfies other criteria, for instance manufactura
bility, reliability, safety, testability and, more recently, environmental friendli
ness. The common perception of engineering design is often taken as that of 
simply converting a need-expressed as an abstract concept in terms of 
general functionality-into a product fulfilling that need. 

However, engineering design is of necessity a complex process that 
requires the design engineer to exercise initiative and inventiveness as well as 
deploying a wide range of skills and expertise in attaining a solution. In an 
interdisciplinary design environment, such as one involving a mechatronics1 

1 Mechatronics may be considered as the integration, at all levels and throughout the design 
process, of mechanical engineering with electronics and computing technology to form both 
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approach to design, the designer is also required to function in a generalist 
mode with an eye on the possibility of using a wide range of technologies. 
The increasing occurrence of interdisciplinary product development has not 
only removed many of the traditional constraints to design but has now given 
the designer a much wider freedom of choice as to the best solution to a 
particular design problem. 

At present, much of interdisciplinary design is carried out by individuals 
or groups of individuals who have been trained in one engineering discipline 
with limited knowledge or experience of other fields of engineering. 
Logically, there are two obvious ways of achieving such an interdisciplinary 
basis to product development. One is to educate all designers with a general 
knowledge of many technologies, and the other is to put together technology 
specialists and encourage communication and co-operation within the team. 

With the advances made in computer-aided design and the infusion of AI 
outgrowths like functional reasoning, constraint processing and planning into 
traditional computer-based design tools, it is not difficult to see how a third 
alternative to the above approaches might arise-develop a computer system 
to support and guide the designer through the range of technological options 
available, aided with the appropriate tools to perform processing of the 
design data at the proper level for design abstraction, concept generation, 
technology selection and matching, model execution, optimisation, and 
visualisation. Unfortunately, there is a paucity of such systems available at 
present and the aim of the research project at the Lancaster University 
Engineering Design Centre is to develop just such a system. 

This paper describes an integrated suite of software systems called 
Schemebuilder currently under development at Lancaster University's 
Engineering Design Centre. It emphasises mainly the integrated set of 
software tools used in converting a qualitative description of a scheme into a 
quantitatively defined one whose performance can then be simulated and 
whose general layout drawn. It also highlights our model of the design 
process from concept to embodiment and the role the software tools play 
within this model. The description of the tools or facilities in this paper is 
restricted to those associated with the matching and selecting of components 
within schemes and those associated with assessing and comparing completed 
schemes prior to passing them on for detailing. 

2. Aims of Schemebuilder 

The main remit for Schemebuilder is to assist the designer in the conceptual 
and embodiment stages of design, including problem analysis, for multidis
ciplinary systems, mechatronics being the main emphasis. It is intended that 

functional interaction and spatial integration in components, modules, products and systems. 
Common examples of products that are the result of a mechatronics approach to design are 
camcorders and auto-focus cameras. 
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Schemebuilder be a kind of "Design Workbench" where designers are 
guided through the range of technological options available, aided by the 
provision of tools for rapidly accessing relevant information. Hence it takes 
on a role as facilitator for the creation of a model of the system to be de
signed, and advice giver on the appropriate means to achieve the design. 
More importantly it aims to facilitate the exploration of alternative concep
tual schemes with an appropriate allocation of function between mechanical, 
electronic and software elements. 

The areas that Schemebuilder tackles are summarised below: 

• assisting in the production of specifications 
• providing advice and browsing facilities on available technologies 
• aiding in the identification of 'technological holes' 
• producing system models for dynamic simulation 
• supporting embedded software design and development 
• monitoring system integrity, checking for continuity and matching 
• producing preliminary layouts in the form of realistically sized 'solid 

sketches' 
• design and modelling of casings and support structures 

It must be emphasised that the philosophy underlying our development 
work is a move from the expert systems approach to automated design to one 
embracing a more co-operative relationship between man and machine as 
underlined by the work of Fischer (1990) and described in Oh (1993). We 
believe that it is better for intelligent design tools to provide more appropriate 
decision support and augmentation of designer creativity during the design 
process, such as providing guidance and suggestions, and allow the human 
designer to play a more active role in applying judgements. It is envisaged 
that such an approach would enable a designer using the system to become 
an expert through the process of making comparative designs, and studying 
the application notes and advice proffered. 

3. The Schemebuilder Environment 

The description of Schemebuilder referred to in previous papers (Bracewell, 
et. aI., 1993; Bradley, et. aI., 1993) as a tool for developing qualitatively 
defined schemes or concepts is here extended to include the facilities for 
quantitatively defining them to form fully defined schemes. 

3.1. THE ENVIRONMENT 

A design develops generally by a set of iterative processes between Problem 
Analysis, Conceptual Design and Embodiment Design: design decisions are 
tested and modified as part of the process. Figure 1 from French shows a 
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well-accepted simplification of the overall process. 
The software tools in Schemebuilder cover the stages from Problem 

Analysis to Embodiment Design. However, this paper details only the tools 
and facilities that support mainly the embodiment design stage: they provide 
an environment in which competing alternative components or sub-systems 
can be matched to functional requirements, compared on a wide range of 
criteria and be tested by means of simulation. The facilities are integrated by 
sharing the same set of data and by employing cross-disciplinary component 
descriptions in the form of bond graphs (see Section 3.4). A variety of 
software systems are used to provide the various supporting functions. These 
software systems include MetaCard (a hypermedia system), KEE (Knowledge 
Engineering Environment), Simulink (a commercial simulation package), 
and AutoCAD. The integration of the heterogeneous software systems is 
achieved by a combination of interprocess communication and shared file 
mechanisms. 

Feedback 

Figure 1. Block diagram of the design process (French, 1971). 

3.2. SCHEME GENERATION: CONCEPTUAL STAGE 

Our definition of a scheme follows that of French's (1985, p.l) where a 
scheme is an "outline of a solution to a design problem, carried to a point 
where the means of performing each major function has been fixed, as have 
the spatial and structural relationships of the principal components. A 
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scheme should be sufficiently worked out in detail for it to be possible to 
supply approximate costs, weights, and overall dimensions, and the feasibility 
should have been assured as far as circumstances allow. A scheme should be 
relatively explicit about special features or components but need not go into 
much detail .... " . 

Schemebuilder allows designers to develop their designs via a "top-down" 
(decomposition oriented) or "bottom-up" (creation oriented) approach, or a 
mixture of both. Via a bottom-up approach, a designer may choose to use 
experience of a satisfactory design to use an established embodied design 
scheme as a starting point. Such a scheme may be laid out as a set of 
interconnected abstract blocks representing types of components. The 
primary functions of those blocks together form an established working 
principle, with each component, represented by a block, as illustrated in Fig. 
2, being an embodiment of some working principle which then further 
defines another set of primary functions for that component. The figure 
shows one scheme, together with its associated bond graph representation, 
from a set of alternative schemes for the design of a motorised drug infuser. 

Figure 2. Scheme representation on-screen with corresponding Bond Graph. 

The top-down approach on the other hand involves developing the 
conceptual design using first principles to explore the myriad of alternative 
schemes in the process before choosing the best alternatives to pursue 
further. This is supported by an automated and extended version of the basic 
function means tree method of Tjalve (1979) called FEST-ER (Functional 
Embodiment STructure-Extended Recursively) (Bracewell and Sharpe, 
1994). FEST-ER, aided by the application of stored, model-based conceptual 
design principles, allows for the progressive refmement and development of a 
design from required functions, expressed abstractly, to their eventual chosen 
physical realisation. Backed by an Assumption Truth Maintenance System, it 
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is also possible for FEST-ER to maintain the development of alternative 
schemes. Fig. 3 shows the diagram of the design process that Schemebuilder 
supports. 

For the purpose of this paper it is sufficient to note that schemes, 
essentially word bond graphs, together with desired overall performance data 
are the starting point for the processes described here. 

To Detaiing & Manufacture 

KNOWLEDQE.BASE AND 
DATABASE 

./"r ~icIionaJyol ~ working 
pri~ 

Figure 3. Schemebuilder's Design Process Model. 

3.3. QUANTITATIVE DEFINITION OF SCHEMES: EMBODIMENT STAGE 

The processes in this stage, corresponding approximately to the embodiment 
stage of Fig.1 are the main subject of this paper and are described in more 
detail below. They involve taking a product's scheme, component by 
component, at any stage in the overall Schemebuilder process and sizing 
them or selecting them so that their individual numerical data is defined 
sufficiently as to allow realistic simulation of that product; production of 
layout drawings with leading dimensions given and estimates of cost and 
weight to be made. On the basis of these measures the user is able to select 
the most suitable scheme or scheme-variant. 
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3.4. BOND GRAPHS 

As products become more complex and highly integrated, design teams will 
find it increasingly necessary to have a common language, independent of 
traditional engineering disciplines, in which to communicate. The use of 
bond graphs (Karnopp et. al., 1990; Sharpe, 1978) with its common structure 
and clear rules across engineering domains for Schemebuilder's representa
tion of the functional and behavioural aspects of energetic systems allows a 
very natural approach to design and allows the development of an integrated 
suite of object and rule-based computer aided conceptual design tools. 

Bond graphs are a formal representational language for analysing 
physical systems developed for system dynamics. They have been used quite 
successfully in the representation of formal models for mechanical design, 
(for example Finger (1989) and Ulrich (1989)). There has also been an 
increasing interest in the use of bond graphs for qualitative modelling in AI 
because of their simplicity and representational power (Fishwick, 1989; Top, 
1991; Soderman, 1991). 

The modelling process is based upon the conservation of energy, with 
physical processes being linked in a labelled digraph through energy flows. 
Basic concepts like effort, flow, inertia, and capacitance are used in 
modelling, and their generality allow the method to be applied across 
domains like thermodynamics, rotational and translational mechanics, fluid 
dynamics and electronics. Thus, bond graphs cover essentially all classical 
macrophysical domains in an integrated fashion. Once a bond graph has 
been constructed for a physical system, traditionally one can generate a block 
diagram representation of the full differential equations that describe the 
system and then proceed with formal analysis. The bond graph can also 
support a useful set of qualitative inferences, including an analysis of the 
causal ordering that occurs within a system. 

4. Facllities for the Quantitative Definition of Schemes 

4.1. DATASERVER 

Each design primitive in a scheme is represented as a generic component 
object, which is an instance of a class of components, e.g. the class of dc
servomotors, that can physically realise the required function. Hence, if a 
generic dc-servomotor object, say 'dc.servomotor.1' is the design primitive 
in a particular scheme, then it is an instantiation of the DC.SERVOMOTOR 
class and represents the means by which to satisfy the required function 'to 
convert electrical energy to rotary motion'. Although 'dc.servomotor.1' is in 
truth an instance of the DC.SERVOMOTOR class, it is not unique in the sense 
that it does not have specific values for its structural attributes, performance 
attributes, and so forth: it is not a distinguishable object at this point in time 
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and hence does not have a direct mapping between itself and the physically 
available object in the real world. 

However, each component class has an attached object called a dataserver, 
which acts as a data-providing agent to furnish the generic component object 
with real values in order to specify the object fully. Each dataserver contains 
a schema descriptor, parametric formulae, structural, functional, performance 
and cost data related to the component it is attached to. The structural, 
functional, performance and cost data are provided by a database, which is 
loaded at run-time and only when the dataserver is called upon to supply 
data. This database, structured as a one dimensional relational structure, stores 
component catalogue specific information taken from a manufacturer's 
catalogue and values for bond graph constants. Further details can be found 
in (Oh, et al., 1994). 

When a particular model type is chosen, using say the Matching and 
Selection tool described below, all information, along with the pointer to that 
model (the record number in actual fact), that is needed to fully specify the 
component is transferred across to the generic component object. The 
generic component object is now said to be fully specified. The information 
can then be used to draw the physical representation of the component onto 
the Layout tool and provide more detailed information for simulation 
purposes. Some of the information transferred across to the component 
object is also taken up by the bond graph models. 

4.2. COMPONENT SPECIFICATION MATCHING 

The facilities for matching implemented within Schemebuilder allow the user 
to proceed to a scheme which is sufficiently numerically defined to allow 
assessment by means of simulations and trial layouts. The facilities described 
below can be used in any sequence but are described in that of normal use. 

4.2.1. Approximate Matching using the Dataserver 
Tools associated with the Dataserver allow the user to select candidate 
components from the database of a component type such that they meet an 
inclusion set of performance-related requirements. The tool, moreover, allows 
the candidate components to be listed in order of least cost or weight, for 
example. In general the components are retrieved via SQL-like querying 
functions using any of the descriptive parameters in the database of that 
component. 

4.2.2. Graphic Tool for Matching 
After sets of components have been selected during scheme generation, their 
respective sizes can now be set. The graphic tool for matching shown in 
Figure 4 displays the performance envelopes of the candidate components 
together with the working points derived from the Numerical Specifications 
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(Figure 3). These working points would represent a number of conditions 
e.g. continuous power, transient maximum torque at zero speed and the 
positions of these points on the respective envelopes of the candidate 
components would allow the user to judge their suitability and select one. 
The user would be guided to the relevant advice in the Advice Files as 
needed. 
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Figure 4. Graphic matching tool - diagram. 

The process described above would be repeated at each component
component boundary to propagate the specification requirements through 
the scheme. However, in order to do this the requirement has to be carried 
through each component. This is done using the bond graph constants stored 
in the component database: as a particular candidate component is added to 
(instantiated within) a scheme a demon object, specific to that component 
type, calculates the working points for the next component using the 'old' 
working points, the bond graph structure and data. (thus taking account of 
internal losses in the component). Widden, et al. (1994) provide further 
details on the tools used in this process. 

4.2.3 Mismatches-Conflict Resolution 
In general, for a design to be economically viable, components have to be 
approximately matched in terms of power with individual components 
operating in their most efficient and economic regions of their respective 
operating envelopes. However, in the matching processes described above this 
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may prove impossible unless a transformer device is interposed, e.g. the 
gearbox between the leadscrew and the motor in the example case shown in 
Figure 3. 

The user will be advised to introduce these elements when such conflicts 
arise, either by consulting the Design Advice or by the system recognising 
and flagging gross mismatches in power capacity between neighbouring 
components. 

4.3. CHECK CALCULATIONS FACILITY 

Particular components often have specific features that must be checked 
before they can be accepted for a scheme. In these cases the user would be 
offered advice to use such checks as part of the defining process. Specific 
check tools would include, in the case of lead screws for example, active 
formulae for the calculation of whirling speed; or in the case of an electric 
drive might demand the simulation of a motor in isolation, but under set 
conditions, and to assess its likely running temperature (using the simulation 
tool described below in Section 4.5). 

4.4. INTER-COMPONENT AND INTER-SCHEME COMPARISONS 

To further assist the user in choosing between components and schemes a 
facility is provided which allows comparisons on the bases of cost, weight, 
working temperature range, maintenance interval etc (Widden, et al., 1994). 
The tool presents a list of comparison variables for that component type, or 
scheme, and the user interactively selects items or combines them 
algebraically and displays the results as a series of bar graphs. Thus powers 
per unit cost and per unit weight could be compared if a design of least cost 
and weight were desired. The tool would use data from component databases 
when doing inter-component comparisons and from scheme files when doing 
inter-scheme comparisons. 

4.5. SIMULATION FACILITIES 

Bond graphs describe system energy variables through their bond elements 
by denoting effort variable flows in one direction and flow variable flows in 
the opposite direction which are decided by bond causal structure. It is 
therefore very easy to obtain the dynamic response of any energy variable 
from a bond graph simulation method. However this approach does not 
support the modelling of information related systems and a separate 
complimentary method to describe such systems is required. Modelling of 
information related systems will not be discussed here as it is beyond the 
scope of this paper. 

The block diagram approach (Gayakwad and Sokoloff, 1984) has long 
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been successfully used to model dynamic systems and it has proved reliable 
and easy to use. However due to its emphasis on the relationship between the 
output and input of a system, energy conservation is not considered in its 
system modelling and consequently important information about a system is 
often not given in its model description. 

It is however possible to combine the virtues of both approaches by 
converting a bond graph model into a block diagram model by separating 
effort and flow variables represented by one bond in a bond graph model 
into two separate flow lines. One of these two lines describes the variation and 
change from one type of effort to another by a governing bond graph 
element, and the other in tum depicts the relationship of flow variables before 
and after that governing bond graph element. In this way a model is 
constructed by employing basic block diagram elements to build a dual 
effort and flow variable relationship block diagram model. 

The facility described here uses 'Simulink', a block diagram based 
simulation software developed by the Math Works Inc. It is used to derive 
modelling and simulation methods for mechatronic products by selecting 
and aggregating high level functional modular blocks. A detailed dual effort 
and flow variable relationship block diagram model is created for each 
component by employing basic block elements in Simulink. This is then 
built into a high level-of-function block which is created for each component 
type by grouping them into a single block and masking it to give an interface 
of a number of inputs, output and a dialogue window for it. These blocks can 
be collected into a library and are used to create models to simulate the 
dynamic performance of mechatronic products. 

Each component type can be described with different levels of model 
complexity. Correspondingly different objects have been created and col
lected in the library to represent them. Up to three levels of model complex
ity have been considered for each component and these models are stored 
and marked for different levels of system performance simulation. Figure 5 
shows a bond graph model for a D.C. motor at its second level of complexity 
including its structural support. Figure 6 illustrates the same motor converted 
into a dual effort and flow variable relationship block diagram model which 
can be thereafter grouped and masked into a high level D.C. motor object 
corresponding to its bond graph model at complexity level 2. 

Importantly for mechatronics and other interdisciplinary systems, 
information related system simulation can also be represented in Simulink. 
Firstly a number of elementary function blocks are created by using methods 
provided in Simulink. The same types of operation blocks can be collected 
into one library, such as a logic operation block library. These operation 
blocks can then be used to create a control device. Various sensors can also 
be created to form a sensors library which allows a user to create a model 
incorporating sensor devices. Various controllers can also be created and the 
commonly used ones can be collected into a controller library. All these sub-
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libraries form a central library for modelling and simulating mechatronic 
products in a unified manner. 
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Figure 5. A Bond Graph model of a D.C. motor at its second level of complexity. 
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Figure 6. A converted D.C. motor dual effort and flow variable relationship block diagram 
model and its object (top right) with dialogue window. 

4.6. LAYOUT FACILITIES 

The Layout tool supports the preliminary embodiment phase of design, 
producing quick 3-D 'solid sketches' of schemes. It provides a rough feel of 
how the components are to be assembled together, and a sense of their 
spatial layout. The intention is simply to 'reserve space' in a design for final 
components, so the drawings can be much simpler than those which 
eventually replace them. Features such as fixing holes, spigots and fillets as 
found in detailed drawings are omitted. We believe that at this stage of the 
design process omission of such details is justified as there is sufficient 
information available to allow the designer to assess the correctness of the 
layout and check for interferences between the components and their 
supporting structures. 

AutoCAD is currently used to fulfil he requirements of the Layout tool. 
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The routines to enable the drawing of the 3-D solid representation of a 
component have been written in AutoLISP. The data describing the structural 
and dimensional aspects of each component type are mostly drawn from the 
dataserver but, in some cases, are provided by the user. 

Each component is represented geometrically by a combination of 3-D 
solid modelling primitives, which include cylinders, boxes, wedges, spheres, 
and cones. There are also procedures in which to produce solid models of 
more complex shapes via extrusion, sweeping, subtraction and union. Figure 
7 illustrates how we represent the solid model of a typical dc-servomotor 
component. The component is represented as a union of either two cylinders 
or a cylinder and a box, the selection of either one depending on the values 
transferred across from the dataserver. The actual positioning of each solid 
primitive with respect to the other is determined by constraint relationships, 
which are parametrically driven by the specifics of their structural properties. 
Hence, the positioning of the 'motor body' is constrained by the length of 
the 'motor shaft', which has a value supplied by the dataserver. 

-, IL....---~-Z -0 
motor motor 
shaft body 

4--14 \~I----.-.1-r -8 
Aaaembly poaItion 

..... Functional axis 

Figure 7. Two types of solid model representations for a DC Servomotor with their mating 
positions and functional axes shown. 

Figure 7 also illustrates other aspects of the solid modelling representation 
for a component object. The mating position, which is represented as a 3-D 
co-ordinate point, defines the point at which the next component in the 
scheme is to be assembled with the component in question. The functional 
axis defines the direction in which the next component is to be assembled for 
the valid functional interfacing between the two components. These two 
further aspects of representation augment the 'vanilla' approach to solid 
modelling by allowing the system to assemble the components within a 
scheme automatically based on their functional interfacing as determined 
within the scheme representation. Based on the functional interfacing 
topology of the component models in a scheme, the Layout knowledge base, 
which includes a spatial reasoning module, generates a layout description of 
the assembly and sends it to AutoCAD to align and assemble the components 
automatically. The designer is then able to view the preliminary layout of the 
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components as solid models, which gives the designer the opportunity to 
assess the viability of the arrangement quickly. The solid model assembly of 
the motorised drug infuser is illustrated in Figure 8. 

Figure 8. Solid model of the motorised drug infuser. 

The process of drawing a component in AutoCAD in response to a 
triggered action in KEE is enabled by an agent called the DrawManager. The 
DrawManager is responsible for storing object representations of the solid 
primitives and, if necessary, stores the list of instructions needed to create a 
more complex solid model representation using a series of solid modelling 
operations like union, subtract, chamfer and fillet. Information is sent across 
to AutoCAD which will then execute the relevant AutoLISP procedures to 
draw the representation of the component. 

5. Integration Mechanisms 

There are essentially 3 integration methods employed in the Schemebuilder 
environment: 

1. use of a unifying modelling technique, namely bond graphs, to integrate 
heterogenous concepts in different energetic domains; 

2. use of computational agents called design facilitators to map between data 
and knowledge structures and models in one system onto another; 

3. use of the underlying operating system mechanisms, namely Unix pipes 
and intermediary text files, to integrate the various software systems. 

As the bond graph modelling technique has already been briefly 
described earlier on, it will not be discussed any further here. The next two 
sub-sections will describe items 2 and 3 above in greater detail. 
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5.1. DESIGN FACILITATORS 

Designers and engineers frequently carry out optimisation and simulation 
exercises, especially at the embodiment stage of design, to assess the viability 
of a chosen scheme. The tools that support such activities allow the designer 
or engineer to tryout what-if scenarios and to change rapidly the values of 
design parameters in order to assess the effects of the changes. In 
interdisciplinary design, it is common to use a variety of heterogeneous sub
systems to model and analyse the different aspects of the design from 
different viewpoints. Design facilitators can help with the data translation 
between one tool and another, which if done manually may lead to 
considerable time wastage, and in the browsing and retrieval of information 
from electronic catalogues and libraries. The main job of design facilitators 
are to act as intelligent computational entities that work on behalf of the 
human designer to map between models and translate data between 
heterogeneous design tools in an integrated design environment. 

The design facilitator in Schemebuilder is an agent that provides 
mechanisms for the mapping and conversion of different schema and model 
representations from one tool to another. Figure 9 illustrates one example of 
its use. The person responsible for constructing the schema description of the 
database of dc-servomotors for instance will perhaps describe the dimensions 
for the dc-servomotor as "body.len" (body length) and "body.dia" (body 
diameter). However, the knowledge base containing those classes of solid 
primitives may have definitions different from those of the database. It is not 
practical and sometimes may even not be feasible to enforce congruency of 
the definitions in the database with that in the knowledge base. The design 
facilitator hence is an object wrapper that mediates between the two by 
providing a mapping mechanism to translate one schema definition to 
another so that one would correspond with the other when both systems are 
integrated. This is evident in Schemebuilder where the design facilitator helps 
to map between the relational database model of the database associated with 
each dataserver and the object-oriented model inherent in KEE. 

IrnlUZ 
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Figure 9. Mapping between one schema onto another is done by the design facilitator. 
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Another responsibility of the design facilitator is to convert numerical 
values associated with conceptual notions used in one model to those in 
another model. In these cases the normal one to one correspondence between 
vocabularies does not hold. For example, the term 'rotational resistance' and 
"mechanical rotational friction" of a dc-servomotor may at the outset seem to 
be semantically similar, the former being used in the Simulation tool and the 
latter in the dataserver, but in fact they are different-their relationship being 
formally defined mathematically. 

5.2. TOOL INTEGRATION 

Figure 10 illustrates the integrated infrastructure of the Schemebuilder 
environment. As the figure shows, the KEE environment is the focal point for 
information movement and acts like a blackboard structure for the other 
tools. 

KEE Envuoamcnl 

Figure 10. Schemebuilder's integrated infrastructure. 

The figure illustrates a typical flow of information when fully specifying a 
generic component object in a scheme. The Selection/Matching tool queries 
the dataserver for information about model types of a component and after a 
selection is performed the record number for the specific model type is 
transferred across to the generic component object, which will now send a 
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message to its associated dataserver to download all necessary attribute values. 
There is a slot called "dependents" in each generic component object 

which stores a list of all objects that have a dependency on the generic 
component object. Whenever the current record slot-represented as 
"current.rec" in Figure 100is updated each dependent object is sent a 
message to update itself. This mechanism is essential to provide a co
ordinated update of models so that data consistency between models is 
maintained. 

6. Conclusions 

Arguably the single most compelling reason for an engineering enterprise to 
make the paradigm shift to concurrent engineering, difficult and sometimes 
painful as it may be, is to reduce the time-to-market of a product as much as 
possible. The earlier a product is brought into the market the greater the 
market share would the company capture. It is often observed that the 
concurrent engineering approach engenders a more protracted conceptual 
design phase than in the traditional serial engineering approach. This can be 
attributed to the fact that more design iterations occur at the conceptual 
design phase than traditionally would be; designing it right the first time is 
the prime concern. To reduce lead times further it is sensible that designers 
be provided with greater computer support at the conceptual design stage. 
Furthermore, an interdisciplinary approach to design should be encouraged 
so that the optimal allocation of functions to different engineering domains 
can be achieved more successfully. The Schemebuilder project addresses this 
problem by providing an integrated design workbench for the designer 
(novice or experience) to take an 'expression of need' and developing it into 
schemes very quickly which can then be quantified and evaluated to assess 
the impact of the decisions made. This has been achieved by adopting a 
unifying representation via bond graphs for modelling of designs and 
supported by a set of integrated design tools made up of knowledge based 
systems, simulation packages, CAD packages and hypermedia systems. 

A further important aspect of the integrated set of design tools is the 
manner in which the design process may be entered from a number of 
different points. Practising designers often approach a problem not from first 
principles but using their experience. This may be an effective starting point 
especially if supported by good simulation and the ability to build and test 
rapid prototypes as has been demonstrated in the preceding sections. 

In presenting this paper we have sought to demonstrate the potential for 
heterogeneous software systems to be integrated into a homogeneous whole 
to provide support throughout the whole process of design. This we believe 
we have been able to do. It is now for us to build on these foundations and 
extend to a level where the designer in industry feels comfortable and 
confident with this support. 
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Abstract. The Redux' server is an agent, with no domain-specific knowledge, that provides 
generic coordination services to distributed design systems. The coordination is accom
plished by a "wrapper" technique requiring relatively little modification of existing agents. 
Yet the coordination services significantly extend the usual "ask/tell" agent protocols. 
These advantages are obtained because the server is based on a simple and ubiquitous 
search-based model of design decisions. The central hypothesis is that routine design can 
be considered search and design agents can be coordinated by management of the search 
space. 

The Redux' services and the mapping to existing agents are illustrated here by describ
ing how an existing distributed configuration design system, First-Link, is being developed 
into a new system, Next-Link, with additional functionality. 

1. Introduction 

The First-Link project in the Stanford Center for Design Research is sponsored 
by Lockheed! in order to develop a distributed system to design cable harnesses 
for aircraft (Park et aI., 1994), and as part of the SHARE (Toye et ai. , 1993) 
project that is investigating computer support for distributed design. The design 
domain is typical of the generic configuration design task, but also tackles tough 
geometric modeling problems. A single platform version of this system is planned 

IThis work was partially funded by Navy contract SHARE NOOO14-92-J-1833. 
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for commercial use next year. The prototype of the distributed design system has a 
simple agent interaction model that we are augmenting with Redux' (Petrie, 1993), 
an agent implementing a subset of the full Redux model described in Petrie (1992). 
This new version, Next-Link, will have more sophisticated agent interactions, as 
described here, 

The Redux model is based upon AI problem solving notions of search spaces. 
Redux is a model of solving task/resource assignment problems with constraints 
and subgoaling. Redux' is a subset of the full model that treats only the mainten
ance of dependencies generated by any design problem solver. 

The central idea of using Redux' as a coordination facilitator is that the domain
specific agents performing the distributed design depth-first search a shared design 
space. Each agent is exploring a part of that space. Any design decision made by 
anyone agent can alter that space, affecting the positions of the other agents, just 
as masses affect each other by warping physical space. By notifying agents of their 
position changes, and causes, Redux' performs a coordination service, allowing 
the agents to adjust to each other's changes. 

This is not to say that all of the design process is best represented as search. 
We do not address information search, conceptual analysis, or even the evaluation 
of options. We assume each person or computational agent will carry out these 
operations in an idiosyncratic manner. But we claim that the choice of an option 
and its relationship to other choices can be represented as search in a way that 
provides commonality and can be used to coordinate design among distributed 
agents. Further, this is the case even when not all of the options are generated at 
the time of choice, but perhaps dynamically as needed to resolve conflicts. 

We illustrate this notion with different aspects of design search in this paper. 
However, we will not emphasize Redux terminology or search notions. First, that 
has been done elsewhere (petrie, 1993). Second, it is more important that these 
search notions map onto engineering design process concepts than that they be 
explained in standard AI search terms. In Section 4, we discuss how the Redux 
and First-Link models map. The significance of this is that the search notions 
do map. And, we show how the notions are used for important coordination 
services. The engineering design terms will be emphasized and are intended to 
be sufficient for understanding without more precise definition of the Redux 
terminology, However, we will begin with an overview of Redux' to avoid too 
much dependence upon previous papers. 

2. Redux' Overview 

The Redux formal model and its application to various domains is described 
in Petrie (1991) and summarized in Petrie (1992). This work has been used to 
reimplement the model as a configuration engine at the UniversiUit Kaiserslautem 
in the domain of tool-setup planning (Paulokat and Ritzer, 1993). 
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Figure 1. A decision. 

Figure 1 illustrates the Redux notion of a design decision. In this example, 
taken from the PACT (Tenenbaum et al., 1992) experiment, given a goal Gl of 
Choose Motor for planar manipulator PL-i, an engineer makes a choice of motor
i. The result of this decision, say Dll, is an assignment of motor-i to the "motor 
slot" of the design and perhaps a subgoal, say G2; the design of the angle encoder 
and associated electronics required for such a motor. 

While the notion of depth-first search where backtracking is caused by con
straint violation is central to the Redux model, this example illustrates some 
important differences to other approaches. The first is that a decision may have a 
contingency associated with it. For example, in this case, the possible unavailabil
ity of the motor is an unexpected future event that would automatically invalidate 
the choice of motor. 

The second is that decisions are also said to have a local optimality. This 
depends upon the validity of the decision rationale: why one operator was picked 
over the others in a conflict set. This reasoning is generally domain-specific2• 

Suppose there was one other possible choice, motor-2, and motor-i was chosen 
because it was cheaper. This rationale mayor may not be recorded. If it were, it 
would consist of the costs for the two motors and is indicated by the bold arrow 
in Figure 1. If this rationale for the decision is invalidated, perhaps because of 
changing prices, Redux would propagate the loss of optimality, but would not 
automatically invalidate the decision. 

The distinction between a contingency occurrence that automatically invalid
ates a decision and loss of optimality that only invalidates a decision rationale 
is important for management of the search space. Lack of this distinction has 
caused the failure of previous planners in the opinion of the authors. In this sys
tem, contingencies cause a plan to be immediately changed. Optimality loss is a 
notification that the decision should be only reconsidered, but that the design is 

2Redux does not treat the derivation of decisions, including trade-offs between alternatives: it 
only records the facts and rules used to make a decision. 
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Figure 2. Decision server. 

still correct and consistent3• Automatic revision of a design due to a slight change 
in rationale, such as the cost of a part, might undo person-months of design. 

Part of the decision rationale is a third difference between Redux and constraint
based approaches to design. In Redux, the rationale for backtracking is maintained 
and contributes to the optimality of a decision. In Petrie (1992), we explain the 
novelty of this approach and why it is equivalent to tracking the Pareto optimality 
of a design solution. While a full explanation is beyond the scope of this paper, 
the example in Section 5.3 illustrates the utility of this functionality. 

Fourth, Redux differs from constraint-based approaches in that it treats sub
goaling. One way of making progress in a design is to decompose the current prob
lem into subproblems. In Redux, this is also a design decision, with a rationale, 
contingencies, and subject to backtracking. In fact, Redux' is not a constraint 
manager and is indeed complementary to systems as Bowen and Bahler (1992) 
and Darr (1992). 

The Redux' model assumes that problem solvers are at least implicitly follow
ing this model of design decisions. These problem solvers can be viewed as design 
agents that send a Redux' server network messages about decisions and related 
types of objects. The decision in Figure 1 is defined by the goal, the contingency, 
the rationale, the assignment, and the subgoal. (A decision must have a goal and 
at least one assignment or subgoal.) These messages are sent either by the user or 
by daemons that "wrap" the application code. When selected lines of application 
code are executed, such daemons send the appropriate messages to the server. The 
output is other messages, representing the change propagation, sent to the user, or 
receptor daemons. This is shown schematically in Figure 2. 

The Redux' model propagates the dependencies associated with the various 
objects as described in the formal model (Petrie, 1993). This results in notifications 
sent to either the applications or human designers that help to coordinate the 
design. In this paper, we give specific examples of these notifications rather than 
the complete and abstract model. We also attempt to describe the behavior of 
the system in engineering terms rather than in formal search terms as is usual in 
computer science. 

3 Constraint violations are a third source of change: these are noted along with a choice of 
decisions to retract. See Section 5.3. 
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3. Next-link Overview 

First-Link (Park et ai., 1994) is a distributed aircraft cable harness design system. 
In this application, we want to configure the electrical cable bundles that run 
throughout modem aircraft. Anyone that has ever seen the internals of an aircraft 
will be amazed that such a bewildering array of cables is designed, rather than 
organically grown. 

Yet the cables are designed concurrently by different sets of engineers; e.g., 
there are package designers for schematics, cable designers for cable topology, 
model builders for routing and installation configuration, and structural designers 
for encapsulating structures and clamps. In addition, the same engineer may per
form different tasks at different times: e.g., physical routing or selecting compon
ents such as shielding, plugs and sockets. Each of these major tasks is composed 
of various subtasks. All of them interact. Someone must also evaluate the final 
weight and cost of each configuration. And of course the design must be docu
mented to accommodate changes throughout the life of the aircraft. The Lockheed 
AI Center is building a version of the First-Link system based on the research 
prototype developed at Stanford to assist engineers in generating and maintaining 
cable designs. 

The First-Link domain has an appropriate level of complexity with which to 
test approaches to design coordination. It is not so complex as to take too long 
to show success, but it is sufficiently complex, with real problems and data, to 
demonstrate the advantages of distributed approaches, as well as test scaleability. 
And it is representative of a large class of configuration problems. First-Link is 
also advantageous because much work has been done already on the translation 
issues. The existing First-Link agents share a common domain ontology so that 
strings generated by one agent have meaning for the others. Finally, First-Link 
has been developed with an established agent protocol that serves as a benchmark 
for what functionality can be added by and at what cost. 

Next-Link is a specific experiment that will test the Redux' approach to design 
coordination. We are modifying First-Link to reveal finer-grained tasks and their 
interactions and then do a better job of coordinating the agents and tasks. Analysis 
already performed shows that the cable design process stands to benefit dramatic
ally from a simultaneous engineering approach and distributed functionality. Har
ness geometry, weight and cost are greatly affected by decisions made upstream 
in the superstructure design process. Redesign of the harness is necessitated by 
almost every change that affects the interior geometry of the superstructure. Such 
iterations are common because the development cycle is long and the design pro
cess must begin early to meet deadlines. Because there is no general support for 
effectively managing these iterations, cable harness design is usually expensive. 

The general lesson for difficult configuration design is that backtracking is 
inevitable but thrashing is avoidable. Further, one wants not only to avoid old 
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conflicts, but also to detect opportunities to return to old preferred choices because 
a conflict is no longer applicable. Such functionality applied to cable harness 
design has the potential to reduce iterations, reducing cycle time, improving the 
design, and saving money. 

In the next sections, we will describe in detail how Redux' is being added 
to the First-Link model as part of the conversion to Next-Link. We will not 
detail the breakdown of the existing agents into finer-grained agents and their 
interactions, but rather explain here the computational nature of the interactions 
and the functionality the Next-Link will have due to increased coordination of the 
agents. 

4. BASE Agent Interaction 

Let us call the initial First-Link agent interaction model the "BASE" model. Each 
domain-specific agent sends "publish/request" types of messages to a Central 
Node(CN) that is a generic agent that facilitates and mediates communications. 
Each domain-specific agent has a set of capabilities according to the tasks it can 
perform. Each task has a set of inputs and outputs, both of which are called design 
features. Given all of the values of all of the input features for a task, an agent 
may then produce values for the task outputs. 

In a "backward chaining" sequence of messages, one agent, say A I, will want 
to perform task Tt (using the notation that Tj is Task i of Agent Aj)4 and need 
all of the inputs for that task. Al will send request1eature messages to CN for 
each of these. Each agent has previously registered its capabilities with the eN. 
Thus the CN knows which of these inputs is an output of the task of some other 
agent, say task T; of agent A2. A value for this feature is then requested from A2 
by CN, unless A2 has previously supplied the needed feature value. If CN already 
knows the value, it simply supplies it to Al with afeature-data message. But a 
request1eature message kicks off a similar process for task T; by A2• 

When A2 has completed task T; , it notifies CN of the availability of the output 
feature values with a publish1eatures message. For each output that matches some 
input of any other agent, such as AI, the CN will send Al a notify-new message 
with the new set of features. Then Al will request the values of the features that 
match any of its task inputs for which values not yet known. Notice that if A 1 had 
not previously been working on some matching task Tt, the notify-new message 
will provoke it to do so. Thus the overall computation may proceed in a "forward 
chaining" fashion also. 

The entire protocol sequence is illustrated in Figure 3. This protocol represents 
the current state of the First-Link system. In addition, when the CN is notified that 
a feature value has changed, any agent for which that feature is an input is notified 

4In the current implementation, each agent only perfonns one task. 
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to recompute the appropriate task; all previous outputs of that agent and task are 
considered invalid. 

We would like to be able to map the Redux ontology onto existing design 
agents. The hypothesis is that the Redux model of design is sufficiently ubiquitous 
that the ontology can be retroactively "wrapped around" the existing agents and 
messages. In fact, we can make the simple translation for terms and semantics 
shown below: 

First-Link I Redux 

TaskT{ 
Feature 

Output value 
Input value 

Goal: to do T{ 
Assignment Variable 
Assignment 
Dependent Assignment 

publish-features I make decision 
Output (T;) with assignment 

notify-n~ I establish goal, 
I nput(Tf) to perform Tr 

request-feature dependent assignment 

Al -t eN between Al and A2 
eN -t A2 for T{ , T; 

Thus, by allowing the Redux' agent to listen to the same messages that go through 
the C N, the former can convert these to the Redux ontology and semantics. 



618 c. PETRIE ET AL. 

Change in feature values is handled the same way by Redux' as by the eN, given 
this BASE model with no enrichment. The significance of this initial mapping is 
that Redux' can shadow the existing system, perfonning the same functions with 
the same messages. 

5. Enriching the Model 

There are several components of the design process the BASE model does not 
address explicitly, but which can be addressed by viewing the design process 
as the coordinated search of the design space. In this section, we describe the 
additional functionality of Next-Link in terms of agent interaction coordination 
due to Redux'. The first design process component we consider is subtasking. 

5.1. SUBTASKING 

If one task of an agent requires one or more subtasks to be accomplished by other 
agents before the supertask is done, a distributed design system should notify the 
owner of the supertask when all of the subtasks have been completed. An example 
subtask tree, taken from First-Link, is shown in Figure 4. In AI search terms, 
the satisfaction of subgoals needs to be propagated up the subgoal tree(s) in the 
search space. In concurrent engineering terms, the supertask isn't completed until 
the subtasks are. 

This basic design search control function is not explicitly present in the BASE 
protocol. It is also not a part of the basic KQML (Finin et al., 1992) protocol for 
distributed agents. This is an excellent task for a generic SHADE (Tenenbaum et 
al., 1992) facilitator such as a Redux' agent. As shown by the small thicker arrows 
in Figure 4, Redux' propagates the completion of tasks up the subtask tree. This 
is especially important when the tasks are performed by different agents. In this 
example, agent Al needs to know when agents A2 and A3 have completed tasks 
T1 and Tj, respectively. 

Goal satisfaction, or task completion, is one dimension of the design search 
space that agents need to track. A second is whether or not a task is in progress. 
In search terms, this is whether or not a goal has been reduced. Redux' tracks this 
progress of a task. Notice that a designer need not be notified when he makes a 
decision to work on a task: that the task is then in progress is to be expected. The 
designer needs to know if and when that is no longer the case; there is unexpected 
loss of progress. 

So Redux' tells an agent not only when a task is complete, but also when there 
is progress loss because of the decision of some other agent or some new fact. 
For example, the clamping configuration may no longer work if some other agent 
changes the cable geometry. This represents a loss of progress in the design. The 
designer must reattack the task of clamp configuration. Not only does A3 need to 
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be notified of this, but A I needs to know tasks Tr and TI are no longer completed 
as previously thought. That is, there is also completion loss5. 

It may be that some design task is simply impossible to accomplish in the 
current state of design. Suppose, for example, the design cannot be proofed with 
the current clamping configuration. Redux' not only records such a block, but notes 
which decisions may need to be revised and which other tasks may be affected. 
In the example, the block of task Tj by agent A2 means that Al may have to 
redetermine design features used to perform task Tr, which may affect the way 
agent A3 has performed task TJ. 

TI 
I 

Select 
Solution 

completeV /~ 
T2 

I 
Select 

Configuration 

// I~, 'X 
T3 

I 
Select 
Jackets 

TI 
3 

Configure 
Clamps 

loss 
Figure 4. Subtask tree. 

T4 
I 

Verify 
Path 

Tj 
Proof 
Design 

bl ock 

Finally, it can also happen that given subtask becomes superfluous because 
the supertask has been discarded. Whenever a subtask no longer has any valid 
justification, the owner of the subtask should be notified. The task of determining 
clamping for a cable branch will no longer be necessary if that branch has been 
eliminated by the cable topology manager. In search terms, goal validity, or in
validity, must be propagated down the subgoal tree(s). Redux' also tracks this third 
search dimension, notifying the agents affected. This can also affect design feature 

SSince there is no completion loss without loss of progress, notifications of the latter are sup
pressed by notifications of the former. 
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assignments, since those generated for a superfluous task become redundant. For 
example, a particular clamp may no longer be required. 

5.2. DECISION REVISION 

In Redux', tasks lose progress and completion, or become superfluous because 
of decision revision. A design decision is a decision to accomplish a task in a 
particular way (perhaps involving subtasks). The subtask tree in Figure 4 was 
developed by a series of decisions. An example is shown in Figure 5 in which 
task T'f was not the only result of the decision. The particular configuration to be 
selected uses cable of single shielded wires, which is a design feature value, based 
on initial specifications. 

If the decision is revised, the task is no longer in progress until a new decision 
is made. If a decision is revised, its subtasks become superfluous, and so do all 
the ones "below" them. Decisions may be revised during design for a variety 
of reasons. Perhaps a planned part is not in stock; e.g., the chosen clamps are 
not in the. This is a contingency that invalidates the decision to use the part. In 
search terms, this path has been rejected, as well as all of the paths below it. For 
concurrent engineering, one agent stating a fact such as the unavailability of a 
part may invalidate a second agent's decision. The latter must be notified, and the 
effects of the decision revision propagated to other agents. 

CC) 
subtask 

Use single shielded wire 

feature value assignment 

Figure 5. A Next-Link decision. 

The rationale for the decision may also change. For instance, the agent in 
charge of the parts catalog updates the cost of the part, making it more expensive 
than previously believed by another agent that made a decision to use the part. 
Such change present designers with possible opportunities to improve the design. 
Perhaps old stock of Kapton insulation is actually cheaper now and should be used 
instead of the default insulation choice. 

Or perhaps not. It is important that Redux' notify the designer agent of the need 
to reconsider the decision, but unlike the case of contingencies, not automatically 
retract the decision, possibly undoing much design work for little or no gain. 
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5.3. CONSTRAINTS 

In this application, many other sorts of problems are best modeled as constraint 
violations. A structural change invalidates free space for the cables. A module 
or package changes size. A new heat or other electromagnetic radiation source 
is added for which current shielding is insufficient. Any of these changes may 
conflict with the current design, necessitating changes, such as cable segment 
rerouting or shielding changes. In the formal model, such conflicts are constraint 
violations and the remedies are resolutions of those violations. These are different 
from contingencies and loss of decision optimality described above. In this section 
we do not discuss how such constraint violations are detected, since there are a 
variety of well-known mechanisms, but rather the response to them and the effect 
on decision rationales. 

In the Redux model, design decisions lead to exactly two kinds of results: 
subtasks and/or assignment' of design feature values, as shown in Figure 5. 
Design feature value assignments that have been decided have a status similar to 
subtasks. They may become "invalid" because the decision that generated them 
has been revised. In all cases, the designer will want to know the status of the 
design features, as well as the subtasks. Redux' will certainly track this status, but 
such change can also affect design rationale in an important special case. 

Constraint violations occur when feature value assignments conflict. A con
straint violation may involve as many agents as made the decisions that led to the 
design features that are in conflict. Each agent needs to be notified of the problem. 
A distributed system must identify the underlying decisions, and their makers, 
and then assist in the resolution of the conflict. The special case involves revision 
of a revision. 

Suppose that two agents are involved in a conflict. It is decided that the 
first agent will revise hislher decision. Perhaps that agent chooses to use more 
expensive shielding for a cable that the second agent wants to route near a heat 
source. This is illustrated in Figure 6, where decision D I of agent A I conflicts 
with decision D~ of A2 . Decision DI is retracted and decision D! is made instead. 
Now suppose A2 later independently reroutes the wire away from the heat. The 
assigned placement of the cable next to the thruster is invalid. The constraint no 
longer applies. Redux' will notify Al that the heat shielding is no longer needed. 

In this last example, Redux' is notifying the designer that he/she is going 
down one path in the design space and has forgotten the path originally chosen, 
which now should be reconsidered. Redux' makes the assumption that the designer 
prefers the first choice over the second and would like to know if ever it becomes 
again available. 

6Design feature "assignments" may represent a unique value, an interval or a region of config
uration space, or some probability distribution about an expected value, depending on the domain
specific circumstances. 
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Figure 6. A decision revision. 

6. Summary 

The general case, with subtasking and design features, is that agents interact 
through a design space. The design decisions of one agent may change the global 
positioning of another agent within this space. By notifying each agent ofunexpec
ted changes, and answering questions about location in this space, the distributed 
system can help the agents coordinate their actions. 

Redux' assumes that tasks are initially neither in progress nor completed. In 
fact, it assumes no action has yet been taken, so no constraint violations or blocks 
exist. It will accept no decision for which a contingency already exists or with an 
invalid rationale. Thus, the sort of changes that will cause notifications are task 
completion, completion or progress loss, superfluous tasks, constraint violations, 
blocks, and invalid decision rationales. These are all unexpected changes in the 
design space. 

It is important to note that Redux' functions as a central node with the other 
Next-Link agents but with no understanding of the cable harness design domain. 
It can nevertheless coordinate domain-specific agents, because it works with the 
Redux model of the design process to which each Next-Link agent conforms. 
This conformation was not designed into the agents. It results simply because the 
search-based model is generic to at least the configuration design domain. Thus 
Redux' messages can be "wrapped" around the existing design decisions with 
minimal modification of the existing code. 

Finally, in distributed design, backtracking is inevitable but thrashing is avoid-
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able. Redux' not only eliminates design iterations due solely to thrashing,? but 
ensures that known opportunities for improving the current design are not over
looked during iteration, while allowing tasks and subtasks to be pursued in parallel. 
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Abstract. This paper is about how to retrieve similar CAD (-like) layout drawings. Such a 
drawing consists of up to a hundred objects, each with semantic and geometric attributes. In 
the joint venture FABEL, we are exploring seven approaches to interpret this information, 
some focusing on semantics, others on geometry. Each retrieval method compares its 
interpretation of a given drawing with those in a library and returns one or more similar 
drawings. Retrieval methods can be combined both sequentially and in parallel, depending 
on their properties. We propose a scenario for combining our retrieval methods. 

1. Why So Many Retrieval Methods? 

One goal of the FABEL project} is to support (building)2 designers with the 
layout of complex technical systems. In AI ever since Brown and Chandrasekaran 
(1989), design tasks have been viewed as ranging from routine tasks via innovative 

lThis research was supported by the Gennan Ministry for Research and Technology (BMFf) 
within the joint project FABEL under contract no. OIIWI04. Project partners in FABEL are Gennan 
National Research Center for ComputerScience (GMD), Sankt Augustin, BSR Consulting GmbH, 
Munchen, Technical University of Dresden, HTWK Leipzig, University ofFreiburg, and University 
ofKarlsruhe. 

2Tbe reasons for putting "building" into parentheses will soon be revealed. 
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to creative ones. We are faced with design tasks that are too complex to be solved 
by the configuration methods for routine design (Brown and Chandrasekaran, 
1989; Cunis et a!., 1991; Gero, 1992) because our domain is not sufficiently 
formalized in theory and because a full formal treatment would be too complex 
in practice, either (see Bakhtari and Bartsch-Sparl (1994) for an analysis of our 
design task). Instead, there are plenty of layouts-<lrawings and sketches-from 
previous (building) projects stored in CAD-databases, which the designers like 
to consult when confronted with any problems in their current project. Figure 1 
shows some layout fragments. 

~ W 

~ 
H 
~ 
~ 

!f :< 
J 

Figure 1. Some layout fragments: the supply and used air systems of a floor (1), a comer of them 
(2), and the furniture in a room (3). 

Since the databases are huge, an automatic retrieval of layouts relevant to the 
problem at hand would be of substantial help, extending the human designer's 
memory and reducing his manual search. In this respect, we came to similar con
clusions as the ARCHIE-project (Domeshek and Kolodner, 1991). Different from 
them, our (building) projects are too complex to be meaningful units of retrieval. 
A project may consist of up to a hundred thousand objects, while fragments 
meaningful for retrieval are made of ten up to a hundred of them. Each object is 
positioned in 3d and is equipped with semantical attributes. Such representations 
are available in most CAD systems. 

For layout, spatial aspects play an eminent role. Thus, retrieval and case-based 
reasoning methods suited for data records or texts will not do (see Salton and 
McGill (1983) or Gebhardt (1981) for surveys of information retrieval, Kolodner 
(1993) for a thorough survey of case-based reasoning, Medin et a!. (1993) or Greg
son (1975) for psychological perspectives). Nor will image recognition techniques 
(e.g. Hartmann (1982), Niemann (1990», as we have more than mere images: we 
know the objects they are composed of and their semantics, e.g. the subsystem an 
object belongs to, its cost, material, scale, time of creation, or function. 

One of the major challenges in FABEL is to find retrieval methods focusing 
on spatial aspects while not ignoring the semantic information available - all this 
for huge CAD databases, and with response times of a few seconds. Since we 
knew of no single method satisfying these demands, we began exploring several 
alternatives in parallel. 
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Originally, we aimed our work at building design, in particular Prof. Haller's 
modular construction kit MIDI and his arrangement methodology Armilla (Haller, 
1974; Haller, 1985). Now we are recognizing that our approaches should be ap
plicable to many kinds of (layout) drawings as represented in a CAD-database. 
They are neither restricted to Haller's style, nor to buildings as such. The al
gorithms should even generalize to take into account the third dimension, though 
two-dimensional projections should do for the majority of cases.3 Thus, eliminat
ing the parenthesized occurrences of ''building'' in the preceding paragraphs, you 
will get a description of the class of applications our retrieval approaches should 
handle. 

Our seven approaches are in different states of progress. Some are still formu
lated in more application-specific terms, others at a very abstract level. Some are 
already operational, others are still under development. As a larger database of 
layout fragments has just become available, evaluation of the operational methods 
has only begun. It will give us cues for how to integrate the methods. In this paper, 
we will present the approaches and discuss criteria for comparing them leading to 
a possible scenario for their combination. As a prerequisite, we have to be a bit 
more precise as to what exactly is a layout fragment. 

2. What is a Layout Fragment? 

The layouts of a (building) construction, we mentioned it, are represented by real
istically up to a hundred thousand objects. Each object has semantical attributes, 
some being individual, others being common to all objects. For retrieval, only 
common attributes matter. In our application, major common semantical attrib
utes are the subsystem (fresh air, used air, construction, ... ) an object belongs to, 
its function or morphology (connection, equipment, ... ), its resolution or degree 
of abstraction (zone, bounding box, concrete component), and its scale or size 
(building (= 2), floor (=4), room (=6), levels between floors and ceilings (= 7) , 
... ). Further, each object is positioned in a global3-dimensional coordinate system, 
as specified by its geometric attributes. 

A (building) construction is represented by the set of its objects. Of course, 
these cannot be displayed simultaneously on a screen. So, at any time a designer 
will be working with a particular view, the views changing with the subproblems 
addressed. We call such views layout fragments, or fragments for short. A fragment 
or view is defined by restricting the values of the geometric and semantic attributes 
of the objects, ego the fresh air system in a particular room on a particular floor. All 
our retrieval methods are intended to compare layout fragments. However, they 
differ in how they interpret a layout fragment. 

3This is particularly true for MIDI-buildings that are conceptually devided into well-defined 
horizontal layers. 
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Figure 2. Some layout fragments and derived representations. 

3. How to Interpret a Layout Fragment? 

Since we will have up to a few thousands of fragments per construction, each with 
a set of objects, and each object with a bunch of attributes, a retrieval method that 
inspects all this infonnation would be intolerably slow. Therefore, the infonn
ation in a layout fragment must be condensed or partially ignored, quantitative 
infonnation must be abstracted qualitatively, implicit relations must be made ex
plicit, etc. The resulting concise descriptions are called derived representations, 
or synonymously interpretations or indices. Only they are inspected for retrieval. 

In FABEL, we are experimenting with seven different kinds of layout inter
pretations (c.f. figure 2), for a detailed description we refer to Vo6 (1994). 
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Feature vectors (1) are the standard representation in case-based reasoning 
(c.f. Bareiss (1991) or Kolodner (1993». Originally, we planned to use features 
derived from the semantic attributes only. In one approach, we use the number of 
objects in a layout fragment, different joins of semantical attributes and the width 
and height of the occupied area to characterize a layout fragment. For instance, 
the first layout fragment in figure 1 has the following features: no of objects: 
696, subsystems: (used-air), functions: (equpment connection), resolutions: (zone 
bounding-box), scales: (467), width: 5040, height: 5280,jlip horizontal: no,jlip 
vertical: no 

Feature vectors (2): In a second approach, features are used to count the 
number of objects with identical semantic attributes; only the values for subsystem, 
function, resolution, and scale are used. For the first fragment in figure 1, which 
has 696 objects, 14 features are produced, among them (10 used-air equipment 
zone 4), (42 used-air connection zone 6), (200 used-air equipment zone 6), (196 
used-air equipment bounding-box 6), (106 used-air connection bounding-box 6), 
(142 used-air connection bounding-box 7). The first one means that there is a 
floor (size 4) with 10 equipment zones for used air. The number of features per 
fragment is normally less than the number of objects of that fragment. 

Bitmaps are the only quasi-analoguous representation we use. For each sub
system in a layout fragment, we construct a sequence of bitmaps of different 
grain-sizes. Apart from the subsystem, any semantic attributes are ignored. Any 
spatial information or relations are implicit in the bitmaps, while they are explicitly 
represented in the following, propositional approaches. 

Predefined gestalts: The notion of gestalt originated from gestalt psychology 
(Kohler, 1947) Similar to Rome (1992), we mean by gestalt a group of objects 
that are spatially perceived as a whole. Gestalts represent very condensed and 
meaningful information that is enormously useful for retrieval. However, they 
are only implicit in a CAD-drawing and must be extracted explicitly in order 
to be used for automatic retrieval (Schaaf, 1994). We are experimenting with a 
predetermined set of about ten gestalts like fishbone or row, to be encoded as 
additional features. Once reduced to features, the gestalts are mere icons, whose 
structure and arrangement is not transparent to the machine. This is different with 
the following interpretations. 

Terms: To encode structural knowledge, ego case-based knowledge about spa
tial arrangement and relative positions of objects in a machine-usable form, we 
need a more elaborated case representation. Influenced by the work of Bipin 
Indurkhya and Scott O'Hara (cf. Indurkhya (1991), O'Hara (1992» we repres
ent the complex structures of related objects as terms over some appropriately 
tailored signature. The formal definition can be found in Borner (1993b; 1993a). 
For instance, the term (copy(x, 2, object» means: take one object, copy it 2 times, 
and arrange them in X-direction. Additionally, equational knowledge about func
tions and their relations is formalized as rule-based background knowledge about 
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proper modifications of fragments. It is to be used for similarity assessment and 
adaptation. 

Graphs: A layout fragment is partioned into groups of related objects. For 
each group, a labeled graph is constructed. Its nodes represent objects and its edges 
either connecting objects like pipes or neighbour relations. Labels may contain 
both qualitative and quantitative attributes like object type, subsystem, capacity, 
or distance. 

Dynamic gestalts: Besides the set of predefined gestalts, we experiment with 
dynamically assembled ones. We take into account principles of human perception 
of spatial relations or gestalts, in particular those of grouping by proximity and 
grouping by similarity (Kohler, 1947; Bruce and Green, 1992). Accordingly, we 
interpret each set of objects as a specific spatial arrangement or gestalt in terms of 
primitive and complex spatial relations. 

4. How to Retrieve Layout Fragments? 

Figure 3 shows the data, operations, and the context of the generic task of retrieving 
similar layouts. At any time during design, the current layout fragment may contain 
a problem; often the fragment needs to be refined. This fragment plays the role of a 
query. From previous constructions or even from the current one, layout fragments 
shall be retrieved that are similar to, or relevant for the current one. These other 
fragments are stored in a database in their original representation. For reasons of 
efficiency, the fragments in the database have to be interpreted, as described in 
section 3, and stored in a casebase some time (hours or even years) before being 
used for retrieval. In contrast, the query fragment must be interpreted dynamically, 
just before it is compared with the casebase. The result is a set of layout fragments 
that is partially ordered by similarity (remember that sets and linear orders are 
partial orders, too). This set may be presented to the user for further restriction, 
the user may reformulate the query, and finally, the remaining fragments may be 
adapted to the current situation. 

The main discriminants of a retrieval task are its interpretation of layout 
fragments, the organisation of its casebase, and its comparison method. Different 
retrieval approaches differ in their choice of these three components. We go on to 
indicate for our different interpretations what comparison methods and casebase 
organisations we are developing (c.f. figure 4). 

Feature vectors (1): For the first approach we implemented a distance-based 
sequential search method. It compares the query fragment sequentially with a 
list of other fragments (the casebase) and returns the sorted list of most similar 
ones. The number of retrieved fragments can be specified, as well as the minimal 
degree of similarity. Each feature is an instance of a feature class with its own 
special difference function. Two feature vectors are compared by computing their 
distance, i.e. the weighted sum of differences in the features. Similar approaches 
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Figure 3. The retrieval task: its data, opemtions, and context. 

are described in Richter (1992) or WeB et al. (1992). Nearest-neighbour methods 
from statistics can be found in Duda and Hart (1973) or Fix and Hodges (1951). 

Feature vector (2): For the second approach we use an associative memory 
(Henne, 1990). The feature vectors as input nodes are associated to layout frag
ments at the output nodes. The result is an unorderd list of "exactly matching" 
or "partial-matching" layout fragments, the kind of matching being controled by 
a parameter. Ordering of the result is not yet implemented, but could be done 
easily by using a kind of ''Tversky'' similarity measure (Tversky, 1977). In the 
domain of architecture and CAD drawings, no similar approach for retrieving 
layout fragments is known to us. 

Bitmaps of different resolution are stored in a hierarchy. Associated with 
each node is the unordered set of fragments with the bitmap of the node. The 
root has the coarsest resolution. Given the query fragment with its sequence 
of bitmaps with different resolutions, the hierarchy is descended until no more 
node with an identical bitmap is found. This is done for every subsystem in the 
query. The set of fragments associated with the last node reached are output as 
the most similar fragments found with this method. This method is just being 
tuned. We do not know of any such quasi-analoguous approaches to retrieval of 
CAD drawings, next of kind are methods from pattern recognition (Fu, 1974; 
Gonzalez and Thomason, 1978; Rosenfeld, 1979) on picture languages. 

Predefined gestalts: To determine the predefined gestalts to be attached as 
features to a layout fragment, a focusing process searches for groups of objects. The 
objects' positions and orientations are abstracted into sketches of 3x3 fields which 
are compared to corresponding sketches of the predefined gestalts. If unsuccessful, 
a careful conceptionally guided repair is tried. Otherwise, the predefined gestalts 
are used as additional features in the associative memory described above. 

Terms: Using domain-based and task-based background knowledge about 
modifications by generalization, reflection, rotation, and about abstract concepts 
like rows and regularities etc., we can determine the structural similarity of terms. 
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It is defined by the most common structure of the fragments to be compared and 
by the modifications used to obtain it. The latter allow to guide the adaptation 
process by inverting the modifications. Therefore, structural similarity always 
implies adaptability. The casebase can be dynamically organized as a list, as a 
hierarchy, or it can be partioned. This is a completely new approach to structural 
similarity and it can guide the adaptation of solutions. 

Graphs: The graphs of all fragments are partitioned into classes with a com
mon maximal subgraph. For retrieval, the graphs of the query are matched to the 
representative common subgraphs in the casebase. In the best matching class, the 
query graphs are further matched with its individual members taking into account 
their labelings. The result is a partially ordered set of fragments with structurally 
similar graphs. Relevant to this approach are graph algorithms as described in 
Preparata and Shamos (1985), in Hopcroft and Wong (1974) for planar graphs, 
or in Read and Corneil (1977) for graph isomorphisms. Somewhat related is the 
approach described in Bunke and Messmer (1993) for the similarity of structured 
representations. 

Dynamic gestalts: The interpretation of the query fragment in terms of spatial 
relations is structurally matched with those in a linear casebase. The list of returned 
cases is variable. The number of retrieved fragments can be specified, as well as 
the definition of neighborhood and the relevant proximity ego similarity grouping 
principles, or their combination. 

5. How to compare the approaches? 

Our approaches to retrieval are neither all complementary nor redundant, so that 
we have to find a suitable combination: Do we need to include both feature 
vector approaches in the apllication system? Should we have a separate associative 
memory for the gestalt features? Do we need a special retrieval method for dynamic 
gestalts or can they be translated into terms or graphs? Terms can be represented 
as trees and treated as graphs, so should we drop the former? 

For an answer, we have to study, evaluate and compare our approaches. Be
low we list some possible criteria. Not all of them are relevant for integration. 
Moreover, since the approaches are in different states of elaboration, a full evalu
ation is not yet available. In section 6, we will restrict ourselves to motivate some 
hypotheses about properties of our approaches we consider relevant for integra
tion. Evaluation, which will be an ongoing task in the next months, may validate 
or refute some of them. 

Functionality: Figure 3 is an idealization. It does not show that retrieval might 
be controled by parameters ego for the number of layouts to return or their minimal 
degree of similarity. Nor does it show that the methods may produce information 
useful for adaptation. ego the term and graph methods will not only detect similar 
fragments, but also tell us how to adapt them to the current context. 
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Figure 4. Derived representations of layout fragments and how they are compared 

Theoretical properties of similarity: The comparison methods are based on 
a notion of similarity. Is this similarity based on some distance measure? Is it 
symmetric, idempotent, transitive? Is there a triangular relation? Is it invariant 
wrt. geometric transformations like rotation, expansion, reflection? Is it totally 
defined? Is it generally suitable for any kind of fragments? 

Implementational properties: A concrete retrieval algorithm operating on a 
particular fragment interpretation and casebase organisation may be studied wrt. 
its time and space complexity. More practically, we are interested in concrete 
response times depending on the size of the query fragment and the casebase. As 
to the casebase: Can it be extended or shrinked incrementally? For retrieval, we 
would like to know whether it can be dynamically restricted to or constructed for, 
say a set of preselected fragments? What about the quality of the result? How 
large is the percentage of useful fragments, those which can be adapted to the 
current problem context with reasonable effort? In analogy to ordinary databases, 
we call this property "precision" (Gebhardt, 1981). And analogously to recall, we 
may ask how many of the useful fragments in the database actually get retrieved? 

Scope: Finally, we would like to know how specific the approaches are to our 
architectural domain. In fact, each approach could be split into a generic method 
that operates on data (or knowledge) that could be specified very abstractly. 
Furthermore, each method relies on assumptions that should be made explicit 
either. For example, the term approach merely relies on an arbitrary signature, 
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set of axioms, and set of transformations. Graphs may be labeled arbitrarily, the 
bitmaps can be obtained from any pictures or graphics, and feature vectors are 
even more general. For our project, each generic method is being equipped with 
special application-oriented knowledge. Eg. a particular vocabulary, set of axioms 
and transformations, a particular kind of labels, a particular kind of features, a 
particular set of predefined gestalts. But even this knowledge is hardly specific 
to the MIDI and Armilla architecture, nor even to architecture as such. It seems, 
that most approaches based on geometric information are applicable to arbitrary 
CAD-like drawings as long as it makes sense to abstract from any particular(ly 
twisted) shapes. Finally, none of them seems to be limited to two dimensions. 

6. How to integrate the retrieval methods? 

As sketched in figure 3, a retrieval method, given a query and a casebase, essentially 
returns a partial order of similar cases. In principle, such output cases can be 
organised into small casebases or they can be merged with other casebases, so that 
retrieval methods can be combined sequentially or in parallel. 

In a parallel combination, the methods are run independently, yielding two 
partially ordered sets of fragments. We can merge them by intersection or union. 
What is better may depend on the number of returned fragments: a few fragments 
are better united than intersected if the user wants to have left some choice. Or 
it may depend on precision and recall of the methods. For instance, two sets 
of precise results are better united than intersected. Parallel combination treats 
its constituent methods symmetricly and hence is best applied to methods with 
similar properties. 

In contrast, sequential combination is asymmetric, assigning pre- and postse
lection roles to its constituent methods. The output of preselection must be turned 
into input digestable by postselection. That means, we must be able to dynam
ically restrict or construct the casebase for the postselection method from the 
fragments output by preselection. Preselection methods should be rather quick, 
both in interpreting the query fragment and in comparing it to the casebase, be
cause the casebases tend to be large (some thousands of fragments). Preselection 
methods should be suitable for a substantial set of fragments in order to achieve a 
significant reduction. And they should not omit too many relevant fragments wrt. 
the database of original fragments (high recall). Postselection methods should be 
precise, sorting out any junk. As an add-on, it would be nice to get information 
useful for postprocessing, in particular for adaptation. These desirable properties 
are indicated by the crosses on the left hand side of table 5. 

On its right hand side, the table shows what properties we guess our various 
approaches will possess. If you match these approach-wise columns with the 
columns for the pre- and postselection methods, you get the lower two rows that 
tell you what roles the approaches could play. The bottom row reports the state of 
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elaboration of each method and gives you a hint on how speculative the guesses 
for that approach might be. 

Feature vectors (1): This retrieval method is suitable for all kinds of frag
ments. Recall depends on how many fragments retrieval is specified to return. The 
time to find the most similar fragments in the linear casebase is proportional to 
the number of layout fragments in the casebase. The complexity of calculating 
the similarity between two cases depends on the average number of common 
attributes. For these reasons, the method is suitable for preselection of small and 
medium sized casebases. 

Feature vectors(2): Response time depends only on the number of features 
in the query and on their degree of connectivity in the associative memory. The 
number of features of a case is nearly proportional to the logarithm of the number 
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of objects of that case; the calculation is always less than a tenth of a second. The 
features constitute the nodes of the associative network; for two casebases with 
42 and 57 cases we have an average of 1.4 and 5.1 nodes per case. Networks with 
10.000 nodes are possible and provide response times around one second. We 
expect that precision will be medium, because geometry is ignored except for the 
scale. Recall is better than precision. The method is generally suitable, but gives 
no adaptation information. It is perfect for preselection, because it is really fast 
and can handle large casebases (thousands of cases). 

Bitmaps: The theoretical complexities of computing the query bitmap and 
searching the hierarchy are at most linear and take only a few seconds for frag
ments up to 100 objects and a hierarchical casebase of 400 fragments. Precision 
depends on the grainsize of the last matching node in the hierarchy. Tests revealed 
that not all fragments which seem to be similar to a human have identical high 
resolution bitmaps. This is one reason for starting to encode bitmaps into an asso
ciative memory. The method seems to be most suitable for fragments consisting 
of columns and beams. Because it takes some time to construct the casebase 
hierarchy, this should be done beforehand and not dynamically during retrieval. 
Although the method can identify objects missing between retrieved and query 
fragments, we doubt this information to be useful for adaption. 

Predefined gestalts: The complexity to generate sketches is linear to the 
number of grouped objects (normally about ten). Classifying these sketches needs 
constant time. Knowing the descriptor, the complexity to find similar cases is as 
described for feature vectors with associative memory. According to our expert, 
the architect, it will be usefull to search cases with gestalt descriptors. We expect 
good precision. Because the actual scene does not contain the searched solution 
but cases do, the recall will be low if no additional knowledge is used. This is 
why predefined gestalts should be added as additional features in the associative 
memory, yielding a + in the table. We do not expect much adaptation knowledge 
from this retrieval method. 

Terms: Let k be the number of candidate cases, r the number of possible 
modification rules and m the number of modifications allowed to assess the most 
specific common structure of two cases. The number of steps s needed to determine 
structural similarity is in the worst case: 

m 1 
s = k . r! . E ., ( _.) , 

i=l z. r z. 
(1) 

Note that m ~ r. 
The approach is especially suitable if geometric relations between small fragments 
with connected objects are important. Formalized background knowledge about 
proper modifications can be used to focus case retrieval. Recalled cases are precise 
cases. The approach needs preselection, but is well suited for adaptation. 
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Figure 6. The combination of retrieval methods in FABEL as suggested by table 5. 

Graphs: Although generally applicable in principle, this approach is espe
cially well suited for situations where complex structures play an important role. 
The precision as well as the recall are high if the derived representation has con
served the essential characteristics of the fragment which are responsible both for 
the similarity and for the adaptability. The computational effort is - compared to 
the other approaches described before - relatively high. IT the adaptation of frag
ments is based on the modification of structural features, then the graph approach 
is able to support the adaptation. The derivation and usage of graphs for retrieval 
purposes is not limited to architecture. All technical designs which are composed 
of line drawings lie within the scope of this approach. 

Dynamic gestalts: Same remarks as for graphs. 

7. Conclusion and Outlook 

In this paper, we have presented a generic framework for combining similarity
based retrieval methods. For sequential combination, table 5 gives criteria for 
classifying any retrieval methods as suitable for pre- or postselection. Both kinds 
of methods can (in tum) be combined in parallel, alternatively, or sequentially. We 
have instantiated this framework to a particular set of retrieval methods we are 
developing for layout drawings, in particular for complex architectural designs 
(c.f. figure 6). The methods differ in how they interpret layout fragments, and 
in the comparison method and memory organisation they employ. For a detailed 
description, please refer to VoS (1994). 

Several approaches to case-based or analogical reasoning deal with pre- and 
postselection (e.g. Holyoak and Koh (1987) or Gentner and Forbus (1991). Most 
prominent is Gentner's and Forbus's two-stage MAC-FAC-model. At first, any 
cases are recalled using a computationally cheap filter. Hereafter, a few of these 
candidates are selected by a more expensive matching process that returns useful, 
structurally sound matches. The two stages reduce overall complexity. However, 
we know none that deals with as complex combinations as we do. Nor do we 
know of any approaches, neither in case-based reasoning nor for image databases, 
that retrieve CAD-like drawings other than by feature vectors. In these respects, 
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our work is quite unique. Since the methods are generic, we expect them to be 
applicable to arbitrary CAD-layout databases. Wendel (1993) or Perner (1993) 
are examples of trying to catch structures from images (neural activity plots and 
ultrasonic images, respectively). There are two approaches that are related to ours 
because they are concenred with an architectural domain. ARCHIE (Domeshek 
and Kolodner, 1991) deals with the very earliest phases of design, where there may 
not even be a roombook, and its cases are stories about complete buildings that are 
retrieved by feature vectors. CADRE deals with dimensional and to some extent 
topological adaptations of complete buildings, though not with their retrieval 
(Hua et al., 1993). However, they do operate on CAD-databases. So, ARCHIE 
and CADRE mark the two ends of a spectrum with FABEL inbetween. 

In June'93, we had a very first retrieval prototype offering the two feature
vector methods. In March'94, we will present a second retrieval prototype that 
includes all but the graph-based and dynamic gestalts approaches at CeBIT fair 
in Hannover. The system will be equipped with a caasebase of some 300 layout 
fragments extracted from the Swiss railway company's education center in Mur
ten. For this system we are going to set up a standardised evaluation procedure to 
compare our methods and to fill in table 5 with concrete data. This should lead us 
to well-motivated combination strategies. After retrieval, we are turning to support 
the design activities of assessment, adaptation or refinement, and potentially stra
tegic planning. For these subtasks, we again proceed competitively, elaborating 
different alternatives like heuristical and model-based approaches, paradigms of 
autonomous agents as well as more traditional ones, finally combining the best or 
complementary methods. Corresponding prototypes will be due to CeBIT'95 and 
'96. 
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Abstract. This paper describes ongoing work toward the development of computerized 
component catalogs using networked hypertext and multimedia technology combined 
with AI and mathematical programming methods to assist the designer in selecting 
appropriate components. The integration of a symbolic math tool, Design Sheet, in a 
hypertext component catalog to apply mathematical programming methods using 
analytical models for filtering catalog selections is described. Information value theory 
extends this filtering, suggesting to the designer when it worthwhile to gather more 
information and how to best formulate the analytical model used to search the catalog. 

1. Introduction 

The effective use of standard parts is essential to achieving designs of high 
quality at a competitive price. When compared with a custom design, the 
standard component is typically cheaper and of proven quality. The primary 
hindrance to the effective use of standard components is an informational 
one. As pointed out by Vogwell and Culley (1987) and Pitts and Vadamuttu 
(1987), the typical approach of collecting and digging through paper 
catalogs (none of which adheres to a standardized format) is highly 
inefficient; computerized databases could have a major impact on the 
effectiveness with which engineers perform this task. This paper presents 
work aimed at the development of such computerized catalogs whose 
potential benefits to the designer are numerous: 

• Improved selection: by expanding the set of alternatives searched and by 
using expert systems and optimization methods, the optimality of the final 
selection made may be improved. 

• Improved efficiency: by transmitting information electronically, applying 
computerized search and indexing techniques, and integrating 
computation routines directly into the product documentation, the 
efficiency of the component selection process can be enhanced. 

• Increased likelihood of using a standard component: by making such 
components electronically available, the likelihood that the best such 
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component will be found can be increased, and thus the likelihood 
diminished that expensive custom components will be developed. 

• Improved access to current information: by eliminating distribution cycle 
through networked distribution of information. The cost of updating and 
distributing paper catalogs precludes inclusion of updated information; 
timeliness can be a critical concern in some domains. 

Even greater potential benefits exist, however, for the supplier: 

• Reduced cost: paper catalogs can be expensive to produce and distribute. 
For large distributors, whose catalogs can be several hundred pages long, 
the distribution of CDs instead of paper is already attractive (e.g. 
Grainger, 1992; Sweets, 1989). 

• Reduced customer service costs: suppliers of technically complex 
components typically employ application engineers who are responsible 
for assisting customers in selecting the proper component from the 
supplier's range and in properly integrating it within the larger system 
being designed. Application engineers provide information to the 
customer, information that is not transmitted through the paper catalog. 
An effective electronic catalog means fewer calls to customer service, 
generating savings to both the supplier and the customer. 

• Improved marketability: the enhanced component selection capability of 
the electronic catalog provides a clear advantage over a competitor's 
paper catalog. 

Recent advances in multimedia authoring tools have made it economically 
feasible for enterprises to computerize the textual portions of engineering 
catalogs and incorporate video and sound, making possible a significantly 
more effective presentation than is possible with the paper counterpart. Two 
potentially economical distribution channels for electronic catalogs present 
themselves, via network and on CD. Networked -access, at low cost and over 
long distances, and with significantly improved performance, will soon be a 
reality for many computer users. Networked component catalog systems are 
becoming increasingly available (CADD Centers, 1992). Cost and availability 
trends in CD-ROM technology point to a cheap distribution channel already 
being taken advantage of by some distributors (e.g., Grainger, 1992). 

Some of the gains listed above (i.e., reduced cost, improved efficiency, 
improved access to current information) may be realized by simply digitizing 
the catalog or using one of the many hypertext authoring tools available. 
Realizing the remaining benefits of computerization requires the 
development of more sophisticated tools than can be provided in a paper 
catalog. In this paper, the focus will be on component supplier catalogs (e.g., 
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bearing catalogs, motor catalogs, sensor catalogs) as opposed to catalogs 
describing systems or services. Three different sorts of such components may 
be distinguished: 

• The simple to select component: for many components, the problem of 
selecting an appropriate one is no more complex than finding the right 
size from a perhaps long list of sizes. A well designed front-end to a 
relational database is more than adequate for addressing this sort of 
problem. 

• The routinely selected component: many components are not simple to 
select, but are always selected in the same way, using the same procedure, 
by everyone who uses them. In this case, a "hard coded" program that 
steps through the selection procedure while accessing a component 
database is a sensible approach. A number of suppliers already provide 
such programs to their customers. 

• The difficult to select component: often the selection procedure is more 
complex than mere sizing and varies according to the user's specific 
application. This sort of problem is the most challenging for it demands a 
tool that allows the user to model the particulars of his or her problem 
with the flexibility to accommodate a large range of possible problems. 
Motor selection is a good example of a problem of this type; motor 
applications vary widely, demanding a wide spectrum of selection 
procedures. It is for such component selection problems that advanced 
AI-based techniques are justified. 

This paper focuses on methods useful for supporting selection of the 
latter sort of component. Such methods must support component selection in 
a fashion that is flexible, providing a means of matching procedure to 
problem without requiring extensive training or tedious programming. We 
also review a novel approach for evaluating the adequacy of the model 
developed to perform such selection for cases where there is significant 
uncertainty in the problem. Section 2 shows how hypertext and multimedia 
may be applied to convey product information to the user. Section 3 presents 
Design Sheet, a powerful tool for performing design tradeoff studies with 
advanced symbolic algebra and constraint propagation techniques that can be 
easily integrated into the hypertext catalog discussed in Section 2. Section 4 
then discusses limitations in this approach that motivate the rest of the paper, 
which examines methods that may be applied to overcome these limitations. 
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2. The Use of Hypertext and Multimedia in Computerized Catalogs 

A survey of engineering component catalogs identified a number of types of 
information that may be found in the typical catalog: what the product is, 
why this supplier is the right choice, how the product is to be used, and how 
to use the catalog. Each of these is more effectively conveyed by 
computerized catalogs using multimedia and hypertext than by their paper 
counterparts. Multimedia opens up the possibility of presenting not only still 
images, but also animations, video and sound, bringing rich contextual 
information important to the selection process but impossible to capture on 
the printed page. Hypertext, a collection of linked documents that may be 
viewed in a number of different sequences depending on the interests of the 
reader, provides greater flexibility than the "linear" construction of a paper 
catalog. A study by Lehto and Zhu (1992) established that hypertext 
outperforms paper media when used for "reading to do" tasks typical of 
design, where the retrieval of information is aimed at addressing a well 
defined task. The current generation of authoring tools makes "writing" 
such a computerized catalog no more difficult than preparing its paper 
counterpart for print. A few examples from a demonstration motor catalog 
under development will help clarify the advantages of the use of these 
technologies. 

Figure 1 shows the initial screen from the motor catalog, the table of 
contents for one part of the catalog, and a screen giving a general overview of 
the nature of the components in this portion of the catalog-brushed DC 
motors. The extensive product information of which this is a part may be 
viewed in many possible sequences, the user may navigate to documents at a 
number of points that provide additional depth of information as needed, 
providing a more flexible description of the product than possible in paper 
form. Animation or video may be used to show the construction or working 
principle for the product or complex installation procedures, and expert 
systems may be linked to the catalog to assist the designer in choosing the 
right type of component; Figure 2 shows part of an interaction with a system 
that assists designers in selecting an appropriate motor type (see Cunis et al. 
1990 for a good description of how such expert systems are best developed). 

The most substantial advantages of the computerization of catalogs are the 
possibilities that are opened up for providing the user with better assistance in 
selecting from the catalog. In any catalog, one may simply flip through the 
pages containing the catalog data, and this is certainly also possible in a 
computerized catalog (see Figure 3 for an example motor data page) but this 
approach is useful for only the simplest of components. Many paper 
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elect the Oe Ired Motor Type Catalog 
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UR Stepper Motor I 

Slotted limited Rngle I 
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By ehoused- motor, t he tredl 10nel conflguretlon with e freme, beenngs, end 
e shett IS meant Housed motors ere fully enclosed, end thus well suited for 
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segment essembly 

Figure 1. Initial screen, table of contents and a typical informational screen of a computerized 
motor catalog (images taken from Inland Motor, 1992). 
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CUrrently considering the following types: 
NOJiOLDjfOI'ORS STEPPER 
LIMITED..J\NGL~'IDRQtJE...}10r0RS 

Is some motor-generated vibration acceptable?[y n): y 
Is a motor angle of rotation less than 360 degrees acceptable?[y n): n 

Eliminating the class of solutions: 
LIMlTED~G~'IDRQ~RS because they fail the constraint: 
that the parameter LIMITED~GL~OK be constrained to have the value T 

CUrrently considering the following types: 
VAAIABLE~ELUCTANC~STEPPER PERMANENT~GNET_STEPPER 

Is it desired to perform position control with the motor? [y n): y 

Figure 2. Sample interaction with an expert system for assisting designers in motor type 
selection (user input shown bold). 

catalogs describe to the user how to select from that catalog, and many 
suppliers deliver to their customers programs that computerize the selection 
process for routinely selected components. The use of computerized 
authoring tools opens up the possibility of integrating the catalog and the 
programs, so that textual information describing how to perform selection 
and the programs for doing so are unified, making the program more user
friendly. When a number of such programs are present, the computerized 
catalog may provide information helpful in selecting the right program. 
Putting the program directly in the catalog is also simply more convenient 
for the user, who does not need to track down a separate program. 

For "difficult to select" components the approach of providing pre
determined selection routines is inadequate. This is especially true of cases 
where a variety of customers are developing systems with widely ranging 
requirements (as is the case for motors) for a single component class. It may 
be impossible to provide the user with a "canned" application for selecting 
from the catalog; however, the majority of the mathematical relationships 
describing the product performance may need to come from the supplier and 
will draw on data from the catalog. In the next two sections we present an 
approach for delivering computerized catalogs to users that addresses these 
problems. Within the hypertext catalog, the user navigates to information 
describing the parameters and mathematical relationships to be used to 
compute the "figures of merit" needed to select components from the 
catalog. The user is also free to add to these relationships by entering 
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equations in a straightforward manner, without any need for programming. 
These relationships as well as the catalog data are then input to a unique tool 
which assists designers in performing engineering analyses and tradeoff 
studies, Design Sheet. The relationships act on component data to derive new 
information valuable to the selection process, in particular measures of 
performance for the various alternative components in the catalog. This 
information is presented in tabular or graphical form, allowing exploration of 
the tradeoffs and possibilities. In this manner, the component selection 
process is customized to the needs of the particular application without 
requiring any tedious programming. 

brushed.frameless.motors --~------~ 

Part Number:IT-6205 I Drawln, ced·:D the part 
drawing 

Magnet type: 0 rare earth o Alnico 

p8r8meter n8me symb(1/ fl8/lle IInits 
Peak Torque Rating Tp 10.0 I b.ft. 
Power Input PIS 125 wetts 
Motor Constant Km 0.87 Ib.ftlw" I 12 
No load Speed wml 9.2 red/s 
Elec. Time Constant leue 2.6 ms 
Static friction TF 0.35 I b.f t. 
Zero Imp. Ulsc. D.f. FO 1.09 Ib.ftlred/s 
MaH. Winding Temp. TWmex 155 deg e 
Temp. Rise per Watt TPR 1.5 deg elwett 
Ripple Torque elp 0.06 
Ripple frequency fr 69 cycles/rev 
Number of Poles Np 16 
Rotor Inertia Jm 0.009 lb,ft.s"2 
Motor Weight W 10 lb. 
cllcJ: (1n p8r8meter n8me 
f(1r m(1re 8/1(1l1t p8r8meter Tt.. SrNrt Cll1109 

Figure 3. A motor data screen from a catalog of frameless brushed motors (data taken from 
Inland Motor, 1992). 

3. Overview of Design Sheet 

Design Sheet is a sophisticated environment for performing engineering 
analysis and design tradeoff studies (Buckley et al., 1992, Gonda et al., 
1992). Mathematical relationships are entered in symbolic form, values 
chosen for variables, then results of computations based on these 
relationships and variable values are displayed. The user is free to choose 
which variables are taken as independent; Design Sheet performs constraint 
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propagation to determine dependent variable values using the symbolic 
relationships as appropriate. The program performs automatic updates in 
response to variable value or status (i.e. dependent or independent) changes 
entered by the user. This is done through the use of powerful algorithms for 
determining the best sequence in which to solve for variable values using the 
relations. Nonlinearity and simultaneity are efficiently handled by Design 
Sheet, which has been applied to complex models (several hundred relations) 
in domains such as aircraft design, automotive component design, and 
electronic system design. 

In addition to performing such computations, the program also 
incorporates a number of facilities for displaying data to the user, including a 
tabular form similar to what a spreadsheet might generate and various types 
of plots. Design Sheet can also accommodate indexed tabular data, such as 
may be found in a catalog (each item in the catalog has an index number). 
Design Sheet has a number of additional capabilities, including interpolation 
tables, "hooks" for user-defined functions, logical expressions, and a variety 
of sophisticated plotting capabilities; the reader is referred to Buckley et al. 
(1992) and Gonda et al. (1992) for a more complete description of this tool. 
There exist several other tools with similar capabilities and limitations, 
although none is capable of handling systems of equations as large. 

Figure 4 shows a sample interaction with Design Sheet, where an analytical 
model has been read in from the motor catalog. Using this model, the user 
can generate plots of the sort shown in the figure, which can then be used to 
compare component performance for the application at hand. In the case 
under exploration in the figure, three figures of merit are of interest; weight, 
acceleration time, and speed fluctuation. Plotting these three variables against 
each other and against the catalog index aids the user in making the best 
choice of component from the catalog. 

As shown in Figure 4, Design Sheet has been integrated into a hypertext 
based computerized motor catalog. In particular, documents describing the 
variables and relations of Design Sheet analytical models as well as the 
models themselves (see Figure 5) have been developed and linked together to 
provide information access through a navigation model of interaction. The 
user may browse the relations, collecting relevant pre-defined relations and 
augmenting them with those germane to the current selection problem. 
Design Sheet is then launched from the catalog with these models. Catalog 
data is also read into Design Sheet to provide the basis for calculations 
needed to make an appropriate component selection decision. As noted 
above, a number of relations and models may be provided with the catalog, 
saving the user work and providing examples that explain how different types 
of problems may be analyzed. An index providing access to these models 
through both structured and unstructured query interfaces may provide 
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appropriate starting points for collecting analysis relations. These relations 
and models may then be modified or customized to suit the particulars of the 
user's problem. The entire process may be performed without need of any 
programming skills; the user need only become familiar with Design Sheet's 
syntax for expressing relations, which is quite natural and conveyed in a 
single help screen (similar to the ease of use of popular spreadsheets, but 
more powerful). 

~ 
Design Sheet 

Plot Set I iii ~4irq Int.T}>Ol&tion tau ... ... 
r-dirq qroups . . 

Plotot\ly\l versus I COlft). 

l~YJ 
~4inq r.l&tioNO ... 

Jeq • n+J_(1) + J1 
4 •• (4+Pi+up(l.)+Tt)/(Jeq+.frCi)*-tn) 

W ta • J.q*C1t1 - lt2)/C,,*FO(i» 

v ltl • LQ9«FO(i) .... u - Tt) + n+fp(i» 
1t2 • LOQ(CFO(i) .... in - T1) + n+fp(i» 
•••• (i) 

5 I S.tti"'1 attribut... lor IIOn-ind.pend.nt nriabl ... . 

1 10 !Cliok ber. to 01... wind"" I 
i-... .A- _ I I 

Jl!4J16 ?tllt6 ;11:::8 lI121ts .!i Group N4.1J ForJl 

~~q Dependent - N OllmN Rl Jeq - n*Ja(i) + Jl 
Independent 6. 75 - N OllmN R2 dW. (i.Pi.alp(i) + Tl)/(Jeq 

~: Independent 0. 2 - N OllmN R3 ta • (Jeq*(ltl - It2»/(n*rO 
Dependent 6. 2 - N OllmN R4 ltl - Loq«FO(i)*vmax - Tl) 

~V Dependent 2. 337Z50i[-i - N OllmN R5 It2 - Loq«FO(l)*v.1n - Tl) 
i Independent 1 - N OHmN R6 flv • Y(l) 
t1 Dependent 3. 25037i - N 

H2 Dependent 2. 56776'\ - N 

~a 
Indepement 1 - N 
Dependent 6 . 952927 - N 

:! Independent 30 - N 
Independent 5 - N 

Figure 4. An example interaction with Design Sheet. 

4. Limitations of this Approach 

The above approach is a powerful one, but has its limitations. In particular, 
there may be "free variables" introduced by the user's application; for 
example, in developing a servo system, the user may be free to vary the 
inertia of the system, which influences both the speed fluctuation and 
acceleration time. Such variables can be viewed as the variables of an 
optimization problem, which may be varied so as to optimize the relevant 
objectives. If there are a number of design objectives (e.g., minimize motor 
weight, system acceleration time and load speed fluctuation) and there are a 
number of degrees of freedom (e.g., which motor to choose, what damping 
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and inertia to have in the system), finding an optimal solution through 
performance comparison plots in Design Sheet may become difficult. The 
user may get a "feel" for the relationships between the free variables and the 
objectives, but this is a tedious and ad hoc approach. This approach also 
offers no guarantee that the designer won't end up with a dominated 
solution, one for which some objective could be improved without any 
penalty with regard to another objective. Additionally, design problems 
involve uncertain or random quantities. Design Sheet provides no means of 
dealing with such quantities in a decision making context. 

reilltions 

Relation Na e: Speed Fluctuation 

Description: o mllrk this reilltion 

Equetlon gIvIng the speed fluctuation dW In terms of the torque load TI, the 
percentage torque fluctuetlon due to commutation alpCO, the minimum 
desired speed wmln, and the frequency of commutation frW. I Is the Index 
of the catalog entry. Jeq Is the equlvelent Inertia of the loed plus motor. 
The equation Is for worst cese (slowest speed of motor In use). 

Model Name 

Description: lookup form ullrillble=ielP I Form help Cl) 
This model co Form: I dW = (4*PI*elp(t)*Tll/(Jeq*fr(l)*wmln) I 
motor to eccel 
and the speed 
These mey be ~( mekemOdel)( ~ ~) ~ l@)lMX;?~ to find the bes 

lut r.lotlon (lIdd relatlOR) Tho s.n.rt Cot. lIrusMd fr_lns 

RelatIon names Reletlons 
total equlvelent Inertle ~ Jeq = n*JmCO + Jl ~ 
speed fluctuation dW = (4*PI*elp(1)+Tl)/(JeQ*fr(t)*wmln) 
ecceleratlon time te = JeQ*m I - 112)/(n*FO(t) 
eccel tIme term I It I = Log«FO(f)*wmex - TO + n*Tp(n> 
eccel time term 2 lt2 = Log«FOCO*wmln - TO + n*Tp(n> 
weIght Wv = W(f) 

~ <> 
ell,.),. on rsI4t/0" "4ms for 

RUR ) (~ morll 6D(1/1t 171/6t/O/1 (more IIbout mOdel)( 

Figure 5. Example screens documenting a Design Sheet relation and a model. 

The remainder of this paper explores methods for overcoming these 
limitations. In the next section we review briefly the use of optimization
based approaches to catalog selection. Section 6 then gives an overview of a 
formulation that explicitly models relevant parameter or model uncertainty. 
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Section 7 then discusses the relevance of "bounded rationality" to design 
decision making, providing the motivation for Section 8 which presents 
methods for focusing parameter refinement using information from both the 
performance model and the range of components in the catalog. The theory 
reviewed in Sections 5,6 and 8 is developed in greater detail by Bradley and 
Agogino (1993). 

5. Optimization-Based Approaches to Catalog Selection 

Let us assume that the type of component to be chosen has already been 
determined by the designer, possibly using an expert system as described 
above, and that each component of the given type may be described by a 
vector variable ~ taking on values from a set of such vectors. This set is the 
catalog from which the designer is choosing. If there are nt such components 
in the catalog, then the ith such component is described by the vector ~(i). 

In most catalog selection problems, there is no single unique objective of 
interest to the designer. Instead, the designer is typically capable of 
specifying a finite set of possibly conflicting objectives, of which it is known 
that the overall "goodness" of a solution is a function. We assume that the 
objectives are described in terms of minimizing or maximizing the values of 
a set of performance attributes a. Let us denote by u(a) a measure of the 
"goodness" (utility) of competing component options. Such a measure is 
assumed unknown or unavailable at the beginning of the catalog selection 
process. We assume, however, that if such a u(a) were known, it would be 
monotonic in each attribute ~. We assume further that functions of the form: 

ai = ~(~, x, q) (1) 

are available, where x is a vector of design and system variables that is 
uniquely determined by ~ or is free to be optimized, and q is a vector of 
parameters describing the particulars of the problem at hand (e.g., inertia of 
the system to be driven by the motor, reduction ratio, etc.). There may also 
be additional constraints that define a feasible space for x. In summary, we 
assume the problem may be formulated in the following form: 

opt 
a(~, x, q) 

~,x 

s.t: g(~, x, q) ~ 0, h(~, x, q) = 0, ~ E {~(l), ... ,~(n)} (2) 
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Two approaches are particularly effective for solving a problem of this 
type, the use of Pareto optimal plots and tabular presentation. When 
presented with a Pareto optimal plot, the user selects the most preferred 
option (Bradley and Agogino, 1993). Figure 6a shows an example plot for a 
motor selection problem, where the objectives are minimizing the weight of 
the motor and the temperature increase during operation. This problem is a 
simple two objective problem, but graphical methods are also available for 
higher dimension problems-see Zanic et al. (1992) and Balachandran and 
Gero (1984). Figure 6b shows the interface to a program developed as part 
of this work for exploring the non-dominated space based on Zanic' s 
approach. Tabular presentation of the level of achievement of the objectives 
for catalog options that satisfy any applicable constraints offers an alternative 
to graphical presentation, in particular in those cases where there are few 
options or many objectives. Even if there are "free" or independent 
variables in the problem, that is, it is of the general form of eqn. (2), it may 
nonetheless be addressed by generating Pareto optimal plots or generating 
appropriates election tables by optimizing over the free variables to generate 
the Pareto optimal surface. 

- .. 

• 

'I!r o· ",-". .' 

'''':1 • '. 
. .~ I:,' '.! 

··.12 ~.: ' •• ; 

- ..... ~ . . . ..... ... . 
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.,.... II ... ' 

Figure 6. a) Weight versus temperature rise plot in a position following application for a 
given class of motors (non·dominated solutions). b) A program for exploring tradeoffs 
between non·dominated solutions. Each plot shows two competing objectives plotted against 
each other. Each point represents a non·dominated solution, and each number corresponds to 
one such solution that the user has picked with the mouse. 

6. Catalog Selection under Uncertainty 

It is often not possible for the designer to specify the parameters of eqn. (2) 
with certainty, or the mathematical relations in this model may be rough 
approximations to the actual relationships in the problem, giving rise to 
uncertainty in the results produced from the model. When there is such 
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uncertainty in the problem, it may be solved by maximizing a multi-attribute 
utility function u(a), solicited from the user to model preferences for various 
possible tradeoffs among the objectives: 

opt (u(a(~ x, q»))q 
~,x 

s.t: g(~, x, q) ~ 0, h(~, x, q) = 0, ~ E {~(l), ... ,~(n)} (3) 

where the parameters q have an associated probability density function p( q) 
and the inequality constraints may need to be reformulated or incorporated 
into the objective as "penalty" functions as appropriate. It may also be 
necessary to add additional parameters to describe the uncertainty associated 
with the constraints and objective. (e) is the expected value operator, Le.: 

(f(x». = 1 p(x) f(x) dx 

(4) 

Note that the function u(a) may be a considerable source of uncertainty, as it 
may only roughly approximate the "true" preferences of the designer. 
Bradley and Agogino (1993) discuss how such utility functions can be 
approximated and how optimization problems of the form of eqn. (3) can be 
solved. 

7. The Intelligent Real Time Design (IRTD) Method 

The approach to catalog selection outlined above requires that analytical 
models be developed to determine the performance attributes of interest. If 
parameter values are uncertain, a utility function which models preferences 
for tradeoffs among these attributes can be used for optimizing the selection. 
Many analytical models are possible, all of which are approximate to some 
extent. The "goodness" of a catalog option can only be assessed within the 
context of the selected model. Additionally, some models are more 
cumbersome or difficult to work with than others. The goal is to pick that 
which as easy to use as possible, but is accurate enough to clearly identify the 
best option in the catalog. 

This problem arises out of what Simon (1955) terms the "bounded 
rationality" of the designer; the designer has limited cognitive resources to 
bring to bear on the design problem, and thus is forced to work with abstract, 
approximate models of the problem. Time and money expendable for 
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solving the problem are also limited so decisions during the design process 
must be based on approximate information. Design decisions must be made 
to trade off the quantity of resources expended with the quality of the 
decision made. Resources must be expended commensurate with their impact 
on the "goodness" of the final design. Bradley and Agogino (1991a, b) 
propose a theoretical framework for addressing this problem, labeled the 
Intelligent Real Time Design (IRTD) method because it provides a 
framework for selecting actions during the design process "in real time" as 
design proceeds. 

8. Deciding whether to Gather More Accurate Parameter Information 

When selecting components from a catalog, there is often significant 
uncertainty associated with the parameter data used in the performance 
model. The designer must not only select the best component from the 
catalog, but also determine if this selection is sensitive to the estimation made 
of model parameters. The approach we advocate is to supply the designer the 
Expected Value of Perfect Information (EVPI) for each of the uncertain 
parameters q. The EVPI values give an indication of where it might be 
worthwhile for the designer to invest further effort in more accurately 
estimating the parameter value (i.e. would knowing the exact value of a 
parameter change the decision and how much better would that decision be). 
EVPI is defined as the net expected utility improvement that would be 
realized if perfect information of the value of the uncertain parameter were 
available, and is given by: 

(5) 

r(q, ~(i)} = max l(a) 
z 

s.t: a = a(~(i), Z, y, q), g(~(i), Z, y, q) S 0, h(~(i), Z, y, q) = 0 (6) 

where x has been partitioned into independent variables Z and dependent 
variables y. The parameters are treated as if they are probabilistically 
independent in eqn. (5). 

The proposed catalog selection process is summarized as follows. First, the 
mathematical programming problem of eqn. (3) is used to determine the best 
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catalog option given the present state of information. EVPI is then 
determined for each of the uncertain parameters using eqn. (5). If EVPI is 
small for each parameter, there is no point in gathering further information, 
and a component selection may be made using the present state of 
information. If EVPI is large for some parameters, the user is informed of 
this and given the option of performing some analysis or action to estimate 
the parameters more accurately. 

The application of this method is demonstrated with the motor selection 
example of Section 5, shown schematically in Figure 7. Consider the case 
where the static load, Tl' is not known with certainty. As above, we are 
interested in finding the motor that best optimizes the tradeoff between motor 
weight, ai' and the temperature rise, a2, under the constraint that the desired 
torque-speed profile lies within the torque-speed envelope of the motor for 
any possible value of the static load. This will be true only if the torque-speed 
profile for the worst case (and perhaps unlikely) value of the static torque 
load lies within the torque-speed envelope for the motor. Let us use a simple 
weighted sum form to model preferences for tradeoffs between the objectives 
(the negative is taken because we are minimizing al and a2): 

(7) 

Inspecting Figure 6a, we note that the efficient set is concave when reflected, 
and thus using a simple weighted linear sum does not have the problems that 
might occur for a convex set, namely, that efficient solutions may be 
unreachable. 

frame 

reducer 

motor 
rotor 

load inertia 
(; i live torque T J 

Figure 7. Schematic of motor selection problem. 

Given the approximate utility function of eqn. (7), EVPI for the uncertain 
load TI may be determined using eqn. (5). Figure 8 shows a sample 
interaction with a program implementing this solution procedure that is 



656 S. BRADLEY ET AL. 

embedded in the hypermedia motor catalog discussed above. The program 
informs the user of the expected improvement in the weight of the motor that 
would be selected if the static torque load were known with certainty. 

Given these preferences, the expected value of perfect information 
of the static torque load is 0.003235. 
This is equivalent to an improvement in motor weight of 0.019677 kg 

Figure 8. Example recommendation from the motor selection program. 

It is possible to improve catalog selection not only by developing better 
parameter estimates for uncertain parameters, but also by refining the 
analytical model by adding new relations and/or parameters or replacing 
some relations with more detailed or complex ones. For example, in the 
motor selection problem above, a more extensive dynamic system model 
could be used to determine the acceleration time and speed fluctuation for 
each motor. Such a model might provide better estimates of these attributes, 
but might be more time consuming or tedious to apply. An analogous 
problem is the modeling of the preferences of the designer for various 
tradeoffs among the attributes. Models of varying complexity can represent 
different compromises in a tradeoff between possible preference modeling 
accuracy and difficulty of use. Bradley (1993) applies information value 
theory to this situation analogous to the method presented above. 

9. Conclusions and Future Research 

This paper has presented ongoing work toward the development of intelligent 
design catalogs combining hypertext and multimedia information delivery 
with advanced AI and mathematical programming methods to assist the 
designer in making an optimal selection from such catalogs. An argument 
was made for why such sophisticated methods are needed for some types of 
catalog selection problems. Optimization based catalog selection methods 
were reviewed, as was a novel method for assisting the designer in properly 
formulating the analytical model used during catalog selection. This work 
provides the foundations for powerful computer-based component catalogs 
that could greatly improve the efficiency with which engineering designers 
work. 

The general approach presented in Sections 8 and 9 has application to 
design problem solving beyond catalog selection. It represents the 
formalization of a basic principle that applies to almost all design problem 



INTELLIGENT ENGINEERING COMPONENT CATALOGS 657 

solving; there is a fundamental tradeoff between the amount of effort 
invested in developing a design and the "goodness" of the results produced. 
The more effort the design team exerts, the more certain they can be that 
they have developed a design that is close to the optimal design, i.e., only 
irrelevant uncertainty will remain in the problem. Balancing this tradeoff is 
the essence of performing meta-reasoning during design, where the design 
team determines the sequence of actions to be taken at a given point in the 
design process. The methods explored here point the way toward a 
theoretically sound, general approach to performing such meta-reasoning. 

Intelligent engineering component catalogs have an important role to play 
in design environments for conceptual design. In our on-going development 
of the Concept Database (Bradley and Agogino, 1991c) we integrate 
intelligent catalogs with a multimedia database of design cases. These design 
cases of industry best practices in concurrent engineering are indexed and 
hyperlinked to provide access through multiple interfaces, allowing the user 
to browse, explore, or pinpoint design case information. The conceptual 
design information server (CDIS) of the Concept Database is implemented 
using emerging internet standards, such as those associated with the World 
Wide Web (WWW) and Wide Area Information Service (W AIS), coupled to a 
robust Structured Query Language (SQL) database and traditional CAD 
packages (Wood and Agogino, 1994.) 
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FOR PARAMETRIC DESIGN PROBLEMS 
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1. Introduction 

Design is a very complicated problem-solving activity that uses many types of 
knowledge. Among them, decomposition knowledge is very important. Designers 
usually apply a divide-and-conquer approach to solve complicated design prob
lems. That approach is guided by decomposition knowledge. The problem in 
which we are interested is how to obtain decomposition knowledge. Instead of 
acquiring it from design experts, is it possible to generate it from the problem 
specification plus other types of knowledge? 

Decomposition knowledge for design problem-solving contains both parti
tioning and ordering knowledge. Partitioning is about grouping design decisions 
together. Ordering specifies the problem solving sequence within and between 
these partitions. In some routine design expert systems (Brown, 1991), the decom
position knowledge is represented as design plans (Brown and Chandrasekaran, 
1989; Mittal et al. 1986). Plans can be characterized as compiled decomposition 
knowledge: efficient for design problem-solving with a bounded set of design prob
lems, but often leading to failure in slightly different problem situations. Design 
specification changes often impose problem decomposition changes. However, 
generating decomposition knowledge for a slightly different design problem is 
non-trivial. 

What knowledge is used for decomposing design problems? We have identified 
several types of relevant knowledge. They include object knowledge, functional 
knowledge, design cases, design heuristics, general problem-solving knowledge 
and domain knowledge. Our goal is to decompose design problems effectively 
using a variety of types of knowledge and to make the overall problem-solving 
efficient. 
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Design object knowledge (i.e., topology and geometry) provides descriptions 
about components, attributes and their relationships. Combining this with the 
Requirements produces evidence for decomposition. Functional knowledge can 
also provide evidence at an abstract level. Design cases help by providing the 
decomposition of all or part of a similar design problem. 

Having identified useful knowledge, the next issue is how to generate a de
composition. We present a mechanism which extracts relevant pieces of various 
types of knowledge, integrates them into uniform decomposition suggestions, and 
proposes multiple decomposition hypotheses. 

This mechanism can be viewed as a type of Knowledge Compilation, a type 
of leaming in which existing knowledge is converted into new forms, with the 
intent to improve problem-solving efficiency (Goel, 1991). Compilation has been 
the subject of much recent research (Braudaway and Tong, 1989; Brown and 
Spillane, 1991). The compilation of decomposition knowledge is the first step 
toward the compilation of design plans, such as those in DSPL (Brown and 
Chandrasekaran, 1989), which provide problem decomposition and subproblem 
ordering knowledge. 

There are many advantages to the compilation of decomposition knowledge 
from multiple knowledge sources. As part of a design expert system it will help 
alleviate the brittleness problem. It also serves as a way to automate the acquisition 
of design decomposition knowledge. 

The following sections include a problem analysis, a description of knowledge 
sources, a detailed description of the proposed mechanism and a brief presentation 
of our experiments and evaluation. 

2. The Problem and Analysis 

We focus on parametric design problems. A parametric design problem can be 
described as deciding the values of a set of attributes under a set of constraints. 
Usually the attributes are organized by components and subcomponents. The 
artifacts designed are described by these subcomponent hierarchies. 

For parametric design, decompositions are expressed as attribute partitions. 
These reflect the way attributes interact. Their ordering reflects dependency know
ledge, as well as constraint knowledge from requirements. 

Designers often solve this type of design problem by dividing it into a set 
of subproblems. The desired decompositions are those with their subproblems 
independent or almost independent. This allows designers to solve a complicated 
design problem by independently solving a set of less complicated subproblems. 

Subproblem independence can make a significant impact on the efficiency of 
overall problem solving. It can avoid backtracking between those subproblems. In 
consequence, this can dramatically reduce the overall space searched. Subproblem 
independence is the key for problem decomposition. But what does subproblem 
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independence really mean? Is it possible to decompose most design problems into 
totally independent subproblems? 

1\vo subproblems being independent means that any point in the solution 
space for one subproblem is compatible with any point in the solution space for 
the other subproblem. Suppose solution space SS is the Cartesian product of the 
two subproblem solution spaces. The CSS is a subset of the SS that contains 
all the compatible solutions. In real design it is almost impossible to decompose 
most problems into totally independent subproblems. However, we could treat 
two subproblems as independent if their combined solution space is quite large. 

Suppose we define the Interaction Strength between two subproblems as fol
lows: 

S = lessl/lsSI 
where CSS is the compatible solution set, S S = A* B, A and B are the solution sets 
for the two subproblems. S can be used to quantitatively describe the Interaction 
Strength. S approaching 0 indicates a very strong interaction; S approaching 1 
indicates very weak interaction; while S = 1 means that the two subproblems are 
independent. 

Subproblem interactions are not just independent or dependent. They form 
a continuous spectrum from weak to strong. The desired decompositions should 
have very weak interactions among subproblems. To decompose a parametric 
design problem is to find those partitions of the attributes which group strongly 
interacting attributes together as subproblems, and leave weak interactions as 
interactions between subproblems. Thus the process of partitioning components 
or attributes should be based on their Interaction Strength. 

Once a set of partitions has been decided we need to find an ordering for them. 
Ordering directly affects the amount of backtracking in the search for solutions. 
Simple analysis indicates that for interacting subproblems their ordering should 
be by increasing solution space size. 

We can summarize the above problem analysis as two points - Interaction 
Strength determines partitioning; subproblem solution size affects ordering. Re
ducing search space is the underlying rationale. We should expect to generate 
some "good" decompositions by following these heuristics. 

3. Related Work 

There appears to be little research work which is only concerned with design 
problem decompositions. Existing work only deals with "flat" design problems 
which require all the attributes to be presented on a single level. For most real 
design problems the attributes are described hierarchically. The requirements are 
posted on the top level attributes, but what need to be decided are the lower level 
attributes. For example, in a beam transducer design problem the requirements are 
maximum force, maximum lateral displacement, etc. The attributes to be decided 
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are beam material, cross-section width, cross-section height, and other lower level 
attributes. 

Araya and Mittal (1987) present a method by which design plans can be gen
erated by compiling artifact structural knowledge, domain dependent heuristics, 
and design problem specifications. This method requires all the attributes and 
their relations to be found at the start. For hierarchically described artifacts this 
means locating all the relevant attributes from multiple levels at one time. This is 
reasonable for simple artifacts, but complicated otherwise. 

Araya and Mittal apply domain dependent heuristics to the resulting large 
interaction net, to do partitioning and ordering. Because some global constraints 
posted on the top level may have implicit impact on the actual interactions, it 
may be difficult to get "good" plans with only a limited set of domain dependent 
constraints. In general, many domain dependent heuristics are needed. 

Several researchers have used a static interaction matrix method (Kusiak and 
Wang, 1991; Eppinger et al., 1990). Their common characteristic is to manipulate 
an interaction matrix with some clustering algorithm, rearranging matrix entries 
to produce a set of partitions and their ordering. These methods have several 
weaknesses. First, they hide the hard design problems by collapsing strong entities 
into a single entry, with no further analysis of these subproblems. Second, they 
provide no direct procedure for producing matrix entries from relevant source 
knowledge. 

Our mechanism, presented below, uses a new approach to decompose para
metric design problems. The decomposition procedure works gradually from the 
top level to the bottom level of the artifact hierarchy. Interaction Strength is used 
to partition components and attributes. The estimated size of subproblem solution 
space is used to guide ordering. 

4. The Knowledge Sources 

Our analysis above suggested that to generate "good" decompositions strong in
teracting entities should be grouped in the same subproblem. Here an entity means 
an object or an attribute. Now the question is how to determine the strength of 
the interactions between two entities. Our solution is to use the types of know
ledge which could provide information about relations among entities. From our 
concept of Interaction Strength, we know that the types of relations, and the ways 
the relations act on the entities, have a vital impact on the strength. 

The first source of knowledge identified is design object knowledge. This 
knowledge describes an object's structure, i.e., what the components are and how 
they are related. It can provide all the essential information about the objects that 
appear in the problem being decomposed. An example of design object is showed 
in Figure 1. Obj 1 is a design object which has four attributes at! through at4, 
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and eight components. In Figure 1, obj 1 is presented with the special structural 
language used in our system. 

! 

~ 
: 

(design-object 
«name obj 1) 
(attribute «atl integer (cstl) nil) 

(at2 integer (cst2) nil) 
(at3 integer nil nil) 
(at4 integer nil nil») 

(con1ponent «objl.l d-typel)(objl.2 d-type2) 
(obj 1.3 d-type3)(obj 1.4 d-type4) 
(obj 1.S d-typeS)(obj 1.6 d-type6) 
(obj I.? d-type?)(obj 1.S d-typeS») 

(relation «« obj1.l atl1.l)(obj1.2 at12.1» rell) 
«(obj 1.1 atl1.2)(obj 1.3 at13.1» re12) 
«(obj 1.2 at12.1)(obj 1.3 at13.2» rel3) 
«(obj1.2 at12.1)(obj1.3 at13.1» rel4) 
«(obj 1.2 at12.2)(obj 1.4 at14.1» relS) 
«(objl.3 at13.2)(objl.4 at14.1» rel6) 
«(objl.4 at14.2)(objl.S atlS.l» reI?) 
«(obj1.6 atI6.I)(obj1.? atl?l» reIS) 
«(obj 1.S atlS.2)(obj 1.S atlS.l» reI9») 

(function (fun-I» 
(atttibut.e-zoo:rn. 

vvhere 
cst1: 
cst2: 

«atl «objl.I atll.2)(objI.I atll.l» ati-conn) 
(at2 «obj1.2 atI2.I» at2-conn) 
(at3 «obj 1.4 atI4.I» at3-conn) 
(at4 «obj1.6 atI6.l)(obj1.? atl?l» at4-conn»») 

at.1 < cl 
at2 = c2 

at.I-conn: 
at.2-conn: 
at3-conn.: 
at.4-conn: 

atl = atl1.2 -+- atl1.l 
at2 = atl2.l 
at3 = at14.l -+- c4 
at4 = atl6.l - atl?l 

i and cl,c2,c4 are constant.s. t •• _. _. __________________________________________________________________________________________ _ .: 

Figure 1. Structural knowledge for obj 1. 

Design cases are the second source of knowledge. A design case records a 
design problem and how it was decomposed into a set of subproblems. Obviously, 
design cases can provide some solid evidence for decomposition decisions. In 
some sense, the design cases are the designer's experiences. Design cases sum
marized the insight gained by previous analysis of complicated interactions in a 
design problem. So a design case contains condensed Interaction Strength inform
ation. A design case example is showed in Figure 2. This design case involves 
four objects, obj 1.1, obj 1.2, obj 1.3 and obj 1.4. There are four constraints on their 
attributes. 

Functional knowledge is the third source of knowledge. Designers usually start 
the design of an artifact by thinking about its functions. At the conceptual level 
people tend to decompose a whole design problem into a set of subproblems by 
following the function-subfunction decompositions. The entities of an object are 
closely related to function. Therefore that function knowledge holds some useful, 
high-level problem decomposition information. 

Specifically, the functional knowledge in our system includes two aspects -
the connections between functional descriptions and design objects; the function
subfunction relations. Through the connection between function and object, we 
can examine a design problem from a functional point of view. Then the function-
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.................................................................................................................................................. " 
(design-case 

«name easel) 
(case-object (obj1.1 obj1.2 objl.3 obj1.4» 
(case-attribute «obj1.1 atU.I)(obj1.2 atI2.1)(obj1.3 atI3.IXobj1.4 atl4.1») 
(case-consttaint «(obj 1.1 atl1.I)(constl» 

«obj1.2 atl2.IXconst2» 
«obj1.3 atl3.1)(const3» 
«obj1.4 atl4.1)(const4»» 

(case-result «(obj1.1 obj1.3)(obj1.2 obj1.4»(2 I») 
(case-parent (obj 1) 
(case-children nil»» 

where 
constl: atl1.1 + atl1.2 < cS 
const2: atl2.1 = c6 
const3: atl3.1 > c7 

~ ..... :~~~~:~~~~:~~=;~~.~~ ............................................................................................ .1 

Figure 2. A design case example. 

subfunction relations can be applied to guide the problem decomposition. An 
example of a functional knowledge unit is presented in Figure 3 . 

.............. -.-.----.-.-.. -..... ( .. ~;-~;.:~~ ........ ---......................................................... ··········· .. _·· .... ·············1 
«name fun-I) 
(subfunction-set (fun-a fun-b fun-c fun-d» 
(subfunction-group « nil (fun-a fun-b fun-c» 

(nil (fun-a fun-b fun-d»))) 
(parent-function nil) 
(children-function nil))) 

fun-I 
~ .. '.:: ..... . 

~ Q •. ~::::.~~~.:::: ••...•••....•.....••....•••.•.•. 

~ r\and ?\and Kand 
funl.S fun 1.8 fun 1.6 fun 1.7 funl.l funl.3 funl.2 funl.4 

functions provided by components of obj I: 

objl.l ~ funl.l 

objl.S ~ funl.S 

objl.2 -- funl.2 

objl.6 ~ funl.6 

objl.3 -- funl.3 

objl.7 -- funl.7 

fun I. 9 fun 1.10 

objl.4 -- funl.4 

objl.8 -- funl.8 
'1. ... _ ................................................................................................................................................................ : 

Figure 3. The functional information for obj 1. 

5. The Mechanism 

The overall decomposition procedure is a recursive process. The top design prob
lem is first decomposed into a set of subproblems. Then an ordering is generated 
for these subproblems. After that, each subproblem is further decomposed into 
sub subproblems. This recursive decomposition process continues until it reaches 
a level where all the current problems are single attribute problems. 
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We use a tree structure to represent the decomposition. Each node of the tree 
contains a problem description, a list of competing decomposition hypotheses, 
and links to subproblems, knowledge sources, etc. 

We search for partitions which group strongly interacting components or 
attributes together, with weak interaction between groups. In general it is an 
NP-complete problem to find such a set of optimal partitions which result in a 
minimal search space. It is also very hard to get the precise Interaction Strength. 
Our strategy is to use as much existing knowledge as possible to aggregate the 
evidence for different decompositions, using techniques that we can imagine a 
human designer using. 

To use the types of knowledge identified, we need to deal with three problems: 
how to select and extract pieces of various types of knowledge under the current 
context; how to reason with these pieces; how to integrate the results of reasoning 
to produce the decomposition. We have proposed and implemented following 
mechanism. 

5.1. KNOWLEDGE EXTRACTION AND DF GENERATION 

Given a problem description, the various types of relevant knowledge are selected. 
Reasoning methods are applied to the different types of knowledge to generate a set 
of decomposition factors. A decomposition factor (dO is a piece of decomposition 
suggestion which recommends a grouping for some entities. An entity can be a 
component or an attribute. A df is defined as having the following form: 

((at sI)(a2 s2) ... (ak Sk)) 

Here ai, (1 ::s; i ::s; k) is an entity, and Si, (1 ::s; i ::s; k) is the average strength 
of interaction for entity ai with 0 ::s; Si < 1. In general, Si is a measurement of 
how tightly coupled entity ai is to this group. We assume that the larger the value 
of s, the stronger the interaction. 

A df is a piece of evidence for the strength of interaction among some at
tributes, or components. The dfs provide a way to present various decomposition 
suggestions from various types of knowledge with the same syntactic form and 
underlying semantics. 

Strictly speaking, to get a precise S we need to know both the solution spaces 
for each entity and the compatible solution set for them. Unfortunately, this is 
impossible in practice. We use relevant available information to estimate it. We 
will briefly discuss how to generate a df from different knowledge sources using 
examples. 

5.1.1. Generating dfsfrom Design Object Knowledge 
For decomposing a design problem, we are only concerned with the way those 
components or attributes in a problem interact. Based on the heuristic that strongly 
interacting entities should be kept together, we use a three step procedure to 
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extract dfs from design object knowledge. First, find all types of interactions 
among components or attributes. Most of the interaction are predetermined by an 
artifact's structure. Some interactions may be dynamically introduced by design 
requirements. Second, rank all the entities by the number and strength of their 
links. A link is an interaction between two entities. The strength of a link is 
an approximation to the real strength of interaction. Third, the highest ranked 
node is selected, and, with its directly connected nodes, it forms a decomposition 
factor. This is repeated until all interactions are accounted for. In this way all the 
interaction information is absorbed into a set of dfs. 

Let us consider the example presented in Figure 1. Suppose the design problem 
is specified as follows: 

The specified design object is obj 1, the design requirements are: 
at3 > at2, at4 < c3, where c3 is a constant. 

Based on above procedure, first, we find all the interactions among obj 1 's 
components. The components and their interactions are shown in Figure 4. The 
two new interactions, srell and srel2, are introduced by design requirement. 

sre12 
0.4 

Figure 4. Interactions among obj 1 's Components. 

Second, the components are ranked by their number and strength of interac
tions as follows: 

obj1.2, obj1.3, obj1.4, obj1.1, obj1.6, ... 

Next taking obj 1.2 as the first interaction center, we create the first of the dfs 
shown in Figure 5. Five interaction links are absorbed by this df. The following 
dfs are for obj 1.3, obj 1.4, obj 1.6 and obj 1.5. These four dfs have absorbed rest of 
the interaction links. 

5.1.2. Generating dis from Design Cases 
Relevant design cases are retrieved and are matched against the current problem. 
The matching procedure takes two steps. First, it checks whether the entities 
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Figure 5. Dfs generated from objl 's structural knowledge. 

in a case are a subset of the entities of the current design problem. Second, it 
checks whether the relevant subset of constraints in the current problem have a 
rough match with the constraints in the case. By "rough" match we mean that 
two constraints are compared on the basis of some predefined qualitative partial 
ordering among the types of constraints involved. We will not discuss it in detail 
here. A subset of the cases, selected by degree of match, are used as df seeds. 
These df seeds are classified as a good match or a weak match. 

All the df seeds are converted into decomposition factors. The decomposition 
factors from good match cases, offering strong decomposition evidence, are sent 
directly to the hypothesis composer as a predetermined member of the decompos
ition hypotheses. The decomposition factors from weak match cases are put into 
the global df pool. These decomposition factors participate in the decomposition 
hypothesis generation process in the normal way, i.e. are blended into some larger 
df-groups. 

Next we describe how the design case presented in Figure 2 is used in the 
example problem. All of the four objects from the design case, objl.1 through 
obj 1.4, are also the components of obj I. All relevant constraints of the current 
problem have a rough match with the set of constraints in the design case. However, 
the constraints do not have a perfect match, so the design case is a weak match 
case. With the degree of match, the design case is converted into the following 
dfs: 

((obj1.1 0.7)(obj1.3 0.7)) ((obj1.2 0.7)( obj1.4 0.7)) 

5.1.3. Generating dfs from Functional Knowledge 
We use two heuristics to convert relevant functional knowledge into decomposition 
factors. The first is that function-subfunction decompositions should be selected 
to be consistent with the functions provided by the components of the object being 
designed. The second is that components which together implement a function 
are recommended to be designed together. Based on this heuristic, we produce 
one decomposition factor for each subfunction. The dfs generated from functional 
knowledge tend to reinforce existing dfs produced from other sources. 

For the example problem, consider the functional knowledge presented in Fig
ure 3. In the example the object is objl, and the components are obj1.1 through 
obj1.8. The object function is fun-I and the component's functions are fun1.1 
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through funl.8. According to our first heuristic, we should use function decom
positions whose subfunctions are provided by the components of the current 
problem. In the example, none of the four subfunctions (fun-a fun-b fun-c fun-d) 
matches the functions provided by the components. In this case we move down to 
next level of function decomposition. At this level we find that all the subfunctions 
for fun-a, fun-b and fun-c match with the functions provided by design problem's 
components. As a consequence, the function decomposition (fun-a fun-b fun-c) 
and its lower level decompositions are selected as the seed for creating decom
position factors. By using the second heuristic we can generate the following 
decomposition factors: 

(( obj 1. 1 0.4) (obj1.3 0.4) (obj1.2 0.4)( obj1.4 0.4)) 
((obj1.5 0.4)(obj1.8 0.4)) ((obj1.6 0.4)(obj1.7 0.4)) 

There are several factors that could affect the value of strength, for example, 
whether all the functions matched or just some. 

5.2. HYPOTHESIS PROPOSAL AND REFINEMENT 

Usually many decomposition factors will be generated. The problem decompos
itions we want should account for all the pieces of available relevant knowledge. 
So in this step we need to use all the decomposition factors to propose a set of 
plausible problem decomposition hypotheses. To do this efficiently, we combine 
mutually compatible decomposition factors into df-groups. A df-group is a larger 
unit of well supported decomposition suggestion. Using some heuristics, a set of 
decomposition hypotheses are composed from those df-groups. These are ranked 
by some measurement and heuristics. The decomposition factors are used to make 
some fine adjustments to the proposed decomposition hypotheses. 

The df-group generation procedure uses two merging criteria. The first merging 
criteria checks whether the number of overlapped entities between two dfs is more 
than a certain percentage of the total number of the entities in anyone of the dfs 
or df-groups. The second criteria is applied where the first criteria can not be 
satisfied. We compare the average strength over the overlapped entities to the 
average strength over all the entities in any of the two dfs or df-groups. If the ratio 
is over a certain threshold then we merge the two dfs or df-groups. 

Recall that several dfs were generated for the example problem. Now we 
extend the example through the above df-group generation procedure. As shown 
in Figure 6, the merging process goes through four iterations. After all the merging 
the final df-group pool has only three df-groups. 

The next issue is how to propose a decomposition hypothesis. The guideline 
for proposing the decomposition hypothesis is that all the decomposition decisions 
should be fully based on both the dfs and df-groups generated. For this propose, 
a set of heuristics are used to steer the hypothesis proposing procedure. 
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Figure 6. The process of df merging in the example problem. 

The first heuristic is that those dfs with very strong supporting evidence should 
be directly used to propose part or all of a decomposition hypothesis. Currently, 
good design cases are one of the possible sources for producing this kind of df. 
The idea is that the highly reliable "shortcut" decomposition knowledge should 
be directly imposed on a decomposition hypothesis. We are not going to discuss 
the other heuristics here. A rough decomposition hypothesis is a set of df-groups 
which is a minimal cover for all the entities of the current problem, i.e., for each 
entity of the problem there is at least one df-group which includes it, and, in 
addition, taking anyone df-group out of the set will violate that condition. 

The resulting pure decomposition hypothesis partitions all the entities into 
three subsets as follow: 

(objl.5 objl.8) (objl.6 objl.7) (objl.1 objl.2 objl.3 objl.4) 

Due to its heuristic nature, the mechanism for creating the decomposition 
hypothesis may not generate as good a decomposition as it could if it is forced to 
construct only one. What we can do is to create multiple decomposition hypotheses 
to overcome that problem. In our system different sets of dfs are generated from 
design object knowledge by permuting the ranking of entities in different ways. 
Then a measurement is applied to those hypotheses to find the "best" one from 
them. The measurement called "hy-q" for a hypothesis (is stands for "hypothesis 
quality") is defined as follows: 

hy-q = (Ave(intra) x Num(intra))/(Ave(inter) x Num(inter)) 
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where Ave(intra) means average strength for the interactions within subprob
lems, and Ave(inter) is for the interactions between subproblems. Similarly, 
N um( intra) represents the number of interactions within subproblems, and 
N um( inter) the number of interactions between subproblems. From the above 
definition we see that the larger the hy-q of a hypothesis, the better the decompos
ition in a heuristic sense. 

5.3. HYPOTHESIS CONFIRMATION 

Rough estimates are made of the decomposability of each of the subproblems for 
the highest ranked hypothesis. The hypothesis is accepted only when the estimate 
is above some limit. Otherwise, we modify the hypothesis, or try an alternative. 

object J\ 
knowledge D", 

design J\ "" 
cases U ','II. 

------- '~ .<:). 
fUnction J\ ...... ~ ... ::::: ........ .. 

knowledge Lj"------ df·· .... ::.. •••• 0- ........ :::::::-./\. 

- ~---::_~. __ ~;~~~~::~b 
A.".' ,-,,- \.J 

... ~ ~" 

f!1// 

Knowledso 
Sources 

decomposition df .. groupa 
facton 

Decomposition 
hypotheais 

Figure 7. Generation of decomposition hypothesis. 

The whole decomposition process will repeat for each subproblem until single 
attribute design problems are reached. A intuitive view of the proposed knowledge 
compilation procedure is shown in Figure 7. 

6. Decomposition Process Control 

The overall decomposition procedure needs to deal with control of decomposition 
within each level, and control of the overall decomposition procedure from level 
to level. 

As described above, within a level we use a strength discrimination approach 
to control decomposition decisions. The goal is to produce a non-overlapping 
set of partitions that cover all the entities at that level. Our heuristic strategy 
for building the set is to prefer partitions with high average interaction strength. 
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Strong interactions are more likely to fall into the partitions with high average 
strength. The set is built using this greedy approach. 

Usually, a design problem decomposition is not the same as the related object 
structural decomposition. In the final plan, attributes from different components 
and from different levels may need to be decided together. At high levels, com
ponents are taken as basic units for decomposition, but we need to take attributes 
as decomposition units at lower levels. This must be taken into account in the 
inter-level control strategy. 

The whole decomposition procedure, from level to level, is divided into two 
phases. The first phase is component-based decomposition. In this phase we 
take components as the basic units and partition those components based on 
interactions among them. Once a primary component level is reached (i.e., it has 
no subcomponents) we start the second phase, attribute-based decomposition. In 
this phase, each subproblem is further decomposed into partitions of attributes. 
This attribute interaction based decomposition process continues until reaching 
single attributes. 

The first phase uses components as the basis of the grouping because a compon
ent is usually a natural cluster of tightly coupled attributes, and because functional 
knowledge refers to components. The second phase can produce attribute group
ings that cut across components within the same subproblem. Together the two 
phase procedure can effectively reduce the search for decompositions. 

When moving from level to level, the new problem is to decompose one of 
the subproblems found in the level above. The new problem description needs 
to list not only the components or attributes involved, but also the constraints on 
the attributes of the components. The components or attributes involved can be 
retrieved from the decomposition hypothesis, but the related constraints cannot. 

As artifacts are described hierarchically, design constraints on an upper level 
component have indirect impact on the related lower level entities. We need to 
convert this implicit impact into an explicit one. Because of the variety of types of 
constraints it is very difficult to precisely convert them. However, these converted 
constraints, on the attributes of lower level components, are what is required. 
Our approach is to qualitatively project upper level constraints onto the related 
lower level components. This appears to work adequately for design problem 
decomposition. 

7. Subproblem Ordering 

Subproblem ordering is an important part of a complete problem decomposition. 
The ordering has to follow the dependencies. Subproblems may have existing 
interactions, but without any direction being specified (i.e., without any depend
ency). Constraints from the requirements tend to impose dependencies. 
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Our approach is to perfonn a dependency analysis to deal with the cases where 
dependencies are present, and to apply a heuristic method to deal with the cases 
where they are not. 

The heuristic method puts heavily constrained subproblems before lightly 
constrained subproblems. A heavily constrained subproblem is one where its 
constraints deeply reduce the solution space of the subproblem. Of course, it is a 
relative measurement. The rational behind the method is that it is more likely that 
heavily constrained subproblems have a smaller solution space, and our heuristic 
suggests that they should be decided first. 

8o Application Examples 

The above described mechanism for compiling decomposition knowledge has 
been implemented in CLOS and ALLEGRO Common Lisp. We have tested the 
system, KDD, on two domains: force transducer design and poppet relief valve 
design. 

8.1. TIIE FORCE TRANSDUCER DESIGN EXAMPLE 

A force transducer is a mechanical device used to measure forces. The type we use 
consists of a cantilever bending beam, a strain gauge on the beam and a Wheatstone 
bridge. The object knowledge for the transducer includes the description of all the 
components, their attributes and the relationships among them (Figure 8). 

beam transducer 

Material Cross Section 
(M Max·stress E 0) (H W SAn 

- COIDponeIII of ( ...... ) attributes 

stress = FOSGAIS sttaln = stressIB SGsttaln = sttaln S = fl(W. H) E = f3(M) 

minstrain < SGsttain < maxstrain O=f4(M) Max-stress=f2(M) Weight=LowoHoO 

Figure 8. The structure of the force transducer. 

Force transducer design requires deciding the values for all attributes of the 
three components. Values must satisfy the above relationships and the design re
quirements. Requirements (Figure 9) specify restrictions on force, weight, length, 
and displacement. 
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F = maximum force. 'W't < maximum vveight 

Ld < maximum lateral displacement of the beam 

L <= maximum length 

Figure 9. The problem specification for the force transducer design. 

Driven solely by the structural knowledge, KDD has generated multi-level 
problem decompositions. Our attribute level results are quite close to those from 
Araya and Mittal (1987). They used domain-dependent heuristics, while KDD 
applies general decomposition heuristics to structural knowledge to generate the 
decomposition. Our experiments also show that different requirements often result 
in different decompositions. 

8.2. THE POPPET RELIEF VALVE DESIGN EXAMPLE 

A poppet relief valve (Figure 10) has three components, a poppet valve, a poppet 
valve stem, and a helical compression spring enclosed in a pipe. Its function is 
to allow flow of a fluid passing from the inlet to the outlet when the pressure of 
the fluid exceeds a certain value. The valve is described by its components and 
attributes, and relationships among them. The scale of this problem is much larger 
than the transducer design problem. 

Ov 

Figure 10. The example of poppet relief valve. 

The system decomposes the problem hierarchically with large subproblems 
on upper levels, and gradually decomposes them into small subproblems. Figure 
11 shows a portion of the results. The design expert's evaluation of these results 
are quite positive. 

9. Evaluation 

To confirm that this approach works as intended, we have tested the improvement 
in efficiency of parametric design problem solving. This is measured using the 
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Figure 11. The decomposition results on two levels. 

amount of backtracking KDD's decompositions are able to eliminate from the 
design process. 

One of the evaluations examines the local optimality of the decomposition 
results. Because it is almost impossible to get the global optimal decomposition for 
large design problems, we only compared the amount of backtracking generated 
by our decompositions with decompositions which are their "neighbors". The 
procedure is to first test the generated decomposition on a set of problems which 
share the same features, but with different solution densities (p1-p9). Then we 
randomly perturb the decomposition k times, where a perturbation exchanges the 
positions of two adjacent parameters in an ordering. The resulting decompositions 
are tested. The fewer the number of perturbations, the closer it is to KDD's 
decomposition. 

Figure 12 shows the average amount of backtracking by different decompos
itions for the transducer design. All the perturbations of KDD's decomposition 
have generated more backtracking. Roughly, the amount of backtracking increases 
with the number of perturbations. The amount of backtracking also increases with 
the decreasing solution density of the design problems for all the decompositions. 
We have obtained similar evaluation results for the poppet relief valve design 
example. 

In summary, the above evaluation results show that the generated decomposi
tion can greatly reduce the amount of backtracking. The generated decompositions 
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Figure 12. Evaluation of the decomposition for transducer design. 

are "at least" locally optimal. Extensive testing suggests that the system's decom
positions are close to the global optimum. 

10. Summary 

We have presented a mechanism for compiling decomposition knowledge from a 
variety of types of knowledge. The mechanism has been implemented and applied 
to two design domains. The results show that it is feasible to first gather pieces of 
knowledge, then rationally combine them in order to decompose a design problem. 
Although there are still several areas for future research, and for improvement, 
our experiments reveal that our approach to decomposition produces good results, 
both from the point of view of efficiency and from the point of view of expert 
evaluation of the decompositions produced. 
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DESIGN ANALYSIS BASED ON FUZZY REASONING 

Q.CAO 
46 Callie Lane, Menlo Park, CA 94025, USA 

Abstract. This paper introduces a Fuzzy Reasoning System for design analysis. It 
consists a Fuzzy Reasoning Chart (FRC) and Fuzzy Reasoning Equations (PRE). The 
PRC graphically describes design knowledge with nodes and connecting mappings. The 
PRE implement inferences specified by the FRC with functions or rules. They offer 
designers a tool for explicitly describing and implementing design analysis. The 
application in a real case example of architectural design analysis demonstrates the use. 

1. Introduction 

Design method studies, unlike some other more clearly defmed disciplines, 
contains variety of philosophies, opinions and approaches. There has not 
been any consensus in even fundamental issues such as the objective, scope 
and limits (Protzen, 1981; Rittel, 1973). Design analysis, or rational design 
methods, as a major branch has gone through a dynamic history since 
nineteen-sixties. The first generation methods treat design process as 
identifying a set of design factors that satisfy all constraints or requirements. 
The approach is essentially finding a feasible solution with fit/misfit maps 
(Alexander, 1964; McHarg, 1969; Batty, 1974) or optimal solution with 
mathematical programming (Schlager, 1965; Friend, 1969; Wedgewood
Oppenheim, 1970). The second generation methods consider the design as 
an untamed problem and emphasized on wide social participation that has 
been largely ignored by the first generation. The focus is on communication 
(objectification) and compromise over different interests (Rittel, 1972, 1973; 
Bazjanac, 1974; Dunn, 1981; Grant, 1992). Some other design methods 
claimed to be the third generation appear to be using the mathematical tools 
of the first generation considering the issues of the second generation 
(Broadent, 1979). Probability (or reliability) theory has been introduced into 
design methods to cope with multivalency (Veneris, 1993). Many recent 
studies approached the design process from the cognitive perspective. Some 
focus on mappings within and among conceptual, representation and 
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construction domains (Jansson et al, 1992; Akin, 1993) and some others 
focus on the process and knowledge (Chan, 1993; Van, 1993). 

Besides rational design or design analysis, there have been many other 
types of design methods developed to assist design activity. Morphological 
methods, such as shape grammar and adjacency programing, deal with 
inductive synthesizes based on given rules and components that aim to 
enrich design creativity. Instrumental methods, such as advanced CAD tools 
(Bijl, 1989), relational database (Cox, 1986) and object oriented 
programming (Codd, 1970), focus on providing designer tools to manage 
design knowledge and information more efficiently. 

Each type of methods focuses on a different aspect of design process and 
therefore has its own applications and limitations. The method presented in 
this paper considers the design process as an iteration between composition 
and examination. The focus primarily remains on the cycle of examination, 
although the cycles of composition and examination often overlap and 
interact between each other. The cycle of examination consists essentially 
reasoning based on existing knowledge and information that include the 
natural laws regarding the behavior of objective world (e.g., natural sciences 
and engineering experiences), the social rules regarding interaction and 
relation of subjective interests (e.g., social sciences and ethic principles), 
measures of situations (e.g., physical conditions, economic situations and 
political environment) and rules of thinking (e.g., logic and rationality). The 
task of design analysis in this cycle has two aspects, objectification and 
evaluation. In this paper, I will introduce a Fuzzy Reasoning Chart (FRC) to 
graphically facilitate the objectification and Fuzzy Reasoning Equations 
(FRE) to computationally implement the evaluation. Fuzzy logic theory and 
results of fuzzy reasoning studies are used to deal with vagueness and 
uncertainty. 

The second section of this paper describes the Fuzzy Reasoning System 
(FRS). It introduces the concept of a graphic reasoning representation FRC, 
and its associated computational form FRE. The third section presents a 
practical example of architectural design analysis and demonstrates the used 
of the FRS. The fourth section discusses some related issues such as 
application, limitation and implementation. The last section summarizes the 
conclusions and future perspectives. 

2. The Fuzzy Reasoning System 

This section introduces a tool system to objectify and perform design 
analysis or rational design examination to be more precise. I will call it 
Fuzzy Reasoning System (FRS). It contains a Fuzzy Reasoning Chart (FRC) 
and Fuzzy Reasoning Equations (FRE). The FRC can be viewed as means of 
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objectifying the knowledge and its use in design reasoning in the form of a 
graphic map showing related factors and their interactive relations. It helps a 
designer or examiners to understand and clarify the reasoning behind the 
examination process. It facilitates deliberation in front of disagreement and 
makes the disagreement explicit. The FRE facilitates a computational 
manipulation that allows a computer to implement the reasoning system 
according to the specification of the FRC. 

This idea is inspired by the Cognitive Maps used in political and social 
sciences. A cognitive map describes a knowledge system with factors as 
nodes connected by interactive adjacencies in a network. However, its 
capacity is limited even with the enhancement of Fuzzy Cognitive Maps 
(Kosko, 1988), since the interactive relation between a pair of factors is 
identical to that between any other pairs except their intensity. This 
limitation is fatal for their practical use in design analysis. Design reasoning 
needs to be more specific about the interactive properties among different 
factors. For instance, the conjunctive relation among components is different 
from the disjunctive relation among alternatives. 

2.1. FUZZY REASONING CHART 

The FRC is a graphic representation of the system of knowledge in design 
reasoning. It consists a network with finite set of nodes that represent factors 
(variables) interconnected by explicitly specified mappings. Each node has a 
finite number of output connections and no more than one input 
connection. There are different types of mapping linking the nodes into a 
network. Each mapping represents an interactive relation, such as 
conjunction (AND), disjunction (OR) and implication (IF-THEN-). A 
mapping can also be a pure mathematical function, such as sum, product, 
logarithm and mean, etc. Each mapping in the network has at lease one input 
and one output connections. Each input of a mapping connects the output 
of another mapping or a node. Each output of a mapping connects the input 
of another mapping or a node. More generally, a mapping itself can be a 
network of nodes interconnected with various mappings. In other words, a 
FRC can be a super structure with some mappings themselves being sub
FRCs. 

Figure 1 shows a typical component of FRC and some simple examples 
of logic mappings and corresponding computational implementations to be 
defmed in the next paragraph. Figure 2 displays the FRC representation of 
two commonly seen design reasoning patterns, component aggregation and 
alternative aggregation. The reason of using the word fuzzy is more clear in 
next susection defining the FRE. 
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(8, C, D) ---> A 
[s=f(b,e,d)J 

8 AND C --> A 

[s=min(b, e)] 

[s=msx(neg(b),e)] 

Q.CAO 

8 OR C --> A 
[s=msx(b, e)] 

NOT 8 --> A 
s=neg(b) 

Figure 1. Example of PRC components of simple logic mappings. 

Aggregation: All import"nt (w ) appects (A). Aggregation: Any prefer~ed (p ) alternati\ 
(IF w1 THEN A1) AND (IF w2 THEN A2) --> A(p1 AND A1) OR (p2 AND A2) --> 

(a=min(max(neg(w1 ),a 1 ),max(neg(w2),a2))] (a=max(min(p 1,a 1 ),min(p2,a2))] 

Figure 2. FRC of component aggregation and alternative aggregation. 

2.2. FUZZY REASONING EQUATIONS 

The FRE are a set of mathematical equations that clarify the reasoning 
system represented by a FRC. Each variable in the equations corresponds to 
a node in the FRC. The equations computationally implement the mappings 
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specified in the PRC. The value of each variable is the status measure of the 
corresponding factor. In this set of equations, every variable is a function of 
all other variables in general, although some variables may drop out from 
some functions. The general form can be written as: 

S\ =:f\(SI'S2' ,,,,sn} 

S2 =:h(S\,S2,· .. ,Sn} 

where the sign "= :" means assignment that indicates the function of old 
values of variables is assigned to the state variables as their new values. The 
range of the function and the domain of each independent variable are all 
on the same scale. 

FRE allows the dynamic system represented by the FRC be implemented 
in a computer such that many mathematical methods can be used to help 
analyzing the reasoning process behind the dynamic system. 
To measure the value of each variable, a fuzzy set (Zadeh, 1983, 1989) can 
be defined each corresponding factor. The membership value for a design 
instance to belong the set defines the status measure of the design for the 
factor and thus the value of the variable. The mapping specifies how the 
output is determined by the inputs. Normally, a scale for status measure is a 
metric scale on the interval [0,1] due to the nature of membership values in 
fuzzy sets. 

The computational function used in FRE to implement a mapping in a 
PRC can be defined in many different ways. The defmition of such function 
is part of the objectification. This defmition specifies the interactive relation 
among the linked factors in the greatest detail needed. Table 1 lists a few 
examples of functions that implement three simple logic mappings. For 
some carefully selected computational implementations of mappings, the 
requirement on measurement scale can be relaxed for metric to ordinal. In 
such an ordinal scale, the measures only need to be defined on a finite 
number of ordered grades (ordinals). The relaxation from metric scale to 
ordinal scale has a great importance in practical application, since the 
existence of a metric scale is often difficult to justify when subjective 
assessment is involved. 

2.3. GENERAL MAPPINGS AND FUZZY RULE BASED FUNCTIONS 

The examples given in Table 1 obviously will not satisfy every user's need 
in practice. One designer may consider the relation among some factors 
different from any of the three logic relations. Another designer may think 
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that none of the listed functions correctly describes the logic relation to 
hislher understanding. In such cases, the designer ought to define hislher 
own implementation functions. 

Rule based general mapping provide a convenient tool. A function of 
such type is defined by a set of rules. Each rule defines a function value 
corresponding to an unique distribution of values among independent 
variables. The rules can be either first-order rules or fuzzy rules depending 
on the measurement scale. In case of an ordinal scale, the rules are first
order rules that simply specify the ordinal values of the function 
corresponding to different distribution of ordinal values among independent 
variables. In case of a fmer or continuous scale with a few fuzzy sets defined 
on it as measuring grid, the rules are fuzzy rules. The fuzzy rules are similar 
to the first-order rule except that the function and operands are fuzzy sets 
instead of ordinals. 

TABLE. 1. Functions implement simple logic mappings. 

Logic XrY XuY X=>Y 
Statementl X andY XorY if X then Y 
Symbolic T(x,y) S(x,y) I(x,y) 
functions 
Definition T(x,l) = x; S(x,O) = x; [(x, I) = 1; 

requirements T(x,y) = T(y,x); S(x,y) = S( y, x); [(O,y) = 1; 
of functions2 T(x,y) ~ T(u, v), S(x,y) ~ S(u, v), [(l,y) = y; 
(Yager, 1984) 'Vx~u,y~v; 'Vx~u,y~v; [(x,y) ~ S(x,z), 

T(x,T(y,z» S(x,S(y,z» 'Vy ~ z; 
= T (T( x, y),z). = S(S(x,y),z). [(x,y) ~ S(z, y), 

'Vx ~ z. 
Ordinal scale 

min(x,y) max(x,y) max{neg(x),y) functions3 

Metric scale x·y u+v-u'V yX functions 

According to fuzzy approximation theory (Kosko, 1993), finite number 
of fuzzy rules forms a mapping that can approximate any function in any 
precision. In this frame, a designer can describe hislher reasoning using a set 
of fuzzy rules defined by him/herself without restriction of any given 
functions. 

1 "If X then Y" is equivalent to "not X or Y". 
2 The value "I" and "0" are the highest and lowest measures on the metric scale [0,1]. In 
the case of an ordinal scale, "I" and ''0'' can be replaced by the highest and lowest 
ordinals on the scale, respectively. 
3 The function netO is a negation function. In the metric scale on [0,1], neg(x)=l-x. 
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The mapping rules are very close to our natural language. For example, 
the following four statements may describe a person's opinion regarding 
how elevation alteration and building level affect the evaluation of a design 
in terms of fitting the contours: 

(i) If the elevation alteration is not drastic and the building level is one, 
the contour fitting is very well. 

(ii) If the elevation alteration is drastic and the building level is one, the 
contour fitting is not well. 

(iii) If the elevation alteration is not drastic and the building level is 
more than one, the contour fitting is very well. 

(iv) If the elevation alteration is drastic and the building level is more 
than one, the contour fitting is fine. 

If we defme a fuzzy set corresponding to the measuring grids involved, these 
statements are fuzzy rules. Otherwise, they are first-order rules. In either 
case, the rules define a function describing the relation between the 
judgment on contour fitting and the conditions of elevation alteration and 
building levels. Table 2 displays this mapping more clearly. This example 
demonstrates how a few rules can explicitly describe reasoning knowledge. 

TABLE. 2. An example of rule based mapping. 

Elevation alteration 

drastic not drastic 

Building one not well very well 

level more than one fine very well 

Contour fitting 

In the above example, if we define: 
1) measuring grades equivalent to A, B, C as shown in Table 3, 
2) the order of grades as A~;;::C, 
3) the negation as neg(A)=C and neg(C)=A, 

the mapping of IF-THEN- logic relation, 

IF (high) Elevation alteration THEN (high) Story levels ~ (high) Contour fitting., 

with a corresponding computational function defined as 

z = max(neg(x),y) 

is equivalent to the rule based mapping shown in Table 2, where x, y and z 
denote the status measurement values of Elevation alteration, Building level 
and Contour fitting. It is straight forward to verify that the two mappings are 
equivalent by substituting all grades in Table 2 by the ordinals (A, B, C) 
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according to the equivalency defined in Table 3. Of course, to find a logic 
function equivalent to a rule based mapping is not always possible in 
general. 

TABLE. 3. Equivalent measuring grades of different variables. 

Variables Equivalent grades in columns 

Equivalent ordinals A B C 

Contour fitting (z) very well fine not well 

Elevation alteration (x) drastic not drastic 

Building level (y) more than one one 

In case all the measuring grades are fuzzy sets, the rule based mapping 
becomes a fuzzy rule based mapping and the mathematical function 
becomes a fuzzy function. This paper will not go through all the details of 
defining such fuzzy rules and functions. 

3. A Real Example of Architectural Design 

This section investigates a real example in architectural design. It is an 
experiment reported by Akin (1993). A set of construction drawings of an 
existing residential building was presented to four architects invited to 
participate the experiment. The drawings had been altered to include some 
mistakes intentionally. Each participated architect was asked to 
independently find out problems in the drawings. During the process of 
examination, they were constantly asked to explain the reasons of their 
judgments or conclusions. The process of each architect's examination was 
video and audio recorded. Akin presented a written record describing the 
beginning part of one of the video records besides his analysis on functions, 
structures and domains of design reasoning. This section demonstrates how 
to use FRC to represent of Akin's record of an architect's verbal description 
(including some sketches) during the examination process. To avoid lengthy 
repeating description, this paper only discusses the first 119 statements in the 
record published in Akin's paper. 

Figure 3 through Figure 8 show the portion of the record reproduced 
from Akin's paper and the corresponding parts of the FRC representing the 
reasoning pattern implied by the architect in the record. The related portions 
of drawings and sketches are also reproduced in these figures. Figure 7 
shows a part of the record describing the process of redesigning partial 
(flashing-counterftashing) details to make the design acceptable. It appears 
to be a typical composition process with pattern recall and modification that 
is beyond the scope of this paper. 
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I . (I get the idea. 
2. This is like the "what' wrong with this 

picture game.) 
3. Have you een the building before?) 
4. (The fir t que tion is: "what is it?") 
5. (A re idential project.) 
6. In a re identiaI project you tend to have Ie 

experienced Ie knowledgeable craft man. 
7. So you have to take that into account. 
8. You can be a technical and complicated as 

you want in a building where you have 
higher killed workmen. 

9. I would al 0 Ijke to know where it i . 
10 . What the environment is. 
I I . orth, South? 
I 2. I it on a hill? 
I 3. Concern about water table ... 
14. Slope? 
15 . Soil problem? 
16 . Underground foundation, horizontally ... 
17. orientation, sun, strong winds. 
18. [E: make assumption. orth arrow.) 
19 . I recognize that heavier winds, rain are 

coming from the back of the house (W, 
NW). 

20. I see problems there [ heet I) 
2 I. That's an entrance. 
22. Weather coming in from W, W 
23. So we're looking at a concern over water 

penetration 
24. especially on grade area 
25. I would look for water penetration in these 

areas ... 
26. where you have windows, entrances ... 
27. I would hope there is an overhang to protect 

that 
28. I'd be concerned about wind blowing here ... 
29 . at the door [sheet I, back door area] 
30 . I would look for a heavy overhang here 

[points to wall along the back of kitchen) 

(from Fiaure 6) 

(!rem Fiaun I) 

~ E Di:80M 
.~ ",-,til C~ 

h I';. " """, ... 1 • 
• _, 1.. . ..... ~ ' _ 

!Doll • ........ 1'''''1 
#/)'...L.....o-+---" - - ----., .-

Figure 3. Statements I through 30 of the protocol and the corresponding FRC. 
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3 I . It follows the contours. 
32 . It does not alter the elevation dra tica]] y. 
33 . It it very well on the contour 
34 . So it is all on one level 

The other thjng I'd be concerned about .. . 
the materials 
Wood, plaster siding work .. . 
orne concrete foundation [drawing 2, 

points to unexcavated area]. 
39 . Concrete here 
40 . Brick cavity wall (points to front of 

building.] 

Figure 4. Statements 35 through 40 of the protocol and the corresponiling FRC. 

41. You're looking at details to be generated 
for the contractor to build ... 

42. but allow him enough flexibility to adapt 
to conditions at the site. 

43. Accessibility to tools 
44. (Room for hammer and screwdriver). 

(&om figure 8) 

Figure 5. Statements 41 through 44 of the protocol and the corresponiling FRC. 
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45. There i a que lion about surface detail. 
46. What would he need to allow that 

(flashing and counterfla hing) to be 
fa tened to that brick? [Looking at 
flashing and counrerflashing detail over 
the roof] 

47. [E: What are you looking at?) 
48. [E: What do you see?) 
49 . I'm looking at f1ashing-counterflashing 

detail 
50. over the roof above the entry. 
51. I see ... 
52. I don't ee any flashing in detail 
53. The counterfla hing apparently being 

recessed into the joint 
54. That's typical 
55 . However, what they've done is ... 
56 . they've taken the top of that f1a hing ... 
57 . and brought it back out 
58 . What that' going to allow is ... 
59. the water coming down that wall ... 
60 . hit that ... [how flashing) 
61. and penetrate back into the wall. 
62. I'm concerned about that 
63. I would change that f1a hing .. . 
64 . 0 that you would have .. . 

CoutcrlIM_ .. 
( .. rc. to 

wall 

Figure 6. Statements 45 through 64 of the protocol and the corresponding PRe. A problem 
in details of flashing was found with water penetration. 

Figure 9 shows a part of the FRC describing rules of the examination 
implied in the record. It simply states that all considered aspects need to be 
satisfied for an acceptable design. 

In all parts of the FRC shown in Figure 3 through Figure 9, all the nodes 
(factors) are extracted from the architect's verbal description except the 
"Acceptable design." The mappings among the factors are essentially logic 
relations interpreted from what implied, I believe, by the recorded 
description. For instance, in Figure 4, the architect implied, I believe, that if 
contours alter the elevation drastically, then more than one level is necessary 
to fit the contours. Since the contours alter the elevation "not drastically," 
"one level" sits on the contours "very well." 
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65 . What I would do is ... 
66. You would have masonry [drawing 1.1] 
67 . then you can bring flashing in like 

this. 
68. A lot of times what they do is 
69. They'll put a piece of wood on here 
70. And will take this over 
71. Sometimes they will taper the top of 

the wood 
72. So that you can bring this over 
73. .. . and bend this over 
74. (no) sharp edges 
75. And then bring this down 
76. with a continuous cleat inside 
77. so that the flashing comes up to this 

point, whatever 
78. and on down the roof 
79. And then this continuous cleat ... 
80. which is a piece fastened to this wood ... 
81. will receive the end of the flashing. 
82. This then goes back ... 
83. and it keeps from blowing up in the 

wind .. . 
84. the rain ... 
85. as these things get older they will flop 

out ... 
86 . if they are not attached. 
87. If you nail through ... 
88. you automatically put a hole through ... 
89. which water (whatever) will go through. 
90. So you try to keep that thing as 

watertight as possible ... 

Figure 7. Statements 65 through 90 of the protocol describing the process of redesigning 
the flashing-counterflashing details that made the design unacceptable. 

4. Discussion 

Apparently most of the mappings in Figure 3 through Figure 9 can be ap
proximated by the first-order logic with the measure of each variable de
fined as either 0 for null or 1 for full. For example, in case of the Acceptable 
design, the value 0 indicates unacceptable and 1 acceptable. However, the 
architect used a few vague quantifiers, such as "heavy" and "strong" in Figure 
3 and "not drastic" and "very well" in Figure 4. Mappings involving such 
type of quantifiers are difficult to described with the first-order logic 
functions with values of 1 and O. Fuzzy logic theory and rule based general 
mapping provide tools to describe such mappings explicitly. For instance, 
the rule based mapping shown in Table 2 can be used to implement the 
mapping in the upper half of Figure 4, although only the first one of the 
four rules is evident in the English description. The logic implication 
function in the corresponding part of the FRe is equivalent to the rule based 
mapping it the quantifiers are interpreted according to Table 3. 



91. 
92. 
93. 
94. 
95. 
96. 
97. 
9S. 
99. 
100. 
101. 
102. 
103. 
104. 
105. 
106. 
107. 
lOS. 
109. 
110. 
111. 
112. 
113. 
114. 
115. 
116. 

117. 
lIS. 
119. 
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You hide your nail behind. 
You hide your cleat under it. 
You bring this back ... 
and you take this back into your joint 
A lot of time ... 
they use what they call lead wedge ... 
which will wedge it back in there. 
You try to take it back far enough ... 
so that you have a raked joint ... 
and they will put caulking in there. 
When the water comes down 
it will hit that and run back down. 
It won't get back in there. 
[E: what are you looking at?] 
[E: What do you see?] 
What was wrong is ... 
something at much smaller detail ... 
that (I can't see the flashing, 
1 see the counterflashing) 
What 1 think I see there [drawing 1.2] 
looks like it's gone back in ... 
and then comes back out. 
There is a piece up like this ... 
and then down the wall. 
Now that will anchor here, in the wall 
and then you can put a lead wedge back in 
your anchor. 
But you can see water coming down in here ... 
will work its way back in there ... 
and create a problem. 

Figure 8. Statements 91 through 119 of the protocol elaborating the part of Figure 6. 

Figure 9. The PRe describing the implied reasoning in the first part of the protocol stating 
that the requirements on all the aspects examined need to be satisfied. 
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Looking through all parts of the record shown in Figure 3 through 9, it 
seems to be clear that the fuzzy quantifiers and thus the fuzzy logic may be 
needed for some situations where a clear call for right or wrong is difficult, 
while in most situations first-order logic as a special case of fuzzy logic is 
sufficient. 

The example presented in the previous section demonstrates how FRS can 
be used to deliberate and objectify an architect's reasoning process while 
examining a real design. Anybody could argue that the FRC shown in 
Figure 3 through 9 is not a correct interpretation and should be different in 
many ways. This is exactly what objectification is needed for. The FRC does 
not guarantee a correct interpretation. It only provides a media such that the 
architect himlherself can describe hislher reasoning or knowledge explicitly 
for other people (or computers) to understand. Each person can show hislher 
opinion and reasons on his/her own version of FRS based on hislher 
knowledge and opinion. Comparing different versions of FRS, we can 
understand explicitly why different persons arrived at different conclusions 
with identified sources of differences. 

The FRC in the example forms a nested superstructure with Figure 9 
showing the top level, Figure 3 through 5 a lower level and Figure 6 and 8 
the bottom level. Such structure allows portions of the FRC to be displayed 
and examined in different levels of detail. It resembles our natural way of 
examination in the sense that we look at either the details of a relatively small 
portion or the global picture without much detail. We normally do not view 
the whole picture with all the details at one time, although it can be displayed 
as a massive network ofFRC. 

The FRC presents the knowledge in an easy to read graphic form. 
However, it is the computational functions in the FRE truly defines and 
objectifies the mapping and thus the interactive relations among the related 
factors in the FRS. Therefore, the definition of each function is critical to 
properly objectify as well as to implement design analysis. A human 
designer should be the one who defines these implementation functions 
associated with the mapping, although there are functions corresponding to 
different logic relations available for selection as shown in Table 1. Such 
definition should guarantee that the function associated with the mapping 
faithfully objectify the designer's opinion regarding the interactive relation 
among the involved factors. 

Although the mappings in FRS can be as general as desired, a user may 
have difficulty in choosing a proper function to define it since none of the 
know mathematical functions correctly describes the interactive relation to 
hislher understand. For instance, most of the known mathematical functions 
are defined on metric scales, while a metric scale may not exist for a 
subjective judgment often encountered in design analysis. A user may even 
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have difficulty in clarifying bis/her understand of the interactive relations. In 
such cases, the general mapping with rule based functions provide a flexible 
tool. It allows the user to specify the interactive relations with the exactitude 
matches his/her understand, no less no more. This has been demonstrated in 
the previous sections through the example shown in Table 2. However, the 
number of rules required may grow rapidly when the number of variables 
involved becomes large or the precision requirement gets high. Researchers 
in fuzzy logic have attached the problem from various approaches, such as 
fitting a general mapping with logic functions and defining more general 
logic functions, etc. (Yager, 1991, 1992, 1993). Further progress in this area 
will be beneficial. 

The fuzzy rule based mapping is powerful since it can approximate any 
function in any precision. The first-order rules are special cases of fuzzy 
rules where the fuzzy sets reduce to ordinals. Compared to the first-order 
rules, fuzzy rules provide smoother mapping without increasing number of 
rules since it does not require a clear border and only need to have rough (to 
a practically needed accuracy) ranges. Two fuzzy sets may overlap. Within 
the overlap, some conditions are closer to one set and thus belong to it with 
higher degree and to the other with low degree, and vice versa. However, the 
definition of fuzzy sets for the fuzzy rules requires a finer scale. 

The feasibility of defining the fuzzy sets depends on the understanding 
of the measures involved. The need of defining such fuzzy rules, however, 
depends on the practical requirement on the exactitude. In many situations a 
designer may not need such a complicated model to objectify his/her 
reasoning when the situation does not require such a close examination. 

The FRS can be implemented in a modem computer without major 
difficulty. The software architecture required is close to some of the 
currently available software products. It consists a graphic user interface, a 
graphIFRC interpreting protocol, a FRCIFRE translator, a computation/rule 
based inference engine, a database of factors and a library of standard 
mappings. Figure 10 shows a conceptual sketch of it. 

The FRS approaches the design method problems from a relatively 
rational or analytical point of view. Facing the vagueness and uncertainty 
involved in the design process, FRS introduces fuzzy logic and fuzzy 
reasoning theories to "relax" some of the rigid limits of traditional 
analytical methods. This paper mainly addressed the examination cycle that 
is a relative more analytical process compared to the composition cycle of 
the design process. There seems to be no major difficulties in this type of 
application, although the size of the network and the amount of work to 
construct it may present some practical issues in application. A good 
structure for FRC may help, for example, to put into a canister some 
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repeatedly used components of a PRC and make the canister accessible to all 
parts of the PRC that need it. 

Graphic 

/ user interface ............... 

Database 
library 
of standard 

of factors 
Graph/FRC V mappings 

interpret protocol 

FRCIFRE V 
\ 

translator 

Computationlrule 
based inference engin 

Figure 10. Conceptual sketch of computer architecture of FRS implementation. 

5. Conclusions 

This paper introduced the Fuzzy Reasoning System (FRS) for design 
analysis with Fuzzy Reasoning Chart (PRC) and Fuzzy Reasoning Equations 
(FRE). The PRC helps users to clarify and explicitly describe reasoning or 
cognition process in design analysis. The graphic form of FRC reveals the 
knowledge and information of design analysis more visibly compared to 
many other languages. The PRE implement the PRC in computational forms 
such that a computer can perform the inference according to the 
specification of the PRC. The FRE further define the PRC in detail to achieve 
objectification. This system offers an explicit media for communication, 
deliberation, negotiation and compromises. For example, it can be used to 
specify design requirements or standards by stating not only the required 
status of the judging factors but also many related factors and how they 
influence. 

With the help of fuzzy rule based approximation theory, rule based 
general mapping offers a flexible tool to construct any mapping with any 
desired exactitude although higher exactitude requires more rules, finer 
measurement scale and more clear understand of the process. The active 
development in the field of fuzzy reasoning and neural network is 
continuously offering new tools for tasks like design analysis. The FRS 
provides an easily adaptable frame to integrate new developments in these 
fields. 
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The focus of this paper is on the examination cycle of a design process. 
In the frame of FRS, the composition appears to be a reverse process 
compared to examination. However, we have to remember that many 
activities involved in the composition can not be rationalized through 
analytical and quantitative means even with tools like fuzzy logic and fuzzy 
reasoning. New theories and new philosophies towards understanding human 
thinking and cognitive process are yet to arrive. I will discuss these issues in 
a separate paper in the future. 
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Abstract. The fundamental concepts are chosen in the sketch phase of architectural 
projects. However the evaluations of technical qualities of buildings by specialists 
usually take place much later. This complicates the integration of corrections, makes 
them expensive and may decrease the architectural quality. To overcome this difficulty, 
we intend to study the transformations of architectural objects during design and to 
structure experts' methods to integrate them into the design, using the language of 
architects. To take into account the incomplete and imprecise aspect of the available data 
in the sketch phase, we use fuzzy sets and multivalued logics. To illustrate our approach, 
we will take the example of experts' methods in daylighting. 

1. Introduction 

The first significant characteristic of architectural design is and has always 
been the mUltiplicity of competences involved: one has to deal with an artistic 
process and different sciences of building. In this paper we focus on the 
communication between the processes of the architect and those of the engi
neers. The loops in this communication (architect-expert-architect) usually 
take place very late during the transition from scheme design to detailed de
sign. They may call into question essential features of the concept developed 
by the architect during the sketch phase (for example the orientation of the 
building, the morphology ... ). Introducing changes may require long, expen
sive and tedious work which sometimes damages the architectural concept, 
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intentions and quality. Moreover, the possibilities for other actors to propose 
interesting and new solutions are reduced by the choices made by the archi
tect in the earlier phases; in some cases the fact that technical constraints have 
not been taken into account may even lead to irrecoverable projects. Thus, 
we wish to help the architect to achieve his objectives, to avoid serious mis
takes or to correct them as soon as possible. This problem arises primarily 
among students in architecture and perhaps young architects who do not 
have sufficient experience. However, whatever experience the architect may 
have, responding to these difficulties may improve the quality of the 
ambiences . In that respect, the purpose of our research is to favour the 
understanding of the fact that physical and technical constraints are 
inseparable from the architecture of the building and the environment, by 
facilitating and promoting the development of technical concepts in all their 
complexity during the evolution of the architectural concept. 

The second characteristic we would like to point out is that "The renewal 
of architectural language can only come from scientific knowledge ... " as 
stated by Piano (1986), and technical developments tend to move architec
tural efforts towards the quality of space, its specific qualification and its 
adaptation to new rules less strictly dependent on the constructive geometry 
and more related to the geometry, physics and symbolic of light, sound, wind 
and heat. Everything depends on the ability of the architect to establish a dia
logue, to understand and to take into account the impact of every possible 
solution and to make the most sensible choices thanks to the best possible 
knowledge of the phenomena. This point includes many matters related to 
the communication between the architect and the other participants in the 
project. This tends to be partly facilitated by E.D.I.(Electronic Data 
Interchange). Nevertheless, during the early phase of design the architect 
needs quick answers (in real time) that cannot usually be provided by ex
perts, and in general he cannot have, for obvious financial reasons, a team of 
experts at his disposal (we are not taking into consideration special projects 
with very large or virtually unlimited budgets). That is why we are interested 
in a computer system to support the architect's design in the sketch phases. 

The third characteristic is that architectural design makes specific use of 
image, an element of the architect's mental construction. The process which 
transforms a mental image into a materialized one involves series of meta
morphoses from the most abstract to the most concrete. It is therefore natural 
that a system of aid for the architect should receive its information from the 
architect's drawings. However, as we will see in the analysis of the 
architectural design process, images are both uncertain and imprecise during 
the early phases and become certain and precise only in the late phases of the 
design. This is one of the reasons why most operational computerized tools 
may help the architect only at the end of his design. Most systems are indeed 
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unable to deal with imprecise or uncertain data. To overcome this difficulty, 
we decided to apply techniques able to use these type of data. 

This whole approach should integrate a large number of technical and 
non-technical fields. We have chosen natural lighting (daylighting and 
sunlighting), which has not been developed to a great extent in computerized 
systems, as our field of interest. Our purpose is to show how expert 
knowledge may be formalised and structured in order to be useful to the 
architect in the sketch phase. Our aim is to elaborate an interactive evaluation 
procedure exploiting both linguistic and graphical information derived from 
the sketch phase (however, in this paper, the elaboration of a graphical data
basis is not considered; it is supposed to be available). In this respect, will 
present our definition of a sketch (section 2), a study of the transformations 
of the architectural object (section 3), a new formalization of classical 
methods in natural lighting (section 4), and finally a methodology which 
allows the architectural objects to be described and evaluated (section 5). 

2. Definition of What We Consider a Sketch 

A sketch is an image which has imprecise or unknown graphic and non
graphic data. The above example has been chosen to show one of the 
possible levels of precision of the project. We structured experts' methods in 
natural lighting in order for information to be provided from this type of 
drawing and from the preferences of the architect. This type of drawing is 
characteristic of what we call the sketch phase even if other architects would 
call it a pre-sketch, early design, outline, rough sketch, etc ... In any case, the 
most important characteristic for this research is the level of precision. 
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3. Study of the Transformations of the Architectural Objects 

The purpose of this section is to describe the evolution of the materialized 
image during design. In particular, this involves the manner in which the 
evolution of the architectural design may be expressed (Oxman, et aI., 1987) 
and how the imprecision of architectural objects changes (is it the same for 
all objects?). 

3.1. MODELLING THE DESIGN PROCESS 

Firstly, we present a basic element of the diagram representing the phases of 
the design process, which has two elements: the activity and the state. 

L 
o State , Activity • Chosen state ~ Possible choice 

Figure 1. What are we working on? 

The activity is the process of architectural design. This process has two 
elements (see Boudon, 1991; Conan, 1990; Lebahar, 1983): planning 
(process related to logical deduction) and creativity (process which make 
s"the world understandable in a way that the imperatives of logic may not 
allow" Holton (1981) "this process relies on the following concepts: 
archetype-doctrine-paradigm-ideology" Farel (1991). 

The state is the sketch itself. We establish that whatever type of activity 
there may be in architectural design, the result of the activity is generally a 
sketch. This sketch may be seen as an entity structure. This entity structure 1 

(also called building language model or data model) represents a building 
model. This model is a structure consisting of categories of objects (e.g. 
enclosure element and space) related by multiple links (e.g. enclosure 
element defines space) and having attributes (e.g. transparent, opaque for 
enclosure elements). This logical structure should allow communication on 
two levels: a communication between the elements of a computerized system 
and a communication between different computer systems. In this section we 
are interested in describing the evolution of the entity model. 

IThis entity model is consistent with the reference model (see "Etude comparative de modeles 
conceptuels de donnees pour Ie batiment - Elements en vue de la definition d'un modele de 
reference", B.Ferries, A.Dubois, A.Cutting Decelle, L.Mudri, AFNOR 1993) 
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3.2. OUR APPROACH 

To understand the evolution of the structure, we chose to interview architects 
from different professional environments who use CAD software (they 
should have at least one project already built). The questionnaire was semi
directed: part of the entity structure was presented along with relations and 
attributes coming from the integrated data model of the COMBINE2 project 
that we enlarged upon. The first question the architects were asked was to 
name phases and sub-phases in the evolution of the project between 
preliminary design and building site. These phases were written on the first 
line of the matrix, in which the first column is the entity structure. The 
architects used the signs: +esp, +ti, +i, +p, to indicate when in the project an 
element is only known in the mind of architects (+esp) or in a very imprecise 
way (+ti), imprecisely (+i) or precisely (+p). 

We show here part of the entity list presented to the architects during the 
interviews. 

Object: Enclosure Element 

name of Slrell:h .~.~ !! 
'" u 

the other description of value of r ... ~"O .;l 

objector the attribute 
-N d~"3 :!f 

attribute ~ ~ ~.8! :a 
attribute .:s ff lf~ ~ :1%1 

(has) Importance of the North, South 
effects of external East, West or p 

Exposure climate (building degree from --------- + 
to sun -local-site exposure northern axis 

(has) Importance of the open, rather 
effects of the site open, rather p 

Prospect (building -local-site closed, closed --------- + 
exposure 

(has) Geometric description dimensions: ti i + element of the enclosure x,Y,z. --------- + + 
Geometry element area, volume 

(has) One of the sides of the linked to colour, i p 
Side enclosure element materials, --------------1r- + (external, internal ... ) reflection factor. 

(includes) 
the list of the pipes ... P 

Technical 
embedded components -------------------~ 

component 

Figure 2. Section of questionnaire with architect's answer . 

2COmputer Models for the Building INdustry in Europe, DGXII - JOULE, section of interest: 
the integrated data model developped at the CSTB (Sophia Antipolis, France). 
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3.3 CONCLUSION OF SECTION THREE 

The description of the evolution of architectural objects is necessary in order 
to understand how knowledge (rules) related to natural lighting on one hand 
and to the objects of building on the other hand may be structured and 
organized (Mudri, 1991). Let us take an example of a rule from a knowledge 
base in first order logic: 

if the obstruction angle of the window is ~ 32°and 
the position of the site is France South and 
the orientation of the window is South and 
the corrected glazing index is > 116 

then the day lighting index is very favourable 

This rule may only be used when the four premisses are known. However, 
in most cases, position of the site and orientation are known from the first 
sketch, whereas obstruction angle is known later and corrected glazing index 
even later. This rule may, therefore, only be used very late. Our approach is 
more naturally related to design. We intend to defme rules using objects that 
are determined at roughly the same time. In fact, as the input of information 
is progressive, we believe that the output should be too. The above rule may, 
in that respect, be transformed into: 

lfthe position of the site is France South and the orientation of the window is 
South then the exposure index is important . 

and later, obstruction angle and corrected glazing index may be introduced 
progressively. 

In order to this, it is essential to structure objects according to their 
evolution during the design. We have seen that objects are not all on the same 
level in the structure (Mitchell, 1991). Firstly, we identified three levels of 
objects in the building model: physical objects of the building (walls, spaces, 
etc ... ), conceptual objects (quality of the ambience, etc ... ) and intentions, 
emotions, aspiration levels of the architect. Secondly, we can see that, at the 
different levels, the number and precision of objects do not evolve in the 
same way. For objects from the intention level, the number and precision of 
their description are quite constant; for objects from the first level, the 
number is increasing and the precision of description is increasing or 
constant. We shall concentrate on the first level, the physical objects of the 
building. At this level, one can distinguish three groups: the first group of 
objects is known precisely from the first sketches, the second is imprecise or 
unknown during the sketch phases and becomes precise at the end of the 
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architectural design, and the third is very imprecise or unknown during the 
sketch phases and becomes precise in the detailled design phase where 
engineers make verifications. 

The first group always includes objects from the site, like the climatic 
zone, and some objects of the building, like the orientation of the external 
walls, etc ... As for the other objects, their grouping depends on the criteria 
chosen by the architect. The architect cannot include all criteria from the 
start, he chooses his principal criteria according to his personality, analysis of 
the site etc .... For instance, in the second group, one may often find the use 
of some materials, and the third generally includes object-attributes like the 
thickness of the insulator. However, in some cases objects from the second or 
even third group may be precisely determined from the start. 

The important conclusion of this section is the following: It is necessary 
to organise the rules around objects belonging to the same group, and if, this 
is not possible, konwledge should be organized around a minimum number 
of objects so that they may be aggregated in several different manners. 

To illustrate the approach above, we have chosen day lighting and 
sun lighting as a technical field, in order to facilitate and promote the 
evolution of the concept of lighting (in all its complexity) during the 
evolution of the concept of the building. We intend to show how the quality 
of luminous ambience can be assessed during architectural design and from 
the first sketches .. 

4. Transformation of the Classical Methods in the Area of Daylighting and 
Sunlighting 

The question of lighted areas and shadow arises very early in the design. The 
first approach of the architect is qualitative (informal and implicit); 
afterwards, the quantitative methods evaluate the architect's choices. We 
intend to facilitate the relationship between creative activity and the planning 
process in order to enhance creativity. In other words, our purpose is to 
strengthen the links between the qualitative approach of the architect and the 
quantitative approach of the engineer. 

Three actors are involved in the lighting process: the observer, the light 
source and the object. The quality of the lighting in an interior space is 
function of the exterior parameters: geographic position of the site, position 
of the building on the site... It is also a function of parameters which make 
the quantity and quality of light vary. Therefore, the data in natural lighting 
are never fixed. Illuminance as well as luminance and spectrum 
composition... vary as a function of time, seasons, and meteorological 
conditions, etc... (Luminance of a blue or overcast sky may vary from 2000 
to 8000 cd/m2). Moreover, the quality of light may depend on the 



704 L. MUDR! BT AL. 

characteristics of the fa~ades: obstructions, glazings, etc ... on the geometry, 
morphology of the interior spaces, on the characteristics of the surfaces in 
the interior space or on the use of the space (Chauvel and al., 1983). Finally, 
the way of evaluating the quality of natural lighting in an interior space 
depends on the preferences of the user, which depend on his life style which 
is determined by many changing parameters. These preferences therefore 
vary with the time period, with socio-cultural data and psychological factors. 

4.1. CLASSICAL BV ALUATION OF THE QUALITY OF LIGHTING 

The classical methods to verify the quality of a luminous ambience require 
information that the architect usually does not know during the sketch phase. 
These techniques are thus adapted to the end phase of architectural design. 
The necessary data are either unknown or imprecise during the sketch phase. 
A well-known technique is that which utilizes the notion of daylight factor Fj 
(ratio of illuminance at the interior point considered to exterior illuminance 
on a horizontal plane in an open site). This factor Fj, which is expressed in 
%, is the sum of three components: a direct component corresponding to 
what is directly received from the sky, an external reflected component 
corresponding to what is received from the environment (ground and 
prospect) and an internal reflected component which is the consequence of 
the inter-reflections in the interior space. The knowledge of Fj at a large 
number of points gives the photometry of the space. It should be noticed that 
to express the direct component FjD as well as the external reflected 
component FRE, it is necessary to know the exact areas and types of glazing 
of every opening. These data are determined at the end of the project, 
therefore the daylight factor can only be used at the end of the architect's 
conception. Moreover, data that are determined in the sketch phase (site, 
orientation) cannot be used because they are combined with unknown data. 

4.2. OUR APPROACH 

Our purpose is to reformulate and restructure classical techniques in order to 
construct a new aggregation which follows the evolution of the entity model 
more closely. Thus, we created an arborescent structure of indices where the 
most global level (each of the indices is, itself an aggregation of more 
specific indices) is comprised of an environmental index, a fa~ade index and 
an interior index. 

These indices are then aggregated to determine a luminous ambience 
index of the space. This structure allows a progressive evaluation of the 
luminous ambience. An index, whatever its level may be, once evaluated (that 
is, whose value results from processing the data from the drawing through the 
knowledge bases), is presented and explained to the architect. These 
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evaluations are never absolute values but always relative to the expressed 
intentions. In order for the architect to introduce his preferences in terms of 
ambience, we introduced the degrees of intention, satisfaction, importance 
and conflict in the knowledge bases. 

The degree of intention represents the preferences of the architect and the 
degree of satisfaction the difference between the degree of intention and that 
of achievement (the level he expressed and the one established on the 
drawing by the knowledge bases). For instance, if the architect desires a dark 
space and if evaluation shows a dark space, the degree of satisfaction will be 
"very favourable". If these intentions were a light space, the degree of 
satisfaction will be unfavourable. The degree of importance is defined by 
experts and sometimes by the architect. It is used to balance the weight of 
different indices in the aggregation procedure. The degree of conflict 
expresses in what way an object attribute which is considered as favourable 
for one technical field, may be unfavourable for another. For instance, a 
glazed surface, South oriented, with interior curtains may have a positive 
influence on luminous ambience and a negative one on summer thermal 
ambience. 

4.3. BASIC STATE OF THE STRUCTURE OF INDICES 

A basic state of the structure of indices is presented here. One may also 
understand this structure as a structure of language. We expressed this basic 
structure in a language shared by the architect and the lighting expert. For 
instance, let us look at the basic obstruction index. It is a function, among 
other things, of the prospect which is in tum a function of the obstruction 
angle of a window and the distance of the opposite fa~ade3. The obstruction 
index influences the index for environment and then the index for the 
luminous ambience of the room (it may be for example dark or light...). 

The earlier the stage of the design, the more symbolic, metaphorical and 
the less shared by others the language is, and indeed only the architect can 
explain it. At this stage, the approach of the architect regarding technical 
considerations is qualitative and very linked to the language. To follow the 
evolution of the language, we have defined above the basic state of the 
structure. Then, we may derive specific states which have specific semantics. 

3 The experts' knowledge tells us that we may consider two extreme empirical values for the 
prospect: 

- an open prospect, that is, without obstructions in the external space in front of the window, 
which may be expressed as: obstruction angle < 25° and distance to the opposite facade> 14 
meters. 
- a closed prospect, that is with important obstructions in the external space in front of the 
window, which may be expressed as: obstruction angle> 45° and distance to the opposite 
facade < 10 meters. 
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-I Index for soiling • Zone type 
• Slant of glazes 

Index for J Exposure index 
• Exposure constraints 
• Geographic location 
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/ 
• Colours and reflection of 
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Index for general 
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Index 
for JI' Glazing index 
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l Glaze-protection index 

Index for surfaces ...... 
around openings ...... 

...... 

/' Index for room • Constraints due to blind 

morphology 
spaces, large beams, visible 
posts, double heights, 

I Interior index H Colour index • Tint, 
• Saturation 

...... . ..... 
Index for contrast~ • Reflexion factor of surface s 

of luminance ....... 
Figure 3. Basic state of the structure of indices. 

The entities of a specific state are always explained in terms of the basic state. 
Hence one may consider a specific state as a higher level of language closer 
to the language of the beginning of the design, but which has not lost its 
links with the basic level. One can thus see hierachies of states which are 
increasingly adapted to the beginning of the design, although each state 
maintains links with preceding ones. This is how relations between qualitative 
and quantitative approaches are maintained. For instance, let us take the 
dynamism of the luminous ambience as a specific state of the structure. We 
described this state on the scale: very dynamic, dynamic, quite dynamic, quite 
calm, calm, very calm. We express this state as a function of the specific 
indices: 
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• Global distribution of natural light which refers to the basic indices general 
distribution of openings per room and index room morphology. (values: 
uniform, quite uniform, average, quite non-uniform and non-uniform), 
• Type of penetration of natural light (importance of shadows) which refers 
to the basic indices: exposure, close obstructions from the building itself and 
glaze-protection (values: bright, quite bright, average, quite dull, dull). 
• Range of contrast: index for contrasts of illuminance and index for surfaces 
around openings (possible values: very smooth, smooth, average, strong, very 
strong). 

This state may be assessed according to the state of the sky: dark overcast 
(in winter), light overcast (summer), high sun, low sun. 

We present here a few examples of rules which determine the values of the 
indices in this specific state: 

• . If the global distribution of light is uniform and the gradual range is very 
smooth and the sky is dark overcast then ambience is very calm, 

• If the global distribution of light is non-uniform and the gradual range is 
very strong and the local distribution is very large and the sun is high 
then the ambience is very dynamic. 

s. Modelling and Evaluating Architectural Objects with Fuzzy Sets and 
Multivalued Logics 

In this section we recall some classical notions and techniques in fuzzy sets 
theory. Our aim is first of all to show the ability of fuzzy sets to model, on 
the one hand, the architect's objectives at an early stage of the design process 
and, on the other hand, the imprecise and uncertain nature of information 
inferred from a simple observation of the sketch design and a rough 
specification of the project's environment. Then, we propose a computational 
procedure which allows the degree of compatibility between the current 
sketch design and the previously specified objectives of the architect to be 
evaluated and modulated. Let us consider the following rule used by some 
experts in the area of light ambience : 

The prospect rule : If the obstruction angle is small and the distance from 
the building to the opposite fa~ade is large then the prospect is open. 

This rule may be translated into the language of the first order logic by 
the following formula: 

S(x) 1\ L(y) :::> O(z) 
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where, S(x) is to be interpreted as "the x angle is small", L(y) is to be 
interpreted as "the distance y is large" and O(z) is to be interpreted as "the 
prospect z is open" 

However, the presence of inaccurate specifications in the description of 
the architectural objects does not allow the quantities x and y to be precisely 
evaluated. Moreover, even if x and y were known precisely, it seems difficult 
to decide whether x is great or small, whether y is large or not. Of course, in 
such a situation, one is tempted to define thresholds allowing clear 
separations between the great and the small, the large and the not large. 
However, in our opinion, the definition of thresholds is not the appropriate 
solution. For instance, if we suppose a obstruction angle to be large when 
superior to 40 degrees, what can we say about an angle of 39.9 degrees? In 
fact, the lack of continuity when modulating the truth value of predicates 
appears to be a serious drawback. Finally, the classical logical formulation 
does not allow the possible graduality of the rule to be taken into account . It 
is obvious that the above rule would be more specific and accurate with the 
following formulation: The smaller the obstruction angle and the larger the 
distance, the more open the prospect 

Thus, in view of the inadequacies of classical logic, our purpose is to 
show, from this concrete example, how fuzzy sets and multivalued logics 
allow vague predicates and imprecise and/or uncertain quantities to be 
defined, and how these non-conventional models (see also Perny and Roy 
1992) may be utilized to infer information as to whether the project 
corresponds (specified by a sketch design) to the aims of the architect. 

5.1. MODELLING THE ARCHITECT'S OBJECTIVES WITH FUZZY SETS 

Let X be a classical set of objects, called universe, whose generic elements are 
denoted x. Usually, a classical subset A of X is characterised by the given of 
its characteristic function fA from X to {O, I} such that fA (x) = 1 if x belongs 
to A, else fA(x) = O. In order to introduce a graduality in the membership of x 
in A, it is possible to extend the valuation set {O, I} to the real interval [0, 1]. 
Thus, the closer the value of fA(x) is to 1, the more x belongs to A. In this 
case, the subset A has no sharp boundary. It is said to be a fuzzy set of X 
(Zadeh, 1965) and is completely defined by the set: A = {(X,jA(X», x EX}. 

In our opinion, fuzzy sets are well suited to defining the objectives of 
architects. with the appropriate granularity For example, let us suppose that 
the current objective of the architect is to obtain a light room. In this case, it 
seems reasonable to model the objective g 1 of the architect on the 
consequence obstruction angle by a fuzzy subset G1 of the scale X = [0, 90] 
degrees. G1 is characterized by the following membership function: 
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fG1(x) = 1 if x ~ 25 
fG1(x) = (45 - x )/20 if 25 ~ x ~ 45 
fG1(x) = 0 if x ~ 45 

Thus we get the following figure: 

gl(X) 

10 20 30 40 50 

Figure 4. The fuzzy set of adequate obstruction angles. 
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x 

The objective gt is characterized by the fuzzy set Gt = {(x, gt(x», x E X} 
where X denotes the set of all possible obstruction angles. Gt is the fuzzy set 
of adequate obstruction angles when the objective is to obtain a light room. 
The membership function gt(x) measures the degree of compatibility of the 
precise obstruction angle x with the objective: gt (x) = 1 means that x is totally 
adequate, whereas gt (x) = 0 means that x does not fit at all (the value 0.5 may 
be seen as an average compatibility). It is worth noting that the obstruction 
angle is not a pure decision variable. Indeed, the architect does not have the 
possibility to choose the height of the building opposite. His only possibility 
is to modify the elevation of the window. However, it is very important to 
measure to what extent the obstruction angle fits with the objective. 

In a similar way, the objective of the architect in terms of distance to the 
opposite fa~ade may be defmed by a fuzzy subset G2 of the scale Y = [0, 20] 
metres. G2 is characterized by the following membership function : 

fG2(y) = 0 if y ~ 10 
fa2(Y) = (y - 10)/4 if 10 ~ Y ~ 14 
fG2(Y) = 1 if y ~ 14 

Thus we get Figure 5. 
The objective g2 is characterized by the fuzzy set G2 = {(y, g2(Y», Y E Y} 

where Y denotes the set of all possible distances to the opposite fa~ade. G2 is 
the fuzzy set of adequate distances when the objective is to obtain a light 
room. The membership function g2(Y) measures the degree of compatibility 
of the precise distance y with the objective. 
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Figure 5. The fuzzy set of adequate distances to the opposite f~ade. 

Thus, fuzzy sets allow us to specify what the desirable obstruction angles 
and distances are, without defining clear boundaries. Let us remark that it is 
possible to take into account the possible evolutions of objectives. For 
example, if the architect desires a dark room, the new objectives may be 
defined by the two fuzzy sets: 

G'l = {(x, 1 - gl(X», x E X} and G'2 = {(y, 1 - g2(Y», Y E Y} 

5.2 APPROXIMATIVE REPRESENTATION OF ARCHITECTURAL OBJECTS 
WITH POSSmILITY DISTRIBUTIONS 

The second stage of the modelling process is to derive approximative 
representations of the typical features of the building from both imprecise 
and uncertain information contained in the sketch design. In order to 
preserve the fuzzy nature with its nuances and realism of the available data, 
we suggest adopting a methodology based on the use of possibility 
distributions. A possibility distribution (Zadeh, 1978; Dubois and Prade, 
1985) is a function 1C defined from a universe X to [0, 1] such that sUPx EX 

1C(X) = 1 (normalization). Let V be a variable quantity measured on a real 
scale and used to describe an architectural object. It is possible to specify the 
approximative value of V with a fuzzy set by considering a possibility 
distribution 1Cv. The possibility distribution 1CV gives for any element x 
belonging to the numerical scale X, the possibility degree 1CV(X) of the 
punctual event V = x. 

For example, if the sketch design shows that the obstruction angle A will 
be about 35 degrees (let us say not less than 30 and no more than 40) we can 
define the possibility distribution on the dimension "obstruction angle" by: 

1CA(X) = 0 if x ~ 30 1CA(X) = 0 if x ~ 40 
1CA(X) = (x - 30)/5 if 30 ~ x ~ 35 1CA(X) = (40 - x)/5 if 35 ~ x ~ 40 
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The fuzzy set A = {(x, 1t'A(X», x E X} is said to be the fuzzy consequence 
of the project on the dimension "obstruction angle". 

In the same way, the consequence of the project on the dimension 
"distance to the opposite fafade" may be defined by a fuzzy subset D = 
{(y, 1t'D(Y», y E f}. If the sketch design shows that D will be about 13 meters 
(let us say not less than 12 and no more than 14) we can define the 
possibility distribution on the consequence distance by: 

1t'D(Y) = 0 if y ::; 12 1t'D(Y) = 0 if y ~ 14 
1t'D(Y) = x - 12 if 12::; y ::; 13 1t'D(Y) = 14 - y if 13::; y ::; 14 

These possibility distributions are represented in figures 6 and 7. 

5.3. DEFINITION AND AGGREGATION OF CONSEQUENCE/OBJECTIVE 
COMPATIBILITY LEVELS 

Let us suppose that the architect's objective has been specified on n 
dimensions whose scales are Xlo ... , Xn• This specification is synthesized by 
the fuzzy vector of partial objectives G = (Gh ... , Gn) where Gj = {(x,fGj(x», 
x E Xj } for j E {1, ... , n} denotes the fuzzy subset of desirable values on the J1h 

dimension. Then, on each dimension, we have defined a fuzzy vector of 
consequences (Clo ... , Cn) that provides a multidimensionnal approximative 
representation of the project. Our task is now to evaluate the compatibility 
level between the consequences vector (Clo ... , Cn) and the partial objectives 
vector (Glo ... , Gn). In order to carry out this critical step, we suggest adopting 
the following procedure : 
1 - evaluation on each dimension j E {1, ... , n }of the partial compatibility 
level between the objective Gj and the consequence Cj • 

2 - aggregation of the partial compatibility levels into a comprehensive index 
measuring the global adequacy of the project. 

a) Evaluation of Partial Compatibility Levels 

For j = 1, ... , n we define the consequence/objective compatibility level kj 

between Cj and Gj by the following equation : 

with a E [0, 1] and 

n(cj , Gj ) = sUPxe x min(fGix), 1t'Cj(x» 
N(Cj , Gj ) = 1 - n(Cj , Gj ) = infx eX max(fGj(x), 1 - 1tCj(x» 
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ll(Cj , Gj ) and N(Cj , Gj ) are respectively the possibility and the necessity 
of the fuzzy set Gj relative to Cj . The ll(Cj , Gj ) index measures the 
possibility of the event "the project corresponds to the architect objective on 
dimension j " while the N( Cj , Gj ) index measures the degree of certitude of 
the event. Given that an event is possible before being necessary, ll(Cj , Gj ) ~ 
N( Cj , Gj ) always holds. Therefore, choosing a = 0 leads to very optimistic 
evaluations of compatibilities whereas choosing a = 1 leads to more 
pessimistic evaluations. Thus, a is a technical parameter allowing a convex 
combination of the two indices to be performed. It can be interpreted as a 
degree of prudence when modulating the confidence we have in our 
conclusion. Let us show how this procedure works in our previous example. 
As shown in figure 6, we have: 

ll(A, G1) = sUPxe x min(fGI(X), 1rA(X» = 0.6 
N(A, G1) = infx e x max(fGl (x), 1 - 1rA(X)) = 0.4 

gl(X) 
Gl 

14-------------~ Q.4 \ 

G'l 

;-------------------~~~ 

0.6 \LL----+--~f_----=~+_--_+....;:I-..... --.... 
10 20 30 40 50 x 

Figure 6. Evaluation of the compatibility index on the dimension "obstruction angle" 

Choosing a = 0.5 we get: kl = 0.5ll(A, G1» + 0.5 N(A, G1) = 0.5. 
Therefore one may conclude that the compatibility between the 

approximative description of the obstruction angle derived from the sketch 
and the objective of the architect on the dimension "obstruction angle" is 
average. As shown in figure 7, we have: 

ll(B, G2) = SUPy E Y min(fG2(Y), 1rB(y)) = 0.8 
N(B, G2) = infye Y max(fG2(Y), 1 - 1rB(y» =0.6 

g2(y) G'l 

.6) 
~0.8 f+--------~~-A. 

Gl 

Figure 7. Evaluation of the compatibility index on the dimension "distance" 
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Choosing a = 0.5 we get: k2 = 0.5II(B, G2) + 0.5 N(B, G2) = 0.7 
Therefore one may conclude that the compatibility between the 

approximative description of the "distance to the opposite fafade" derived 
from the sketch and the objective of the architect on the dimension "distance 
to the opposite fafade" is rather strong. 

b) Aggregation of Partial Compatibility Levels 

The second step consists in the definition of an aggregation function (Perny 
and Roy, 1992) allowing the overall adequacy of the project to the architect's 
objective to be evaluated on the basis of the vector (kt. ... , kn). We suggest 
choosing a compromise operator allowing negative effects of synergy to be 
taken into accout. This allows the whole project to be given a bad score as 
soon as one of the partial objectives is not achieved. Thus, the overall 
adequacy of the project is measured by a comprehensive compatibility index 
k resulting from a weighted geometric mean of the partial compatibility 
indices kj ,j = 1, ... , n. Therefore we get the following formula: 

n 

k = II kjWJ 

j=l 
where Wj ,j = 1, ... , n are weighting positive factors adding to 1. These 
weighting factors allow us to modulate the partial contribution of each 
dimension to the synthetic evaluation of the project. 

In our example, we set WI = 0.6 and W2 = 0.4 (considering that the 
dimension "obstruction angle" may be a little bit more important than 
"distance to the opposite fa~ade"). Hence we get: k = 0.50.6 .0.7°.4 = 0.572 

Therefore the aggregated compatibility index k suggests that the current 
sketch may be considered as average or weakly favourable according to the 
objective of the architect (a light room). 

6. Conclusion 

Our objective was, therefore, to facilitate the design and mastery of luminous 
ambience during the sketch phase. We first described the evolution of 
architectural objects, exploring in particular their imprecise and uncertain 
nature. The interviews of architects led us to detect some common 
characteristics in this evolution, despite the great variety in design processes. 
These observations helped us to reformulate and restructure the classical 
methods in the area of natural lighting. We proposed a basic structure of 
indices whose language is shared by architects and engineers. Furthermore, 
we suggested specific structures of indices with a more complex and 
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evolutive language closer to that of the architect but stilllink:ed with the basic 
structure. 

These structures allowed us to introduce a general methodology to 
evaluate the compatibility between a sketch and the objective of the architect. 
In order to test this methodology, we focused our attention on a particular 
problem: the evaluation of luminous ambience in daylighting and 
sunlighting. Then, choosing the prospect rule as an example (see section 5), 
we showed how fuzzy sets may be used advantageously to increase our 
ability to process ill-specified data derived from a sketch. Fuzzy sets and 
associated multivalued logics also allow us to model subjective opinions and 
preferences as may be expressed by the architect. 

It should be noted that this methodology is thought of as taking part in an 
interactive process aimed at supporting the design activity. During this 
process, the main features of the project have to be tuned to the objective of 
the architect, but also to the technical constraints imposed by the 
environment. Within this framework, our evaluation procedure allows to be 
provided with guidelines at any stage of the design process preventing, on 
one hand, possible divergences from the objective, and suggesting, on the 
other hand, new directions for a possible improvement of the current sketch. 
In our opinion, such an approach should not be considered as a limitation of 
architects' creativity, but, on the contrary, as an attempt to improve 
cooperation between techniques and design. 
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1. Introduction 

1.1. BACKGROUND AND MOTIVATION 

"Design-for-Assembly (DFA)" is a design philosophy concerned with improving 
product designs for simpler or less costly assembly operations. DFA can also 
lead to improvements in serviceability, reliability, and quality of the end product. 
Figure 1 depicts a typical application of DFA, showing before and after shots of 
an assembly redesigned according to DFA principles (Welter Sept, 1989). It is 
easy to recognize that the redesigned assembly not only has fewer parts, but also 
is simpler to assemble. This type of redesign can bring significant cost savings in 
the required handling and assembly equipments. 

Many of the academic and industrial efforts in DFA have been devoted to 
development of analysis tools, that is, tools for measuring the "assemblability" of 
a design. On the other hand, only little attention has been paid to the actual redesign 
process. While the purpose of an analysis tool is to identify certain problems with 
a design, a redesign solution still remains in the hands of designers. A typical DFA 
redesign process may involve gathering designers, manufacturing engineers, and 
managers in a room, and "brainstorming" for a solution. 

The goal of this paper is to develop a model of redesign for DFA, and develop 
a computer-aided tool based on the model. Such a tool, for example, could be used 
during the "DFA brainstorming session" and improve upon the efficiency of the 
process by managing the information flow, and keeping track of a possibly large 
number of design alternatives. 
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Figure 1. A before and after shot of a reticle assembly redesigned with DFA principles. This product 
of Texas Instruments' Defense Systems and Electronics Group is called a reticle assembly. It is part 
of a ground based armored vehicle. A cam was used instead of a gear box, which created smoother 
motion and almost all of the fasteners were eliminated by using self securing parts. The connector 
bracket was incorporated into the housing. Reprinted with permission from Penton Publishing, 
Cleveland, Ohio. Copyright 1989 Welter. 

1.2. RESEARCH ISSUES 

1.2.1. Redesign by "Replay and Modify" 

A very important issue in developing a model for DFA redesign is the issue of 
"global" redesign vs. local patch-ups. A patch-up solution refers to a local fix to 
the result or product of the final design. On the other hand, instead of patching up 
the problems, a more fundamental redesign might be possible by getting to the root 
of the problems. For example, in Figure 1, by merging the front bracket onto the 
housing, other problems that were associated with the bracket (e.g. screwing the 
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bracket onto the housing!) are simply eliminated. A patch-up solution of replacing 
the screwslholes with a less expensive type of mating would have worked with 
less impact on reducing the overall assembly cost than the first solution. Methods 
of such a fundamental redesign, hence called "global" redesign, is of particular 
interest, because, when successfully applied, they usually cut the assembly cost 
more radically than a solution solely made up of patch-ups. The process of "global" 
redesign is more efficient (but difficult) than that of patch-ups, since the root of the 
problem must be addressed. Moreover, certain DFA problems can not be solved 
by a simple patch. Therefore, it is important that a DFA redesign model allow 
both types of redesign. 

One method of redesign, known as the replay and modify paradigm, is to replay 
a previous design plan, and modify the plan wherever necessary and possible, in 
accordance to the original design intention, for newly specified design goals 
(Mostow 1989). Replay refers to an act of presenting a stored sequence of design 
decisions or design actions performed during a course of previously completed 
design process. The replay and modify paradigm is an effective redesign method 
because it offers a more "global" solution than simple patch-ups, by modifying 
the process of the design rather than the final result of the design process. 

1.2.2. Redesign by Reverse Engineering 
Kuffner et al. has studied the task of redesign by observing mechanical engineers 
at work and analyzing their protocols (Kuffner and Ullman 1990). Their study 
has found that designers make heavy use of "questions" and "conjectures" in 
reasoning about a redesign, or in other words, use "reverse" engineering. Reverse 
engineering roughly refers to an activity of (1) acquiring or inferring the process, 
e.g. the design plan and design rationale, used in creating a given design, and (2) 
using the inferred knowledge for design recreation or redesign. 

The concepts of reverse engineering and replay and modify are quite similar 
and compatible in that in order to apply the replay and modify paradigm, the 
existence of a design plan record (i.e. the process of design) is assumed. A design 
plan is a sequence of design actions that led to the actual original design. Also 
equally required for a valid redesign is design rationale. Despite its importance 
in redesign, it is yet to become a standard practice to record information, such as 
design plan or design rationale, during design. Therefore, the model must help the 
redesigner, who is often not the original designer of the product, to infer, guess, 
or acquire such information for an effective and successful redesign. 

1.2.3. Redesign by Case-based Reasoning 
Use of prior cases or episodes in design has been well known (Coyne, Rosenman, 
Radford, Balachandran and Gero 1990, Goe11991, Maher Winter, 1990). It seems 
that this is particularly true in DFA redesign in which relatively small number of 

1 Screwing is generally regarded as an expensive operation in DFA. 
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redesign tactics (e.g. eliminating fasteners, merging parts, etc.) are adapted across 
many different design domains. Case-based reasoning is particularly applicable, 
since the redesign process to be modeled in this paper is one that proceeds without 
a full behavioral model of the target design. This is comparable to situations where 
human designers can come up with an interesting design alternative without fully 
understanding how tQe design works, by simply applying general redesign (or 
DFA) strategies and adapting it based on the physical structure of the design and 
using "common sense". This paper explores how far general design knowledge 
and experience can take to produce interesting redesigns without detailed domain 
models. 

2. Related Work 

2.1. DESIGN-FOR-ASSEMBLY (DFA) 

Currently, there exist two main types of DFA methods. The most popular method 
is typified by the one pioneered by Boothroyd and Dewhurst (Boothroyd and 
Dewhurst 1989). In their approach, a product is analyzed according to various 
"ease of assembly" criteria (such as symmetry, dimension, mating direction, num
ber of parts, etc), organized with charts of scores, and a tabulated score is used 
to calculate a "design efficiency ratio". The second type of approach is called the 
"axiomatic method" (Hoekstra 1989, Andreason, Kahler and Lund 1983). The 
axiomatic method is simply a set of design guidelines that have been empirically 
derived from years of experiences in design and assembly operations. 

Both approaches are more suited for a comparative DFA design analysis rather 
than an actual redesign tool. The actual redesign of the product is still in the hands 
of the human designers. While most useful and cost-saving redesigns are based 
on a "global" redesign (vs. local patch-ups), conventional DFA tools usually fall 
short of guiding human designers toward a "global" solution. 

2.2. DESIGN CAPTURE SYSTEMS 

The potential benefits of capturing design history has long been recognized. Re
design can be greatly facilitated by the availability of the design history of the 
product by allowing the redesigner to build on the efforts of the original designer, 
find potential flaws in the original designer's logic, or make improvements in light 
of new information or advancing technology, as opposed to second-guessing or 
rederiving the design history (Bradley and Agogino 1991). 

One of the earlier efforts in design capture systems was the electronic notebook 
that encouraged designers to record their design process in pure text and graph
ics (Lakin, Wambaugh, Leifer, Cannon and Sivard 1989). The current popular 
approach is the semiformal approach which is based on eliciting semi-structured 
text about design rationales during design, usually implemented in a hypertext 
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environment (Chen, McGinnis, Ullman and Dietterich 1990, Lee 1992). Recently, 
new research efforts have been put toward automatic inference of design rationale, 
based on simulation (Gruber, Baudin, Boose and Weber 1991), and device beha
vior models (Baudin, Sivard and Zweben 1990). 

While the former approach suffers from low practicality due to the burden 
of cumbersome user interactions required for recording the rationale (Mostow 
1989), the latter approach require extensive knowledge engineering and is domain 
dependent. 

2.3. AI IN DESIGN 

Redesign by replay was first introduced by Mostow (Mostow 1989). The idea 
was based on Derivational Analogy in which the problem solving that leads 
to a design is saved and reused to find a design solution to a new problem 
(Carbonell 1986). The basic implicit assumption is that the redesigned product 
would have a similar design derivation as the original design. A number of design 
systems based on derivational analogy has been developed including REDESIGN 
(Steinberg and Mitchell Feb, 1985), BOGART (Mostow and Barley 1987), MEET 
(Langrana, Mitchell and Ramchandran 1986). Araya et al. have developed a copier 
paper path design system, called PRIDE, which retrieved a pre-stored design plan 
and used dependency directed backtracking with domain dependent modification 
heuristics to achieve a new design (Araya and Mitta11987). Inui et al. proposed 
a data dependency model of a design process using an Assumption-based Truth 
Maintenance System (ATMS) (de Kleer 1986, Inui and Kimura 1990). Inui et 
al. used an ATMS to model a sequence of solid modeling operations and used 
operators such as undo, redo and back to generate variant solid models. The 
acquisition of the design plan in all of these systems were either hand constructed 
to an ideal form or recorded during design. Other models of redesign include 
iterative parameter modification (Orelup, Cohen, Dixon and Simmons 1987), 
model-based redesign (Murthy and Addanki 1987, Brown and Chandrasekaran 
1989, GoeI1991), and models of replanning in AI (Hayes-Roth and Hayes-Roth 
1979, Kambahmpati 1990, Wilensky 1983). 

2.4. CASE-BASED PLANNING AND ANALOGICAL REASONING 

Case-based planning, similar to derivational analogy, is based on the idea that 
machine problem solver must rely on abstracting past experiences to solve the 
current problem (Kolodner 1993). 1\\'0 of the most important subproblems in 
case-based planning are the indexing problem and the adaptation problem. The 
indexing problem refers to the problem of how to index and retrieve the case 
base efficiently, and the adaptation problem refers to the problem of how to 
automatically adapt the retrieved case to the current situation. Several algorithms 
and heuristics have been developed by a number of researchers for automatically 
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Figure 2. Architecture of REV-ENGE. 

generating an analogical solution of a target problem from a pool of problems 
with known solutions (Owen 1990, Goel 1991). A case-based reasoner usually 
redesigns by detecting differences between the retrieved case and the current 
design and applying resolution schemes that are usually domain dependent. 

3. REV·ENGE: A Model for DFA Redesign 

Figure 2 shows the overall architecture of REV-ENGE. In general, design (or 
redesign) is modeled as an iteration of three step process: analysis, synthesis, and 
evaluation as illustrated in the top portion of the figure (Coyne et al. 1990). REV
ENGE primarily models the synthesis (or design alteration stage as in the figure) 
of the redesign process as cycles of three main activities: knowledge acquisition, 
construction of a default design plan, and design modification. Hence, REV-ENGE 
constitutes an inner set of cyclic activities within the design alteration stage, where 
design activities occur more frequently than in the outer loop. The inner loop can 
continue as long as a new analysis is not required. 

An analysis must be performed upon a given design to determine any need 
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for a redesign. Given a description of a design including the original design 
specifications, the knowledge acquisition module interactively acquires the design 
rationale. Design rationale is represented and structured in such a way that it can 
easily be mapped onto the components of the design process. More specifically, 
the design process is expressed as a sequence of design actions (e.g. a design plan) 
and each design action might be justified by one or more design rationale. 

If the analysis procedure determines an existence of a design problem, and 
thus, a redesign is required, a default design process is constructed. Viewing the 
design process as a state space search, is inferred by using a default search heuristic 
and justifying each step of the search with the acquired design rationale. 

The design problems map to some portion of the design plan where the problem 
might have originated. Usually, as a default rule, problems that occur earlier in the 
design plan are attacked first, as they potentially have more global effects. Then, 
the design plan is replayed and modified where necessary. The applicability of the 
replay and modify paradigm is based on an assumption that the derivation of the 
new design will be very similar to the old design. The design modification is an 
interactive process, based on a case-based method, to find a transformation from 
the old design process to a new one, and to check if newly introduced conditions 
violates any already existing conditions. While the default design plan provides 
a global view in redesign, the case-based redesign focuses on solving one design 
problem at a time. 

The cycle of problem selection and case-based redesign until as many problems 
as possible can be solved. The final solution can be represented as a new design 
plan. The new design plan, expressed as series of high level design actions (vs. 
geometric change), can then be handed to a CAD system user for him to follow 
and realize the redesign geometrically. 

4. Input Representation and Knowledge Acquisition 

The input to REV-ENGE includes two types of information, design and assembly 
operation, both represented in a symbolic manner (Le. object frames and relations 
among them). Initially, both input description only contain information that would 
be available by standard design documents (e.g. part name, CAD data, and other 
basic attributes). Other attributes of the design or assembly operation (that are 
not usually available through standard design documents) are explicitly solicited 
by the knowledge acquisition module (e.g. symmetry, design rationale, function, 
etc.). To minimize user efforts during knowledge acquisition, semi-formal data 
structures for representing various types of design information are used with a 
menu-based acquisition tool. For example, while the explanation of the design 
rationale is represented using text (informal), it is classified according to the types 
of design decisions it justifies, and types of design objects for which it is targeted 
(formal). The user is responsible for selecting the types using the menu. 



724 G. I. KIM AND G. A. BEKEY 

5. Design Analysis 

As described in Section 2, there are already several established methods of analyz
ing products with regards to DFA. It is not the purpose of this work to devise a new 
method of DFA analysis, but rather to integrate existing methods into the redesign 
model. To accomplish this, conventional analysis methods require augmentation 
so that the problems that are identified during analysis can be mapped to design 
decisions (which will be generated in later stages) that would be responsible for 
producing these problems. A rule-based system has been implemented for this 
purpose. Given a description of a design, the expert system simply identifies DFA 
problems and proposes types of design actions (see Table 1) that might be respons
ible for them. For example, a problem with a type of mating would be associated 
with a type of design action called select-form. The tuple of (design action type, 
problematic design object, problematic design property) uniquely defines a map
ping to a design action in a design plan2. The problem representation impacts the 
system performance as they are later used as main indices for retrieving redesign 
strategies from the case base. A problem is described in terms of various cues: 
whether it concerns assembly time or cost, whether it concerns handling or mat
ing operation, how serious of a problem it is, the violated DFA rule causing the 
problem, the types of design objects involved, the design properties involved, and 
etc. 

6. Constructing a Default Design Plan 

As a tool for redesign assistance, REV-ENOE attempts to automatically infer a 
design plan of a given design. A complete specification of a design plan through 
user interaction is difficult, because one would have to identify all plausible design 
actions and their interrelationships, and replay them concurrently in one's mind. 

A design plan serves as the central data structure in REV-ENGE for the 
following reasons. First, a design representation in terms of a design plan provides 
a way of redesigning by derivational analogy (Carbonell 1986), i.e. by the replay 
and modify paradigm. In derivational analogy, the problem solving that leads to a 
design is reused to find a design solution to new problem. By manipulating with 
the design"plan, a bird's eye view of interdependencies among various components 
of the design process is revealed. This feature provides a good validation scheme 
for achieving a "global" redesign solution. Secondly, a design problem can now 
be associated with a specific design action at a particular design stage. This is an 
improvement over the conventional approach where a design problem is associated 
only with the actual physical design component rather than its derivational process. 
By associating problems with the design process, a more detailed redesign advice 

2Por example, a tuple (select1orm, bracket-housing-liaison, mating-type) maps to a design action 
that detennines the type of mating between a bracket and a housing. 
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can be made, since a design decision that is specific to a problematic attribute 
of the design object is identified. Third, the structure of a design plan may act 
as a heuristic to solving constraint satisfaction problems that often originate as 
subproblems during redesign. 

Three possible ways to construct a design plan are to (1) construct it manually, 
(2) record the design process, or (3) have the system infer it with strong domain 
knowledge. REV-ENOE constructs a default design plan (vs. a true design plan) 
by ordering design actions using a fixed design process model, and augmenting it 
with local design rationale. 

6.1. CONSTRUCTION PROCESS 

Most often, a design can be viewed as a sequence of state transitions, where at 
each design state, the next design action is determined and applied, increment
ally satisfying various types of constraining design information such as design 
constraints, design specifications, and design rationales. Design actions are con
tinuously applied until an acceptable design state is reached. 

In REV-ENOE, a design plan is defined as a sequence design actions and 
design states associated with them, rather than just a sequence of design actions 
alone. A default design plan is a design plan constructed using default knowledge. 

Figure 3 illustrates a construction process of a default design plan. At the start 
of the construction process, there are three types of design information available. 
First is the descriptive design information available from input design description. 
The second is the derivational design information that is acquired from the user 
through the knowledge acquisition stage. The third type of design information is 
a set of predefined design actions. Possible design actions are predefined at a level 
of specificity, called the Design Space. The design actions in the Design Space 
(see Table 1) are useful because they are applicable to variety of mechanical 
engineering domains, yet sufficiently specific to describe interesting redesign 
strategies. Design actions in the Design Space do not reflect much geometric 
detail. An alternative approach of describing the design plan in a higher level of 
specificity (e.g. in terms of low level geometric design actions) are difficult, since 
a complex geometric reasoning capability is required, and high level redesign 
strategies can not be effectively expressed with a series of geometric design 
actions. The design plan in the Design Space, therefore, may not necessarily be 
geometrically feasible. 

A heuristic construction algorithm proceeds by selecting and scheduling prob
able design actions, and constructing design states associated with them. The 
reconstruction starts from a default initial design state, and ends at a final state 
where all of design objects and design information have been accounted for. 
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TABLE 1. Examples of design Actions in the Design Space. 

I 'l)'pes of Design Stage I Design Actions I Synopsis 

Conceptual create-function create a function and 
determine type of function 
(e.g. primary, secondary, etc.) 

Function-to-Form create-form create a physical part, 
mapping feature, etc. corresponding to 

the functions 
Embodiment select-form determine various aspects of parts 

features, etc, such as approximate size 
type of mating, approximate shape, etc. 

Detailed detail-form finalize design by determining 
more detailed aspects of design 
such as material, tolerance, exact 
dimension, etc. 

6.2. DESIGN PLAN CONSTRUCTION HEURISTICS 

6.2.1. Global Heuristics: The Prescriptive Design Model 
By observing engineering design, design researchers have worked on systemat
izing the process of design by identifying sequences and patterns of events that 
are, by and large, common to all design projects. Such a design process model is 
called the Prescriptive Design Model (PDM). The assumption of the PDM is that 
if followed, it will result in a better design and in shorter time (Hubka 1982, Pahl 
and by K. Wallace) 1984) and perhaps a design easier for modification. 

1Ypically, a PDM is highlighted by following features: (1) a gradual refine
ments of design from sketches to detailed designs, (2) priorities on types of target 
objects by their functional importance (e.g. main, auxiliary, assembly, special, 
etc.), and (3) an explicit separation between form design and layout design. In 
reconstructing a design plan, since the original design process is assumed to be 
unknown, the principles of PDM along with available design information are used 
to select and schedule probable design actions and construct a default design plan. 
The PDM is used as a default design process model, since it is domain independent 
and applicable to many domains. 

6.2.2. Local Heuristics 
While PDM controls the overall topology of the design plan structure, there 
are other local heuristics that controls the selection and ordering of design actions 
within a particular design stage. These include number of specifications, number of 
constraints, types of constraints, number of structural neighbors, types of structural 
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Figure 3. Construction of a design plan. 

relationships associated with the design object and its property. The underlying 
idea is that design decisions for design objects with more associated information 
should be made earlier. This is analogous to solving for a variable with more 
constraints first in a constraint satisfaction problem. 

7. Case-based Design Modification 

The final stage of reverse engineering is design modification. Given a design to 
be modified, the design problems are mapped onto the portion of the design plan 



728 G. J. KIM AND G. A. BEKEY 

responsible for the problems. Problems that map to early or middle stages of a 
design plan could require "global" designs, because fixes made in those stages 
may have significant effects on the following design stages. For example, a change 
in a function structure may eliminate a part, which could have ripple effects on the 
design of other parts in its neighborhood. On the other hand, problems that map to 
later stages of a design plan usually are local design problems. For example, slight 
dimensional changes are usually possible without affecting the whole design. 
REV-ENGE allows the user to view the problems mapped on the design plan and 
select the problems to be solved. Usually, as a default rule, problems that occur 
earlier in the design plan are attacked first. 

Once a problem is selected, a redesign case, similar in various aspects to the 
current situation, is retrieved from a pool of cases. The retrieval is based a score 
of weighted sum of matching indices between the problem description and cases. 
Table 2 shows an example of a redesign case. This particular example is a case 
where screwing was replaced by a snap-fit, guided by a popular DFA rule, "avoid 
using screws". The redesign cases are indexed by various aspects of the problem 
that the case solves (e.g. mating problem, handling problem, moderately serious 
problem, etc.), the types of design action that is relevant (problem in function 
creation, problem in feature addition, problem in selecting mating method, etc.), 
the types of design object in question (e.g. problem with part, problem with feature, 
etc.) and other indices. The case also provides the actor list, add list, and delete 
list, expressed in a predicate logic, for prescribing the redesign process. The actor 
list specifies design objects that appear in the script of the redesign process. The 
add list and delete list specify objects that are being introduced and objects being 
eliminated from the current design. 

There are also precondition list and a side effect list (both expressed in text) that 
specify preconditions and side effects for applying the case. Since the retrieval 
of the similar cases is based on observing superficial features of the redesign 
circumstance, the applicability of the case need to be tested further. This is done 
by validating the preconditions and side effects of the case to be applied against 
existing design rationale. This validation is performed manually as the semantics 
of design rationale, preconditions and side effects are all expressed informally in 
text. After a relevant case is retrieved and selected, a one-to-one match between the 
actors in the redesign case and design objects in the current design is attempted. 
This is performed first by finding several candidate design objects in the current 
design that match the description specified in the actor list of the redesign case. 
Currently, the match heuristic is based on the number of matching conditions. 
REV-ENGE records the number of matching predicates between each actor from 
the case and the probable candidates from the current problem, and presents them 
in a graph to the user. The user selects each final candidate. 
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TABLE 2. An Example of a Redesign Case. 

I Case24 

I Index 

Problem 1Ype 1 
Problem 'JYpe 2 

Problem 'JYpe 3 

Problem 1Ype 4 
Problematic Design Action 

Problematic Object 'JYpe 
Problematic Object Property 
Problematic Object Value 

DFARule 
Description 

Precondition List 

Actors 

Remove List 
Add List 

Positive Effect List 
Negative Effect List 

8. Problem Interactions 

I Example Value 

mating 
time 
moderate 
DFA rule I, DFA rule 2 

select-fonn 
assembly-liaison 
mating-type 

screwing 
''use easier mating method" 
"replace screwing with a snap fit" 
"clearance for adding snap fit features" 
"material can be changed to plastic" 
screw-I (:is-a screw-I part) (:type screw-I screw) ... 
nut-I (:is-a nut-I part) (:type nut-I nut) ... 
hole-I (:is-a hole-I feature) (:type hole-I hole) ... 

screw-I, nut-I, hole-I, hole-2, ... 
snap-feature-I (:is-a snap-feature-I feature) .. . 
snap-feature-2 (:is-a snap-feature-2 feature) .. . 
"reduction in number of parts" 
"increase in manufacturing cost" 
"mating is less tight" 

While a case-based method is used to solve each individual DFA problem, a global 
problem solving strategy is needed to manage possible problem interactions. 
Problem interaction refers to the phenomenon that solving one problem can either 
introduce new problems, or invalidate other related problems. 

One approach to manage the interaction among problems is to perform a new 
analysis every time a case has been applied to solve a problem. This corresponds 
to popping out of the "inner loop" (see Figure 2), entering the "outer loop", 
and performing a design validation and a new design analysis. This will result 
in an identification of a new appropriate set of design problems. Although this 
is an acceptable method, this involves repetitive stages of time consuming and 
expensive procedures of design verification, assembly planning, geometric design 
realization, and DFA analysis every time a single problem is solved. 
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An alternative is a "batch" approach where as many problems are attempted 
to be solved as possible before popping out of the "inner loop". The cases can 
specify, while solving one problem, related problems that can be invalidated, 
although it can not predict the introduction of new problems without realizing the 
redesign with geometric details (which would require popping out of the "inner 
loop"). Therefore, the case-based method makes an assumption that overall, the 
benefits of solving a given problem outweighs the harmful effect of potential new 
problems. 

This assumption is fairly reasonable as far as the appropriate redesign cases 
are stored and used. This way, the user address all the problems before attempting 
a new analysis. This method not only is much more efficient, but also takes much 
more resemblance to the way human designers redesign, trying one's best to 
address as many problems as possible before reevaluating the proposed redesign. 
REV-ENOE, as a design aid, allows both alternative approaches. 

9. Example: Reticle Assembly 

This section briefly illustrates a redesign process of the reticle assembly (see 
Figure 1) with REV-ENOE. The reticle assembly is represented with 18 parts 
(namely, a housing, a bracket, a carriage, a pin, a coupling, four springs, three 
shafts, four rings, and two screws) and associated features. The user fills in certain 
design attributes (unavailable from standard design documents such as symmetry) 
and a DFA analysis is performed. Table 3 lists some of the major problems that 
were found with the reticle assembly. 

TABLE 3. DFA problems generated for the reticle assembly. 

I Number I Problem Name I Description 

I PROB-DIR-<lEARI-SHAFI'3 Gear needs to be assembled from 

the bottom 
2 PROB-FIX-HOUSINO-CARRIAGE-UAISON A holding device is needed 

for assembling the Caniage 
to the Housing 

3 PROB-MATlNO-HOUSINO-CARRIAGE-L1AISON Expensi.e type of mating 
between Housing and Caniage 

4 PROB-MATlNO-HOUSIN<J.BRACKET-UAISON Expensi>e type of mating 
between Housing and Bracket 

5 PROB-MATlNO-<lEAR-SHAFf-UAISON Expensi.e type of mating 
between Gear and Shaft 

6 PROB-NON-NECESS-PT-RETICLE-BRACKET Bracket may be not be necessary 
7 PROB-NON-NECESS-PT-<lEAR-I Gear may be not be necessary 

The user then inputs few conjectures (in the form of design rationale) about 
the given design, such as, "springs are required for a suspended motion between 
the Housing and Carriage". Next, a default design plan of the reticle assembly 
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is generated, and appropriate problems and design rationale get associated with 
the relevant design actions. Table 4 lists the portion of the design plan on which 
problems in Table 3 are mapped. The problems are to be addressed in the temporal 
order of the design plan. 

TABLE 4. Problematic design actions in a default design plan generated 
by REV-ENGE for the reticle assembly. 

I Order I Design Action I Object I Property I Problems Mapped I 
8 create-form RETICLE-BRACKET 6 
15 create-fonn GEARI 7 

15 create-fonn GEARI I 
28 select-fonn HOUSING-BRACKET-LIAISON mating-type 4 
29 select-form HOUSING-CARRIAGE-LIAISON mating-type 3 
29 select-fonn HOUSING-CARRIAGE-LIAISON mating-type 2 
30 select-form GEAR-SHAFf-LIAISON mating-type 5 

The first problem attacked in the reticle assembly example is PROB-NON
NECESS-PT-RETICLE-BRACKET (No.6). REV-ENGE retrieves a case where 
two neighboring parts are structurally merged using a metal casting technique, 
and helps user to adapt it for the reticle assembly. One of the precondition of the 
"part merging" case is that the parts in question should not require disassembly for 
service. For validating the applicability of the case, REV-ENGE tries to present 
the user with a design rationale (entered by the user during knowledge acquisition 
phase) relevant to the problematic design action, and finds none. The user, at 
this point, must make a conjecture that the precondition is met (or not met) and 
enters a new design rationale, for example, "bracket and housing need not be 
disassembled", for future use. The case is validated and applied, eliminating the 
screws, holes, and DFA problem associated with the removed objects (PROB
MATING-HOUSING-BRACKET-llAISON (No.4», and creating a newly merged 
part. 

The next problem is PROB-NON-NECESS-PT-GEAR-l (No.7) in which REV
ENGE recommends a case which replaces a gear/shaft combination with a single 
cam mechanism. Application of this redesign case invalidates PROB-DIR -GEARl
SHAFT3 (No.1) and PROB-MATING-GEAR-SHAFT-llAISON (No.5) as the 
relevant problematic part is removed from the design. The next problem is the 
problem with the mating between Carriage and Housing where Carriage needs 
to be hold while the springs and shafts are inserted through the hole. A case where 
parts are clipped onto the shaft instead of inserted through holes is retrieved and 
adapted, provided that the malleable material can be used for Carriage. After 
all the problems are addressed, a new design plan is generated and handed to a 
designer for him to realize the new design plan geometrically. Figure 4 shows 
a possible redesign manually created following a new design plan generated by 
REV-ENGE. 
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Figure 4. A possible redesign of the reticle assembly following a new design plan generated by 
REV-ENGE. Note that the geometric details are realized manually by the designer. 

10. Final Remarks 

10.1. LIMITATIONS 

Without a fonnal functional or behavioral model, REV-ENGE has limited cap
ability for redesigns that incur significant functional change. A related problem 
is a lack of methods of design validation. In fact, design validation is not within 
the scope of this work. Instead, the goal is to propose a good candidate redesign 
strategy. Another problem is that the resulting design plan is also not always geo
metrically feasible because the plan is represented at a level higher than geometry. 

10.2. CONTRIBUTIONS 

Even without original design records, intelligent designers can make default as
sumptions about the process of the design, to reason about possible redesign 
alternatives, i.e. by reverse engineering. This paper has presented a model of re
design for DFA based on such an idea. Although not a general redesign model, 
REV-ENGE is useful for types of redesigns that occur frequently in Design-for-X 
(manufacturability, serviceability, inspection). 

REV-ENGE has been implemented in COMMON LISP and consists of ap
proximately 15,000 lines of code. GARNET, an X window toolkit for LISP (Myers, 
Guise, Dannenberg, Zanden, Kosbie, Marchal, Pervin, Micki~h, Landay, Mcdaniel 
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and Hopkins 1992), has been used for developing the user interface. The module 
that infers the design plan has been implemented using a general problem solver, 
called PRODIGY (Minton, Knoblock, Kuokka, Gil, Joseph and Carbonell 1989). 
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Abstract. This paper addresses the problem of representing design history. In particular 
we describe a design information system that captures three different aspects of design 
history: exploration of design alternatives, reasons for design decisions and design 
constraints. These three aspects of design history are basically different and it is 
appropriate to represent them in different ways. An integrated design information system 
(lOIS) which supports the representation of these different aspects of design history is 
presented. One of the components of the system, which uses the issue based 
representation, has been tested using examples from process engineering. These 
examples helped us to identify some of the strengths and weaknesses of that component. 
The evaluation also enabled us to formulate the principle of preserving temporal 
integrity. 

1. Introduction 

The main objective of any designer is to produce a design that meets the 
required specification with the resources available. Potts and Bruns (1988) 
make a distinction between two different types of design information, the 
process of design and the product of design. Designers work from an initial 
design problem to the final design by identifying alternatives, exploring them 
and then selecting one that satisfies or moves towards satisfying the design 
objectives. These designs are in tum refined and possible improvements 
explored until the final design meets all of the requirements. Traditionally 
the issues raised and the final decisions made are recorded (the product of 
design) but all the alternatives that are explored and the reasons for the fmal 
decision (the design process) are poorly recorded, if at all. Conventional 
CAD tools are used in the detailed design stages to store data, produce 
detailed design diagrams, perform repetitive numerical calculations and 
develop the final design documentation. Few CAD tools have been developed 
to aid the initial stages of design. The failure to record all the deliberation 
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and the reasons for the decisions results in the loss of information that can 
provide a deeper understanding of the fmal design. 

In the process industry, the design of a chemical plant is a difficult and 
time consuming task that requires the co-operation of skilled personnel from 
many different disciplines. Team members propose solutions and possible 
designs and argue for or against the alternatives, eventually accepting the best 
one. During the design process these teams make decisions concerning many 
different aspects of the plant including the chemical route, design of specific 
plant items, layout of the plant items and the management and operating 
procedures of the plant. Therefore, it is very important that relevant 
information is captured during the design stage so that engineers who come 
to work on the design later may be able to get answers to questions like "Why 
certain decisions were made?", "What alternatives have been explored?" and 
"Will this change violate any design constraints?" 

In this paper we describe an integrated design information system (lOIS), 
that provides an integrated framework for representing the kinds of design 
information considered. In the following section the process of design is 
described and the dangers involved in making modifications to process plants 
and the importance of recording design history are discussed. Section 3 
expands the notion of a network representation of design history and 
introduces the Issue Based Information System (IBIS) representation. An 
overview of the system is presented in section 4. An evaluation of the issue 
base component is discussed with the aid of an example in section 5 and 
extensions to the IBIS representation are presented. The concept of temporal 
integrity is also introduced. The final section discusses related work and 
highlights some of the advantages and limitations of our system. 

2. Design Process, Modifications and History 

Designs are seldom done in a strictly linear fashion. Exploration begins with 
an initial concept, which has proposed solutions and ideas which are then 
tried out, and then one or more suitable alternatives are further improved or 
refined to arrive at a solution (Smithers et al, 1991a) The design process can 
be thought of as consisting of the following four activities: 

1. Exploration - which generates several alternatives of the design 
2. Decomposition - which breaks down a design into sub-parts 
3. Refinement - which modifies and improves the design 
4. Integration - which merges the decomposed designs. 

The design process can be represented as the exploration of nodes in a 
network structure. The design history is a successive description of the 
artefact being designed, which is a by product of the design process and is a 
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chronological record of the design process. It represents what parts of the 
design space were explored. This information is relevant if the design is 
reviewed and re-used. 

Design modifications are necessary in industry to benefit from the 
advances made in technology and to meet the changing demands of the 
market. However, modifications of chemical plants have sometimes led to 
undesirable consequences which have caused injuries, loss of lives, time and 
money. Often in industry, a modification may be considered too minor to be 
worthy of proper documentation, so that only the person who performed this 
modification may be aware of it. Furthermore, the consequences of 
modifications may not have been thoroughly considered. In the area of loss 
prevention in the process industries, Lees (1980) emphasises that there is "the 
need to ensure that at the design stage there is an adequate system of 
identifying and keeping track of any modifications made." (Lees, 1980) 

Kletz (1976) describes a review of a plant which was carried out a year 
after start up. Twelve instances were found where minor changes made to it 
during the intervening period have violated the original assumptions. These 
changes could have led to undesirable incidents. An example of such a 
change is shown in figure 1. A relief valve was fitted to a closed vessel, and 
the size of the relief valve was based on several assumptions, one of which is 
that the vessel would have one inport only. However, subsequently an 
additional inport was added to the vessel, thus allowing greater and faster 
build up of pressure, without increasing the aperture of the relief valve. 
Another example is shown in figure 2. A single relief valve was designed to 
protect two vessels which were connected together by a line without any valve 
or other restriction between them. Later an extra isolation valve was fitted 
between the two vessels, thus making it possible to isolate the first vessel from 
its relief valve. 

Existing designs are regularly reused and redesigned. A deeper 
understanding of the original design will reduce the chances of dangerous 
modifications made to it when it is redesigned. This is especially important 
when plant items have secondary functions. An example of this is a plant 
where a large heat exchanger has the secondary function of supporting a 
pipe. The plant may be modified with the original heat exchanger being 
replaced with a smaller one, thus removing the supporting function and 
causing the pipe to sag and eventually break. 

One way to avoid serious incidents caused by modifications to chemical 
plants is to explicitly record the original design assumptions, constraints and 
the reasons behind any of the decisions made. So, when a modification is 
proposed, it would be easier to check all the relevant factors and assess the 
impact of the change. 
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Before 

Before 

After 

After 

Figure 1. Modification invalidating relief 
arrangement - 1 

Figure 2. Modification invalidating relief 
arrangement - 2 

3. Representing Design History 

3.1. ALTERNATIVES AND REFINEMENTS 

As pointed out earlier it is more realistic to view design as a network like 
structure. Exploration begins with an initial concept, which has proposed 
solutions and ideas which are then tried out, and then one or more suitable 
alternatives are further improved or refined to arrive at a solution (Smithers et 
al, 1990; 1991a). 

Prototype knowledge-based systems based on this model have been 
developed to support the exploration of design in the domain of mechanical 
engineering (Logan et aI, 1992) and chemical engineering (Banares
Alcantara, 1991; Ramirez-Dominguez and Banares-Alcantara 1993). 
Although these systems were not set out to provide an information system for 
design, they do point to the appropriateness of organising design 
information using a network structure rather than using a linear versioning 
system. This is because a design information system should organise 
information in a way that supports the design process in a natural manner. As 
Bamares-Alcantara (1991) points out 

"The supporting of this process implies that the system 
* provides accessible information on the state of the design 
* allows easy movement between activities 
* avoids imposing restrictions on when and how an activity can be engaged" 
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3.2. ISSUES 

Designing a process plant involves many people discussing how things 
should be done at each point where the alternatives are explored. This 
process can be referred to as argumentation (Stone and Tweed, 1991). As 
mentioned earlier, the argumentation that takes place when possible solutions 
for design problems are identified and evaluated is rarely recorded. 
Recording these possible solutions and the argumentation gives us access to 
the alternatives that were identified and the reasons for selecting or rejecting 
them. By making this information explicit other designers can avoid 
considering the same unfruitful areas in the future. This information can also 
be used to check the design. If we don't know why something was done it is 
difficult to know whether it is correct or not. 

Techniques have been proposed to structure arguments. Rhetorical 
Structure Theory (Mann and Thompson, 1987) and Toulmin Form 
(Toulmin, 1958) provide ways of analysing text and structuring parts of the 
text to make the arguments explicit. However, these techniques are used to 
retrieve the structure of an argument from a piece of text. Neither of them 
can be used to record and represent the argumentation as it is developing. 

Unlike the above two techniques, the IBIS representation was developed to 
support the process of discussion and record the content of the discussion 
(Kunz and Rittle, 1970). It was first used in the domain of government 
administration and planning. Since it was proposed it has been used in many 
different areas to support argumentation (software design (Lubers, 1991), 
chemical plant design (Goodwin and Chung, 1994a; 1994b), policy 
discussion (Conklin and Begeman, 1988), discussing and accessing building 
standard regulations (Casson and Stone, 1992». The IBIS representation is 
basically a node and link type representation. An issue can be any point 
where a decision is required, a problem arises or a question is raised. In the 
design of a chemical plant these may include: 

* environmental factors effecting the plant location 
* the availability of the plant (plant reliability) 
* operating conditions of certain key components (e.g. max. operating 

pressure of a pressurised vessel) 
* identifying the risk of fire and type of fire precautions to take for plant 

items. 

An issue is represented as a node in a network and a network (or issue 
base) is always started by posting an issue. Once this issue is posted positions 
are added that propose possible solutions. Arguments that either support or 
attack the positions can also be added (figure 3). These nodes can be linked 
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to fonn a network structure that represents all the discussion that takes place 
during the resolution of an issue. 

Thus you can have an argument node linked to a position with a supports 
link or against link, a position can be linked to an issue with a response To 
link, etc. The semantic links are very important because it is these that record 
the structure of the argumentation not the content of the nodes. 

Each issue base however captures only one snapshot of time in the whole 
design history. To record the whole design history these issue bases must be 
grouped together (see section 4). 

Figure 3. An issue base structure. 

3.3. CONSTRAINTS 

During design an engineer may like to note that certain design constraints 
must not be violated when subsequent modifications are made to the design. 
If any of the constraints are violated then the consequences of the proposed 
changes have to be fully evaluated. For process plant design, the constraints 
can be divided into the following groups: 

* constraints which involve comparing values of different attributes of a 
single component, e.g. the operating pressure of a component must be 
less than its maximum designed pressure; 

* constraints which involve considering the connectivity of components, 
e.g. a vessel or container should have a drain valve attached to it; 

* constraints which involve comparing values of attributes from different 
components, e.g. the maximum designed pressure of a vessel must be 
greater than the set point of the relief mechanism attached to it; 
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* constraints which involve considering the history of changes made to a 
plant, e.g. if the size of a pipe feeding a closed vessel is increased then 
the size of the relief mechanism must be checked. 

A design information system should provide a convenient way for 
designers to write down design constraints as decisions are made. 
Furthermore, when changes are made to the design the system should assist 
the designers in checking constraint violations. We have studied representing 
constraints using active values (as provided in advanced knowledge based 
system development tools such as ART and Knowledge Craft) and rules 
(Waters et al, 1989; Chung et aI, 1993). Because the design constraints are to 
be defined by design engineers and not programmers, it is more natural to 
use the conditional rule representation. MacKellar and Ozel (1991) also finds 
it appropriate to represent design constraints as rules. 

4. System Overview 

In this section we give an overview of IDIS. The three basic components 
which capture the different aspects of design history discussed in the previous 
section are viewpoint, issue base and rule base. How these components are 
integrated is shown in figure 4. The system is implemented in Prolog and 
runs on a SP ARC station ELC. A frame-based approach is used to represent 
the design structure and the design objects. The frame system is implemented 
as part of the project. The following sub-sections describe each component in 
more detail. 

4.1. VIEWPOINT MECHANISM 

A viewpoint mechanism is used to represent the design hierarchy, which 
provides structure and organisation to the design process, and helps the 
designer to focus upon a particular design alternative at anyone time. The 
viewpoint mechanism can be seen as a hierarchical versioning system and a 
viewpoint represents a single point in the design space. This facility is 
important because it links all of these points as well as the detailed record of 
the design deliberation (issue base) in a chronological order which is 
necessary if one wishes to capture the design history. 

The changes made to a design at any viewpoint by a designer are 
automatically stored in a list specific to that viewpoint. A new viewpoint is 
created by means of the Prolog predicate new _viewpoint. Movement through 
the different viewpoints is achieved by the predicate change_viewpoint. This 
predicate makes the target viewpoint the current viewpoint. 
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Figure 4. System overview. 
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Logan et al. (1991) suggests the use of an Assumption-based Truth 
Maintenance System (De Kleer, 1986) for the economic storage of the design 
alternatives. While the viewpoint mechanism is not a complete ATMS, as it 
does not perform any resolution of conflicts, it does have some of the 
features of an A TMS such as the incremental updating when the designer 
makes a change, creating viewpoints and storing alternatives. A viewpoint also 
inherits all the properties from its parents viewpoints. 

4.2. ISSUE BASE 

As discussed earlier, the issue base component records all the argumentation 
during the design process. The basic implementation involves representing 
nodes and semantic links between these nodes. Each node is stored as an 
object with the appropriate slots. For example, the generic class node and 
issue node which is a sub-class are defmed as: 
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frame(node, 
[summary is "a summary description of the node", 
viewpoint is "name of viewpoint the node belongs to", 
name is "name of the person who created the node", 
content is "file containing the content of the node", 

·· .. D· 
frame(issue isa node, 

[links are [replaced, relatedTo, followUp], 
reverseLinks are [reponseBy, decideBy, commentBy, ... ] 
reponseBy is [positionN], 

·.·.D· 

743 

An issue base is created when an issue node is posted by a design team 
member. When a node is created a file with the name as the node is generated 
automatically and the user enters the details of the issue. Every team member 
can read the nodes in the issue base and if he or she wishes to comment on 
the node, add a position, make a decision, add a fact, etc. that person can 
create a new node and link it to the appropriate node with the appropriate 
link. Thus the discussion of the issue takes place through the system. This 
system allows the designers to consider different aspects related to the issue 
collaboratively without actually having group meetings, which can be time 
consuming and difficult to organise. The tool could be used to discuss issues 
before group meetings are held to make a final decision and hence can 
reduce the length of the meetings. The current implementation allows single 
user access at anyone time. However it is envisaged that concurrent mUltiple 
user access to the issue base will be implemented. 

A prototype was tested during the development and it was found that the 
original nodes and links were not flexible enough to support the design 
discussion that takes place during the design of a process plant. As a result we 
added new nodes and links to the representation. 

The basic IBIS representation consists of three node types issues, positions 
and arguments. Other types of nodes have been added to the representation 
by researchers in different application areas. We have included nodes such as 
fact, comment and decision. Apart from these nodes we have also added new 
links. The most important ones being copyOf,JollowUp, combinedWith and 
replaced. The copyOf link is used to show two nodes are identical. A 
followUp link is used when an issue base is reopened to discuss new positions. 
The combinedWith link allows several positions to be combined to provide a 
joint solution for an issue. A replaced link is used to indicate that one issue 
has been replaced be several others or several issues are replaced by a single 
issue. Section 5 describes why these links are necessary. 
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4.3. RULE BASE 

A rule based system was developed to represent the design constraints. The 
rules were aimed at warning a designer when a design constraint is violated. 
The rules are of two types: system-defined rules and user-defined rules. The 
former type of rules are predefined in the system. They are general and 
applicable to a class of objects. The latter type are rules created by designers 
during the design process. 

The system-defined rules form part of the domain knowledge that is 
contained in the system, an example of which is "a closed vessel should be 
provided with a pressure relief mechanism. II This rule is represented in the 
system as follows: 

ifisa_instance(V, closed_vessel) and 
linked(V ,ListOfComponents) and 
not check_isa_instance(ListOfComponents, relief) 

then write("The closed vessel ", V, II should be protected by a relief mechanism. "). 

The system-defined rules are stored in the root node of the design 
structure. These rules are inherited by the nodes further down the structure. 
The designers can delete, or add, rules to any node. When a specific rule is 
created, the designer is asked questions about information in the rule, and the 
rule is generated as a set of Prolog clauses which are then asserted into the 
database. Rules added by the user to a viewpoint are also inherited by 
children viewpoints. 

Rules are not fired automatically. The designer needs to issue a command 
to check the design explicitly. This avoids the problem of the system 
reporting on temporary inconsistency in a particular viewpoint as the 
designer is working on the design. When the rule firing mechanism is 
activated, it fires all the rules that are inherited by the current viewpoint as 
well as the specific rules that are created by the designer for that viewpoint. 
When the rules are fired, the design in the current viewpoint is checked for 
any constraint violations and warning messages are issued as necessary. 

5. Evaluation 

5.1. ISSUE BASE EXAMPLE 

The issue base component of the system was used to explore and record the 
alternatives of a design issue which arose during the modification of a 
process pant. This example was developed with the aid of a chemical 
engineer who reconstructed the positions and arguments related to the issue. 
This example highlighted some of the limitations of the representation and in 
this section the limitations are discussed and possible improvements are 
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presented. The modifications consist of new links which are necessary for 
representing real engineering problems. We also emphasis that changes to an 
issue base have to be carried out in a disciplined way. The Issue: 

A chemical company wants to build a new plant in the USA. There is a 
an existing plant for the same tonnage and product in the UK which 
uses both recycled cooling water (RCW) at 210 C and chilled water at 
50 C. There are heavy demands on the cooling. The atmospheric 
ambient and wet bulb temperatures are higher at the proposed USA site 
by 50 C and 80 C respectively on average. Are any modifications needed 
to the plant items and/or cooling supply systems? 

5.2. THE INITIAL ISSUE BASE 

Five possible solutions were initially identified for this issue and these 
solutions were added to the issue base as position nodes. Arguments for and 
against these positions were also added and linked to the positions with the 
appropriate links to create the issue base displayed in figure 5. As we are not 
concerned with the chemical engineering content of these arguments in this 
paper, we will concentrate on the structure of the issue base. 

POSl 1:3 , \ \ , \ \ , \ \ , \ \ 

, \ ' ,\ \ ,\ \ 

114 1 1 \~51 A6 1 ~\7 1 

Figure 5. The initial issue base 

POSS 

, , , \ , \ , \ , '. , \ , \ , \ 

r:fu 1 ~\101 

After further investigation of position 3 (redesign the cooling tower to obtain 
a lower RCW) it was noted that this position in itself would not be sufficient to 
overcome the cooling problem. Even a resized cooling tower could not 
produce RCW with a low enough temperature because the atmospheric 
temperature is too high. However it was realised that this would be a 
beneficial change to make as it should reduce the number of other changes 
that will need to be made to the plant and some plant process may not need 
to be changed at all. The representation as it stood could not support a partial 
solution so a new link was created, the combinedWith link. This link allows 
the user to combine several solutions to produce a single position for the 
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issue. The response link: from position 3 to issue 1 was removed and a 
combinedWith link added to link: positions 2 and 3 (figure 6). 

I \ 
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I \ 
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I \ 
I .. 

~ [IT! 
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\ , 

\ 
\ 
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\ 
\ 
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Figure 6. The addition of the combinedWith link 

Key to the links 

- Response Unk 

• • •• ComblneclWlth Uak 

- Supporting Uak 

- - - - Against link 

POS It Position 

Alt Argument 

Summary of the major nodes 

ISSUE 1 - Is the cooling adequate? 

POS 1 - Replace some RCW duties by chilled water 
POS 1 - Redesign plant items where practicable 

POS 3 - Redesign the cooling tower to obtain a lower RCW temp 
POS 4 - Redesign the cooling supply system and add parallel plant items 

POS S - Reschedule the plant operations 

5.3. THE UPDATED ISSUE BASE 

This issue base was further expanded with two more positions (positions 6 
and 7) and their corresponding arguments being added. Position 3 had also 
been combined with position 1. It was noted at this point that position 3 
could also be combined with every other position. As it could be combined 
with all the other positions and would be a beneficial change to make no 
matter what other changes were made, it was decided that it should be 
adopted as part of the solution. Another issue was created (issue 2) that stated 
the same problem as issue 1 but also added the cooling tower will be resized 
to reduce the RCW as much as possible. This new issue replaced the original 
issue so it was linked to it via a replaced link:. To show that all the positions 
still related to the new issue all the positions except position 2 were linked to 
issue 2. Position 2 was not linked to the new issue because it was decided it 
may not be a possible solution on its own. This resulted in the issue base 
represented in figure 7. 
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Figure 7. The addition of issue 2. 

Figure 8. The removal of the combinedWith links. 

Key to the Unks Summary of the major nodes 

Response Link ISSUE t Is the cooling adequate? 

ComblnedWltb link ISSUE 1 What other cooling changes need to be made? 
Supporting link POSt Replace some RCW duties by chilled water 
Against link POSl Redesign plant items where practicable 
Comment link POS3 Redesign the cooling tower to obtain a lower RCW temp 

••• Replaced Unk POS4 Redesign the cooling supply system and add parallel plant items 

POSII Position POSS Reschedule the plant operations 

All Argument POS6 Mix RCW with chilled water to produce RCW at 21°C 

CII Comment 
POS7 Chill all the RCW from 29°C to 21°C 
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5.4. THE FINAL ISSUE BASE 

There is however a problem with this issue base. It occurs because position 3 
is combinedWith position I and position I is linked to issue 2. This is 
incorrect because position 3 has already been included in issue 2 as a partial 
solution. A change to an issue base should never violate its integrity. One 
solution may be to remove the combinedWith link from position 3 to position 
I (figure 8). However the information that it had been combined with 
position I for issue I would have been lost. It is important that we must not 
lose the information relating to the initial issue. When a change to an issue 
base causes a loss of integrity or the structure of the issue base becomes 
incorrect, we call this a violation of temporal integrity of the issue base. The 
corollary is that by conserving the temporal integrity of an issue base it is 
possible to examine the issue base structure to see how it had evolved. 

A solution would have been to duplicate positions I and 2, give them new 
names and then link them to the new issue in the correct way. Positions 4 to 7 
had not changed so could be linked directly to both issues Although this is a 
possible solution it is not satisfactory because the content of the new positions 
is identical to the original positions I and 2 and this information should be 
made explicit. We solved this problem by creating a new type of link, a 
copyOj link .. Copies of positions I and 2 were made and renamed 
(positionia and position2a). These new nodes were connected to issue 2 and 
were connected to position I and 2 with a copyOj link to represent that they 
were a copy of these nodes. A combinedWith link was added between 
position2a and positionia as it had been decided that position2a was not a 
valid position for issue 2. This solution preserves the information and 
temporal integrity and represents the situation correctly for both issues 
(figure 9). 

5.5. OTHER EXlENSIONS TO THE REPRESENTATION 

The temporal integrity will also be violated in an issue base if additional 
information is added after the issue has been resolved and a decision has 
been made. Designers often want to re-examine an issue when possible solu
tions that were not explored become apparent. If a new position was added 
directly to the closed issue base it would violate the temporal integrity (i.e. it 
is not clear that this new position had not been considered when the original 
decision was made). To allow the designers to re-examine an issue base and 
add new nodes once they have made a decision we have created a new link, 
the joliowUp link. When an issue base is reopened the user adds more 
information by creating an issue node and stating the problem (e.g. Not all 
the possible solutions were considered when the original issue was resolved. Is 
there possibly a better solution). This issue is then linked to the original issue 
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via afoliowUp link and is then explored the same as any other issue. This 
solution preserves the temporal integrity of the original issue base, captures 
the new information and makes it explicit that it was added at a later date. 

Figure 9. The final issue base. 

Key to the link. SUDUII8ry of the major node. 

- Response Link 
ISSUEl - Is the cooling adequa"'? 

• • •• ComblnedWith link 
ISSUE 1 - What other cooling changes need to be made? - Supporting link 

---- Against link ... CommemUnk 
1'08111. - Replace some RCW duties by chilled water 
1'08 lila - Redesign plant items where practicable 

••• Replaced link 
1'083 - Redesign the cooling tower to obtain a lower RCW temp ...... CopyOfUnk 
1'084 Redesign the cooling supply sy"",m and add psrallcl plant items -

POSIf Position 1'085 - Reschedule the plant operatioos 

Aif Argument 1'086 - Mix RCW with chilled water to produce RCW at 21°C 

Cif Comment 1'087 - Chill all the RCW from 29° C to 21 ° C 

As well as new links that preserve the temporal integrity we have added 
another link to support the way designers work. Designers often decompose a 
design problem into smaller problems, solve these independently and then 
integrate the solutions. We support this by providing a new replaced link. If 
the designers think that one issue is in fact two or more issues they can create 
two or more new issue nodes and link them to the original node with a 
replaced link. These new issues can then be tackled independently and the 
solutions combined at a later date. 
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Issue bases cannot be changed in any arbitrary way. The links between the 
nodes are semantic links and represent the structure of the argumentation so 
it is important that the correct links are made between the correct nodes. The 
mIS component is intended to support and capture the design argumentation 
so the user should not be allowed to corrupt or lose information by adding 
(or deleting) nodes and links to the issue base in an undisciplined manner. 
IDIS checks the designers actions and does not allow the creation of illegal 
nodes or links. 

The engineer found this tool useful. By using the semi-formal 
representation it helped him to identify some positions that he otherwise may 
not have considered. The mIS representation also helped to make the 
structure of the argumentation clearer. He commented that he found it useful 
to have this information recorded 

6. Related Work and Conclusions 

Our current work has been influenced by the work of Smithers et al. (1991b) 
and Banares-Alcantara (1991) and their colleagues at Edinburgh. Much work 
has been done by Smithers et al. (1990) in the study of design as intelligent 
behaviour. Their work involved the creation of the Edinburgh Designer 
System which was applied in the domain of mechanical engineering. The 
exploratory model of design was adopted by Banares-Alcantara (1991) in the 
domain of chemical plant design. His system provided the designer with an 
exploratory tool which recorded the design history and had a facility to store 
the design alternatives. This system also checks that the designer does not 
violate the functional consistency of the design during the exploration of 
design alternatives. Waters et al. (1989) developed a system that represented 
safety constraints in chemical plant designs. where they used partial 
simulation rules to help check the design. Simulation rules are fired whenever 
the value of a process-variable changes. 

This paper outlines a system that uses an integrated and coherent 
framework for capturing various aspects of design history. the design 
argumentation. viewpoints and design constraints. A rule base is also 
incorporated that can be invoked to check for the violation of the design 
constraints recorded. We also provide an evaluation of the IBIS 
representation as a method for capturing design argumentation. The 
limitations with this representation were identified and possible solutions 
presented. The concept of temporal integrity was formulated and the 
representation extended to deal with the problems related to maintaining the 
temporal integrity of an issue base. The engineer who used the system found 
that it gave him a better understanding of what areas of the design had been 
explored and what the advantages and disadvantages of the possible solutions 
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were. Although the example presented was developed by a single user we 
recognise that design is a collaborative task. We have not evaluated this aspect 
of our system but plan to carry out such a study in the future. 

To make the system easy to use by engineers we are implementing a 
graphical front end. IDIS has also been linked to AutoCAD, a CAD package 
that is already used by engineers. Making the system an extension of an 
existing package makes it more acceptable to engineers than a new stand 
alone system. The system records all the changes made to the design 
automatically when the designer changes the AutoCAD drawing thus 
reducing the number of tasks the engineer is required to perform. 

Another aspect of design history is design intent. This has been addressed 
by Ramirez-Dominguez and Banares-Alcantrara (1993). Their system 
records the designers objectives explicitly by recording the functional 
equivalence of changes made to the various design alternatives. This 
component of the system was based on similar work by Ganeshan et. al. 
(1991). Although IDIS does not capture this aspect of design history we do 
recognise the importance of representing design intent and see it as an 
important extension to our system in the future if it is to provide a more 
complete picture. 
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Abstract. This paper describes some approaches for bridging the existing gap between the 
requirements for adequate design support and the methods AI technology can offer today. 
We draw some analogies between the domain of designing complex software systems and 
the domain of designing mechanical constructions for buildings which are both innovative 
and cooperative design domains. For these two domains and other domains of the same 
complexity we give and explain essential requirements and priorities for the construction 
of software support systems. Our examples are drawn from the application domain of the 
project FABEL which deals with architectural building design. 

1. Introduction 

AI technology has proven to be applicable for a variety of domains which can be 
characterized as sufficiently representable under a closed world assumption. As a 
consequence of this complexity reducing restriction, many AI applications focus 
on solving mainly one aspect of a problem through a so called strong AI method. 
This kind of AI technology has helped solving rather complex diagnosis problems, 
configuration problems for artefacts composed of parts with well known varieties 
and for well defined planning problems which are not too big or which can be 
decomposed into and recomposed from handy parts. 

The design domain however confronts today's AI methods with a real chal
lenge: even in a reduced context not very many of the preconditions hold which 
are usually necessary for the proper application of AI methods. As stated in Pu 
(1993), design is an open world problem. Design belongs to the class of so called 
ill-defined problems because of its lack of proven constructive methods for com
ing from a set of requirements to a solution which fulfills all these requirements. 
Moreover, in design an extensive variety of experience which cannot be represen-
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ted only in rules and different sorts of background knowledge playa prominent 
role. But it is neither affordable nor feasible to incorporate this whole amount of 
knowledge completely into one system which can be maintained and used from 
many sides. 

Design is often carried out as a group activity. This brings in additional views 
and controversial solutions due to different priorities of different users. 

It is to question why do we try to apply AI methods at all? The answer is 
that they can help to deal with the complexity of the design domain if they are 
properly chosen and combined with other methods and approaches coming from 
other fields like software engineering, user interface design, computer-supported 
cooperative work etc. 

Therefore this paper describes our approach to the development of a building 
design support system in the context of the project FABEL (1992). One main 
characteristic of this approach is to build a junction where methods developed in 
the AI context are combined with appropriate techniques stemming from other 
fields of computer science and engineering. As a benefit of this integration we 
are able to deal with a greater variety of problems than it is possible for classical 
AI methods and we are able to do it in a more knowledge-supported way than 
classical engineering would have allowed to do. 

2. Design Requirements 

In order to get more familiar with building design as a rather complex domain for 
applying AI technology, we first try to draw an analogy between the design of large 
software systems and the design of industrial buildings with complicated technical 
constructions. Both software and building design are comparably complex tasks 
with the following main characteristics: 

- They aim at constructing one-of-a-kind artefacts. 
- There are lots of different requirements which may be at least partially 

incomplete or even contradictory. 
- There is usually more than one solution which meets the requirements at 

least to a certain extent and the requirements may also cause unsolvable 
subproblems which lead to changes in the initial requirements. 

- The solution( s) cannot be derived from the requirements by a fully automated 
process. 

This list of very essential common features indicates that lessons learnt in the 
software domain are candidates for a careful examination of their transferability 
to building design. In fact, as we got more and more involved into the application 
domain of our project FABEL (1992), we found striking similarities to former 
experiences with software systems design. 

The FABEL project deals from a methodological point of view with the 
integration of different problem solving methods like e.g. case-based and model-
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based reasoning. Our application domain is building design and our primary focus 
is set on the support of mechanical constructions, e.g. air conditioning, heating 
etc. 

In the following we discuss some major requirements which have to be taken 
into account for the development of a support system for complex design tasks 
like software or building design. 

2.1. DESIGN IS KNOWLEDGE IN1ENSIVE 

How are design ideas obtained and developed further? Which kinds of knowledge 
are needed to combine and to evaluate them? A study of obtaining and evaluating 
design ideas in the context of designing software (Rosson et al., 1988) shows that 
designers spend almost 53% of their time with gathering information, 16% of 
the time is consumed by creative thinking and 13% of the idea formation phase 
deals with group discussions. The high percentage of time spent with information 
gathering and group discussions is a corollary of the fact that a huge amount 
of knowledge of different kinds from different sources has to be integrated in 
a unified view. This situation is very similar with regard to designing buildings 
because of the following common features: 

- Both tasks require a lot of different background knowledge about the domain 
and the design process as well. 

- For both domains, there is no comprehensive and widely accepted meth
odology but there are a certain amount of standards, guidelines, rules and 
practical experience. 

The building design process is strongly affected by different types of know
ledge, e.g. functional knowledge, topological knowledge and geometrical know
ledge. In order to support mechanical constructions in building design appropri
ately we also take into account in our project a method called ARMILLA (Haller, 
1992). ARMILLA includes design guidelines as well as template models for 
designing mechanical subsystems. 

2.2. DESIGN IS A PROCESS OF NEGOTIATION AND COLLABORATION 

In building design the problem of gathering information from different kinds of 
sources and integrating them into a unified view is due to the fact that building 
design is a multifacet issue. There are several disciplines involved in the process of 
creating a new building, e.g. architecture as well as civil engineering and aspects 
of economy and culture as well. Our focus is set on requirements incorporated 
in architectural as well as mechanical and technical aspects. Therefore building 
design has to be seen as a process of integrating different aspects into a collaborat
ive framework using a vast amount of different kinds of knowledge from different 
disciplines. 
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There is a general acceptance that the design of complex software can be 
characterized as a process of negotiation and all design activities have to be 
performed in a collaborative framework (Curtis et al., 1988). Building design is 
also a comparably complex issue where concurrent. activities are to be carried 
out in collaboration because of the existing complexity and the time constraints 
given. Investigations in the discourse of computer supported cooperative work 
(CSCW) for design applications emphasize the importance of modelling design 
in a collaborative framework (Branki and Bridges, 1993). 

In a collaborative building design process, the participants have one common 
immediate goal, the design of a new building. But their ultimate goals are mostly 
independent and can even be in conflict with each other. On the other side, the 
contributions of each participant are supposed to be dovetailed and all participants 
should be highly inclined to negotiate in order to obtain one coherent, adequate 
and novel solution. Our experience with building designers attest that the design 
process cannot be described in terms of a given rigid flow of work. Having a hardly 
decomposable problem at hand, such as building design, the hard part seems to 
be the problem of negotiation in order to fit subsolutions in such a way that the 
whole solution works, because the components of hardly decomposable problems 
interact with each other very strongly. 

The problem of tuning sub solutions with regard to the workability of the 
whole solution is one of the important aspects in modelling the building design 
process. One important aspect of an appropriate recomposition (tuning) of insular 
designs aimed at obtaining one final solution deals with managing conflicts in 
order to ensure the workability of the final solution. The more innovative ideas 
are incorporated in an aspect specific subsolution the higher is the risk that hard 
conflicts arise during the recomposition of all subsolutions into one coherent final 
solution. 

2.3. ROUTINE, INNOVATIVE AND CREATIVE DESIGN 

In Scandinavia and in the German speaking countries, there is a scientific tradition 
to analyze and to characterize the complexity and the entirety of working tasks 
mainly with respect to the degrees of freedom and the amount of decisions that 
remain to be done by the people carrying out the working tasks (Hacker et al., 
1989; Volpert, 1992; Ulich, 1992). For example, a specific work analysis method 
which is applicable to computer supported work, VERNB (Roediger, 1988), uses 
a widely accepted scale with 5 degrees of freedom for the classification of working 
tasks. The degrees range from degree I up to degree 5 and can be assigned as 
follows: 

- Degree 1 for highly repetitive routine tasks with a very limited amount of 
information sources and without any design activities. 
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- Degree 2 for tasks which have to and can be proceeded step by step from the 
beginning to the end. 

- Degree 3 for tasks which cannot be designed from the beginning to the end 
and where only subtasks leading to a next subgoal or a next decision point 
can be explored step by step. 

- Degree 4 for tasks which require the coordination of several work processes 
which depend on and may influence each other. 

- Degree 5 for tasks which are so new that it is impossible to rely on existing 
experiences or similar examples. 

If we compare this classification scheme to the usual classification scheme for 
design tasks, as proposed in Brown and Chandrasekaran (1989), then it is clear 
that routine design corresponds to degree 2, innovative design carried out by a 
single designer corresponds to degree 3, innovative design carried out in a team 
corresponds to degree 4 and creative design and free artistic work corresponds to 
degree 5. 

From the application of the work analysis scale we can learn that the team 
aspects bring in additional degrees of freedom and decision points accompanied 
by additional requirements for the management of such design processes and for 
adequate computer support. The distribution of existing working tasks shows that 
most of today's working tasks are routine, some are innovative and almost none 
are really creative. 

In contrast to this classification, Rosenman and Gero (1993) propose that 
creative design can be achieved by applying one of the following methods: com
bination of existing designs to a new one, mutation of an existing design, drawing 
an analogy and designing from first principles using building blocks. 

One aspect of designing new buildings deals with the extension of the range of 
alternative routine design with respect to given standards and accepted constraints. 
Because of its wide range of possibilities, the aspect of alternatives or version 
management is taken as highly important. In almost each design of a new building 
there are some innovative ideas and the part of creative ideas is marginal. One 
reason for this can be the feasibility of the assessment of the quality of creative 
solutions. Going beyond novel solutions means to step into an unknown context 
and the assessment of quality in terms of e.g. maintainability and efficiency may 
get significantly reduced. 

2.4. DESIGN AS ASSESSMENT AND IMPROVEMENT OF QUALITY 

The goal of the collaborative activities aimed at creating a new design is to obtain 
a qualitatively appropriate solution. There are many different viewpoints for the 
assessment of the quality of proposed solutions and according to the viewpoint, the 
assessment results may vary. As pointed out in the above section, in the building 
design domain there is no fixed set of criteria which constitutes the quality of 
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design fragments once and forever. On the contrary, the assessment of the quality 
of an incomplete design fragment may depend on the degree of completeness of 
the fragment itself and on the completeness of the surrounding context. It is further 
dependent on what are the primary and secondary goals in the given situation and 
even these may change with each step forward or backward in the design process. 

Much of the quality assessment in the building design domain is made by a 
visual inspection of the design fragments. Therefore adequate computer support 
has to offer tools for representing the design either in two or three dimensions, as 
a skeleton or as a photorealistic image and in the future probably as an artefact 
which can be inspected by means of virtual reality user interface devices. 

Another important aspect is the support for the assessment and improvement 
of the common artefact in groups. Therefore it is necessary to support annotations 
and to be able to compare alternatives before any final decisions have to be made. 

If the design team is located at different sites, then some sort of computer 
conferencing support may tum out to be reasonable and especially all changes of 
the common artefact have to be synchronized under system control in order to 
avoid situations which may in the worst case lead to the loss of subsolutions. 

3. Contributions for Modelling Design Applications 

In order to support a broad spectrum of the design requirements mentioned above, 
we need some tools to assist designers to specify their functional, operational 
and interface requirements and in particular to get the information needed at each 
stage of design exploration. In this section we will try to establish some links 
between the state of the art in AI technology and some of the design requirements 
mentioned in the previous section and further specify a collaborative working 
situation in which all these tools are integrated. 

The key to the necessary integration lies in a fine grained common knowledge 
and problem solver modelling approach. Such an approach is best carried out in 
an object oriented way and allows to combine parts of different problem solvers 
e.g. for case-based retrieval of old solutions and assessment modules to evaluate 
the adaptation needs and costs for the old solutions found. The different problem 
solvers may use different sorts of background knowledge like a structure oriented 
similarity measure (Voss et al., 1994) and adaptation rules combined with a cost 
estimation function. 

Above such an integration base, the different tools can be used in a mutually 
interdependent way instead of being activated in linked sequential order. There 
are certainly tools which are more predominant than others. In order to identify 
the predominant ones, we look again at a study carried out in the software design 
domain. 

As we outlined in the previous sections, one of the key problems of success
ful group design processes is the collaboration problem in concurrent activities. 
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Kedzierski (1988) shows in a study of collaborative software design activities 
- see figure 1 - that most of the time is consumed by gathering all necessary 
information and that a remarkable part of the time has to be spent for problems 
that arise from unsatisfactory information and communication. 

The results of this study indicate that our focus should primary be set on the 
knowledge representation and knowledge access tools followed by tools which 
enable users to get information about changes, followed by the development of 
tools which enable the designers to check the achieved qualityl. 

Time spent 

30% -
c---

25% - r----

20% - -
15% -

r- r---

10% -
Activity 

Questions to Information Comptaining Planning Testing 
other designers about changes work commands, functions 

Figure 1. Time spent for different activities during the development of complex software. 

In order to ensure the acceptance by the human designers, design support 
systems should play the role of a competent and cooperative design assistant. The 
usage of the system should be as easy and as natural as technically possible and 
should follow accepted conversation and cooperation principles2• 

The design support system has to meet the designers' requirements at each 
stage of the design process by providing at least the following functionalities: 

Support the users with relevant information that is needed, neither more nor 
less than it is required. 
Assist negotiations through the ability of conflict and version management. 
Assess the quality of each insular design and the workability of their com
bination if possible, intrude if required. 
Relieve the designers widely from routine issues and assist them to deal with 
innovation. 

tComplaining may be a consequence of the lack of information about ongoing concurrent 
activities. The high percentage of the time spent for complaining indicates that the problem of 
teamwork still needs some more investigations. 

2For a study of Cooperation Principles (CP) see (Grice, 1975). 



760 S. BAKHTARI AND B. BARTSCH-SPOERL 

3.1. PROVIDING RELEVANT INFORMATION 

The suggestions made by the support system ought to be context sensitive and 
pertinent. In order to be relevant by answering the user«s questions we have to 
represent the different kinds of knowledge adequately and keep close to the natural 
manner of the types of knowledge involved in the task. We represent them in the 
form of cases, template models, heuristic rules, constraints, etc. This is an essential 
help in being as informative as needed and not confronting the user with a lot of 
- at least at this stage - irrelevant information. 

Representing some knowledge in the form of cases seems to be an appropriate 
and efficient way of knowledge representation in building design (Domeshek, 
1992; Kolodner, 1992; Hinrichs, 1992), although it is not the only one. Case
based reasoning (Riesbeck and Schank, 1989; Kolodner 1993) can be described 
as an AI approach which helps to make experiences generic. CBR encompasses 
some AI methods each of which provides functions for a certain issue, e.g. vague 
indexing, machine learning and constraint satisfaction methods. 

In fact, human experts reuse variations of their own former experiences and are 
to a certain extent open for suggestions and experiences made by other designers. 
They use this knowledge mostly as a source of inspiration and they adapt former 
layouts rather partially than completely. For this reason adaptation oriented reuse 
of former experiences (cases) is an essential aspect in supporting design. 

Adaptation, as we understand it, modifies an old solution in an essential way. 
This has to be done on the basis of non-trivial domain knowledge and adaptation 
procedures. One important aspect of adaptation is that it always leaves behind a 
certain risk that the adapted solution might not be acceptable with respect to the 
context of the building or the architect's assessment. 

An extremely modular approach to adaptation, similar to the approach taken 
in Deja Vu (Smyth and Keane, 1993) within a software design domain, is also 
suitable and applicable for our building design domain. In the FABEL project, there 
is ongoing work (Bhat, 1994) both on local adaptation specialists for rather simple 
geometrical adjustments and on more global adaptation and conflict management 
specialists for serious changes in the design. 

There is a also mutual interest between the CBR research and the Information 
Retrieval community (IR). The beginning of research efforts in the discourse of IR 
can be viewed as pragmatic inspired approaches which deal with indexing huge 
amounts of textual information and provided a fruitful field for mathematical 
investigations for models of similarity metrics in order to retrieve adequate sets 
of documents that are required (Salton and McGill, 1983). One aspect of research 
in CBR is focussed on cognitively sound models of knowledge representation, 
indexing and retrieval. A framework for collaboration can help to scale up an AI 
approach such as CBR not only with empirical results but also with the results of 
research investigations in several other fields ofIR, e.g. evaluating the goodness in 
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terms of recall and precision, providing similarity functions for ranking retrieved 
information or embedding methods to deal with user relevance feedback. 

Another useful integration is data exchange across CAD platforms. The in
vestigations in the discourse of computer aided architectural design (CAAD) 
concentrate rather on the geometrical aspects of a design and offer little to deal 
with other aspects involved in design. There are several ongoing investigations 
(Beheschti and Zreik, 1993) to incorporate other relevant aspects in these systems 
(e.g. Koutamanis and Mitossi, 1993). There are also some research efforts to apply 
AI methods for more powerful CAAD systems or making some knowledge about 
CAD drawings explicit by representing it in a constraint system (Hua et al., 1992). 
For reasons of data exchange, there ought to be a link established from a building 
design support system to CAD systems, but using CAD technology exclusively 
will lead to a very weak approximation of reality. 

The object oriented paradigm is the best suited approach not only for modelling 
and programming, but also for user interaction and underlying data bases. An 
object oriented representation enables quick and natural user interactions through 
the manipulation of the application's objects. Furthermore these representations 
can be enhanced by additional features to enable photorealistic and virtual reality 
presentation surfaces. 

Object oriented data base management systems (OODBMS) are another field 
which is of great help for our integration problems. It is clear that e.g. cases 
are complex objects which can contain e.g. pictorial information. Not only cases 
but although templates, packages of assessment rules etc. have to be persistently 
stored for later reuse. For this purpose, an OODBMS - possibly with version 
management capabilities - is the right choice. 

3.2. CONFLICT AND VERSION MANAGEMENT 

We have set out that designing buildings can be seen as a conglomeration of 
different aspects, e.g. building construction, duct layout, lighting cable layout, 
etc. Designing buildings is a non-linear stepwise refinement process and control 
is managed interactively in terms of coordination and synchronization. Therefore, 
all solutions of subproblems, e.g. duct layout, are taken preliminary as long as 
there are other unsolved (sub-)problems whose solvability or whose solutions may 
affect not only the local neighbourhood but also principal design decisions made 
in the early stages of the design process. Therefore all (sub-)problem solving is 
preliminary and subject to change. 

An essential aspect of supporting design activities in a collaborative framework 
is the management of conflicts during the design elaboration for a particular aspect 
as well as across multiple disciplines being involved in the design project. The 
activities in the process of building design can be viewed as a strongly conflict 
prone process, because in all phases of design elaboration the designer focuses on 



762 S. BAKHTARI AND B. BARTSCH-SPOERL 

the ultimate aim of that particular piece. 
Most of the research efforts focus on the topic how to avoid or detect the formal 

representation model from inconsistencies. This point of view is necessary if the 
chosen representation language is based on classical logic or it may be adequate 
for some kinds of application domains where conflicts can be specified beforehand 
(Brewka, 1991). If one insists to have a consistent model of building design the 
obtained model would be not only a very weak approximation of the reality but it 
could also be an inadequate formal model to deal with3. To tackle an issue such 
as building design the problem of managing conflicts cannot be neglected. Some 
of the reasons for this fact are the following: 

- Almost none of the conflicts can be foreseen and are therefore unavoidable. 
- Most of the conflicts which appear during the design process are specific for 

the project at hand. 
- There are almost no rigid rules how to resolve a conflict. 
- There exist no general valid rules to identify which one of two contradictory 

designs is to be refused if they come up as competitors. 

Conflicts may occur in different ways and on each abstraction level. We 
distinguish between acute inconsistencies and others which appear to be latent. 
They may be caused in the course of a design activity for one aspect, e.g. lighting 
planning, or as a result of tuning two subsolutions which have been obtained 
independently. The questions which have to be answered are the following: how 
to identify a conflict, how to classify an identified conflict and once conflicts are 
classified how to deal with them. 

In the building design domain acute inconsistencies can be identified if a 
designer's layout prevents standards or general accepted constraints. This kind 
of conflict can be faced with a specification of standards - valid in the context 
of building design - in the form of hard constraints. We defined in our project 
a function called coherence, which examines not only the validity of certain 
standards, but also the completeness of necessary primitive concepts for some 
aspects4 being involved in building design. 

In our opinion, the most interesting part of managing conflicts in building 
design is how to bear conflicts which appear to be latent. Conflicts being classified 
as latent may change their character during the exploration. The elaboration of the 
component the latent conflict involved may lead to acute conflicts in it. An acute 
conflict may also be caused while tuning this with other components. 

We have outlined the non-linear character of the design process and the fact 
that each insular achieved sub solution has to be viewed as preliminary and subject 
to change in order to get all sub solutions tuned. The following example illustrates 
a process of tuning topological arrangements inside a service space of a building 

3There are also theoretical investigations on how to bear with paraconsistent theories in the 
context of non-classical logics (Priest et al., 1989). 

4See Enzinger and Nuecldes (1994). 
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in the context of designing heating, ventilating and air conditioning systems 
(HVAC)5. It demonstrates also the usefulness of keeping former versions which 
can be applied again in further stages of the exploration. 

The given layout for the supply air system (S) contains a riser, three outlets 
and the connecting ducts. The layout for the return air system (R) includes a riser, 
two outlets and the ductwork needed. The refinement of the return air layout -
shown in (S+R*) - is a result of the tuning process between these two insular 
generated subsolutions. This step of tuning is done after putting the supply air 
system together with the return air system to check their workability (S+R). The 
tuning step is caused by the following requirement: The ducts of subsystems are 
not supposed to be located on the same axis. 

The supply air system layout has been subject to change (S*) while tuning it 
with the heating system6. Again, the modified supply air system layout (S *) has to 
be tuned with the current layout for the return air system (R*). The situation that 
has to be managed at this stage is shown in (S*+R*). This layout is to be modified 
to (S*+R) in order to get all subsolutions tuned appropriately. In this case the first 
version of the layout for the return air system (R) is used again. 

T + => T => 11 
(S) (R) (S+R) (S+R·) 

r + J => D => 1f 
(S·) (R") (S"+R") (S"+R) 

Figure 2. A process of tuning insular subsolutions in the context of the HVAC system into one 
coherent solution. 

As there is usually more than one designer involved in such conflict detection 
and resolution processes there is a necessity to have administrative information 
about the authors of all sub solutions and people who have to be asked or informed 
if there arises a need to change something that is relevant with respect to a 

SIn general, there is no predefined sequence of activities for designing the HVAC subsystems. In 
this example the supply air system is designed first, followed by the design of the return air system. 
Different orders of designing subsystems may lead to different problems that occur during the tuning 
process. 

6The tuning steps necessary for the supply air layout with the heating system are not shown in 
the example. 
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particular subsolution. For this purpose, an object oriented approach and support 
for keeping different versions are very useful. 

3.3. QUALITY ASSESSMENT 

There are some investigations in the computer science community in terms of con
structing expert critiquing systems (Silverman, 1992) and a few of these systems 
are already commercially successful. Silverman summarizes in (Silverman, 1993) 
their state of the art as follows: "They often fail to say the right thing at the right 
time, intrude when users don't want them, and appear to be situation insensitive 
autonomous. " 

In order to avoid a behavior like the one described above we concentrate on 
providing quality assessment functions which are less impertinent and more flex
ible in non-interrupting productive and creative phases. In particular, our quality 
assessment functions will 

- be able to decide whether a given design fragment can be assessed at all and 
if yes with respect to which quality aspects 

- know which assessment steps have to be repeated when the fragment itself 
or its surroundings have been changed 

- show the user only those quality assessment results which require user actions 
and 

- if possible, give hints how the detected conflict or unsatisfactory quality can 
be removed. 

In order to be flexibly applicable, we have no monolithic quality assessment 
function but a set of little QA functions which assess exactly one defined aspect of 
the quality and are applicable as soon as they get a coherent design fragment. All 
of them can be activated by the user on demand and are activated automatically 
if the user wants to release his piece of design for public use. The advantages of 
such an approach are as follows: 

- The designer can work without interruption as long as needed, nothing dis
turbs the creative or highly productive phases. 

- The designer can activate one or more QA functions which test the actual 
stage of the design when needed. 

- IT conflicts are detected, the designer may resolve them immediately or can 
wait for further completion and deal with this problem later. 

- Before finished parts are to release to the other designers, all implemented 
QA functions are applied and insure that there are no important aspects 
forgotten. 

This sort of supportive functionality seems to be adequate for open domain 
problem solving. 
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3.4. PLANNING WORK: UNDERTAKE ROUTINE AND ASSIST INNOVATION 

A support system for building design should provide the ability to widely relieve 
designers from routine activities, to assist designers by expounding innovative 
ideas and to put a platform at the designer«s disposal for creative design from 
scratch. The assessment of the quality of the insular designs, incorporating routine 
and innovative ideas, as well as the quality of the final design is made with regard 
to the initial requirements given by the client. 

For the subproblems involved which can be classified as routine design prob
lems, we have some freedom to decide which method of problem solving we want 
to use. Former prototypes of ARMILLA-based design problem solvers (Hovestadt, 
1993a. 1993b) used different rule-oriented AI approaches. These approaches led 
to some progress concerning small subproblems but became much too complex 
for larger contexts. From these experiments we know that we can use rule pack
ages or constraint problem solvers to obtain solutions for small and completely 
specified subproblems, namely routine designs. 

To design a new building does certainly not require new discoveries about 
statics or geometric or to circumvent standards and constraints being established. 
But the building design confronts the architects and the technical engineers with 
problems that never occurred before in exactly the same constellation and therefore 
need creative ideas to solve the particular problem within the given context. Having 
some initial rules which formalize heuristics and advisories can help designers to 
launch into the problem and develop novel solutions. 

In our project we infer heuristics and advisories from ARMILLA and pertain 
distribution principles that comprise an innovative support system. The distribu
tion principles can be viewed as design maxims that are supported by ARMILLA's 
underlying conceptualization. In other words, these principles are rather desired 
behavior and design skill and not demanded by ARMll.LA. Applying these prin
ciples leads to a significant improvement of the obtained designs and produces 
a new design. The obtained solutions can be regarded as a mutation of former 
layouts due to the available knowledge. According to the above characterization 
we obtain a novel, innovative design. 

An example for applying the maxim of homogeneity is given in figure 3 where 
a complex design of the supply and return air system (S+R) is given. A routine 
solution would have lead to a qualitative bad result, so a slight modification of the 
given design in terms of homogeneity with the expected solution is suggested by 
the support system. 

Another method of offering suggestions to consider innovative design is the 
combination of cases. There is a distinction drawn in Hua et al. (1992) between 
crossing cases and composing cases: "In crossing, we combine properties of cases, 
while in composition, we assemble pieces of structures represented in cases". If 
we want to cross or compose several cases, we need compatibility knowledge, 
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Figure 3. Modifying a routine layout to a homogenous layout 

which may be acquired and represented in some kind of knowledge representation 
schemes. Applying this kind of knowledge in order to get a correct new design 
can also be seen as obtaining an innovative design. 

Our system will offer no specific tools for the production of creative design. 
This is in our opinion a task which has to remain with the architect. The main 
reason for this modesty is that our architects like and perhaps need challenges 
of this sort and would not accept somewhat arbitrary proposals from the system. 
The only administrative support we offer is the storage of architect-constructed 
creative solutions in the case library and their potential reuse for similar situations. 
This is our way to keep the system functionality open to creative solutions which 
are user designed. 

4. Summary and Outlook 

We have outlined that today's AI technology does not meet very many of the 
requirements from complex innovative and cooperative design domains like e.g. 
software design or building design. But on the other hand AI approaches are 
necessary to offer comprehensive support in knowledge intensive and structurally 
complex design domains. Therefore we developed a strategy of bridging the gap 
between AI technology and design requirements primarily for our current FABEL 
project. But the concepts described are also applicable to software design and 
other innovative and cooperative design domains. 

The key of our integration concept is a fine grained model of both the know-
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ledge and the problem solving activities which can be used situation sensitive. 
We further described possible integration paths to CAD and database systems and 
how we are going to deal with conflict and version management as well as quality 
assessment. 

In the near future we will develop the software to get the described concepts 
running in our domain of building design. With a third FABEL prototype which 
is planned for 1994 we will evaluate our approach to the quality assessment 
functions. Adaptation will be added one prototype later. 
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